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Abstract

Artificial intelligence (Al)-based digital integrated circuit (IC) design is exploding in the
chip industry. Agent-based digital logic design is considered the next paradigm in computer
architecture at the chip level. In this work, we explore the domain specialization of a Claude-
based Al agent on the specific topic of Fast Fourier transform (FFT) algorithms, using
butterfly architectures for sparse factorized matrix-vector realization of discrete Fourier
transform (DFT) applied to the hardware realization of the novel special case of approximate
DFT with corresponding sparse factorizations. Unlike FFTs, which are well-known and com-
monly described in the literature and public hardware description language (HDL) code
bases, approximate discrete Fourier transforms (ADFTs) are a new approach to frequency
computation in the discrete time domain that scales as O(N) arithmetic (multiplication)
operations. HDL code implementation of these factorizations is not available in public
repositories, and while the contents of the proprietary training corpus of Claude cannot be
inspected, this absence makes it unlikely that the algorithm is represented in the training
data. No retraining or fine-tuning of the model is done in this work; instead, we specialize
a general-purpose Al agent through prompting at design time using our published ADFT
matrices and their sparse factorizations. The agent combines this provisioned domain
knowledge with its existing knowledge of FFT theory, including Cooley-Tukey butterfly net-
works, to adapt standard FFT algorithms for the ADFT use case as the number of frequency
points N scales to large values. We verify mathematical performance as well as digital logic
correctness as the Al agent scaled design complexity starting from small values of N to larger
values, progressively, in a controlled and systematic way. Finally, the agent-generated HDL
source code is synthesized as reusable intellectual property (IP) blocks across both an AMD
Xilinx Zynq UltraScale+ radio-frequency system-on-chip (RF-SoC) (ZCU216 evaluation
platform) and 28 nm TSMC application-specific integrated circuit (ASIC) process design kit
W) Check for updates (PDK). The results demonstrate that a single Al-generated design description successfully
re-targets multiple physical implementation flows, validating the feasibility of automated
Al agents for specialized electronic design automation (EDA) workflows.
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1. Introduction

distributed under the terms and

conditions of the Creative Commons Artificial intelligence (Al)-assisted digital integrated circuit (IC) design is rapidly

Attribution (CC BY) license. transforming the semiconductor industry, ranging from large language model (LLM)-based
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generation of register-transfer-level (RTL) code from natural-language design specifica-
tions [1-3] to fully autonomous agentic Al systems that plan and execute electronic design
automation (EDA) tools across the entire RTL-to-GDS-II (RTL2GDS) flow [4,5] which has
been reviewed in recent surveys [6,7]. Collectively, these techniques extend the assistance
of Al across every stage of chip realization, from field-programmable gate array (FPGA)
prototyping to application-specific integrated circuit (ASIC) tape-out. Although recent
studies have demonstrated the capabilities of agentic Al in RTL generation, their perfor-
mance is evaluated on LLM-based RTL generation for well-known circuits such as adders,
first-in, first-out (FIFO) buffers, and fast Fourier transform (FFT) butterflies, which are
abundantly represented in published papers, textbooks, and open-source Verilog reposito-
ries [8,9]. Whether an agent can correctly implement novel algorithmic content remains an
open question.

This paper investigates that question using the ADFT as the test algorithm. The
approximate discrete Fourier transform (ADFT) [10,11] computes the discrete Fourier
transform (DFT) through sparse matrix factorizations whose entries are restricted to
trivial multipliers, such as {0, i%, 11, £2, &/}, enabling multiplierless butterfly-style hard-
ware implementations whose arithmetic complexity scales as O(N). These factorizations
are documented only in the authors” own publications, and no hardware description
language (HDL) implementation of them exists in any public repository. Therefore, no
reference design is available to retrieve and adapt, so the RTL must be generated by the Al
agent from the matrices. In contrast, the classical FFT and the Cooley-Tukey decomposi-
tion are extensively documented and well-represented in general-purpose LLM training
data. Generating correct ADFT hardware therefore requires a general-purpose LLM to
perform a qualitatively more demanding task than benchmark RTL generation where it
must take the provided factorization matrices as ground truth, and integrate them with
its general knowledge of FFT theory, index mappings, twiddle factors and Cooley-Tukey
butterfly networks.

Organization of the Paper

The remainder of this paper is structured as follows. Section 2 reviews related work
in language-model-based RTL generation, agentic Al in EDA, and ADFT and multipli-
erless hardware. Section 3 describes the domain specialization of the Claude-based Al
agent and the progressive design methodology, in which each verified transform length be-
comes a building block for higher-order architectures. Section 4 presents the Cooley—Tukey
composition of the provided factorizations and the resulting family of RTL architectures
for N = 64 to N = 16,384, including the fixed-point formats and pipeline organization.
Section 5 details the bit-exact verification methodology linking matrix-form MATLAB
golden models to streaming self-checking testbenches. Section 6 reports radio-frequency
system-on-chip (RF-50C) and 28 nm complementary metal-oxide-semiconductor (CMOS)
synthesis results for the agent-generated designs, demonstrating the synthesizability of the
generated Verilog for both FPGA and ASIC targets. Finally, Section 7 discusses the findings
and directions for future research.

2. Review
2.1. Language-Model-Based RTL Generation

The application of LLMs to generate HDL codes began with direct translation of
natural-language specifications into synthesizable code, which has been surveyed in several
instances [6,7,12]. A critical review classifies thirty-one such published efforts by their use
of fine-tuning, reinforcement learning, retrieval-augmented prompting and multi-agent
orchestration, across eight methodological dimensions that include debugging support, post-
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RTL metrics and benchmark development [13]. More recent work treats synthesizability
of the generated code as an explicit objective [14,15] and documents systematic quality
failures in HDL question answering [16].

From the beginning, this domain has developed along three primary directions; fine-
tuning open models on hardware specific datasets, adapting general-purpose models to
the hardware domain, and constructing benchmarks to measure the performance of those
models. Early work showed that general LLM models could produce syntactically correct
Verilog for small, well-specified digital modules [1]. Subsequent work fine-tuned open-
source models extensively on Verilog datasets, showing that a relatively compact, domain-
specialized model could approach or even exceed the functional correctness rates of much
larger foundation models on similar tasks [2,3]. The same review [13] evaluates frontier
commercial and open-weight models, among them Claude Sonnet 4 from the model family
used in this work, on the VerilogEvalV2 and RTLLM-v2.0 benchmarks under both single-
shot generation and generation augmented by a lightweight reflection loop. With the
reflection loop, pass rates of up to 89.74% and 96.08% respectively are reported, matching
or exceeding fine-tuned domain-specific pipelines without any retraining [13,17].

Adapting large foundation models to industrial chip-design, using continued pre-
training in internal design data together with the retrieval of proprietary documentation,
has been reported to improve performance across code generation, answering technical
questions, and bug triage [18]. Moreover, conversational co-design has also been demon-
strated end to end, with a language model participating in the design of a microprocessor
subsequently fabricated in silicon [19].

Measurement of these generative capabilities is based on a small number of public
benchmarks. These frameworks provide natural-language problem statements paired
with reference implementations and testbenches, and score models based on functional
equivalence rather than textual similarity [8,9]. However, the tasks used to evaluate those
benchmarks are drawn almost exclusively from standard digital building blocks such as
counters, finite-state machines, basic arithmetic units, FIFO memories, and single-stage
FFT butterflies, all of which are heavily represented across academic textbooks and open-
source repositories. Revised evaluations of the established benchmarks further demonstrate
that HDLs constitute a small fraction of training data on which these models are trained,
relative to other general software code [20], and the problems that are used in benchmark
evaluation are already appearing in the training data, so a high score can reflect recall rather
than generation, which is called contamination, and has been identified as a confound in
benchmark interpretation [21]. Therefore, the prior work does not clearly show how a model
performs in the absence of the required code in its training data, and this fundamental
limitation serves as the point of interest for the present study.

2.2. Agentic Al in Electronic Design Automation

Beyond single-shot code generation, recent research focuses on autonomous Al agents
that can invoke external tools and act on their results [22-24]. For instance, agent frameworks
have been demonstrated to successfully translate natural-language instructions into EDA
tool scripts to drive an entire RTL-to-GDS-II flow autonomously, planning the sequence of
steps and interpreting tool outputs [4,25]. Instead of needing a perfect code on the very first
attempt, these frameworks repair generated hardware descriptions iteratively in response
to compilation and simulation errors [5]. Language models have similarly been applied to
the verification side of the ASIC flow in generating assertions, testbenches, and stimulus for
design validation [6].

Instead of a single agent involved, multi-agent engines extend this by dividing RTL
generation among generation, simulation-scoring and debugging roles, reporting substan-
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tial gains over single-agent baselines [26]. Later systems add adaptive orchestration and
hierarchical decomposition of a specification into dependency-ordered sub-modules, which
succeeds on a system-scale design where monolithic generation fails entirely [27-29]. Mov-
ing further from RTL generation, a smaller number of efforts optimize power, performance
and area (PPA) jointly with functional correctness, in one case through an evolving memory
of optimization experience that improves strategy without retraining [30-33]. Also, the
evaluation frameworks now score based on synthesizability and post-synthesis metrics
along with the functional correctness [21]. Therefore, the contribution of language mod-
els is currently expanding from the writing of HDL code towards the ASIC design flow
as a whole.

2.3. Approximate Discrete Transforms and Multiplierless Hardware

Approximate discrete transforms replace the exact transform matrix with a matrix
whose entries are restricted to trivial multipliers, such as {0, i%, +1,+2,4j} [10]. Under
this constraint, every matrix-vector multiplication reduces to a trivial sign inversion or a
power-of-two bit shift, enabling the complete transform to be realized in hardware entirely
without traditional multipliers.

Such approximation approach resulted in a number of multiplierless DFT approx-
imations [10]. They have found application in multi-beam RF apertures and has since
been realized across a range of platforms, an 8-point digital array receiver at 2.4 GHz, a
16-point FPGA-based receiver reporting a 70% hardware reduction relative to an exact FFT,
a 32-beam digital subsystem at 5.8 GHz [34], and analog CMOS multi-beamformers in
65 nm and 180 nm processes [35]. More recently, the same factorizations have expanded
beyond beamforming applications, replacing the FFT in Fourier neural operators for partial
differential equation (PDE) solving [36].

The underlying factorization matrices, their hierarchical Cooley—Tukey composition,
and their flexible hardware pipelines appear in the literature; but no corresponding HDL
source implementation exists in any public repository. Therefore, no RTL is present for a
general-purpose LLM to retrieve, and the hardware has to be constructed from the matrices
themselves, making it a suitable test case to evaluate the true generative capability of
Al agents.

3. Domain Specialization of the Claude Agent and Design Methodology

In this section, we present how a general-purpose LLM is transformed into an effective
RTL generator for which no public HDL implementation exists. The proposed method-
ology relies on two key principles. The first is design-time specialization; the published
ADFT sparse factorization matrices are provided to the agent as algorithmic ground truth.
The agent then combines this explicit domain knowledge with its general knowledge of
FFT theory, including index mappings, twiddle-factor operations, Cooley-Tukey decom-
positions, and butterfly structures, to construct RTL architectures for transform lengths
substantially larger than the available ADFT building blocks. Second is the separation
between design generation and functional verification. The agent autonomously generates
the SystemVerilog RTL DUTs and their self-checking testbenches, but the final authority
over functional correctness remains with the human RTL designer, who implements in-
dependent matrix-based MATLAB (R2021b) golden reference models and uses them for
bit-exact verification, as described in Section 5.
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3.1. Agent Configuration and Tool Environment

The Al agent employed in this work is built on Claude (Anthropic), a general-purpose
large language model operated in an agentic configuration. No retraining, fine-tuning,
or modification of the underlying model is performed at any point of this work; the model’s
weights remain those of the publicly available general-purpose LLM, and all domain special-
ization described in Section 3.2 is applied at design time through the information provided
to the agent via prompts. All the instructions to the agent were given through the natural-
language prompts where they were organized in a way that it starts from the lower level of
the design hierarchy and proceed to higher levels.

3.1.1. Single-Shot Generation Without the Factorization

As a control experiment to evaluate the performance of single-shot generation, the agent
was asked to generate a 32-point ADFT core without being supplied the factorization
matrices, using only the basic prompt “Generate the RTL for 32-point ADFT using sparse
factorization matrices for hardware implementation”. The agent did not reproduce the
expected transform and instead it generated a radix-2 decimation-in-time structure of five
sparse butterfly stages. It reported that the design was pipelined and free of multipliers,
that it is verified against a Python (https://www.python.org, accessed on 18 September
2026) reference model the agent had written with 2000 test vectors, and that it synthesized
in Yosys with no multipliers inferred. The full transcript of this session is available at
the link given in the Data Availability Statement. This clearly establishes the need for the
human-agent interaction and design iteration described in the following subsection.

3.1.2. Human—-Agent Interaction and Design Iteration

The interaction between the designer and the Al agent evolved throughout the design
process as the implementation knowledge accumulated. The initial ADFT architectures
required detailed prompts that explicitly specified the sparse factorization matrices, matrix
representation conventions, fixed-point arithmetic discipline, pipelined datapath orga-
nization, and module interface requirements. These early interactions established the
implementation conventions that guided all subsequent hardware generation.

The first prompt provided to the Al agent requested the generation of a pipelined
signed adder/subtractor with parameterized word length and fixed pipeline latency.

Prompt 1. Generate SystemVerilog code for a parameterized signed adder /subtractor module.
The input operands should be signed and parameterized, and the output should be one bit wider than
the inputs to avoid signed overflow. The design shall be fully pipelined with an internal latency of
four clock cycles from input to output.

The Al-generated RTL module is shown in Listing 1.

Prompt 2. Generate SystemVerilog code for a parameterized delay module. The module should delay
the input signal by a configurable number of clock cycles. The data width and delay length should be
parameterized. The design shall operate synchronously with the clock and include an active-low reset
that initializes all pipeline registers. The implementation shall be fully synthesizable and suitable for
reuse in larger pipelined RTL designs.
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Listing 1. Al-generated four-stage pipelined signed adder/subtractor.

-

N G e W N

21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51
52
53
54
55
56
57
58
59
60
61

// Purpose : 4-stage pipelined signed adder/subtractor

: addsub

1 (FF) :
2 (FF) :
3 (FF)
4 (FF) :

Inputs a, b

//

// Module

//

// Pipe stages
//  Stage

// Stage

//  Stage

// Stage

//

//

//

// Port widths
//

//

//

register inputs

compute sign-extended sum/difference

output pipeline register - isolates the addsub result
from the next computational stage;, mo addsub output ever
feeds a downstream stage input combinationally

// Latency : 4 clock cycles

//

module addsub #(
parameter int WIDTH = 16

)

(

input
input
input
input
input
output

logic
logic
logic
logic

always_ff @(posedge clk or negedge rst_n) begin

logic
logic

: re-register computed result

: WIDTH bits (signed)
Output result : WIDTH+1 bits (signed) - one exztra bit prevents overflow

logic signed [WIDTH-1:0]
logic signed [WIDTH-1:0]

logic

logic signed [WIDTH:0]

signed [WIDTH-1:0] a_s1, b_sl;

signed [WIDTH:0]
signed [WIDTH:O]

if (!rst_n) begin

a_si
b_s1
sub_s1
res_s2
res_s3
result

end

else begin

a_sl
b_si
sub_s1

res_s2

? ({a_s1[WIDTH-1],
{b_s1[WIDTH-1],
({a_s1[WIDTH-1],
{b_s1[WIDTH-1],

res_s3 <= res_s2;
result <= res_s3;

end

end

62 endmodule

<=
<=
<=
<=
<=
<=

<=
<=
<=

<=

IO;
IO;
1'b0;
IO;
IO;
IO;

a;
b;
sub;

sub_s1

sub_s1;
res_s2;
res_s3;

a, b, sudb

a_sl} -
b_s1})

a_sl} +
b_s1});

clk,
rst_n,
a,

b,
sub,
result
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The Al-generated RTL module is shown in Listing 2.

In the subsequent prompts the level of abstraction was increased by requesting the
implementation of the 8-point ADFT core from its sparse factorization matrices provided
in the same prompt while explicitly mentioning to reuse the adder and the delay mod-
ules already generated. This progression concluded in the generation of the four largest
architectures 2048-, 4096-, 8192-, and 16,384-point ADFT from a single prompt requesting
their implementation using the previously developed 8-, 16-, and 32-point sparse-factorized
ADFT cores together with the Cooley-Tukey decomposition. Table 1 presents representative
prompts at three points in this sequence.

Listing 2. Al-generated delay module.

1 // B e e e e e e e e e e e e e e et
2 // Module : delay

3 // Purpose : Parameterized signed shift-register delay line
s //

5 // Latency : CYCLES clock cycles

6 // ======================================================
7

s module delay #(

9 parameter int WIDTH = 17,

10 parameter int CYCLES = 1

1) (

12 input logic clk,

13 input logic rst_n,

14 input logic signed [WIDTH-1:0] din,

15 output logic signed [WIDTH-1:0] dout

16 )}

17

18 logic signed [WIDTH-1:0] sr [0:CYCLES-1];

19

20 always_ff @(posedge clk or negedge rst_n) begin
21 if (!rst_n) begin

2 for (int i = 0; i < CYCLES; i++)

23 sr[i] <= '0;

24 end else begin

25 sr[0] <= din;

26 for (int i = 1; i < CYCLES; i++)

27 sr[i] <= sr[i-1];

28 end

29 end

30

31 assign dout = sr[CYCLES-1];

32

33 endmodule

This evolution demonstrates that the designer’s primary role was to establish the ar-
chitectural intent and implementation conventions during the early stages of development,
while the Al agent subsequently propagated these conventions across the remaining trans-
form hierarchy. As a result, prompt complexity decreased significantly as the transform
size increased, enabling efficient generation of increasingly complex RTL designs with only
minimal additional designer intervention.
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Table 1. Representative prompts at three points in the design sequence, showing the contraction from
full specification to single-sentence directive as context accumulated.

Design Representative Prompt (Paraphrased)

“The approximate discrete Fourier transform (ADFT) is a simplified
mathematical transformation used to approximate the conventional discrete
Fourier transform (DFT) or Fast Fourier transform (FFT) matrix while
significantly reducing computational complexity. Instead of relying on exact
complex multiplications, the ADFT replaces the FFT matrix coefficients with

First simplified values such as £1, &, and powers of two, allowing implementation
using only additions, subtractions, bit shifts, and simple sign changes. Now
design a fully parallel, pipelined, synthesizable, multiplierless 8-point
complex approximate discrete Fourier transform (ADFT) core in System
Verilog. Approximation matrices for 8-point FFT is given below. ADFTg =
P-Y1-D2-Y2-D1-Y3-Y4”

“I will provide you with the sparse factorization for 8-point approximate DFT,
Middle using that generate the RTL for 64-point ADFT using Cooley-Tukey
Transformation.”

“Generate RTL for 4096, 8192 and 16,384 ADFT using the provided 8-point,
Late 16-point and 32-point ADFT sparse factorization matrices and using
Cooley—Tukey Transformations.”

3.2. ADFT Sparse Factorization Matrices

An approximate discrete Fourier transform (ADFT) is an integer matrix Fy, defined
over a set of trivial multipliers, such as {0, i%, 11,42, 4/}, capable of retaining sought
mathematical properties of the exact DFT matrix Fy.

This representation eliminates the need for multipliers and enables hardware imple-
mentations with lower power consumption, reduced silicon area, and higher operating
speed than conventional FFT-based realizations. The sparse factorization matrices employed
in this work, which are available in the literature, further decompose the approximate trans-
form matrix into a sequence of sparse matrix operations that are well-suited for efficient
RTL implementation.

Matrices as Ground Truth

The domain knowledge supplied to the agent consists of the complete factor matri-
ces of the two base transforms, given entry by entry. The selected 8-point approximate
DFT was originally introduced with fast algorithms provided in [10] and associate digital
architectures introduced in [35]. The mathematical formulation is given by the following:

FgZP‘Yl'Dz'Yz‘Dl‘YB‘Y4, (1)

applied right-to-left to the input vector, with

(1 0 00 1 0 0 0] [1 0 1 0 00 0]

0100 0 1 0 O 01 0o 1 0O0O0 O

0010 0 0 1 O 1 0 -1 0 00 O
%=1l 50010 0 of ¥ looo o100 o @

0100 0 -1 0 O 00 0 0 010 1

0o0o10 0 0 -1 0 00 0 0 0O0OT1 O

0o 001 0 0 0 -1 o 0 0 0 01 0 -1
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(1 1 0 0 0 0 0 0] (1 0 0 0 0 0 0 O]
1 -1 0000 0 O 010 0 0 0 0 O
0 0 1000 0 O 001 1 0 0 0 O
0 0 01T 00 0 O 001 -10 0 0 O
Y, = ;Y= )
0 0 0010 0 1 000 0O 1 -1 0 0
0 0 0001 1 O 000 O 0O 0 -11
0 0 0001 -1 0 000 0 1 1 0 O
0 0 0010 0 -1 0 0 0 0 O 1 1]
D, =2diag(1,1,1,1,1,5,1,3), D,=diag1,1,1,j,1,j,j, 1), (4)
and the output permutation
(1 0 0 0 0 0 0 0]
000O01O0O0O
000100O0O0O
P 000O0O0OT1O0TO0 . (5)
01 000O0O0O
000O0O0O0OTU 071
001000O0O0O
0 00000 1 0]

The adopted 16-point approximate DFT is the one suggested in [10] equipped with fast
algorithms developed in [10] and digital architecture detailed in [35]. This approximation
is furnished by the following factorization:

F16:Bl'D,1'BZ'B3'B4'BSr (6)
with the diagonal stage
D) = 3diag(1,1,1,1,1,1,1,1,1,j,7,j,,7.i./) (7)
and the sparse factors
2 0 0 0 0 0 00 0O O O O O 0 0 O0f]
oo o 0 0-100O0O 1T 0 0 0 0 0 O
oo o0 -1r0 0 000 0 O O 0O 1 0 O
oo o 0090010 0 0 1 0 0 0 O
0oo0-2 000 000 0 0 0 0 0 o0 =2
oo o 000 O0O0-1 0 0 0 1 0 0 O
oo o o010 000 0 0 0O 0 o0 1 0
B, = oo o 000100 0 1T 0 0 0 0 O )
020 000 O0O0OO0OO0O O O o0 o0 o0 o0
oo o 000100 O -1 0 0 0 0 O
oo o o010 000 0 0 O O O -1 0
oo o 0o0o0O0O0-1 0 0 O -1 0 0 O
o0o0-2 000 000 0 0 0 0 o0 0 2
oo o 0000110 0 O -1 0 0 0 O
oo o0 -10 0 00 0 O O O O -1 0 O
oo o o0 0-1000 -1 0 0 0 0 0 0]
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-1 0 0 0 0 0 0 0 1.0 0 0 0O0O0O
0 0 0 0 0 0 0 -1 01 0O0O0O0O0TO
0 0 0 0 0 0o -1 0 001 O0O0O0O0TO
0 0 0 0 0 -1 0 0 00 O01O0O0O0TO
0 0 0 0 -1 0 0 0 00 O0O0OT1O0TO0TO
0 0 0 -1 0 0 0 0 00 O0O0OO0OT1TO0TO
0 0 -1 0 0 0 0 0 00 O0O0OO0OO0OT1TFO
L0 -1 0 0 0 0 0 0 00 O0O0O0OO0 O0 1]

In terms of the 32-point approximate DFT F;,, we selected the method introduced [10]
(N =32, m = 0) whose fast algorithm is described in [11]. Due to the very large size of the
matrices, we refer the readers to [11] for the explicit numerical form of its factor terms and
its complexity analysis.

3.3. Adaptation of General FFT Principles to the ADFT Architectures

The sparse ADFT factorization matrices were explicitly provided to the agent, whereas
the Cooley-Tukey decomposition was assumed to be part of its pretrained knowledge.
To validate this assumption before introducing implementation-specific guidance, the agent
was prompted to explain the Cooley—Tukey algorithm and its underlying mathematical
principles. Because the Cooley—Tukey algorithm specifies only how transform stages are
composed and places no constraint on the kernel itself, the supplied 8-, 16-, and 32-point
ADFT cores can directly substitute for conventional discrete Fourier transform (DFT) kernels
at each stage. The agent could therefore combine general FFT knowledge that it already
possessed with the provisioned ADFT matrices to construct larger approximate transforms,
and the resulting decomposition is presented in Section 4.

3.4. Fixed-Point Arithmetic and Bit-Exact Design

The acceptance criterion for every generated design is a bitwise comparison with the
reference model with zero tolerance. Bitwise comparison against a reference model is only
meaningful if both perform identical arithmetic. Therefore a fixed-point discipline was
established and the agent was instructed to follow it throughout RTL generation.

In synthesizable RTL, a port declared logic signed [15:0] carries a 16-bit integer.
The Q2.14 interpretation where the stored integer represents a value scaled by 2! is a
convention maintained by the hardware and the reference model, so both operate in the
same integer domain. Each input value v is converted to an integer code c = round (v-21*) be-
fore providing the stimulus to the testbench or the reference model, and no bits are discarded
thereafter, and rather than quantizing between stages to hold a fixed word length, each core
widens its word length monotonically to support bit growth.

Even though the reference model runs in double precision arithmetic, it operates only
on these integer codes. Since double precision represents every integer exactly up to 2%,
it acts as an exact integer calculator over the word lengths used here, and therefore, any
mismatch between the RTL and the matlab reference model indicates an implementation
error associated with the Al-generated RTL code.
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4. Cooley-Tukey Decomposition of the Generated ADFT Architectures

The agent generated RTL for the N-point ADFT cores with N € {8,16,32} directly
from the provided sparse factorizations. Longer transforms, from N = 64 to N = 16,384, are
obtained by the Cooley-Tukey decomposition which expresses a transform of composite
length as two ranks of shorter transforms, each realized by one of these verified cores. This
section describes the decomposition and shows how it is applied to generate the higher-order
ADFT architectures.

4.1. Two-Rank DIT Decomposition and Index Mappings

Every generated design of length N > 64 instantiates the architecture shown in Figure 1,
a Cooley-Tukey structure with a two-rank decimation-in-time decomposition, N = N1N,.
Here, rank denotes one of the two layers of complete base-transform blocks, as distinct from

a stage, which is one factor matrix inside a single core.
x[n] » Index > Rank 1 Twiddle Rank 2 > X[n]
N Complex i Mapping ADFT_N1 Stage ADFT_N2 N Complex
samples | samples

N =N1.N2 N2 parallel cores of N1 parallel cores of
N1 N2

A

Figure 1. Two-rank decimation-in-time Cooley-Tukey architecture used for all generated designs of
length N > 64.

The input frame is mapped onto an N; x N, grid by
n:n2+N27’l1, 1’11 S {O,--.,Nl—l}, le S {0,,N2—1} (13)

Rank 1 applies N, parallel copies of the inner base transform along n;, the twiddle stage
multiplies each grid point by WI@"Z, and rank 2 applies N; parallel copies of the outer
transform along n,, as shown in Figure 1. The results are read out under the output
index map,

k:kl +N1k2, kl (S {0,...,N1—1}, kze {0,,N2—1} (14)

The template is fully parallel and fully pipelined, where all N samples enter on the same
clock, every stage is registered, and one complete frame is accepted per clock at fixed latency.
Each rank is a set of identical cores that operate simultaneously.

For an example, consider N = 128 factored as 8 x 16, so that N; = 8and N, = 16. Rank 1
then holds sixteen parallel 8-point ADFT cores and rank 2 holds eight parallel 16-point
ADFT cores. By Equation (13), each rank-1 core takes every sixteenth input sample, i.e., the
first receives x[0],x[16], ..., x[112], the second x[1], x[17], ..., x[113], and so on, thereby pro-
viding eight samples to each 8-point ADFT core. After the twiddle stage, by Equation (14),
each rank-2 core produces every eighth output bin, i.e., the first gives X[0], X[8], ..., X[120],
the second X[1], X[9], ..., X[121], and so on, producing sixteen output bins from each
16-point ADFT core.

4.2. Quantized Twiddle-Factor Implementation

The twiddle stage forms the interface between the two ranks and is the only part of
the generated architectures that performs true multiplication, as the ADFT base transforms
only consist of additions, subtractions, sign inversions, bit shifts, and permutations. At each
of the N decomposition points, the intermediate output is multiplied by

S —j27tky 1, /N
WN1z:€]7r1n2/ }
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implemented by the pipelined twiddle_cmult module. Because the twiddle factors are
fixed for a given transform length, these are constant-coefficients rather than general mul-
tipliers, and the multiplier resources scale linearly with N. These are written as ordinary
multiplications in the RTL rather than as hand-coded shift-and-add networks or in canonical
signed digit form, and because each coefficient is a parameter of the module twiddle_cmult,
optimization is left to the synthesis tool, which removes the trivial coefficients and leaves
non-trivial multipliers. The multiplication products are kept at full width, input 14 frac-
tional bits, and output 28 fractional bits, with no rounding or truncation, and therefore no
error is introduced in this stage. The only error is in the coefficients when arranging them
in the Q2.14 format.

4.3. Generated RTL Architectures and Their Implementation Characteristics

The decomposition described above is used to generate composite architectures listed
in Table 2. Up to N = 1024, both ranks are populated directly by the provisioned base
cores Fg, Fi¢ and Fs,. Beyond that, for N > 2048 the inner rank is itself a Cooley-Tukey
composite generated earlier in the sequence, while the outer rank remains 32 instances of
F5,. The 16,384-point design is therefore built from the 512-point design, which is built from
Fy¢ and F, so that each verified architecture becomes a building block for the next.

Table 2. The generated approximate discrete Fourier transform (ADFT) architectures, N > 64.

N N; x N, Base Cores (Inner, Outer) Twiddles
64 8x38 ADFTy, ADFTy 64
128 8x 16 ADFTy, ADFTy4 128
256 16 x 16 ADFT;,, ADFT4 256
512 16 x 32 ADFT,,, ADFT5, 512
1024 32 x 32 ADFTs3,, ADFT3, 1024
2048 64 x 32 adft64_ct, ADFT5, 2048
4096 128 x 32 adft128_ct, ADFT5, 4096
8192 256 x 32 adft256_ct, ADFT}5, 8192
16,384 512 x 32 adft512_ct, ADFT}3, 16,384

5. Verification Methodology and Results

Each generated RTL design is validated by bit-exact comparison against a MATLAB
reference model and accepted only if its outputs match the reference bit-for-bit across the
full test set, with zero tolerance, rather than by relying on the agent’s assessment of its
own output. The reference is written by the RTL designer with no Al involvement and
is derived directly from the provisioned factorization matrices in matlab, so it serves an
external, executable passing criterion that the generated RTL should meet.

The bit-exact verification flow used in this work is shown in Figure 2. The complex ran-
dom test vectors are quantized once to Q2.14 integer codes under the discipline of Section 3.4
and supplied simultaneously to the RTL testbench and to the MATLAB reference model.
During comparison, an exact match confirms that the agent translated the factorization and
its Cooley—Tukey composition into synthesizable logic correctly, whereas any mismatch
brings out an implementation error with the Al-generated RTL.

5.1. Matrix-Form MATLAB Golden Models and Vector Generation

The Matlab golden reference model evaluates each transform as a sequence of
matrix-vector products. For a base transform, the factor matrices are applied in or-
der, y = W, ---W;x, with each product computed on integer codes. For a composite
transform, the two ranks and the twiddle stage are applied under the index maps of
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Equations (13) and (14). Each ADFT core is exercised with test vectors which are uni-
formly distributed random complex samples spanning the full Q2.14 input range.

4 )

Published ADFT vL
Sparse Factorization
Matrices(Provisioned Natural-language
Ground Truth) pnt:amp‘;tI ?

. J |

Y Domain-Specialized
Human RTL designer (No Al Claude Agent
involvement)
Random complex test
vectors
) 4 4
Generated RTL
e Gt_)lden +Self-checking
Model(Matrix form) testbench

Bit-exact
Comparison

Error in the
generated RTL

Design accepted and the verified N-point core
added to the library for reuse

28 nm CMOS
synthesis (Cadence
Genus)

RF-SoC
implementation
(Zcu216)

Figure 2. Flowchart of the proposed methodology and the bit-exact verification. The sparse factoriza-
tion matrices are provisioned along two independent paths, to the Claude agent, which generates the
register-transfer-level (RTL) and testbench, and to the human designer, who writes the MATLAB
golden model with no artificial intelligence (AI) involvement. The same test vectors drive both, and a
design is accepted only on an exact match and a mismatch is fed back to the agent.

5.2. Streaming Self-Checking Testbenches and the Bit-Exact Comparison

Each design is validated in the Xilinx Vivado 2020.2 simulator by a self-checking test-
bench generated by the Claude agent that streams one complete frame per clock. The input
stimulus and the expected outputs are both produced by the MATLAB reference model
and supplied to the testbench as text files, which the testbench reads at run time. As the
stimulus is applied continuously rather than frame by frame, the design is verified under
the back-to-back throughput; thereby, any pipeline hazards such as data leakage across
pipeline stages or mismatch in pipeline delays are exposed as errors. Before comparison,
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the testbench compensates for the fixed pipeline latency of the design, aligning each output
frame with the input frame that produced it. Each real and imaginary output code is then
compared directly with the corresponding reference value read from the expected-output
file. For any mismatch, the testbench reports the input frame index, the output frame index
and both values, and every run terminates with an explicit pass or fail status.

5.3. Verification Results Across All Lengths

All 12 transform lengths passed with zero mismatches over 100,000 frames each, cover-
ing both the provisioned base cores and the nine composite architectures built from them.

For composite ADFT cores (N > 64), each base transform is verified before being reused
as a building block in the next hierarchical stage. Therefore, any output mismatch at length
N must originate from the newly introduced intermediate stages, namely, index mapping
and twiddle-factor multiplication, rather than from a previously validated base-transform
core. Consequently, functional errors are localized directly to the incremental operations
performed, thereby eliminating the need to search the entire architecture during debugging.

6. RF-SoC, and 28 nm CMOS Synthesis Results
6.1. RF-S0C Implementation Results

The proposed 32-point ADFT architecture was implemented and verified on the Xilinx
Zynq UltraScale+ RF-SoC ZCU216 (AMD Xilinx, San Jose, CA, USA) evaluation platform.
The implementation comprises an RF-ADC interface, a delay-and-decimation front end,
and the proposed 32-point ADFT core, as illustrated in Figure 3.

Frequency X[0]
x[n] Down Sampler
> IN — X1]
¥ 1
1
1
Xilinx Delay a Frequency :
ZCU216 block (Z-) P! DOWN Sampler m— .
RF Data IN i
Converter :
'L '
1
1
1
Frequency I
Delay - 1
block (Z-) ¥ DownSampler ——p .
LN N point 1
ADFT Core :
T N '
1 f .
L} 1 :
1 1 .
1 1 .
] 1 i
1 1 .
1 1 i
L} 1 .
' - -
) 1
A 4 . :
1
E 1
requency i
Delay o |
block (Z-1) & Down Sampler —_— :
IN
X[N-2]
X[N-1]
N=3

Figure 3. RF-SoC implementation of the proposed 32-point approximate discrete Fourier transform
(ADFT) architecture, showing the radio-frequency data converter (RFDC) interface, the delay and
decimation front end, and the ADFT processing core.
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A wideband signal is digitized by an RF-ADC channel at a sampling rate of
fs = 2 GS/s, and delivers the resulting sample stream x[n] to the programmable logic
(PL) as eight 16-bit samples per 250 MHz fabric clock cycle. The transform operates on
blocks of N = 32 parallel samples, whereas the converter delivers a continuous serial stream.
Therefore, a serial-to-parallel front end is required between the data converter and the
transform core, which is realized by the cascade of unit-delay elements and frequency
downsamplers, as shown in Figure 3.

The implemented design was verified on hardware using an on-chip waveform genera-
tor driving an RF-DAC output looped back to the RF-ADC input, with the resulting spectra
written to an on-chip capture memory and read through the processing system. Even
though the proposed architecture supports both real and complex input, all measurements
reported in this work were obtained with a single real-valued RF-ADC channel as the signal
source, with the quadrature input of the core held at zero. This configuration was used as a
proof of concept and places no restriction on the architecture itself.

The scope of RTL generation was not limited to the transform. Every supporting
module in the developed RF-SoC system was also produced by the agent, the delay-and-
decimation front end that adapts the RF-ADC bus to the 32-sample block interface, the out-
put packing logic, the on-chip waveform generator, and capture memory used for hardware
verification. The human contribution is therefore limited to the specification, architectural
decisions, and the verification strategy, while the RTL implementation of the complete
system was generated by the agent.

Three types of excitation signals were applied to the implemented system. The first
consists of sinusoids placed exactly at bin centers, at 250, 375, 500 and 625 MHz, correspond-
ing to bins 4, 6, 8 and 10 of the 32-point transform at a bin spacing of f;/N = 62.5 MHz.
The measured spectra are shown in Figure 4. In every case, the peak appears at the expected
bin and its conjugate mirror, and the approximation spurs predicted by F;, appear at exactly
the predicted bins and levels. The 500 MHz tone excites bins 8 and 24 alone and produces no
approximation spur at all; the 250 MHz tone produces a single spur pair at bins 12 and 20 at
—15.31 dB, and the 375 and 625 MHz tones each produce three spur pairs, at —11.16, —17.53
and —21.68 dB relative to the peak. Across all four captures, the largest deviation between
measurement and prediction on any non-null bin is 0.020 dB, the imbalance between a bin
and its conjugate mirror does not exceed 0.01%, and at bins where the transform predicts
an exact zero, the measured residual lies below —50 dB, corresponding to the noise floor of
the analog loopback path. The two exceptions are the DC bin, which reads between —39.7
and —44.0 dB due to the DC offset of the analog front end, and the f,/2 bin of the 500 MHz
capture at —51.7 dB. Table 3 provides a summary of these results.

Table 3. Measured results for bin-centered tones, compared bin by bin against Fy,.

Excitation Bin Predicted Spurs, dB (bins) Max Deviation
250 MHz 4  -15.31(12,20) 0.020 dB
375 MHz 6 —11.16 (14,18); —17.53 (10, 22); —21.68 (2, 30) 0.018 dB
500 MHz 8  none 0.000 dB
625 MHz 10 —11.16 (2,30); —17.53 (6, 26); —21.68 (14, 18) 0.017 dB
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Figure 4. Measured 32-point approximate discrete Fourier transform (ADFT) output spectra, normal-
ized to the strongest bin: (a) 250 MHz tone, bin 4; (b) 500 MHz tone, bin 8; (¢) 375 MHz tone, bin 6;
(d) 625 MHz tone, bin 10.

The design was synthesized and implemented in Xilinx Vivado 2020.2 for the
XCZU49DR-2 device (AMD Xilinx, San Jose, CA, USA). When synthesized without the
normalization and the output stages, the eight-stage transform occupies 14,146 LUTs and
20,822 flip-flops and no DSP slices or block RAMs, confirming that the factorization is
realized entirely in general-purpose logic. The complete ADFT core, which includes the
normalization and output stages, occupies 14,242 LUTs, 23,037 flip-flops, and 64 DSP48E2
slices, where the DSP slices are used only for constant multiplication by D[i], which is
applied separately to the real and imaginary parts of each of the 32 output bins.

The second type of excitation is an impulse, for which all 32 bins are predicted to have
the same magnitude. The measured response, shown in Figure 5a, is flat across bins 1 to 31
to within the resolution of the capture. Bin 0 lies approximately 24 dB below the remaining
bins, which corresponds to the DC component and is not related to the transform.

The third type consists of sinusoids placed away from bin centers, at 189.45, 339.84
and 480.47 MHz, which exercise the transform under spectral leakage. The measured
responses remain in close agreement with the corresponding matrix predictions, with a
mean deviation across the 32 bins ranging from 0.13% to 0.28% of the peak magnitude and
a maximum deviation of 1.75%, and are presented in Figure 5b—d.
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Figure 5. Measured 32-point approximate discrete Fourier transform (ADFT) output spectra, normal-
ized to the strongest bin: (a) impulse excitation; (b) 189.45 MHz; (c) 339.84 MHz; (d) 480.47 MHz.

6.2. 28 nm CMOS Synthesis Results

The ADEFT cores were synthesized with Cadence Genus (https://www.cadence.com/
en_US/home/tools/digital-design-and-signoff/synthesis/genus-synthesis-solution.html, ac-
cessed on 18 September 2026) against TSMC 28 nm CMOS HPC+ standard-cell library,
using 9-track cells with a 30 nm gate length and 140 nm contacted-poly pitch, characterized
with composite current source (CCS) models at the typical corner, 1.0 V and 25 °C for
transform sizes from 8 to 512 points. Table 4 reports cell count, total cell area and total
power consumption for each size.

Table 4. Synthesis results for the approximate discrete Fourier transform (ADFT) cores in 28 nm
CMOS.

Core Cells Cell Area Power
(mm?) (mW)
ADFTS8 7864 0.0163 3.64
ADFT16 44,888 0.0924 20.70
ADFT32 74,741 0.1317 28.00
ADFT64 241,184 0.4760 104.00
ADFT128 577,986 1.1331 246.00
ADFT256 1,361,297 2.6743 579.00
ADFT512 3,266,111 6.4712 1420.00

The synthesized architecture is fully parallel and fully pipelined. All N complex
samples of a frame enter on the same clock edge, every stage is registered, and one complete
frame is accepted per clock at fixed latency. A clock period of 10 ns, corresponding to
100 MHz, was applied to every transform size where every design met timing at this
constraint, with no failing endpoints and no negative slack anywhere in the netlist.
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7. Discussion

The results provide an affirmative answer to the central question presented in Section 1:
a general-purpose LLM can generate correct hardware for an algorithm for which no public
HDL implementation exists, provided that the algorithmic specification is supplied explicitly
and can be independently verified. At every transform length, the generated RTL achieved
bit-exact agreement with the independently developed MATLAB reference model with
zero mismatches.

For the generated 32-point ADFT core, the RF-SoC measurements further confirmed
that this equivalence was preserved through synthesis, place and route, and physical hard-
ware operation. The primary role of the agent in this work was to translate the mathematical
specification into pipelined fixed-point RTL, including word-length management with bit
growth, latency balancing, and Cooley-Tukey composition.

RF-S0C measurements provide an additional verification mechanism because ADFT
produces a characteristic spectral response. The 250 MHz excitation produced a spur pair
at bins 12 and 20 at —15.31 dB, while the 375 and 625 MHz excitations produced three spur
pairs at —11.16, —17.53, and —21.68 dB. The 500 MHz excitation did not produce a spur.
The measured spur structure agreed with the predicted response to within 0.020 dB. While
replacing the customized algorithm with a standard FFT would still result the primary
peak in the correct frequency bin, it would fail to produce this unique spur structure.
Replicating this exact spur response thus confirms that the hardware faithfully implements
the provisioned factorization rather than a familiar alternative.

The results also highlight two important aspects of the methodology, an executable
mathematical specification and progressive composition. The sparse factorization matrices
provide an unambiguous, machine-checkable reference, while the progressive approach
uses each verified transform length as a building block for the next architecture. The synthe-
sis results further show that the multiplierless property of the ADFT was preserved, with the
eight-stage factorization synthesizing to zero DSP slices and the only multiplications are
the 2N constant multiplications related to the output-normalization.

Two significant strengths of a single agent-generated RTL description are highlighted in
this work. Because each design was developed within a consistent context, the conventions
established for the earliest modules carried into the later ones and formed a hierarchy, and
no separate integration effort was required. Also, because no retraining, fine-tuning or
custom agent framework was required, this approach can be used for any algorithm which
has a formal specification.

Apart from the strengths, several pitfalls are also highlighted by this work. First,
the generated RTL can be internally coherent but implement the wrong algorithm. In the
control experiment of Section 3, the design synthesized without multipliers and passed its
own bit-exact check while computing a completely different transform. Second, when both
the design and the testbench are generated by the same agent, incorrect behaviour may
not become visible at all, which is why verification in this work used a separate MATLAB
framework built from the same factorization matrices; the errors found during verification
were supplied back to the agent as feedback during the initial stages. Third, functional
correctness does not imply design quality, as a bit-exact core may still be poorly pipelined or
inefficient in power, performance and area, which are decisive in digital IC design [30-33].

Several limitations of this work can be listed: the provision of specification, architec-
tural constraints, verification methodology, and MATLAB reference models by the human
designer, making the present flow agent-assisted rather than fully autonomous. The study
also considered a single algorithm family and a single LLM configuration, while the RF-SoC
evaluation was limited to a single real-valued channel and selected excitation conditions.
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Future work will extend the evaluation of agentic capabilities across the complete ASIC
design flow, from RTL through synthesis, floorplanning, placement, clock-tree synthesis and
routing to GDS-II, with the agent responsible not only for generating the HDL code but also
for driving and optimizing each implementation stage [5,33,37]. Closing this tool-feedback
loop would also allow power, performance and area to enter the generation objective rather
than be measured after the fact, so that the agent performs optimization at each stage. In
parallel, the methodology can be assessed under incomplete specifications and extended to
other algorithm families for which no public implementation is available.
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Abbreviations

The following abbreviations are used in this manuscript:

ADFT Approximate Discrete Fourier Transform
Al Artificial Intelligence

ASIC Application-Specific Integrated Circuit
CMOS Complementary Metal-Oxide-Semiconductor
DFT Discrete Fourier Transform

DIT Decimation-in-Time

DSP Digital Signal Processing

EDA Electronic Design Automation

FF Flip-Flop

FFT Fast Fourier Transform

FPGA Field-Programmable Gate Array

HDL Hardware Description Language

IC Integrated Circuit

P Intellectual Property

LLM Large Language Model

LUT Look-Up Table

PDE Partial Differential Equation

PDK Process Design Kit

RF Radio Frequency

RE-ADC Radio-Frequency Analog-to-Digital Converter
RF-DAC Radio-Frequency Digital-to-Analog Converter
RF-SoC Radio-Frequency System-on-Chip

RTL Register-Transfer Level
TSMC Taiwan Semiconductor Manufacturing Company
PPA Power, Performance, Area
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