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Abstract

Stereo matching aims to accurately identify corresponding pixels and calculate the po-
sitional deviation between two corresponding pixels, which is of great significance to
autonomous driving, 3D reconstruction, and other related tasks. Previous works rely
on CNN-based feature extractors, lacking the means to utilize non-local context informa-
tion and being easily affected by ill-posed regions. Additionally, the cost volumes of full
correlation and concatenation lead to less necessary information and more parameters,
respectively. In this paper, we propose the Attention-based Grouping Distance Stereo
Network (AGDNet), which consists of three main modules: a Spatial Criss-Cross Atten-
tion module, Multi-head Channel Attention module, and grouping distance volume. The
Spatial Criss-Cross Attention module constructs the long-distance-dependent relationship
between pixels, which is propitious to making full use of non-local context information.
The Multi-head Channel Attention module introduces multi-head attention strategy into
the channel attention module, so as to obtain feature maps with a stronger capacity of
representation. The grouping distance cost volume provides an efficient representation
for measuring the feature similarity. It not only retains the available matching cues in
the feature vectors, but also reduces the size of cost volume. Experimental results that
evaluated the Scene Flow dataset, KITTI 2015 dataset, and KITTI 2012 dataset demonstrate
that our method achieves competitive performance.

Keywords: stereo matching; attention mechanism; grouping distance cost volume

1. Introduction

Depth information from images in computer vision are widely used in applications
such as autonomous driving [1,2], object detection [3], 3D reconstruction [4,5] and pose esti-
mation [6]. Given a rectified image pair, the goal of stereo matching is to accurately identify
corresponding pixels and to calculate the positional deviation between two corresponding
pixels, known as “disparity”. The depth of each pixel can be obtained with disparity d by
fB/d, where f denotes the focal length of camera and B denotes the distance between two
camera centers.

Traditional stereo matching can be divided into four steps [7], namely matching
cost calculation, cost aggregation, disparity calculation, and disparity refinement [8,9].
Traditional methods typically use hand-crafted features to calculate matching costs, so
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their performance is usually limited even if regularization and post-processing operations
are performed. Over the past few years, with the development of deep learning, stereo
matching has made significant advances. DispNet [10], one of the earliest end-to-end
disparity estimation networks, computes a correlation volume from the stereo image pairs,
followed by a CNN that outputs the disparity maps. Nevertheless, the correlation volume
loses much information because it produces only a single-channel correlation map for each
disparity level. PSMNet [11] adopts spatial pyramid pooling and dilated convolution to
utilize global context information. However, the concatenation-based feature volume of
PSMNet requires more parameters. Guo et al. [12] propose a group-wise correlation volume
and cascade it with a concatenation volume, aiming to additional global context information
but resulting in increased extra computational cost. Wang et al. [13] utilize the CVM-
Conv3D method to design a series of searchable units that cover enormous architecture
settings for feature extraction. Additionally, the stacked AAModules are used for light and
efficient cost aggregation, similar to AANet [14]. However, 2D convolution only operates
on the spatial dimension and cannot directly deal with the disparity dimension, which
may lead to the loss of some disparity information. Current stereo matching methods still
have some limitations. On the one hand, CNN-based feature extractors utilize limited prior
information. On the other hand, many methods of cost volume construction lack necessary
information about the feature similarity. These factors can lead to poor performance for
learning-based methods in ill-posed regions.

In this work, looking toward the above problems, we propose an efficient yet simple
network called Attention-based Grouping Distance Stereo Network (AGDNet). A Spatial
Criss-Cross Attention module (SCA) and Multi-head Channel Attention module (MCA)
fuse spatial and channel attention, where the former can make full use of the non-local
context information between pixels and the latter generates feature maps with stronger
capacity of representation. Moreover, we design a new method to construct the cost volume,
namely Grouping Distance volume (GD). This network efficiently exploits the global context
information and enhances the dependence on context information between pixels.

In summary, our main contributions are:

e  We propose a Spatial Criss-Cross Attention module to construct the long-distance-
dependent relationship between pixels, which is propitious to making full use of
non-local context information.

e  We present a Multi-head Channel Attention module to obtain feature maps with a
stronger capacity of representation.

e  We introduce a grouping distance volume to retain the more available matching
information while reducing the size of the cost volume.

2. Related Works

2.1. Feature Extraction

PSMNet [11] achieves the top position on the KITTI charts at the time of its release by
using the Spatial Pyramid Pooling (SPP) module for feature extraction. CENet [15] employs
an encoder-decoder module with five skip connections for extracting multi-scale image
features similar to U-Net [16,17]. Additionally, an SPP module is included at the bottom of
the encoder for better fusion of hierarchical context information. HybridNet [18] adopts the
U-Net [16] architecture to share feature extractors for learning the affinity matrix, resulting
in considerable improvement with only a slight increase in computational cost.

2.2. Cost Volume Construction

DispNet [10] computes a correlation volume from the image pairs and uses a CNN
to output the disparity maps. PSMNet [11] directly concatenate left and right features to
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construct cost volume after feature extraction. The cost volume of GWCNet [12] is composed
of a group-wise correlation volume and a concatenation volume, which are concatenated
together for the final cost volume. AANet [14] constructs the multi-scale 3D cost volumes by
correlating right and left image features at corresponding scales. By adopting the idea from
PWCNet [19], ESNet [20] constructs the multi-scale cost volumes at a higher resolution to
improve the performance of the network. CFNet [15] introduces a cascade and fused cost
volume pyramid and refines disparity maps by a coarse-to-fine manner.

2.3. Attention Mechanism

Zhang et al. [21] embedded the 2D channel attention block into the residual network
to calibrate features and connect the 3D channel attention block to the stacked 3D hour-
glass structure to adjust the weight response of the cost volume in the channel dimension.
AbcNet [22] combines the stacked 3D hourglass CNN with the non-local attention module
to regularize the cost volume and capture the various spatial relationships. ACVNet [23]
presents an attention concatenation volume by generating attention weights from correla-
tion clues to suppress redundant information and enhance matching-related information
in the concatenation volume. ML-Stereo [24] introduces the multi-range lookup and the
multi-scale attention convGRU [25] into different stages of the iterative refinement process,
thereby enhancing both the efficiency and the accuracy of disparity estimation. STTR [26]
adopts a transformer architecture [27] and revisits stereo depth estimation from a sequence-
to-sequence matching perspective, thereby avoiding the need to pre-specify a fixed disparity
range and construct cost volume.

3. The Proposed Algorithm

The architecture of the proposed Attention-based Grouping Distance Stereo Network
is shown in Figure 1. The network consists of a feature extractor with SCA and MCA
modules, grouping distance volume, and a 3D aggregation network. Unlike the attention
mechanism in the aforementioned stereo matching methods, the proposed SCA and MCA
modules in this paper are used in feature extraction. On the one hand, the SCA module
captures more contextual information in a non-local manner and effectively addresses
matching ambiguity in large weak texture regions. On the other hand, MCA calibrates
feature channels from multiple different subspaces and improves the robustness of the
feature representation. The highly discriminative features can be obtained by fusing the
SCA and MCA modules. Furthermore, we construct a grouping distance volume by
calculating the grouping distance of features between left and right images. This not only
preserves more similarity information but also reduces the size of the cost volume.

concat

SCA
Concat
Fasion Volume \
MCA

. 3D
Conbined _ aggregatio
Volume
artwork

SCA /
Group
ot — Distance
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Figure 1. Architecture overview of the proposed AGDNet.
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3.1. Network Architecture

For feature extraction, a pair of stereo images is input, and three 3 x 3 convolution
filters are initially used to construct a deeper network and extract image deep features
with the consistent receptive field. The extracted features are then input into the SCA and
MCA module in parallel, aiming to obtain improved global and local features and enhance
contextual semantic associations for generating feature maps with stronger representation
capabilities. The outputs obtained from the two modules are fused at the next operation.
Afterwards, the basic residuals blocks [28] are used to learn the unary feature extraction. To
expand the receptive field further, dilated convolutions are applied in the fourth layer. The
last three layers of feature maps are concatenated to form 320-channel unary feature maps.

The cost volume consists of two parts, i.e., a grouping distance volume and a con-
catenation volume. The concatenation volume follows the same approach as PSMNet [11]
that concatenate the left and right features directly. To reduce computational cost, we
employ two convolutional layers to compress the unary feature channels to 12. Moreover,
our proposed grouping distance volume diminishes the dimension of the feature vectors
while retaining crucial information, as elaborated in Section 3.4. Subsequently, the two cost
volumes are concatenated and used as the input of the 3D aggregation network.

For cost aggregation, the network contains a pre-hourglass module and three stacked
3D hourglass structures, which are responsible for generating disparity maps and regu-
larizing the cost volume, similar to GWCNet [12]. The pre-hourglass module comprises
four 3D convolutions, followed by the application of ReLU and batch normalization. Each
stacked 3D hourglass module utilizes four 3 x 3 x 3 3D convolutions in the encoding part
and further adopts two 3 x 3 x 3 3D deconvolutions to restore the original resolution in
the decoding part. The pre-hourglass module and three stacked 3D hourglass networks
are connected to the output module, each of which generates a disparity map. The loss
function is described in Section 3.5.

3.2. Spatial Criss-Cross Attention Module

In order to enhance the semantic discrimination ability of features, it is necessary
to mine the semantic correlation between pixels through spatial attention mechanisms.
However, non-local attention comes with significant computational overhead O((H x W) x
(H x W)), making it impractical for larger input images. As such, inspired by CCNet [29] in
the field of semantic segmentation, we propose a spatial criss-cross attention module (SCA)
s0 as to construct the non-local information dependence between pixels. The architecture
of the SCA module is illustrated in Figure 2.

Q H+W-1
_’
Vo Ty
. —> ?_’I
R l
= SHS—>
v A

Figure 2. The architecture of the SCA module.

Firstly, given an input feature map F € R©*H*W where C represents the number of
channels in the feature map and H, W represent its height and width, respectively. Two
1 x 1 convolutions are used to reduce the dimension of the channel and generate two
new feature maps Q and K, where {Q,K} € REXHXW and C is set to C/8 for reducing
computational cost. The feature maps Q and K are then used to compute the incidence
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matrix A€ RHEFW=DxHxW through an affinity operation. For feature map Q, we can get
a vector Q, € R from each position  in the spatial dimension. For feature map K, we

’o.
(HHW=1)xC" jn the same column or row

can extract H + W — 1 feature vectors for K, € R
with position p. Then, the i-th element of K, is represented as K;, € RC" . The affinity
calculation formula is as follows:

diy = QuK], 1)

where d; , € D represents the degree of correlation between feature Q, and K; , (i =[1, ..., H
+ W — 1], D € RE+W=DxHxW) By applying the Softmax operation on D over the channel
dimension, we can obtain the attention map A. Its element 4; , represents the degree of
correlation between position y in the horizontal direction and position i in the vertical
direction, which can be represented as:

exp (dw)

- 2
W T o (dry) ?

At the same time, we input the original feature map F into an additional convolutional
layer witha 1 x 1 filter to generate V € R©*H*W For the feature map V, we can obtain V; ,
€ RHHW=1xC i the same column or row with position . The final output Yy, is collected

by the following operation:

H+W-1
YH = “Zi:l (ai,y Vi,y) + F]A 3)

where « is a learnable factor. The context information is added to the new feature map Y/,
by a residual module.

By our design, the SCA module assigns higher weights to pivotal locations. It also can
be seen that the final output effectively utilizes the non-local information dependence and
strengthens the capability of feature representation.

3.3. Multi-Head Channel Attention Module

The varying semantic responses among channel maps of each high-level feature are
interrelated. By exploiting the interdependencies between these channel maps, we can
dynamically modulate the significance of each channel, thereby enhancing the model’s
ability to leverage the information within the input images more effectively. In this paper,
the multi-head attention strategy is introduced into the channel attention module, which
can extract information from multiple subspaces and further obtain feature maps with
a stronger ability of representation. The Multi-head Channel Attention module (MCA)
facilitates multiple attention calculations in parallel by reconstructing the feature maps
and dividing query, key, and value into h heads. Each attention head can focus on distinct
features and context; therefore, the model can capture richer information and enhance the
ability of representation and expressiveness. The MCA module is shown as Figure 3.

/' . .. ..ﬂ " l :-:-:.|| C'xC
' \4 -" }:"- & R
.- :I-. | | ...ﬂ ! l

Figure 3. The architecture of the MCA module.
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Given an input feature map F € R©*H*W it is reconstructed and flattened to one
dimension in the spatial dimension; the new feature maps consist of C channel vectors of
(H x W) length and are further grouped according to the presuppose number of h heads
(h = 4 in this paper), in which each group contains C’ channels (C = h x C’). And from
that, we can obtain {B,D} € RIXC'<HW We take the m-th head as an example, vector By
€ RM"W, representing the flattened feature map B in the v-th channel of the m-th head. C’
vectors can be extracted in the m-th head of the feature map D and then are used to form
D, € RCE*HW, the j-th channel in Dy, is represented as vector D, € RHW  The affinity
calculation formula is as follows:

S]',v,m = Bv,mD]?:m (4)

where s; ., represents the degree of correlation between channel v and channel j in the m
head. Thus, in the m-th head, the degree of correlation between channel v and all channels is

Sv,m = Bv,mDZz (5)

where S, € RC and the degree of correlation between all channels in m head can be
expressed as S;; € RCE'*C, Furthermore, the degree of correlation between all channels
in all heads is represented by the matrix S € RI<C'xC, Then, the Softmax operation is
applied along the channel dimension for each head of matrix S, and the correlation matrix
G € R"™C*C can be obtained. By reconstructing the feature map F and dividing it into
h group, O € RI*C'XHW can be obtained. We can obtain O,, € R ¢ *HW which is the
m-th head of the matrix O. Similarly, we can also obtain G,,€ which is the m-th head of
the correlation matrix G. We can apply attention to all vectors in the m-th head by the
following calculation:

Hy = GOy (6)

where H,, € RS *HW; we repeat the above operation on each head and concatenate them
to obtain the feature map P € R©*"* W, Linear projection W € Rc*C is applied to feature
map P, which is then multiplied by a scalar j that is self-learned and initially set to 0. The

final output Z € RE*H*W s obtained by the following calculative process:
Z=pWP+F )

Through the above calculations, we implement the multi-head attention mechanism
in the channel dimension. With this design, each head can focus on different channel
subspaces of the input. More representational channels are effectively enhanced and
irrelevant channels are suppressed.

3.4. Grouping Distance Volume

Previous approaches in stereo matching utilized methods such as full correlation vol-
ume [10], concatenation volume [30], and group-wise correlation volume [12] to construct
the cost volume from left and right features. However, these methods suffer from several
drawbacks. It is shown in Figure 4a, where the full correlation only generates a single-
channel correlation map for each disparity level, resulting in the loss of multi-channel
relevant matching information. The 4D cost volume [12,30] offers several advantages
compared with 3D cost volume [10]. It is evident from Figure 4b. The additional channel
dimension expands the range of disparity choices, enabling more precise depth estimation.
Moreover, the 4D cost volume preserves correlation information between each pixel and all
disparity values. This retention of available information among feature pixels enhances
the accuracy of disparity estimation. However, the concatenation volume lacks the simi-
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larity information between left and right features, necessitating the learning of similarity
from scratch in the 3D cost aggregation network, which requires additional parameters.
As shown in Figure 4c, the group-wise correlation volume can extract the multi-channel
matching feature information, but it solely relies on the inner product operation between
the left and right feature groups. Therefore, only when the feature vectors are unit vectors
can the correlation operation accurately measure the similarity of the features; otherwise, it

will cause a lot of errors in the similarity and inaccurate disparity calculation.

. 4

»

H/4

(a) The full correlation volum (b) The concatenation volume (c) The group-wise correlation volume

Figure 4. The structure of the cost volume.

To address the above problems, this work proposes a method to construct the cost
volume based on measuring grouping distance. This approach reduces the dimension of
the feature vectors while preserving the available information within it. Different from the
inner product operation used in the group-wise correlation method, the grouping distance
method utilizes L2 distance to calculate the similarity between the left and right feature
groups. Furthermore, the final cost volume consists of two components: a concatenation
volume and a grouping distance volume. The architecture of constructing our cost volume

is illustrated in Figure 5.
Concatenation
volume
—>
[ Group
distance
|1—Ng| volume
Nc

Figure 5. The structure of the grouping distance volume.

The left and right feature maps outputted by the feature extractor are denoted as f;
and f;, respectively. When the size of the input images is H x W, the size of the generated
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feature maps is [3 x Nc x H/4 x W/4], where N = 320 represents the channel number
of the feature maps. In this study, for the feature vector fj(x,y) on the left feature image f},
under the disparity d, its corresponding pixel on the right feature map is f,(x — d,y). The
channels of both the left and right feature vectors are respectively divided into Ng groups
along the channel dimension. Each group contains subvectors with N:/N, channels. The
k-th feature group flk, ff consists of the k%, k% +1,..., (k+ 1)% — 1 -th channels of the
original feature fl and f,. The grouping distance GD(f;(x,y),f-(x — d,y)) of the feature vectors
fitx,y) and fr(x — d,y) is defined as

(8)

’ Jeeoy

GD(fy(x,y), frlx = d,)) = [|| 0, 12

fl fr

Ng L Ne- 1‘H

where | |-,- I | denotes the L2 distance calculation between two vectors. The resulting GD
vector contains more information regarding the similarity between the left pixels and its
corresponding right pixels. Accordingly, the matching cost of pixel p under disparity d can
be computed using the grouping distance between feature vectors f;(x,y) and f,(x — d,y).

ngc (x,y, d) = GD(fi(x,y), fr(x — dy)) )

where d represents the disparity; the grouping distance between the left feature vectors and
the corresponding right feature vectors is calculated under all disparity d. The correlation
maps between each group are then obtained and packed into a grouping distance cost
volume of dimension [Ng X Dyux/4 x H/4 x W /4], where D,y represents the maximum
disparity and D, /4 denotes the maximum disparity for the feature. In addition, we
combine the grouping distance cost volume with the concatenation volume to further
improve the accuracy of disparity estimation. The experimental results demonstrate that
our proposed method outperforms the application of a single cost volume.

3.5. Loss Function
For each pixel, we have a D;;;c-length vector which contains the probability p for all

disparity levels. Furthermore, the disparity estimation d is calculated by the soft argmin

function [30],

5 Dmax—1

d=3 " kpr (10)
where k and py represent a possible disparity level and the correspondmg probablhty Since

the 3D cost aggregation network has four outputs which are d 0, d1 d2 and d3 the final
loss is calculated by

L=Y  Ai-Smoothy, (Ei - d*) 11)

where A; represents the coefficients for the i-th disparity prediction and d* denotes the
ground truth disparity map.
The smooth L loss is given by

0.5x2, iflx| < 1

12
|x| — 0.5, otherwise (12)

Smoothy, (x) = {
4. Experimental Results
4.1. Experimental Setup

In this section, we evaluate our AGDNet on the Scene Flow [10] dataset, KITTI stereo
2015 [31], and KITTI stereo 2012 [2] datasets. The Scene Flow dataset is a dataset collection
of synthetic stereo datasets and provides dense ground truth disparity maps. The Scene
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Flow dataset includes 35,454 training and 4370 testing images. The size of all images in
this dataset is 960 x 540. KITTI 2012 and KITTI 2015 are datasets designed for driving
scene analysis. The KITTI 2012 dataset utilizes binocular cameras mounted on car rooftops
to capture stereo images of outdoor scenes. KITTI 2015 dataset is extensively used for
binocular stereo matching algorithms. The KITTI 2012 dataset provides 194 training image
pairs and 195 testing image pairs, while the KITTI 2015 dataset provides 200 training image
pairs and 200 testing image pairs.

Our AGDNet was implemented using PyTorch 2.4.0. The model uses the Adam
optimizer [32] with f1 = 0.9 and 52 = 0.999. We trained our model on two NVIDIA GeForce
RTX 4090 GPUS (CUDA 12.4), and all images were randomly cropped to a size of 256 x 512.
For the Scene Flow dataset, we trained our network for 40 epochs with a batch size of 6.
The initial learning rate was set to 0.001; after the 10, 15, 20, 25, 30, 32, 34, 36, 38 epochs, it
was decayed by a factor of 2. We set the maximum disparity size of the cropped images as
Dyyax = 192 according to the method of PSMNet.

For the KITTI 2015 dataset and KITTI 2012 dataset, we fine-tuned our model pretrained
on the Scene Flow dataset for 300 epochs. The initial learning rate was set to 0.001 and
scaled down by 10 at the 200-th epoch.

4.2. Evaluation on the Scene Flow Dataset

For the Scene Flow dataset, the metric end-point error (EPE) was usually used to
evaluate our network, which is the average disparity error in pixels. We compared the
accuracy of AGDNet with other methods on Scene Flow dataset. As shown in Table 1,
our method outperforms other methods in terms of accuracy and achieves state-of-the-art
performance. We can observe that our AGDNet improves EPE by 8.4% on the Scene Flow
dataset compared with HCVNet [33].

Table 1. Performance comparison of AGDNet with other methods on Scene Flow datasets.

Method GWCNet EASNet AANet CFNet  HybridNet ESNet HCVNet SFFNet MSFFNet Ours
e [12] [13] [14] [15] [18] [20] [33] [34] [35]
EPE (px) 0.76 0.72 0.87 0.97 0.72 0.95 0.71 1.04 1.01 0.65

In addition to qualitative evaluation, we conducted a qualitative analysis on the Scene
Flow dataset. Figure 6 illustrates the results of the validation set, which consist of left
images, predicted disparity maps by pseudo-color treatment, and error maps. As shown
in the error maps of Figure 6, The disparity maps generated by our AGDNet are very
smooth and have few pixels with large disparity errors, particularly in ill-posed regions.
The results demonstrate that our AGDNet can not only notably reduce the error rate on
the large textureless and occluded regions but also maintain the shape and structure of the
object well.
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Figure 6. Visualization results of the Scene Flow test dataset. From left: input left images, predicted
disparity maps, error maps.

4.3. Evaluation on the KITTI Benchmark

To evaluate our AGDNet, we compare our model with other state-of-the-art methods
on the KITTI datasets. For KITTI 2015 dataset, we submit our results on the KITTI 2015 test
dataset to the KITTI evaluation server, and the evaluation results on the test dataset are
shown in Table 2. The accuracy is measured by the percentage of pixels whose disparity
error is greater than 3px (i.e., D1) on the test dataset. In this table, “All” means that all
pixels were considered in error estimation, whereas “Noc” means that only the pixels in
non-occluded regions were taken into account. The three columns “D1-bg”, “D1-fg”, and
“D1-all” mean the pixels in the background, foreground, and all areas, respectively. As
shown in Table 2, the overall three-pixel error of the proposed AGDNet is 2.22% and the
overall matching accuracy of our method is superior to other methods in the table.

We also conduct qualitative analysis on the KITTI 2015 dataset. Figure 7 shows the
qualitative analysis of the KITTI 2015 dataset, including input left images, false color dispar-
ity maps predicted by FADNet [36], Self-SuperFlow-ft [37], StereoVAE [38] and P3Snet+ [39],
and false color disparity maps predicted by our AGDNet. As shown in Figure 7, our pro-
posed method can obtain higher-quality disparity maps. The edges and fine structures of
objects in the disparity map can be well preserved, and the matching ambiguity of large
areas of weak texture such as road surfaces has been effectively eliminated.

For the KITTI 2012 dataset, the accuracy is measured by the percentage of pixels whose
disparity error is greater than 2 px, 3 px, and 5 px, respectively, and end-point error (EPE)
for non-occluded (Noc) and all (All) pixels. We submit our disparity results of the KITTI
2012 test dataset to the KITTI evaluation server. The evaluation results on the test dataset
are shown in Table 3. It can be observed that the EPE of all methods in Table 3 are roughly
equivalent. Although the running time of our method is slightly longer, the proposed
method has the lowest error rate, and its average three-pixel error of all pixels is 1.66%. On
the whole, our method can achieve a better balance between accuracy and speed.
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Table 2. Comparison with other methods on the KITTI 2015 test dataset.

Noc (%) All (%)

Methods Di-bg Di1-fg D1-All Di-bg Di-fg D1-All
PSMNet [11] 171 431 2.14 1.86 462 232
AANet [14] 180 193 232 1.99 5.39 255

HybridNet [18] - - - 193 - 2.42
ESNet [20] i - - 2.29 417 2.60
FADNet [36] 235 261 2.39 250 3.10 2.60
Self-SuperFlow-ft [37] 3.40 771 411 3.81 8.92 4.6
StereoVAE [38] 3.88 8.94 471 425 10.18 5.23
P3Snet+ [39] 3.86 6.66 432 415 7.59 472
SFFNet [34] 250 5.4 2.99 2.69 6.23 3.8
MSFENet [35] 235 458 2.72 253 4.99 2.94
DPDNet_2D [40] 174 467 223 191 5.29 247
SARNet [41] 169 4,09 2.09 187 445 230
Ours 163 3.93 2,01 177 444 222

Figure 7. Results of disparity estimation for KITTI 2015 test images. From top: input left im-
ages, results of FADNet [36], results of Self-SuperFlow-ft [37], results of StereoVAE [38], results of
P3Snet+ [39], and results of our AGDNet.
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Table 3. Comparison with other methods on the KITTI 2012 dataset.
>2 px (%) >3 px (%) >5 px (%) EPE (px) ;
Method Runtime Environment
Noc All Noc All Noc All Noc All (s)
PSMNet[11]  2.44 3.01 1.49 1.89 0.90 1.15 05 0.6 0.41 Nvidia S;X Titan
GWCNet [12] 2.16 2.71 1.32 1.70 0.80 1.03 0.5 0.5 0.32 GPU @ 2.0 Ghz
AANet [14] 2.90 3.60 1.91 2.42 0.98 1.30 0.5 0.5 0.062  NVIDIA V100 GPU
NVIDIA Tesla
HCVNet [33] 2.16 2.75 1.31 1.72 0.79 1.05 0.5 0.5 0.26 V100GPU
DPD[TOQ]LZD 2.94 3.67 1.89 2.42 1.11 1.46 0.5 0.6 0.09 GPU @ 2.5 Ghz
SARNet [41] 2.17 2.82 1.38 1.84 0.86 1.15 0.5 0.5 0.01 GPU @ 2.5 Ghz
SGNet [42] 222 2.89 1.38 1.85 0.86 1.15 0.5 0.5 0.6 GPU @ 2.5 Ghz
PGNet [43] 2.14 2.81 1.31 1.79 0.82 1.11 0.5 0.5 0.7 GPU @ 2.5 Ghz
Ours 2.03 2.59 1.27 1.66 0.77 1.01 0.5 0.5 0.02 NVIDIéIFS X 4090

4.4. Ablation Study

This paper uses the Scene Flow dataset to conduct ablation experiments and gives
quantitative results on the effects of Spatial Criss-Cross Attention module (SCA), Multi-
head Channel Attention module (MCA), and grouping distance volume (GD). In order to
prove the effectiveness of the proposed modules, we also conducted several experiments
on different models. In the Base model, the SCA and MCA modules are removed and the
grouping correlation volume (GC) replaces GD. In the Base + GD model, the GD replaces
the grouping correlation volume (GC). In the Base + SCA + GC model, the SCA and GC are
adopted. In the Base + SCA + MCA + GC model, the MCA is added in Base + SCA + GC.
Base + SCA + MCA + GD is actually the proposed ADGNet, as shown in Table 4, where |/
means adding.

Table 4. Ablation study of the AGDNet on the Scene Flow dataset.

Component
Model SCA MCA GC  GD D1 (%) EPE (px)
Base 4 2.71 0.76
Base + GD vV 2.65 0.73
Base + SCA + GC vV Vv 2.58 0.71
Base + SCA + MCA +GC ~ / v v 2.41 0.69
Base + SCA+MCA+GD  / v v 2.30 0.65

In this section, we evaluate the efficacy of our proposed modules. Specifically, we
apply the SCA module to establish non-local information dependence between pixels by
utilizing the attention mechanism. Additionally, we incorporate the MCA module, which
obtains feature maps with stronger capacity of representation by introducing multi-head
attention strategy into the channel attention module. These modules effectively enhance
the discriminability of features in ill-posed regions. Moreover, we introduce the grouping
distance volume (GD) in order to construct a compact cost volume, so that the size of the
cost volume is reduced while still retaining all available information.
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As indicated by our experiments in Table 4, integrating all three proposed modules
yields the best performance, as they are designed to be mutually complementary. The
results show that our model with the three modules reduces EPE by 15% on the Scene Flow
dataset compared with the Base model.

5. Conclusions

In this paper, we introduce the SCA module and MCA module to fuse channel and
cross-attention; the former can make full use of the non-local context information between
pixels, and the latter generates feature maps with a stronger capacity of representation.
We also propose a new cost volume, named grouping distance volume, which reduces
the volume and parameters while preserving the useful matching information. We have
verified that our AGDNet has an excellent performance on the Scene Flow dataset, KITTI
2015 dataset, and KITTI 2012 dataset. It is worth noting that cost aggregation and disparity
refinement are also crucial steps in stereo matching. In future research, we will explore a
more effective cost aggregation method to enhance the discrimination of matching costs and
research disparity refinement strategy to further improve the accuracy of disparity maps.
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