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Abstract

Wavelet denoising is used before side-channel power analysis, but SNR/MSE may not
reflect key recovery. This paper evaluates five wavelet methods for measurement-driven
DPA /CPA evaluation. On ATMEGA16A AES-128 traces, TH, MOD, TI, WP and GHM
are compared under the same dataset and attack flow, using peak separability, correlation
stability, trace demand and cost. Denoising and attack rankings differ. In first-byte DPA,
GHM achieves 100% success with 387 traces and DPA-SNR about 21.7; TI needs 502 traces
and reaches 17.8. In 16-byte CPA, TI performs best overall, with a mean correlation 0.2719
and cumulative trace demand of 2921; MOD has the lowest maximum byte threshold, 647.
No method is optimal for all attack statistics. DPA favors peak fidelity and false-peak
suppression, CPA favors covariance stability and shift-invariant smoothing, and Tl is a
practical compromise under attack-path or cost constraints. These conclusions are framed as
dataset- and attack-statistic-specific evidence for the measured unprotected ATMEGA16A
AES-128 implementation, rather than as a universal ranking of wavelet denoising methods.

Keywords: side-channel power analysis; wavelet denoising; attack statistic; differential power
analysis; correlation power analysis; AES; translation-invariant wavelet; GHM multiwavelet

1. Introduction

Side-channel attacks infer secret information from physical leakage such as timing
behavior and power consumption [1,2]. In power analysis, secret keys are inferred by
measuring the power leakage of a cryptographic device during execution, and this is
an important technique for evaluating implementation security. Measured power traces
normally contain electronic noise, trigger errors, transition noise, and unrelated system
activity. Denoising preprocessing therefore changes the separability and stability of the
subsequent attack statistics [3,4].

In distributed information systems, embedded nodes, and edge devices, cryptographic
algorithms are commonly deployed as software or lightweight hardware on concrete de-
vices. Even when the upper-layer protocol satisfies formal security requirements, physical
leakage from the lower-layer implementation may still affect the security evaluation of
secure information systems. This paper does not study distributed-system architecture or
system-level countermeasures; it focuses on the power-measurement evaluation step for
the underlying cryptographic implementation [4,5].

From the viewpoint of measurement-driven security evaluation, trace acquisition,
denoising preprocessing, attack-statistic computation, and key-recovery decision form a

Electronics 2026, 15, 3134

https://doi.org/10.3390/ electronics15143134


https://crossmark.crossref.org/dialog?doi=10.3390/electronics15143134&domain=pdf&date_stamp=2026-07-16
https://creativecommons.org/licenses/by/4.0/
https://creativecommons.org/licenses/by/4.0/
https://www.mdpi.com/journal/electronics
https://www.mdpi.com
https://doi.org/10.3390/electronics15143134

Electronics 2026, 15, 3134

2 of 30

continuous evaluation chain. Although denoising appears to be a signal-processing prob-
lem, its output directly changes the conditional mean difference used by differential power
analysis (DPA) and the correlation-peak structure used by correlation power analysis (CPA).
More broadly, power-analysis attacks, including profiled attacks, make decisions from
statistical relations between leakage and key-dependent variables. Denoising should there-
fore be assessed from attack statistics rather than from ordinary waveform reconstruction
quality alone [6-8].

Similar studies have approached this problem from several directions. Classical
side-channel analysis established DPA, CPA, template attacks, and fair evaluation princi-
ples [2,6,7,9,10]. Signal-preprocessing studies have used fourth-order cumulants, wavelet
transforms, wavelet packets, GHM multiwavelets, autoencoder-based denoising, and data-
preprocessing optimization to improve attack effectiveness [11-17]. Adaptive decom-
position and dependence-based distinguishers, such as empirical mode decomposition
and mutual information analysis, also provide relevant extensions for nonlinear or non-
stationary leakage analysis [18-20]. These studies show that preprocessing can change
side-channel attack outcomes, but they do not provide a unified comparison of several
wavelet-family denoising outputs under both DPA and CPA attack statistics on the same
measured trace set.

Based on this position, the objective of this paper is not to propose a new wavelet
basis, reconstruction algorithm, or attack algorithm. Instead, under the same data platform
and attack flow, it establishes an evaluation route linking attack statistics, denoised-output
characteristics, and method selection. This route follows the general requirement in side-
channel evaluation that methods should be compared under consistent statistical criteria
and fair attack settings [9,10].

Recent attack-oriented studies in other signal domains also show the importance
of judging transformations by the downstream attack objective rather than by source-
domain signal quality alone. For example, Fu et al. studied transferable adversarial attacks
for remote-sensing object recognition and image classification using spatial-frequency
co-transformation and hierarchical transformation composition [21,22]. Although these
studies address remote-sensing imagery rather than side-channel leakage, they illustrate
a broader evaluation principle: a preprocessing or transformation method should be
assessed by the statistic that drives the final attack decision. The present work applies this
principle to measured power traces by evaluating wavelet denoising through DPA and
CPA decision statistics.

Wavelet denoising provides time-frequency localization and multiresolution analysis,
which make it suitable for power-trace preprocessing. However, ordinary SNR/MSE
and visual smoothness mainly describe signal reconstruction quality and cannot directly
represent key-recovery efficiency [23-25]. Translation-invariant denoising further reduces
the shift sensitivity of discrete wavelet denoising [26].

DPA relies on a local differential peak formed by conditional mean differences. The cen-
tral question is whether the correct-key peak can be separated from background fluctuation
and false peaks. CPA relies on the correlation structure between a theoretical power model
and measured power traces, and is more sensitive to covariance relations and correlation
stability over the sample set. The same denoising method may therefore exhibit different
rankings in DPA and CPA scenarios.

The experimental results show that a method with better ordinary denoising metrics
does not necessarily achieve better attack performance on measured traces. Comparing
ordinary denoising simulation results with ATMEGA16A-AES measured power-attack
results, this paper finds inconsistent rankings: GHM multiwavelet denoising performs
better in the first-byte DPA case, whereas translation-invariant wavelet denoising is more
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robust in the 16-byte CPA statistics. This indicates that wavelet-denoising evaluation
should shift from ordinary reconstruction quality to attack-statistic adaptability.

This paper uses measured power traces from an unprotected AES-128 software im-
plementation on an ATMEGA16A platform to evaluate five wavelet denoising methods:
thresholding (TH), modulus maxima (MOD), translation-invariant wavelet denoising (TT),
wavelet packet denoising (WP), and GHM multiwavelet denoising. Preprocessing time
and trace demand are further combined to derive DPA /CPA-oriented selection criteria.

The main contributions are therefore threefold. First, the paper formulates an attack-
statistic-oriented evaluation route for denoising selection, rather than proposing a new
wavelet or attack algorithm. This route separates ordinary reconstruction metrics from
DPA differential-peak separability and CPA correct-key correlation. Second, it compares
TH, MOD, TI, WP, and GHM under the same measured ATMEGA16A-AES dataset, attack
workflow, candidate-key enumeration, and trace-increment rule. The comparison shows
that first-byte DPA and 16-byte CPA favor different denoised-output properties. Third, it
combines attack-statistic performance with preprocessing time, so that the final method-
selection criterion reflects both trace demand and computational cost.

The remainder of this paper is organized as follows. Section 2 introduces the DPA /CPA
decision statistics and the wavelet denoising methods considered in this study. Section 3 de-
fines the attack-statistic-oriented evaluation metrics, normalization procedure, and method-
selection framework. Section 4 describes the measured dataset, preprocessing setup, attack
protocol, and applicable boundary. Section 5 presents the DPA and CPA results, statisti-
cal summaries, preprocessing-cost analysis, and method-selection discussion. Section 6
concludes the paper and outlines future validation directions.

2. Attack Statistics and Wavelet Denoising Methods
2.1. Decision Statistics of DPA and CPA

Let the i-th power trace be x;(t), where t denotes the sample index and k denotes a can-
didate subkey. DPA constructs a selection function b;(k) from a candidate-key-dependent
intermediate value, partitions the traces into two groups according to b;(k), and computes
the difference between the two sample means according to Equation (1) [2]:

Yo x(t). 1)

i€Go(k)

PO = G &y, Y G
When k is the correct key, the selection function is related to the real intermediate
value, and the power difference near the target instant appears as a differential peak in
Dy (t). When k is wrong, the grouping is approximately random and the differential curve
usually remains close to background fluctuation. DPA decisions therefore depend on the
separability of the correct-key differential peak from background and wrong-key peaks.
CPA constructs a theoretical power vector for each candidate subkey. In AES software
implementations, this vector can be obtained from the Hamming weight or Hamming
distance of an intermediate value. It is then correlated with the measured power vector
X (t) at each sample point according to Equation (2) [6]:

_ cov(H(k), X (t))
Vvar(H(k)) var(X(t))

The correct key is more consistent with the real leakage and is therefore more likely to

px(t) 2)

produce a high correlation peak in the target time window. Unlike the grouping mean
difference in DPA, the CPA statistic is jointly affected by the theoretical leakage model,
sample covariance, and measured-power variance.
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2.2. Requirements of Attack Statistics for Denoised Outputs

The above statistics imply different requirements for DPA and CPA. DPA is driven by
local peak separability: after denoising, the target leakage peak should be retained, peak-
position drift should be limited, over-broadening or over-sharpening should be avoided,
and false peaks caused by ringing, boundary effects, or threshold truncation should be
suppressed. If the effective leakage peak is weakened, or if pseudo-peaks close to the
correct peak appear at non-target instants, ordinary reconstruction quality may be high
while DPA efficiency decreases.

CPA is driven by global correlation-structure stability. Denoised outputs should reduce
variance unrelated to the target intermediate value without destroying the covariance
relation between the theoretical power vector and the measured power vector. Pseudo-
oscillations may alter the correlation structure at multiple sample points, and excessive
local reconstruction may increase irrelevant variance or amplify accidental correlation. CPA
therefore emphasizes stable correlation estimation, balanced cross-byte correlation levels,
and improvement of weak-byte lower bounds.

This paper distinguishes three metrics that are often mixed. Ordinary reconstruc-
tion SNR/MSE measures similarity between the denoised signal and a reference signal;
DPA-SNR in this paper measures the separability of the correct differential peak from
background fluctuation and false peaks; CPA correlation coefficients measure the linear
relation between the theoretical power model and the measured traces. These metrics have
different statistical objects and cannot replace one another.

2.3. Wavelet Denoising Methods and Output Characteristics

Wavelet thresholding (TH) usually suppresses broadband noise through wavelet
decomposition, threshold shrinkage, and reconstruction [24]. Its main advantage is a
simple and clear processing flow. Its risk is that the threshold selection affects the separation
between effective leakage and noise; an overly strong threshold may remove leakage-related
details, and hard thresholding may introduce local discontinuities that affect differential
peaks or correlation structures.

The wavelet modulus maxima method (MOD) identifies and retains abrupt structures
by exploiting the propagation of singularities in scale space. This mechanism is theoretically
favorable for peak-sensitive statistics, but extrema-chain search and cross-scale reconstruc-
tion introduce higher computational complexity. Preserving local abrupt changes does not
automatically imply better global smoothness or correlation stability [27].

Translation-invariant wavelet denoising (TI) reduces the shift sensitivity of the discrete
wavelet transform through circular shifts, threshold denoising, inverse shifts, and aver-
aging [26]. This averaging mechanism helps suppress pseudo-Gibbs effects and local
oscillations caused by sampling alignment, and is therefore favorable to CPA correlation
stability. However, repeated shift averaging may also change local peak sharpness, so its
DPA adaptability must be judged from attack statistics.

Wavelet packet denoising (WP) further subdivides both low-frequency and high-
frequency subbands and provides finer frequency-band partitions than ordinary wavelet
decomposition [28]. Its risk is that effective leakage and noise may be mixed in high-
frequency subbands. If the basis, decomposition depth, or thresholding strategy is not
suitable, attack-related components may be weakened while noise is suppressed.

GHM multiwavelet denoising uses multiple scaling functions and mother wavelets,
combining compact support, symmetry, and high approximation ability [29-31]. It is
favorable for local-structure reconstruction and spike-shape preservation. The cost is that
one-dimensional traces usually need preprocessing into a multidimensional form and
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postprocessing back to one-dimensional sequences after denoising. Its local-structure
advantage also does not necessarily transfer to CPA global-correlation superiority.

In summary, attack statistics determine evaluation targets, and denoising methods
determine output morphology. The following sections analyze the adaptability of the
five wavelet methods in DPA and CPA along the chain of attack statistics, signal charac-
teristics, and denoising mechanisms, and then discuss the relationship between statistical
gain and preprocessing cost.

2.4. Difference Between Ordinary Denoising Quality and Attack Performance

Ordinary reconstruction SNR and MSE are common metrics for signal-denoising
quality. If only these metrics are used, TH is naturally ranked near the top, because in the
Bumps-signal denoising simulation used in this study it obtains the highest reconstructed
SNR and the lowest MSE. The problem is that side-channel attacks do not decide by
reconstruction similarity; they decide by attack statistics such as DPA differential peaks
and CPA correlation coefficients.

In practical evaluation scenarios, the distinction is operational. A conventional de-
noising metric asks whether the processed waveform is closer to a reference waveform.
An attack-statistic metric asks whether a fixed attack rule identifies the correct key with
fewer traces, higher differential-peak separability, or more stable correct-key correlation.
Therefore, the same denoised trace can be judged differently depending on whether the
evaluator optimizes waveform reconstruction or key-recovery evidence.

Table 1 gives the key Bumps-signal denoising results. The Bumps signal is used only
for ordinary denoising-quality comparison and does not represent a measured power-attack
experiment. In all five input-SNR cases, TH obtains the highest reconstructed SNR and the
lowest MSE, while GHM is usually below TH and TI/WP are close to each other. If only
ordinary signal-reconstruction quality is considered, TH would be ranked first.

Table 1. Comparison of ordinary signal-denoising metrics.

Input SNR/dB THSNR GHMSNR TI/WPSNR THMSE Ranking Observation

7.6
13.6
19.6
25.6
31.7

16.1
20.2
25.5
29.7
35.9

14.4 14.2/14.2 0.14 TH has the highest SNR and the lowest MSE.

19.1 18.3/18.3 0.21 TH leads, GHM follows, and TI/WP are close.

24.0 22.6/22.6 0.25 TH leads, and GHM is below TH in reconstructed SNR.
29.1 27.2/27.2 0.37 TH leads, GHM is close to TH, and TI/WP are close.
34.3 32.3/32.3 0.36 TH leads, and GHM is usually below TH.

However, the measured ATMEGA16A-AES attack results show a different ranking:
GHM ranks first in the first-byte DPA scenario, and TI is more robust in the CPA scenario.
This indicates that ordinary denoising-metric ranking and attack-metric ranking are incon-
sistent. Ordinary SNR/MSE describes reconstruction relation to the simulation reference
signal, but it is insufficient as the sole basis for side-channel preprocessing selection.

The reason is that the evaluation objects are different. SNR/MSE measures similarity
between the reconstructed and reference signals; DPA depends on local differential-peak
fidelity, peak-position stability, and false-peak suppression; CPA depends on global corre-
lation stability and covariance-structure stability. A method may obtain low MSE on an
ordinary signal but still be unsuitable for the differential-peak morphology or correlation
structure of a specific attack. Therefore, ordinary denoising metrics are informative but
cannot be the only criterion for DPA /CPA preprocessing [11-13].

https://doi.org/10.3390/ electronics15143134


https://doi.org/10.3390/electronics15143134

Electronics 2026, 15, 3134

6 of 30

3. Evaluation Metrics for Attack-Statistic-Oriented Wavelet Denoising
3.1. Evaluation Objects and Candidate Methods

The evaluation objects include the attack type A, the candidate method set M,
the attack-statistic metric set, the cost metric set C, and an optional cost constraint B.
Here A € {DPA,CPA}, and M = {Ori, TH, MOD, TI, WP, GHM}. Ori denotes the original,
non-denoised traces and serves as the baseline for measuring the benefit of denoising.

If the attack path is not fixed, A can be set to a joint DPA/CPA evaluation. If the
attack objective is clear, only the corresponding metrics are enabled. In this paper, the DPA
evaluation is mainly based on AES first-byte results, whereas the CPA evaluation uses
16-byte statistical results.

3.2. Attack-Statistic and Cost Metrics

DPA metrics include DPA-SNR, the number of traces required for 100% successful
attack, peak stability, and key ranks output by the attack program. DPA-SNR and peak
stability are positive metrics, whereas required traces and key rank are negative met-
rics. The subsequent comparison uses first-byte DPA-SNR and the number of traces for
100% success.

For reproducibility, DPA-SNR is defined directly from the DPA difference traces in the
selected attack window. For a key hypothesis k, let Dy (t) denote the DPA difference trace
at sample t within the attack window W. The peak statistic for the candidate is defined by
Equation (3):

P, = Dy (8)]. 3
% %%I k(1) 3)

Let k* be the correct subkey, Peorrect = Py+, and Purong = { Py : k # k* } be the wrong-key
peak set. The attack-oriented DPA-SNR is then defined by Equation (4):

Peorrect — mean(P wrong)

DPA-SNR =
std( Pyrong )

(4)

Equations (3) and (4) define the candidate peak statistic and the corresponding correct-key
separability measure, respectively. This definition measures correct-key peak separability
against wrong-key peak fluctuation. The reported DPA-SNR values are computed from the
first-byte DPA summaries generated by the fixed attack workflow. The formula is included
to specify the attack-oriented statistic used in this comparison and to distinguish it from
ordinary reconstruction SNR.

CPA metrics include the mean correct-key correlation coefficient, the minimum weak-
byte correlation coefficient, cumulative trace demand, maximum byte threshold, and num-
ber of winning bytes. The mean correlation, weak-byte lower bound, and winning-byte
count are positive metrics; cumulative trace demand and maximum byte threshold are
negative metrics. This setup covers overall correlation level, weak-byte lower bound,
cumulative per-byte cost, and the most difficult byte constraint.

Pearson correlation is used as the primary CPA statistic because CPA explicitly eval-
uates the linear relation between the hypothetical leakage vector and measured power
samples. The same evaluation route can be extended to other similarity or dependence
measures. Spearman correlation can be used when monotonic nonlinear relations are
expected, normalized cross-correlation or cosine similarity can compare peak-shape simi-
larity under different scaling assumptions, and mutual information can capture nonlinear
statistical dependence between leakage models and traces [18]. These alternatives require
trace-level samples, a leakage model, an attack window, and estimator settings, so they are
discussed as extensible metrics rather than as additional numerical results in the present
aggregate comparison.
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Cost metrics include the preprocessing time for 10,000 traces and the linearly estimated
time required to reach the target success rate. The estimated time is defined by Equation (5):

Nreq

T= 10,000

% T10,000- )

This metric is used only for trend comparison among methods and does not replace actual
per-method runtime measurement.

3.3. Metric Normalization and Comprehensive Evaluation

To avoid directly adding metrics with different dimensions, min—-max normalization
is used. For a positive metric j, Equation (6) is used,

Sm,j — miny, Sm,]'

Smi= : 6
" maxy Sy j — My, Sy, ©
and for a negative metric j, Equation (7) is used:
) MaXy; Syy,j — S j
Smj = o )

MaXy, Spy,j — MiNy, Sy

If a metric has the same value for all methods, it does not provide discrimination and can
be assigned a neutral value or removed from the current scoring round.
The DPA comprehensive score can be written as Equation (8):

Soea(m) = Y w48y, ®)
j

where the available metrics may include DPA-SNR, 100% success traces, peak stability,
and key rank. The CPA comprehensive score can be written as Equation (9):

Scra(m) =) wi™s,,, ©)
j

where the available metrics may include mean correct-key correlation, weak-byte lower
bound, cumulative trace demand, maximum byte threshold, and winning-byte count.
The cost score is defined by Equation (10):

Scost(m) = Zw]cém,j, (10)
j

where all cost metrics are normalized as negative metrics. Under a cost constraint, the trade-
off score is given by Equation (11):

Strade(m) = O‘Sattack(m) + (1 - “)Scost(m)~ (11)

The attack score can be Sppp, Scpa, or a weighted combination. If statistical performance
is emphasized, the attack-metric weight should be increased; if engineering overhead
is emphasized, the cost weight should be increased; if the attack path is unclear, cross-
DPA /CPA robustness can receive higher weight.

Other normalization schemes can also be used after metric directions are aligned.
Min-max normalization is used here because it keeps the normalized scores bounded
between zero and one and preserves the interpretation of positive and negative metric
directions. To check whether the overall conclusion is tied to this choice, a summary-metric
sensitivity audit was performed using the existing aggregate DPA-SNR, DPA success-
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trace, CPA correlation, CPA trace-demand, and CPA winning-byte arrays. This audit is
not a raw-trace normalization experiment. It only tests the score-level robustness of the
heterogeneous metric aggregation.

Table 2 shows that TI remains the first-ranked method under min-max, z-score,
and rank-based scoring in this summary-level audit. Direct raw averaging is not used
because trace-count variables and correlation variables have different units and scales, so
an unnormalized average would be dominated by large-magnitude trace-demand metrics.

Table 2. Summary-level sensitivity of comprehensive ranking to normalization scheme.

Scheme Rank 1 Rank 2 Rank 3 Interpretation

Bounded dimensionless score used in
the main framework.

Standardized score after aligning
Z-score T1(1.021) GHM (0.426) MOD (0.310) positive and negative

metric directions.

Scale-free ordering that reduces
sensitivity to metric magnitude.

Min-max  TI(0.962) GHM (0.784) MOD (0.743)

Rank-based TI(0.857) MOD (0.629) WP (0.543)

The metric weights in the score equations should be interpreted as objective-dependent
evaluation settings rather than optimized universal constants. To reduce arbitrariness,
a summary-level weight-sensitivity analysis was performed using the available aggregate
metrics: first-byte DPA-SNR, first-byte DPA success traces, 16-byte CPA mean and mini-
mum correlation, 16-byte CPA cumulative and maximum trace demand, and measured
preprocessing time for 10,000 traces.

Table 3 indicates that TI remains the top-ranked denoised method under the tested
summary-level scenarios. This does not prove universal optimality; it shows only that the
current aggregate ranking is not driven by a single arbitrary weight choice. The final method
choice should still be tied to the attack objective, available metrics, and cost constraint.

Table 3. Weight-sensitivity summary for denoised methods.

Scenario Top Method Score Weight Rationale

All available summary metrics receive the

Equal weights TI 0.8655 .
same weight.

DPA-oriented I 0.8300 First-byte DPA-SNR anq DPA success
traces receive larger weights.

CPA-oriented TI 0.9278 16—b¥te CPA correlation a.nd trace-demand
metrics receive larger weights.

Cost-sensitive I 0.9062 Measured preprocessing time receives the
largest weight.

Random perturbation TI 4879/5000 T ranks first in 4879 of 5000

Dirichlet-random weight draws.

3.4. Evaluation Flow

Figure 1 shows the evaluation flow. The attack type, candidate methods, and avail-
able metrics are first determined, and then metric-direction normalization is applied.
Attack-statistic scores and cost scores are computed separately. Without cost constraints,
the method with the higher attack-statistic score is selected as the statistically stronger candi-
date; with cost constraints, the trade-off score is used to select the engineering compromise.

The comparison loop in Figure 1 is as follows: same dataset, same attack flow, different
denoising preprocessing, unified attack statistics, and comparison of trace demand, corre-
lation coefficients, differential-peak separability, and cost. This loop ensures that method
rankings come from attack-statistic criteria rather than mixed data, scripts, or metrics.
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The final outputs include a statistically stronger method, an engineering trade-off method,
and a candidate-method ranking while preserving cases in which statistical performance
and engineering cost disagree.

Attack Statistical
Indicators

|
| DPA Metrics
|

DPA-SNR
100% Success Trace
Count

Peak Separability / Key
Ranking

CPA Metrics

Preprocessing Selection
Criteria

Trade-off Scoring
& Ranking
Statistical

Unified Data &
Attack Flow
Same dataset;
Same candidate
key;
Same attack
win

Correct-Key Correlation

DPA: Peak Fidelity, Peak-
Position Stability, False-Peak
Suppression
CPA: Correlation Stability,
Covariance Stability, Pseudo-
Oscillation Suppression

Metric

Required Cumulative
Traces

Ni

Attack Target Candidate
Definition Method Set
DPA / CPA / Joint Ori, TH, MOD,

Ranking;
Evaluation TI, WP, GHM

Engineering Trade-
off Ranking

Positive
Vegative Metrics|

Maximum Byte Threshold

Cost Metrics

I
I
10,000-Trace
Time; I

} Linear Estimation Time | |

Cost Score —_—

Figure 1. Attack-statistic-oriented evaluation flow for wavelet denoising. Blue solid outlines identify
processing and selection stages, blue dashed outlines group the DPA, CPA, and cost metrics, and gray
arrows indicate data and score flow.

3.5. Evaluation Results and Scope of Applicability

The evaluation results cover three dimensions: statistically stronger methods, engineer-
ing trade-off methods, and complete method rankings. Statistical performance highlights
attack-statistic behavior; the engineering trade-off combines attack gain and preprocessing
overhead; the complete ranking reveals conflicts among metrics. For instance, in CPA,
the cumulative trace demand and the maximum byte threshold may lead to different
method preferences.

Based on the first-byte DPA experiment, the 16-byte CPA experiment, and the cost
analysis, this paper extracts three selection criteria. For peak-sensitive attacks such as DPA,
preprocessing should prioritize local peak fidelity, peak-position stability, and false-peak
suppression. For global-correlation attacks such as CPA, preprocessing should prioritize
shift invariance, global smoothing, covariance stability, and pseudo-oscillation suppression.
When computing resources are constrained or the attack path is unclear, TI can serve as
a joint DPA /CPA compromise baseline. If the statistical performance of AES first-byte
DPA is the primary target and sufficient computing resources are available, GHM can
be prioritized.

The results should be used under the corresponding attack type, metric definition,
and experimental conditions. Statistical performance and engineering cost should both
be considered. When the statistical ranking and the engineering trade-off are inconsistent,
the final choice should depend on the concrete attack objective, available trace number,
and preprocessing-time constraint.

4. Experimental Data and Evaluation Setup

This section describes the experimental platform, data, candidate denoising methods,
attack protocol, and evaluation metrics. To avoid mixing ordinary reconstruction qual-
ity with side-channel attack effect, the original traces and the five denoised outputs are
compared under the same dataset, same attack flow, and same evaluation rule. As shown
in Figure 2, the whole flow is: same power dataset, different denoising preprocessing,
unified attack-statistic computation, and comparison of trace demand, peak separability,
correlation coefficients, and preprocessing cost.
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Fixed key, random plaintext; 10 datasets; 10,000 traces per set; 25,000 samples per trace

-

‘ Power Traces and Plaintext Inputs ‘

‘ ATMEGA16A-AES Measured Power Consumption Data ’

Trace Matrix X; Plaintext P; Key K

¥

Denoising Preprocessing

TH Wavelet Thresholding RIODRa S IcqNCd e ‘

[ Ori Original Traces ] [ Maxima

\ T'T Translation-Invariant ‘ \ WP Wavelet Packet

Wavelet
! !

DPA Differential Power Analysis CPA Correlation Power Analysis

GHM Multiwavelet ‘

Grouping and Mean Difference Correlation Coefficient Computation
Selection function bi(k); key candidates 0-255 Theoretical power H(k); Pearson correlation coefficient

v
CPA Result Metrics
byte

DPA Result Metrics Correlation coefficient; ive trace i
DPA-SNR; 100% success trace count; differential peak separability i . o
threshold; winning byte count

[ I
¥

Preprocessing Cost Estimation
Processing time for 10,000 traces; linear time estimation

v

Statistical Performance-Cost Comparison
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Figure 2. Processing flow of measured power traces and DPA /CPA attack evaluation.

4.1. Dataset and Experimental Platform

Measured ATMEGA16A-AES power traces are used for method-adaptability analysis.
The acquisition uses a fixed key and random plaintexts, producing 10 trace datasets. Each
dataset contains 10,000 traces, and each trace contains 25,000 sample points. Table 4
summarizes the experimental platform and dataset settings.

Table 4. Experimental platform and dataset settings.

Item Setting Details

Encryption device ATMEGA16A

Target algorithm AES-128 software implementation
Clock frequency 4 MHz

Acquisition equipment  Tektronix DPO7104
Sampling frequency 50 MHz

10 fixed-key, random-plaintext power datasets; each set has
Data scale 10,000 traces; each trace has 25,000 sample points; attack analysis uses
the corresponding traces, attack plots, and statistical summaries.
MATLAB R2016a is used for wavelet-denoising preprocessing and

Processing flow result display; VC is used to execute DPA/CPA.

The platform and dataset information in Table 4 define the acquisition scope of this
controlled case study. The study uses ten fixed-key random-plaintext measurement sets as
the acquisition basis and reports the attack statistics preserved for the common DPA /CPA
comparison. The reported cross-byte CPA intervals quantify variability across the 16 AES
key bytes, whereas cross-dataset inference is not used for method ranking. The selected at-
tack window and implementation constants are treated as fixed protocol settings shared by
all denoising outputs, and runtime is interpreted as a relative preprocessing-cost indicator
under this common setting.

Table 5 summarizes the implementation and attack-window information available for
reproducing the common evaluation protocol.
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Table 5. Reproducibility status of implementation and attack-window details.
Item Reported or Recoverable Information Reporting Status
Trace length 25,000 sample points per trace. Rep O.rt.e.d and ‘used as
acquisition evidence.
Trace count per set 10,000 traces per measurement set. Rep o.rt.e.d and .used as
acquisition evidence.
Ten fixed-key random-plaintext Used as acquisition-level evidence; the
Measurement sets measurement sets define the reported ranking is based on
acquisition basis. common-protocol DPA/CPA summaries.
Sampling frequency 20 M.H.Z. with Te.ktromx bPO7104 Reported in the platform table.
acquisition equipment.
Candidate subkeys are enumerated byte Reported as a common
DPA /CPA candidate-key enumeration by byte over 0-255 under the same porte
comparison procedure.
attack flow.
The comparison principle is to apply the Treated as a fixed protocol factor across
Attack-window use same selected attack window to all methods and not optimized separately for
denoised outputs. individual methods.

TI shift setting

Runtime environment

Reported as a shift-set formulation; the
shift schedule is treated as a fixed
implementation component rather than a
separately optimized ranking variable.
Used for within-study relative cost
comparison, not for platform-independent
runtime prediction.

Tl is described by circular shift Sy,
denoising, inverse shift S_j,
and averaging over a shift set H.

Preprocessing times for 10,000 traces
are reported.

The comparison is performed on the same measured dataset. To ensure a consistent
comparison criterion, all denoised outputs are processed under the same attack window,
selection function, trace-increment strategy, and candidate-key set for DPA /CPA computa-
tion. The comparison is therefore a within-protocol comparison among the original traces
and five wavelet-family preprocessing outputs, rather than a per-method best-case tuning
study. Low-level implementation constants are treated as fixed protocol settings and are not
used as additional optimized variables for superiority claims. Related AES power-analysis
and countermeasure studies also show that evaluation conclusions depend on consistent
attack models, comparison conditions, and statistical decisions [32,33].

4.2. Candidate Wavelet Denoising Methods and Preprocessing Setup

The five candidate wavelet denoising methods are TH, MOD, TI, WP, and GHM.
Ori is used as the non-denoised baseline. The five denoising outputs are fed into the
same DPA /CPA attack flow. Ori should be interpreted as a no-denoising baseline, not
as a representative non-wavelet denoising method. Non-wavelet preprocessing meth-
ods, including filtering-based, cumulant-based, data-preprocessing, and learning-based
approaches, are important reference directions in side-channel analysis [11,16,17]. They
are discussed to contextualize the experimental scope, whereas the numerical ranking is
intentionally restricted to the five wavelet-family candidates evaluated under the common
attack-statistic protocol.

The five wavelet methods were selected to cover representative branches of wavelet-
family denoising rather than to exhaust all possible preprocessing techniques. TH repre-
sents classical threshold-shrinkage denoising, MOD represents singularity and modulus-
maxima-based peak preservation, TI represents shift-invariant averaging for reducing trans-
lation sensitivity, WP represents finer wavelet-packet frequency partitioning, and GHM
represents multiwavelet processing with multiple scaling and wavelet functions. This
method set therefore spans simple shrinkage, local-structure preservation, shift-invariant
smoothing, subband-rich decomposition, and multiwavelet reconstruction within one
coherent wavelet framework. Other popular denoising techniques, such as conventional

https://doi.org/10.3390/ electronics15143134


https://doi.org/10.3390/electronics15143134

Electronics 2026, 15, 3134

12 of 30

filtering, cumulant-based denoising, EMD-based decomposition, PCA-based preprocess-
ing, and learning-based denoising, are relevant but require different model assumptions,
parameter-selection rules, and fair repeated attack protocols. Including them as ranked base-
lines would change the study from a focused wavelet-family adaptability evaluation into a
broader preprocessing benchmark. They are therefore discussed as contextual and future-
extension methods rather than mixed into the present five-method wavelet comparison.

The ordinary denoising simulation in this study shows that thresholding rules af-
fect SNR and MSE; soft thresholding is generally smoother than hard thresholding; the
Symlet6 basis is relatively stable under low-SNR conditions, Haar is weaker, and Symlet6,
Daubechies11, and Coiflet5 are close under high-SNR conditions; the gain becomes lim-
ited when the decomposition depth exceeds four. GHM multiwavelet denoising requires
preprocessing one-dimensional traces into a multidimensional form and then postpro-
cessing them back to one-dimensional sequences, resulting in higher computational cost.
Side-channel signal-preprocessing studies also show that autoencoder-based denoising,
data-preprocessing optimization, and wavelet transform affect attack efficiency [16,17,34].
Studies on wavelet packet and GHM multiwavelet preprocessing provide comparative
bases for the method set [14,15].

The parameter setting in Table 6 is used to make the five wavelet-family methods
comparable under one fixed attack-evaluation protocol. The ordinary denoising screening
gives support for the use of Symlet-family wavelets and moderate decomposition depths,
while the attack-stage comparison keeps the attack window, leakage selection, candidate-
key enumeration, and trace-increment rule unchanged. For TI, circular shifting, inverse
shifting, and averaging reduce shift sensitivity, but the same operation may also affect
boundary behavior and covariance structure. The present study therefore reports the
observed DPA /CPA outcomes under the specified TI shift-set procedure and does not treat
shift schedule or boundary-covariance effects as independently optimized variables.

Table 6. Wavelet denoising preprocessing parameters and implementation notes.

Method Main Procedure Parameter Notes Potential Effect on Attack Statistics
. No wavelet denoising; directly enters  Input is the original Baseline for‘ compating denoising
Ori L . . effects on differential peaks,
attack-statistic computation. power-trace matrix. .
correlations, and trace demand.
Parameter categories include wavelet
basis, decomposition depth,
threshold rule, and threshold Random noise may be reduced,
Wavelet decomposition, threshold functhn. The ordinary denoising but overly strong threshol'ds may
TH . . screening compared Symlet6, Haar, weaken local leakage details and
shrinkage, and reconstruction. > .
Daubechies11, and Coiflet5, affect DPA peaks and CPA
and showed that improvement correlation structure.
became limited when the
decomposition depth exceeded four.
Parameter categories include scale
selection, modulus-maxima chain
. . Local abrupt structures and peaks
Scale-space modulus-maxima search, cross-scale propagation, mav be preserved. improvine DPA
MOD detection, local abrupt-structure and reconstruction rule. The method ybep +1mp &

preservation, and reconstruction.

follows the principle that signal
singularities and noise show different
scale-space propagation behavior.

peak decisions, but CPA global
correlation stability is not guaranteed.
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Table 6. Cont.

Method Main Procedure Parameter Notes Potential Effect on Attack Statistics
Parameter categories include shift set,
wavelet basis, threshold function,
and decomposition depth.
The implemented procedure applies  Shift sensitivity and
. e .. circular shift S5, denoising, inverse pseudo-oscillation can be reduced,
Circular shifting, threshold denoising, . . . . . .
TI . s . shift S_j, and averaging over a shift ~ which may improve CPA correlation
inverse shifting, and averaging. . L S .
set H. The shift-set formulation is estimation; repeated averaging may
reported as the relevant change local peak sharpness.
implementation setting, and the shift
schedule is not treated as a separately
optimized comparison variable.
The documented wavelet-packet . N
. . Finer frequency-band partitioning
. setting uses Symlet6 with level-6 .
Wavelet-packet decomposition, i may suppress some noise, but may
) wavelet-packet decomposition;
WP subband thresholding, . also weaken attack-related
. subband thresholding and .
and reconstruction. . . components when leakage and noise
reconstruction are then applied to the )
- are mixed.
selected packet representation.
GHM multiwavelet denoising uses
Multiple scaling functions and preprocessing fl"opn one'—dlmenswnal Local structures ar}d spike §hapes
. . traces to a multidimensional may be better retained, which
mother wavelets; one-dimensional to . - . s .
. . . representation, multiwavelet benefits DPA peak separability; cost is
GHM multidimensional preprocessing;

denoising and postprocessing back to
one-dimensional sequences.

denoising, and postprocessing back
to one-dimensional traces. The GHM
multiwavelet setting is kept fixed in

high and local-structure advantages
do not necessarily translate to
CPA advantages.

the attack comparison.

4.3. Attack Protocol and Success Criterion

A unified DPA and CPA attack flow is used to compare Ori and the five denoised
outputs on the same ATMEGA16A-AES dataset. The attack inputs include the power-trace
matrix, plaintexts, fixed key, and candidate subkey set. Candidate subkeys are enumerated
byte by byte over 0-255.

The DPA target is an AES subkey byte, and the reported DPA results mainly come
from the first key byte. For each candidate key k, the attack flow partitions the traces
into two groups according to b;(k) and computes the mean difference. The correct-key
decision is based on the separability of the correct candidate’s differential peak from
wrong-candidate peaks or background fluctuation in the target window, together with the
candidate-subkey rank. All denoised outputs use the same attack window and selection
function for DPA computation.

CPA constructs a theoretical power vector H(k) for each candidate key and computes
the Pearson correlation coefficient between H(k) and the measured power vector X(f) at
each sample point. The correct key is determined by the correlation peak and candidate-key
rank in the target window. The theoretical power is obtained by mapping AES intermediate
values to a leakage-model vector in the CPA program. The candidate-key set, theoretical-
power computation, and correlation-coefficient computation are kept consistent across
denoising methods. The 16-byte CPA statistics are summarized from byte-wise CPA
attack results.

The trace-increment evaluation starts from a smaller sample size and increases to
10,000 traces. DPA or CPA statistics are recomputed at each trace number. A trial is
successful when the correct candidate subkey ranks first under the corresponding statis-
tic. The phrase “100% successful attack” refers to satisfying this decision rule in the
trace-increment evaluation of this paper, not to a cross-platform, cross-dataset, or cross-
countermeasure guarantee.
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The DPA evidence is intentionally reported as first-byte DPA evidence. The 16-byte
CPA matrices are not reinterpreted as full-byte DPA evidence, and this study does not in-
troduce new guessing-entropy or success-rate curves because such curves require repeated
rank trajectories over trace counts under the same attack protocol. Similarly, the fixed-key
and unprotected-implementation setting does not validate multi-key robustness, masked
implementations, or higher-order leakage attacks; masked implementations deliberately
change first-order leakage and can require higher-order analysis [35,36], so these cases are
treated as necessary extensions rather than conclusions of the current experiment.

4.4. Evaluation Metrics, Cost Estimation, and Applicable Boundary

This paper distinguishes ordinary signal-reconstruction metrics, attack-statistic met-
rics, and cost metrics. Ordinary metrics include SNR and MSE and are used only for
general denoising-quality assessment. DPA metrics include the number of traces required
for 100% successful attack and DPA-SNR, where DPA-SNR measures correct differential-
peak separability relative to background noise and wrong-candidate false peaks. CPA
metrics include correct-key correlation coefficients, per-byte trace demand, cumulative
trace demand, maximum byte threshold, and winning-byte count. The cost metric is the
preprocessing time for 10,000 traces; storage counts are not used for ranking or conclusions.

The mean, cross-byte sample standard deviation, median, minimum, and maximum
of CPA correlations are computed from the 16-byte correct-key correlation coefficients.
They describe overall correlation level, weak-byte lower bound, and cross-byte differences.
The 16 bytes are used for cross-byte comparison; the mean and sample standard deviation
are not cross-dataset stability statistics. The CPA cumulative trace demand is the sum of
per-byte trace demands over 16 bytes. The maximum byte threshold is the largest trace
demand among the 16 bytes and is closer to the sample-size constraint when recovering all
bytes using the same batch of traces. Winning-byte count allows ties and describes method
coverage across bytes.

DPA cost estimation uses the linear approximation in Equation (5). This estimate
assumes approximate proportionality between preprocessing time and trace number. Batch
processing, cache reuse, or parallel optimization may introduce deviations, so the estimate
is used only for cost-trend comparison among methods.

In summary, this paper compares measured traces, DPA /CPA attack results, and sta-
tistical summaries. The DPA results mainly come from the first AES key byte, and the CPA
results contain 16-byte statistics, all on the same platform. The reported statistical evidence
is designed for within-protocol method comparison rather than cross-dataset inference
over repeated measurement groups. The conclusions should be understood as empirical
evaluations for an unprotected AES-128 software implementation on ATMEGA16A under
fixed acquisition conditions, not as universal laws across platforms, countermeasures,
or leakage models. Related template-attack research also indicates that feature selection
and preprocessing can affect subsequent attack statistics [37].

These boundaries are important for interpreting the reported rankings. The study
should be read as a controlled case study on one unprotected software AES platform and
one fixed acquisition setting. It does not establish that the same ranking will hold for other
chips, masked implementations, alternative leakage models, different attack windows,
or repeated cross-dataset trials.

5. Results and Analysis
5.1. Ranking Inconsistency Between Ordinary Denoising Metrics and Attack Metrics

Ordinary denoising metrics and attack metrics are not ranked consistently. In the
Bumps ordinary denoising test, TH performs well in ordinary SNR/MSE, but it does not
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rank first in the subsequent DPA and CPA attack statistics. The following analysis focuses
on differential-peak separability, correlation stability, and preprocessing cost.

To make the interpretation more explicit, the DPA and CPA subsections are organized
with the same logic: evaluation objective and metrics, visual attack-curve evidence, quan-
titative ranking, and mechanism-boundary interpretation. This structure separates the
observed results from the practical meaning of each attack statistic.

5.2. Differential Peak Separability Analysis in the DPA Scenario
5.2.1. DPA Evaluation Objective and Evidence Chain

This subsection uses the first AES key byte as the DPA analysis target. The objec-
tive is to determine whether different preprocessing methods improve the separability
between the correct-key differential peak and wrong-key false peaks or background fluc-
tuation. Because the DPA statistic is essentially a conditional mean difference, local peak
fidelity, peak-position stability, and false-peak suppression directly affect low-sample
attack efficiency.

The metrics are DPA-SNR with 10,000 traces and the number of traces required for
100% successful attack. Table 7 summarizes the first-byte DPA statistics and method
ranking; the following two DPA-specific subsections then present the attack curves and
quantitative visual comparisons. The DPA-SNR here serves the attack-statistic decision and
is not equivalent to ordinary reconstruction SNR.

Table 7. Quantitative summary of AES first-byte DPA results.

Method Success Traces

DPA-SNR Reduction vs. Ori Peak Separability

Brief Conclusion

Ori

TH

MOD

TI

WP

GHM

5874

1082

531

502

2875

387

Low; background fluctuation

4.8 Baseline and false peaks are evident. First-byte DPA baseline.
96 81.6% Improved, but local peak Better than raw traces, but not
' o fidelity is limited. the top method.
o Strong; local abrupt structures ~ Better than TH/WP under
13.0 90.9% :
are retained. low samples.
Very strong; false peaks and A strong compromise close
17.8 91.5% pseudo-oscillations are stably & P
to GHM.
suppressed.
95 51,19 Improved but weak in Limited improvement,
' o low-sample efficiency. below MOD/TI/GHM.
. . Best first-byte DPA statistical
217 93.4% Strongest; the correct peak is performance in

most clearly separated.

this comparison.

5.2.2. DPA First-Byte Attack-Curve Evidence

Figure 3 shows the AES first-byte DPA results under different denoising methods,
with emphasis on whether the correct-key differential peak can be separated from back-
ground fluctuation and wrong-key false peaks.

The original traces show strong background fluctuation and false peaks under smaller
sample sizes, and the correct peak becomes identifiable only after more traces are accu-
mulated. After wavelet denoising, the relative prominence of the correct peak generally
increases. GHM and TI show clearer peak separation, MOD follows, and TH/WP improve
over Ori but remain limited in false-peak suppression and local peak fidelity.
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Figure 3. AES first-byte DPA attack results under different denoising methods. Panels (al)—(a4),
(b1)-(b4), (c1)—(c4), (d1)—(d4), (e1)—(e4), and (f1)—(f4) correspond to Ori, TH, MOD, TI, WP, and GHM,
respectively, at four increasing trace counts. The horizontal axis is the sample index in the selected

attack window, and the vertical axis is the DPA differential amplitude in arbitrary units.

5.2.3. DPA Quantitative Results and Method Ranking

Figure 4 summarizes DPA-SNR values with 10,000 traces. It compares separability
between the correct differential peak and background noise or false peaks, rather than

ordinary signal-reconstruction quality.
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21.7

DPA-SNR

Ori TH MOD T WP GHM
Denoising method

Figure 4. DPA-SNR comparison among different denoising methods.

In terms of DPA-SNR, GHM reaches about 21.7 with 10,000 traces, TI about 17.8, MOD
about 13.0, TH and WP about 9.6 and 9.5, and Ori about 4.8. TH and WP are not weak in
ordinary denoising metrics, but they do not lead in DPA-SNR. This confirms that ordinary
denoising quality cannot directly predict DPA attack performance.

Figure 5 summarizes the number of traces required for 100% successful attack and,
together with Table 7, compares low-sample attack efficiency in the first-byte AES case.

6000 5874

5000 -

4000 A

3000 4 2875
2000 A

1082
1000 1 531 502 387
. [

Ori TH MOD Tl WP GHM
Denoising method

Traces required for 100% successful attack

Figure 5. DPA trace counts required for 100% successful attack.

Ranked by traces required for 100% success, GHM requires 387 traces, TI 502, MOD 531,
TH 1082, WP 2875, and Ori 5874. This ranking is largely consistent with the DPA-SNR
ranking. In the AES first-byte DPA case, GHM ranks first in both peak separability and low-
sample success; TI closely follows GHM and has trade-off potential for the cost analysis;
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MOD is in the middle; TH and WP improve over Ori but remain limited. This subsection
only provides statistical ranking, leaving preprocessing cost to Section 5.4.

5.2.4. DPA Mechanism Interpretation and Conclusion

The above ranking follows from the requirements of the DPA statistic. DPA compares
conditional mean differences. If local spikes near the target instant are weakened, spread,
or shifted, the difference between correct and wrong keys is compressed. If the denoising
process introduces ringing or pseudo-peaks, wrong-key false peaks raise the background.
DPA is therefore more sensitive to local peak fidelity, peak-position stability, and false-peak
suppression than to simple global smoothness.

GHM performs well in the AES first-byte DPA case because its multiscale, multi-
function structure can describe local changes more fully. Compact support and near sym-
metry reduce peak diffusion and phase distortion, and the combination of multiple scaling
functions and mother wavelets improves approximation of target spikes. Consequently,
GHM obtains both the highest DPA-SNR and the lowest success-trace demand.

TI is close to GHM and has strong engineering appeal. By using circular shifts,
thresholding, inverse shifts, and averaging, TI reduces the shift sensitivity of the discrete
wavelet transform and suppresses pseudo-Gibbs effects and local pseudo-oscillations. It
therefore performs well in false-peak suppression and peak-position stability, although shift
averaging may slightly reduce local peak sharpness, so its DPA-SNR and trace threshold
are slightly weaker than those of GHM.

MOD outperforms TH and WP under low-sample attacks because it focuses on sin-
gularities and local abrupt structures, which are suitable for retaining spike information
near the DPA target instant. However, its local-structure preservation does not reach the
overall peak separability of GHM and TI. TH and WP improve over raw traces, but TH
threshold shrinkage may suppress both noise and effective spikes, while WP frequency
subdivision does not guarantee ideal separation between leakage and noise. Therefore, or-
dinary denoising quality is only a reference and cannot directly predict DPA attack-statistic
performance. The DPA interpretation is therefore framed as first-byte evidence rather than
as a full-byte superiority claim.

5.3. Correlation Stability Analysis in the CPA Scenario
5.3.1. CPA Evaluation Objective and Evidence Chain

The CPA objective is to evaluate correlation stability between the theoretical power
model and measured power traces. Unlike DPA, which primarily observes local differential
peaks, CPA depends on covariance and variance estimation over the sample set and needs
stable correlation peaks across bytes and trace counts. The metrics include correct-key
correlation coefficients, cumulative trace demand, maximum byte threshold, and number
of winning bytes.

The evidence consists of first-byte CPA attack curves, 16-byte correct-key correlation
coefficients, 16-byte trace demand, and winning-byte counts. These items are introduced
and cited sequentially in the following CPA-specific subsections so that each figure and
table remains adjacent to its first citation. Cumulative trace demand and maximum byte
threshold are complementary: the former reflects total per-byte recovery cost, whereas the
latter reflects the sample-size constraint when analyzing all bytes with the same trace batch.

5.3.2. CPA First-Byte Attack-Curve Evidence

Figure 6 shows the AES first-byte CPA results under different denoising methods,
with emphasis on the separation between the correct-key correlation peak and wrong-key
false peaks.
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Figure 6. AES first-byte CPA attack results under different denoising methods. Panels (al)—(a4),
(b1)-(b4), (c1)—(c4), (d1)-(d4), (e1)—(e4), and (f1)-(f4) correspond to Ori, TH, MOD, TI, WP, and GHM,
respectively, at four increasing trace counts. The horizontal axis is the sample index in the selected
attack window, and the vertical axis is the dimensionless Pearson correlation coefficient.

The original traces cannot form a stable correct-key correlation peak with small trace

counts; the peak becomes identifiable only as more traces are accumulated. After TH,
MOD, TI, WP, and GHM preprocessing, the correct-key peak is separated earlier and more
clearly from wrong-key false peaks. This shows that denoising improves CPA not merely
by making individual traces visually smoother, but by improving the separability of the
correct-key correlation peak.
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5.3.3. CPA Cross-Byte Results and Method Ranking

Figure 7 shows the distribution of CPA correct-key correlation coefficients across
the 16 AES key bytes. It is used to compare cross-byte correlation levels and weak-byte
lower bounds.

—e— Ori —e— MOD —e— WP
—e— TH —e— TI —e— GHM

o o o o
N w ESN w
1 1 1 1

Correct-key correlation coefficient

o
=
1

0.0 T T T T T T T T T T T T T T T T
o 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

Key byte index

Figure 7. Distribution of 16-byte CPA correct-key correlation coefficients. The gray, blue, orange,
purple, green, and red curves denote Ori, TH, MOD, TI, WP, and GHM, respectively.

TI maintains higher correlation coefficients on most key bytes and raises weakly
correlated bytes substantially over Ori. Table 8 gives the 16-byte statistics, including mean,
cross-byte sample standard deviation, median, minimum, and maximum.

Table 8. Cross-byte distribution statistics of CPA correlation coefficients.

MetHod Mean  Std. Median Min. Max. Mean Improvement vs. Ori

Ori 0.1025 0.0669 0.080 0.04 032 Baseline
TH 0.2169  0.0705 0.190 014 041 111.59%
MOD 0.2150 0.0766 0.195 016 044 109.76%
TI 0.2719  0.0858 0.250 0.21 051  165.24%
WP 0.2169  0.0705 0.190 014 041 111.59%
GHM 0.2131  0.0909 0.185 014 049 107.93%

TI has an average correlation coefficient of 0.2719, a median of 0.250, and a minimum
of 0.21, all higher than those of the other methods; Ori has an average of 0.1025. TI therefore
performs better in overall correlation level and weak-byte lower bound in the 16-byte CPA
results. Its cross-byte sample standard deviation is not the smallest, so its advantage is not
that every individual statistic ranks first.

Figure 8 shows the CPA trace-demand statistics over 16 key bytes, including per-byte
recovery, cumulative trace demand, and maximum byte threshold.
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Figure 8. CPA trace-demand comparison among different denoising methods.

Ori has high per-byte trace demand overall. After denoising, most key bytes require
fewer traces. TI has the lowest cumulative trace demand, while MOD has the lowest
maximum byte threshold. This means that CPA trace demand should be viewed from both
overall cost and the most difficult byte constraint. Table 9 summarizes these two metrics.

Table 9. Dual metrics of CPA trace demand.

Method Cumulative Traces Max. Byte Threshold Explanation

Ori 45,142 8477 Raw CPA baseline; both metrics are high.

TH 3395 705 Low cumulative demand; maximum threshold equals WP.

MOD 3573 647 I;:%est maximum byte threshold, but cumulative demand is not as low

TI 2921 736 Lowest cumulative demand; maximum threshold lower than Ori but
not the lowest.

WP 3371 705 Cumulative demand close to TH; maximum threshold equals TH.

GHM 4744 808 CPA trace demand is high among the denoised methods.

Table 10 reports the number and identities of AES key bytes on which each denoising
method attains the minimum or tied-minimum trace demand.

Table 10. CPA winning-byte count statistics.

Method Winning Bytes Description

TH 3 Bytes 0, 3, and 12 reach the minimum or tied-minimum trace count.

MOD 3 Bytes 2, 4, and 6 reach the minimum or tied-minimum trace count.

I 7 Bytes 1,4, 5,7, 8, 11, and 15 reach the minimum or tied-minimum
trace count.

WP 5 Bytes 0, 3, 10, 12, and 14 reach the minimum or tied-minimum
trace count.

GHM 2 Bytes 9 and 13 reach the minimum trace count.

Table 11 consolidates the correlation, trace-demand, hardest-byte, and winning-byte
observations used for the CPA conclusion.
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Table 11. Main judgments in the CPA scenario.

Metric Dimension

Main Observation

Meaning

Correlation statistics
Cumulative trace demand

Maximum byte threshold

Winning-byte count

TT has the highest mean (0.2719), median (0.250),
and minimum (0.21).

Overall correlation level and weak-byte lower
bound are better in the 16-byte CPA results.

TI is the lowest, with 2921 traces.

MOD is the lowest, with 647 traces; TI is 736.

TI wins 7 bytes, more than other methods.

Total per-byte recovery trace demand is the
lowest; 2921 is not the trace number for one-shot
full-key recovery.

Tl is not first in all metrics; dual-metric judgment
is needed.

TI covers more bytes in the 16-byte trace-demand
statistics, but does not rank first on every byte.

To add statistical context without overstating the available evidence, we performed
exact paired sign-flip permutation tests on the 16 matched AES key bytes for the CPA trace-
demand data. The tested quantity is the per-byte trace-demand reduction of TI relative to
each comparator, followed by Holm correction for multiple comparisons. Table 12 reports
the resulting paired comparisons. This analysis is a byte-level CPA robustness check under
the same fixed dataset and should not be confused with cross-dataset variance analysis
over repeated measurement sets.

Table 12. Byte-level paired tests for 16-byte CPA trace demand.

Comparison Mean Reduction by TI Exact p Holm-Adjusted p  Decision

Tl vs. Ori 2638.81 3.05 x 107° 153 x 1074 Significant
TIvs. TH 29.63 0.4758 0.9515 Not significant
TIvs. MOD  40.75 0.1324 0.3972 Not significant
TIvs. WP 28.13 0.5020 0.9515 Not significant
TIvs. GHM  113.94 7.32 x 1074 0.0029 Significant

In addition to the paired tests, bootstrap confidence intervals were computed over
the 16 matched AES key bytes for two CPA summary quantities: mean correct-key cor-
relation and mean per-byte trace demand. These intervals quantify byte-level dispersion
within the fixed-key CPA matrix; they are not cross-dataset confidence intervals over the
10 measurement sets.

Figure 9 visualizes the same bootstrap confidence intervals in Table 13. The purpose
of this visualization is to make the statistical uncertainty and byte-level dispersion more
directly inspectable, while keeping the interpretation boundary unchanged: the intervals
are computed over the 16 matched AES key bytes in the fixed-key CPA matrix and should
be interpreted as cross-byte, rather than cross-dataset, uncertainty summaries.

Table 13. Bootstrap 95% confidence intervals for 16-byte CPA summaries.

Method Mean Corr. 95% CI for Mean Corr. Mean Trace Demand 95% CI for Mean Trace Demand
Ori 0.1025 [0.0756, 0.1388] 2821.38 [1618.25, 4085.77]

TH 0.2169 [0.1869, 0.2538] 212.19 [125.25, 317.63]

MOD 0.2150 [0.1850, 0.2569] 223.31 [145.44, 311.25]

TI 0.2719 [0.2375, 0.3175] 182.56 [108.56, 276.19]

WP 0.2169 [0.1869, 0.2531] 210.69 [122.25, 316.63]

GHM 0.2131 [0.1769, 0.2613] 296.50 [193.44, 410.63]
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Bootstrap uncertainty of 16-byte CPA summaries

a Mean correct-key correlation b Mean per-byte trace demand
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Figure 9. Bootstrap confidence-interval forest visualization for 16-byte CPA summaries. Panel
(a) reports mean correct-key correlation; panel (b) reports mean trace demand. Error bars denote 95%
bootstrap confidence intervals over the 16 matched AES key bytes. Gray, light blue, orange, blue,
green, and purple denote Ori, TH, MOD, TI, WP, and GHM, respectively.

In Table 9, TI has the lowest cumulative trace demand at 2921. WP, TH, MOD,
and GHM require 3371, 3395, 3573, and 4744 traces, respectively. Cumulative trace demand
is the sum of per-byte trace counts and is not the trace number required to recover the full
key in one batch. If one trace batch is used to cover the most difficult byte, the maximum
byte threshold is more relevant; MOD obtains the lowest maximum byte threshold, 647,
below TI's 736. Table 10 shows that TI wins or ties on 7 bytes, WP on 5, TH and MOD
on 3 each, and GHM on 2. Taken together with Table 11, TI performs better overall in
CPA, but not every single metric ranks first; MOD has a local advantage in maximum
byte threshold. The difference between MOD and TI is therefore metric-dependent rather
than contradictory. MOD can help the most difficult byte because modulus-maxima propa-
gation is favorable for preserving local singular structures and peak-like leakage events.
However, cumulative trace demand aggregates all 16 byte-wise thresholds, so a method
that stabilizes more bytes moderately can outperform a method that strongly improves
only a smaller subset of bytes. TI's lower cumulative demand is consistent with this
broader cross-byte stabilization, whereas MOD’s lower maximum threshold reflects a local
hard-byte advantage.

5.3.4. CPA Mechanism Interpretation and Conclusion

CPA correlation coefficients rely on covariance and variance estimates over all samples.
If denoising introduces local ringing, excessive sparsification, phase instability, or small-
scale pseudo-fluctuations, it may change the measured-power variance structure and
weaken the linear relation with the theoretical model. Unlike DPA’s local peak decision,
CPA relies more on stable convergence of correlation peaks as the sample number increases.

TI reduces the shift sensitivity of the discrete wavelet transform through circular
shifting, threshold denoising, inverse shifting, and averaging, and suppresses pseudo-
Gibbs effects. This mechanism helps reduce pseudo-oscillations caused by alignment
differences and local threshold truncation, improving CPA correlation stability. MOD
retains local structures well and therefore obtains the lowest maximum byte threshold of
647. However, in cumulative trace demand, winning-byte count, and 16-byte correlation
statistics, TI is stronger overall.

The CPA conclusion is based on 16-byte statistics and is not a repeated cross-dataset
experiment. Under the same ATMEGA16A-AES dataset and five wavelet denoising meth-
ods, the CPA scenario cannot mechanically adopt the first-ranked DPA method. TI is
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more suitable as the overall CPA choice, while MOD has a local advantage in maximum
byte threshold.

5.4. Mechanism Association and Causal Boundary

The mechanism interpretation in this paper is associative rather than causal. Better
DPA or CPA performance after a denoising method does not by itself prove that a specific
signal-processing mechanism caused the improvement. To make this boundary explicit,
a summary-level association check was performed using only existing aggregate metrics.

Table 14 supports cautious statements such as “is consistent with” or “suggests”,
but it does not establish causal proof. Causal attribution is reserved for targeted trace-level
ablation, peak-location stability analysis, boundary/covariance distortion analysis, and con-
trolled preprocessing variants. The discussion and conclusion therefore avoid claiming that
a denoising mechanism alone caused the observed attack-performance changes.

Table 14. Summary-level mechanism association checks.

Association

Pearson Spearman Interpretation Boundary

Higher DPA-SNR is associated with fewer first-byte DPA

DPA-SNR vs. first-byte DPA success traces —0.678 —1.000 success traces, which is consistent with the

peak-separability interpretation.
Higher CPA mean correlation is associated with lower

CPA mean correlation vs. CPA cumulative trace demand —0.603 —0.975 cumulative trace demand, which is consistent with the

correlation-stability interpretation.
The weak-byte lower bound has only weak association with

CPA minimum correlation vs. maximum byte threshold —0.050 —0.115 the hardest-byte threshold, so mechanism wording must

remain cautious.

Figure 10 further visualizes the weight-sensitivity audit summarized in Table 3.
The four deterministic weighting scenarios and the 5000 random Dirichlet weight per-
turbations are shown together, so the reader can inspect both the scenario-level scores and
the first-rank stability of TI. This figure supports the limited conclusion that the aggregate
ranking is not driven by a single arbitrary weight choice; it does not turn the weights into
optimized universal constants.

Weight-sensitivity visualization of summary-level ranking

a Composite scores by weight setting b Random-weight perturbation
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Figure 10. Weight-sensitivity visualization of the summary-level ranking. Panel (a) reports de-
terministic weight-scenario scores; panel (b) reports first-rank frequencies over 5000 random
weight perturbations.
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5.5. Statistical Performance, Preprocessing Cost, and Method Selection
5.5.1. Preprocessing Time and Linear Estimation Rule

The measured preprocessing times for 10,000 traces are 487.8 s for TH, 36,896.8 s for
MOD, 1329.5 s for TI, 1491.4 s for WP, and 13,653.8 s for GHM. Only preprocessing time
is used as the cost metric; storage counts are not used for method ranking or conclusions.
The linear estimation rule is the same as Equation (5): estimated time equals required traces
divided by 10,000 and multiplied by the preprocessing time for 10,000 traces. This estimate
is a relative cost-trend calculation under the same trace length and implementation setting.
It is not used as a platform-independent runtime predictor, because runtime can vary with
CPU, RAM, operating system, software version, compiler setting, and optimization strategy.

The computational-complexity difference among the five methods mainly comes from
how many decomposition, reconstruction, search, and averaging operations are applied to
each trace. For a trace length L and trace count R, ordinary wavelet thresholding has the
simplest processing route because each trace is decomposed, thresholded, and reconstructed
once. MOD adds modulus-maxima detection and cross-scale structure tracking, so its
runtime can increase substantially when extrema-chain search and reconstruction are
applied over several scales. TI repeats the base denoising operation over multiple circular
shifts and then averages the inverse-shifted results; its cost therefore increases with the
size of the shift set, although the averaging improves shift robustness. WP uses a richer
wavelet-packet tree than ordinary wavelet decomposition, which increases the number
of processed subbands. GHM introduces additional preprocessing and postprocessing
between one-dimensional traces and the multiwavelet representation, together with multi-
filter reconstruction. These qualitative complexity sources are consistent with the measured
preprocessing times and explain why the statistically strongest method is not always the
most attractive engineering choice.

5.5.2. DPA Cost-Benefit Analysis

Table 15 shows that GHM ranks first in first-byte DPA statistical performance and
reaches 100% success with 387 traces, but its estimated time is 528.4 s. TI reaches 100%
success with 502 traces, close to GHM, while its estimated time is only 66.7 s. MOD needs
only 531 traces but has a very high 10,000-trace preprocessing time, leading to 1959.2 s
estimated time. TH has the lowest processing time and an estimated time of 52.8 s, but its
1082-trace demand is clearly higher than TI and GHM. WP needs 2875 traces and an
estimated 428.8 s, so it is not advantageous in either trace demand or estimated cost. These
judgments apply only to AES first-byte DPA and are not extended to full-byte DPA.

Table 15. First-byte DPA performance—cost estimate under a linear assumption.

Method Time for 10,000 Traces/s First-Byte DPA Success Traces Estimated Time/s Cost Interpretation

TH

MOD

TI

WP

GHM

487.8
36,896.8
1329.5

1491.4

13,653.8

Lowest time, but trace demand is

1082 528 clearly higher than TI/GHM.

531 1959.2 Fewer tracgs, but the highest
preprocessing cost.

502 66.7 Tr.ace demand close to GHM,
with much lower cost.

2875 478.8 High trgc'e demand; not
competitive overall.
Best first-byte DPA statistical

387 528.4 performance, but higher estimated

cost than TI/TH/WP.
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5.5.3. CPA Cost—Benefit Analysis

CPA cost can be observed from two perspectives. Cumulative trace demand corre-
sponds to the overall cost of per-byte recovery, whereas the maximum byte threshold
corresponds to the sample-size constraint when using the same trace batch to recover all
bytes. Table 16 applies the same linear-estimation rule to the CPA statistics.

Table 16. CPA performance—cost dual-metric estimate under a linear assumption.

Method Cumulative Traces

Cumulative Time/s Max. Byte Threshold Max.-Threshold Time/s Cost Interpretation

TH 3395
MOD 3573
TI 2921
WP 3371
GHM 4744

Low cumulative
demand, lowest
preprocessing time,
and the same
maximum threshold
as WP.

Lowest maximum
byte threshold,

but highest
preprocessing cost;
overall cost is

not competitive.
Lowest cumulative
trace demand, better
correlation statistics,
and much lower cost
than MOD/GHM.
Cumulative demand
close to TH but with
higher processing
time; not better than
TI overall.

High CPA trace
demand and
estimated cost; not
preferred for CPA.

165.6 705 344

13,183.2 647 2387.2

388.3 736 97.9

502.8 705 105.1

6477.4 808 1103.2

TI has the lowest CPA cumulative trace demand, 2921, and performs well in mean
correlation, weak-byte lower bound, and winning-byte count. Its cumulative-demand
estimated time is 388.3 s, much lower than those of MOD and GHM. MOD has the lowest
maximum byte threshold, 647, but because its preprocessing time for 10,000 traces is
36,896.8 s, even the maximum-threshold estimate is 2387.2 s, so its overall cost is not
competitive. TH has the lowest estimated time, but its CPA statistics are weaker than TI’s;
WP is close to TH in cumulative demand but not better than TI; GHM has no advantage in
CPA trace demand or cost. Thus, TI is the more suitable overall CPA choice, while MOD
has a local advantage only in the maximum byte threshold.

Figure 11 summarizes the performance—cost trade-off in the two attack settings using
the same linear cost rule as Tables 15 and 16. Because preprocessing times span more than
one order of magnitude, the horizontal axis uses a logarithmic scale. The figure emphasizes
that a method with strong attack statistics can still be less attractive when its preprocessing
cost is high, and that the preferred method depends on whether the attack objective is
peak-sensitive DPA or cross-byte CPA.
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Figure 11. Performance—cost Pareto visualization under the same linear cost rule. Panel (a) compares
first-byte DPA trace demand with preprocessing cost; panel (b) compares 16-byte CPA cumulative
trace demand with preprocessing cost. Lower-left positions indicate more favorable trade-offs.
Method-label positions were adjusted only for legibility.

5.5.4. Comprehensive Method-Selection Criterion

Combining DPA and CPA results, peak-sensitive attacks such as DPA emphasize local
peak fidelity, peak-position stability, and false-peak suppression, whereas global-correlation
attacks such as CPA emphasize covariance stability, global smoothing, and pseudo-
oscillation suppression. The DPA results mainly come from the AES first-byte case, and the
CPA results come from 16-byte statistics.

If the target is first-byte AES DPA statistical performance and preprocessing time is not
the main constraint, GHM can be prioritized. If DPA attack effect and computational cost
are considered together, T is a more attractive engineering compromise. If the target is CPA
overall correlation stability and cross-byte behavior, Tl is the preferred choice. If the most
difficult CPA byte threshold is the special focus, MOD has a local advantage but at high
preprocessing cost. TH has the lowest preprocessing time, but its attack-statistic benefit is
not as prominent as TI or GHM. WP is not advantageous in the DPA /CPA comprehensive
comparison. Overall, the method ranked first in statistical performance is not necessarily
the best in comprehensive cost. Denoising-method selection should jointly consider attack
type, statistical requirement, trace number, and preprocessing cost.

5.6. Extensibility to Other Similarity and Adaptive Decomposition Methods

The proposed evaluation route is not limited to Pearson correlation or to the five
wavelet-family denoising methods tested here. For peak-similarity analysis, Spearman
correlation, normalized cross-correlation, and cosine similarity can be added when the
target is rank stability, waveform-shape similarity, or scale-insensitive vector comparison.
Mutual information analysis is also relevant because it can capture nonlinear dependence
between key-dependent leakage models and measured traces [18]. These measures should
be computed from trace-level samples under a fixed leakage model and attack window, not
reconstructed from aggregate CPA tables alone.

Derivative-based or adaptive time-frequency methods can also be considered in the
same framework. Wavelet synchrosqueezing refines wavelet-based time-frequency repre-
sentations and is closely related to empirical-mode-decomposition-like analysis [38]. Empir-
ical mode decomposition is designed for nonlinear and non-stationary signals, and EMD-
based denoising has also been studied for side-channel attacks [19,20]. These methods
are therefore meaningful extension candidates for non-stationary leakage analysis. In the
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present paper, they are used to frame the extensibility of the evaluation route rather than to
expand the ranked wavelet-family comparison.

6. Conclusions

This paper studied the adaptability between wavelet-denoising preprocessing and
DPA /CPA attack statistics in measurement-driven security evaluation of cryptographic
implementations in secure information systems. The results show that ordinary SNR
and MSE can reflect general reconstruction quality but cannot replace statistical decision
metrics in side-channel attacks. DPA relies more on local differential-peak separability
near the target instant, whereas CPA relies more on global correlation stability between
the theoretical power model and measured traces. Wavelet denoising should therefore be
selected according to concrete attack type and statistical requirement, not only by ordinary
reconstruction metrics.

On measured power traces from an unprotected AES-128 software implementation on
ATMEGAI16A, five preprocessing methods were compared: TH, MOD, TI, WP, and GHM.
In the DPA experiment, GHM shows strong differential-peak preservation and false-peak
suppression in the AES first-byte scenario. It reaches 100% successful attack with 387 traces
and a DPA-SNR of about 21.7 with 10,000 traces, obtaining the best first-byte DPA statistical
performance within this comparison. TI reaches 100% success with 502 traces and a
DPA-SNR of about 17.8, showing a good trade-off between statistical performance and
preprocessing cost.

The CPA experiment further shows that DPA and CPA method rankings are incon-
sistent. In the 16-byte CPA statistics, TI performs better overall in average correlation
coefficient, weak-byte lower bound, cumulative trace demand, and winning-byte count. Its
average correlation coefficient is about 0.2719, compared with about 0.1025 for Ori, and its
cumulative trace demand is 2921. Meanwhile, MOD obtains a favorable maximum byte
threshold of 647 traces, indicating that CPA should distinguish cumulative per-byte trace
cost from the most difficult byte constraint. These results are consistent with the central
judgment of the paper: no single wavelet denoising method has a fixed optimal ranking for
all evaluated attack statistics in this controlled setting, and method selection should match
the attack decision mechanism.

The resulting preprocessing selection criterion is as follows. For peak-sensitive at-
tacks such as DPA, local peak fidelity, peak-position stability, and false-peak suppression
should be prioritized. For global-correlation attacks such as CPA, shift invariance, global
smoothness, covariance stability, and pseudo-oscillation suppression should be prioritized.
When computing resources are limited or the attack path is not yet fixed, TI can be used
as a practical compromise between DPA /CPA effect and preprocessing cost. Within a
comparable evaluation protocol, this criterion can help reduce unguided trial-and-error
in denoising selection, but it should not be interpreted as a platform-independent rule
without revalidation.

The conclusions are bounded by the ATMEGA16A platform, the unprotected AES-128
software implementation, fixed acquisition conditions, and the five wavelet denoising
methods evaluated here. The rankings should therefore be used as attack-statistic selec-
tion guidance for this controlled setting, not as general signal-processing rules. The same
evaluation route can be extended to more chip platforms, sampling conditions, leakage
models, and attack windows, and can include full-byte DPA statistics, cross-dataset stability
analysis, guessing-entropy and success-rate curves, multi-key and masked-implementation
validation, non-wavelet denoising baselines, mutual-information analysis, wavelet syn-
chrosqueezing, EMD-based adaptive decomposition, template attacks, and deep-learning-
assisted attacks.
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