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Abstract

With the rapid evolution of cloud-native platforms, microservice-based systems have be-
come increasingly large-scale and complex, making fast and accurate root cause localization
and recovery a critical challenge. Runtime signals in such systems are inherently multi-
modal—combining metrics, logs, and traces—and are intertwined through deep, dynamic
service dependencies, which often leads to noisy alerts, ambiguous fault propagation paths,
and brittle, manually curated recovery playbooks. To address these issues, we propose
GALR, a graph- and LLM-based framework for root cause localization and recovery in
microservice-based business middle platforms. GALR first constructs a multimodal service
call graph by fusing time-series metrics, structured logs, and trace-derived topology, and
employs a GAT-based root cause analysis module with temporal-aware edge attention to
model failure propagation. On top of this, an LLM-based node enhancement mechanism
infers anomaly, normal, and uncertainty scores from log contexts and injects them into node
representations and attention bias terms, improving robustness under noisy or incomplete
signals. Finally, GALR integrates a retrieval-augmented LLM agent that retrieves similar
historical cases and generates executable recovery strategies, with consistency checking
against expert-standard playbooks to ensure safety and reproducibility. Extensive experi-
ments on three representative microservice datasets demonstrate that GALR consistently
achieves superior Top-k accuracy and mean reciprocal rank for root cause localization,
while the retrieval-augmented agent yields substantially more accurate and actionable
recovery plans compared with graph-only and LLM-only baselines, providing a practical
closed-loop solution from anomaly perception to recovery execution.

Keywords: microservice systems; root cause localization; graph attention networks; large
language models

1. Introduction

With the rapid evolution of cloud-native technologies and the increasing complexity of
large-scale online applications, microservice architecture has become a prevailing paradigm
for modern distributed systems [1]. By decomposing monolithic applications into loosely
coupled services, microservices improve agility and scalability, but their high dynamism
and deep interdependence also increase operational fragility: minor local failures may
propagate along dependency chains and trigger system-level degradation. Therefore,
adaptive fault management—detecting anomalies, localizing root causes, and generating
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effective recovery strategies with minimal human intervention—remains a critical challenge
for reliability assurance in microservice systems.

Recent advances in AIOps and graph-based learning have improved automated fault
diagnosis and propagation modeling. Graph neural networks (GNNs) enable relational
reasoning over service dependencies, while multimodal observability data (logs, metrics,
and traces) improve diagnostic coverage and interpretability in practice [2-7]. Building
on these foundations, a range of root cause analysis (RCA) methods have been developed
to capture failure propagation and pinpoint faulty services. Nevertheless, practical self-
healing in microservice systems is still limited by several gaps.

First, diagnosis and recovery are often treated as separate stages: localization results
are not always expressed in a form that can be directly consumed by downstream recovery
decision-making, and feedback from recovery outcomes is rarely incorporated into sub-
sequent diagnosis. Second, although multimodal fusion is widely studied, unstructured
logs are commonly reduced to coarse templates or sparse categories, which limits how log
semantics are aligned with dependency-aware graph reasoning. Third, recovery policies
in many systems still rely on static heuristics or hand-crafted playbooks, which may not
adapt well to evolving dependencies, workload drift, or fault combinations.

Large language models (LLMs) provide an alternative way to interpret unstructured
logs and synthesize recovery suggestions, and recent tool-augmented paradigms further
enable iterative planning in structured environments [8-12]. However, applying LLMs
to microservice AIOps remains challenging because LLMs do not natively operate over
graph-structured dependencies and quantitative telemetry, and their free-form outputs
require grounding and verification to be safe and reproducible. Existing hybrid GNN-
LLM efforts often adopt a loose coupling between graph inference and natural-language
recommendation, leaving open how to inject LLM-derived semantics into graph reasoning
while keeping recovery decisions verifiable.

To address these challenges, we propose GALR, a unified framework for root cause
localization and recovery in microservice systems. GALR constructs a multimodal service
call graph from aligned metrics, logs, and traces. For localization, it adopts a GAT-based
module that incorporates temporal decay on edges and LLM-derived anomaly proba-
bility triplets at nodes and further introduces a semantic bias to guide attention toward
high-risk regions. For recovery, a retrieval-augmented LLM agent retrieves similar his-
torical incidents and generates recovery plans, whose action sets can be quantitatively
compared against expert-standard playbooks to support verification and evaluation. In
this way, GALR forms an interpretable loop from anomaly perception to localization and
strategy generation, while remaining compatible with existing monitoring and incident
management workflows.

The main contributions of this paper are summarized as follows:

*  We propose GALR, a unified framework that couples graph neural networks with
large language models to support root cause localization and recovery planning for
microservice systems.

¢ Wedesign a GAT-based localization module on a multimodal service call graph, where
LLM-derived anomaly probability triplets and a semantic bias are integrated with
temporal decay factors to enhance attention-based propagation modeling.

*  We develop a retrieval-augmented recovery agent that generates recovery strategies
conditioned on localized root causes and retrieved historical incidents, and evaluates
generated plans via quantitative matching against standard playbooks.

*  We conduct experiments on three representative microservice datasets (Customer
Service, Power Grid Resource, and SockShop), comparing GALR with GNN baselines
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and recent RCA methods, and further analyze the effects of LLM-based semantic
enhancement and attention design via ablation studies.

The remainder of this paper is organized as follows. We first review representative
studies on microservice diagnosis and recovery to position our work within graph-based,
causal, multimodal, and closed-loop paradigms. We then present GALR and detail multi-
modal data processing, graph-based localization, and LLM-assisted semantic enhancement
and recovery planning. Next, we describe the datasets, evaluation protocol, and implemen-
tation settings, followed by experimental results and ablation analyses. Finally, we discuss
key findings and limitations, and conclude the paper.

2. Related Work

Research on diagnosis and recovery for microservice systems has evolved from
correlation-based anomaly scoring on single signals to graph-centric, multimodal, and
increasingly causal formulations, driven by industrial demands for interpretability, on-
line adaptability, and auditable decision making [7]. Early experiences in production
emphasized the difficulties of noisy and partial observability, fast-changing deployments,
and cross-layer dependencies, which in turn motivated methods that reason jointly over
topology and telemetry rather than over isolated metrics [7]. This evolution produced
three complementary strands: (i) graph-based root cause analysis (RCA) that propagates
abnormality along dependency structures; (ii) causal approaches that learn directionality
and intervention effects; and (iii) multimodal, hierarchical observability that fuses logs,
metrics, and traces across granularities. Recent work further extends these strands with
learning-based controllers and large language models (LLMs) to translate diagnostic evi-
dence into actionable remediation [13-16]. GALR follows the graph-centric and multimodal
lines for dependency-aware localization, and differs from loosely coupled pipelines by
injecting LLM-derived semantic priors into graph attention and using retrieval-augmented
recovery planning with quantitative consistency checking to improve the actionability and
verifiability of recovery suggestions.

2.1. Graph-Centric Root Cause Analysis in Microservices

Graph-centric RCA has established itself as a robust and scalable paradigm for large
microservice deployments. Methods in this family construct a service-call or resource-
dependency graph and propagate anomaly evidence via random walks, ranking, or spec-
tral mechanisms to localize suspects with minimal supervision [17-20]. To reduce in-
strumentation assumptions and cope with black-box environments, topology-agnostic
techniques such as CloudRanger and FChain infer influence flows without complete trac-
ing coverage [21,22]. At the cluster edge, FluxRank targets machine-level localization to
complement service-level reasoning [23]. A parallel line improves robustness to partial or
coarse-grained observability by performing end-to-end reasoning directly on traces and
performance spectra (Microscope, Automap, Microrank, MicroSketch, TraceRank), thereby
handling missing spans, sampling, and heterogeneous instrumentation [24-28]. These
results collectively validate the hypothesis that structural priors and propagation-aware
scoring are effective at cloud scale. However, many graph-centric RCA methods remain
correlation-driven and often incorporate log information only through coarse templates or
sparse features, which limits their ability to leverage rich log semantics in complex inci-
dents. GALR builds on dependency-aware propagation, while introducing LLM-derived
anomaly probability triplets and a semantic bias in attention to better align log semantics
with graph reasoning during localization.
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2.2. Causal Diagnosis and Intervention Modeling

While propagation-based methods are powerful, their reliance on correlation can be
brittle in the presence of confounders, concurrent incidents, and multi-hop effects. Causal
formulations address these pitfalls by learning directed relations and modeling interven-
tion effects. Interdependent Causal Networks (ICN) explicitly represent cross-subsystem
dependencies and report improved localization stability, while CORAL advances incre-
mental causal graph learning, reducing retraining costs and enabling online adaptation as
services evolve [29,30]. In domain-focused settings—e.g., OLTP databases—CauseRank
leverages structural invariants for generalizable diagnosis, and MicroCause demonstrates
causality-driven localization in microservice scenarios with promising precision and inter-
pretability [31,32]. Despite their strengths, causal learners may require stable assumptions
and sufficient data for causal discovery, which can be challenging under fast-changing
deployments and heterogeneous instrumentation. GALR is compatible with such causal
signals when available, but does not assume full causal identifiability; instead, it focuses
on a practical graph substrate that can incorporate causal edges or constraints without
changing the overall pipeline.

2.3. Multimodal Observability and Log-Centric Reasoning

Production-grade RCA also hinges on fusing heterogeneous evidence and reasoning
across granularities. End-to-end troubleshooting frameworks such as EADRO unify multi-
ple telemetry sources (logs, metrics, traces) to improve coverage under real workloads [33].
TrinityRCL pushes granularity to the code level by aligning multi-type signals across the
service—interface-request—code hierarchy, enabling developers to connect system symp-
toms to actionable artifacts [34]. For unstructured and interleaved logs—long recognized
as a major operational pain point—LogKG injects knowledge-graph priors to improve
inference over noisy narratives, whereas SwissLog prioritizes robustness to real-world
log variability [35,36]. Complementary efforts mine exception logs and hybrid log—graph
structures to increase recall and reduce false negatives in complex failure modes [37-39].
Although multimodal fusion improves evidence coverage, many systems still treat logs
as auxiliary signals and the alignment between log semantics and dependency structures
is not fully addressed, especially when logs are reduced to templates or shallow features.
GALR follows the evidence-unification principle, but explicitly injects LLM-derived seman-
tic priors into node representations and attention computation to narrow the semantic gap
of logs during graph-based localization.

2.4. Towards Closed-Loop and Interpretable Recovery

A parallel set of advances aims to close the loop from localization to automated recov-
ery. Hierarchical reinforcement learning with human feedback (HRLHF) has been applied
to microservice operations, showing that policy hierarchies can capture operator prefer-
ences and safety constraints while learning effective mitigation sequences [40]. InstantOps
further couples failure prediction with RCA to tighten response windows and support
proactive interventions [41]. In tandem, LLM-assisted incident analysis has emerged as
a practical vehicle for converting semi-structured tickets, playbooks, and historical cases
into hypotheses and remediation recommendations. Studies demonstrate LLM agents
that coordinate RCA steps, LLM-based mitigation recommenders trained on operational
knowledge, and in-context learning pipelines tailored to incident narratives and telemetry
snippets [13-16]. However, these LLM systems typically lack strong structural ground-
ing, risking hallucinated or unsafe suggestions. This motivates GALR to treat the graph
substrate and operational references as constraints for recovery planning, and to evalu-
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ate generated actions through quantitative consistency checking rather than relying on
free-form recommendations alone.

Finally, empirical and industrial studies continue to articulate desiderata that shape
GALR’s design: interpretability and auditability across layers, resilience to drift and evolv-
ing dependencies, and the ability to relate system symptoms to actionable engineering
artifacts [7]. Deep-learning-based diagnosis in cloud microservices confirms the utility of
learned representations but also exposes generalization challenges in online settings and
under changing workloads [42]. Change-aware localization (e.g., ChangeRCA) exemplifies
the benefits of aligning diagnostic evidence with code and configuration changes that
developers can act upon [43]. In response, GALR follows these requirements by integrat-
ing dependency-aware graph reasoning with multimodal evidence and an LLM-assisted
recovery module that is explicitly constrained and evaluated.

In summary, prior studies on microservice diagnosis and recovery can be grouped
into four lines: graph-centric RCA, causal diagnosis, multimodal troubleshooting, and
closed-loop or LLM-assisted remediation. Graph-centric methods scale well by propagat-
ing anomaly evidence along dependency structures, but they are often correlation-driven
and tend to under-utilize unstructured logs beyond coarse templates. Causal approaches
improve robustness to confounders and concurrent incidents, yet their deployment typi-
cally depends on stable assumptions and sufficient data for causal discovery. Multimodal
frameworks enhance coverage by combining logs, metrics, and traces, but many pipelines
still separate detection, localization, and recovery, leaving localization outputs not directly
actionable for downstream operations. Recent LLM-assisted systems are promising for
producing interpretable hypotheses and remediation suggestions, but their recommenda-
tions can be weakly grounded in system topology and are rarely equipped with explicit
verification against operational constraints.

These limitations motivate the design choices in GALR. We build on the dependency-
aware reasoning of graph-based RCA and the evidence coverage of multimodal observabil-
ity, while injecting LLM-derived anomaly probability triplets into graph attention to reduce
the semantic gap of logs during localization. For recovery, we adopt retrieval-augmented
planning and evaluate generated actions by quantitative consistency checking against
standard playbooks, aiming to improve the reproducibility and operational trustworthiness
of suggested mitigation steps.

3. Methodology

This paper proposes an intelligent self-healing analysis and decision-making frame-
work for microservice-based business middle platforms. Our objective is to support an
end-to-end workflow from anomaly perception to root cause localization and recovery
suggestion, by jointly leveraging multimodal observability data and service dependency
structures. Given windowed metrics, logs, and traces collected from a microservice system,
we construct a service call graph and formulate root cause localization as a node-level iden-
tification problem under practical class imbalance. The proposed framework integrates four
core modules: data processing and multimodal fusion, GNN-based root cause localization,
LLM-based node feature enhancement, and case retrieval and generation based recovery
strategy planning. As illustrated in Figure 1, these modules form a coherent pipeline from
multimodal evidence alignment to localization evidence and strategy generation.

To improve readability and avoid ambiguity in the following formulation, Table 1
summarizes the main symbols used in our methodology, including the service call graph,
multimodal node features, attention-related terms, and the notations for retrieval-based
recovery planning.
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Figure 1. Overview of the proposed GALR framework for intelligent root cause localization and

recovery in microservice systems.

Table 1. Main notations used in the methodology.

Symbol Meaning

G Service call graph constructed from traces

v Node set in the service call graph

E Directed edge set in the service call graph

N (i) Neighbor set of node 7 used for aggregation

X; Metric feature vector of node i within a time window

e; Log semantic embedding of node i

h?ase Base multimodal node representation

hl(l) Node feature of i at GAT layer !

ocg) Attention weight from neighbor j to node 7 at layer !

wjj Temporal decay factor associated with edge (i, j)

Atjj Time gap between adjacent invocation events on edge (i, j)
ri Predicted probability that node i is a root cause

Yi Ground-truth root-cause label of node i

S; LLM-derived probability triplet for node state

Ajj Semantic bias term injected into attention computation

c Recovery case library

Simceg Cosine similarity used for case retrieval

Correctness Action-overlap metric for evaluating generated recovery plans

3.1. Data Processing and Multimodal Fusion

In a business middle platform architecture, a microservice system is composed of
a large number of mutually dependent service components. The runtime state of the
system can be comprehensively characterized by multi-source monitoring data, including
performance metrics, logs, and traces. These data sources differ significantly in sampling
frequency, semantic granularity, and structural form. Therefore, before model training,
unified structuring, temporal alignment, and feature normalization are required to construct
multimodal feature representations that can be jointly leveraged by subsequent graph
models and LLMs.

3.1.1. Preprocessing of Time-Series Metrics and Feature Construction

In the preprocessing stage of metrics, the goal is to transform raw, high-dimensional
monitoring records into unified and normalized feature vectors, so as to eliminate het-
erogeneity across different metrics and improve model efficiency. Specifically, for each
service or system component, we first consider its time-series metric observations (such as
response latency, CPU utilization, QPS, memory usage, etc.). Within a given time window,
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heterogeneous metric records associated with the same service entity are aggregated to
form a unified metric vector denoted by X;. A sliding window mechanism is then applied
along the temporal dimension to segment long sequences into a series of local time intervals,
and a feature vector is constructed for each window to capture local dynamic behavior.
To eliminate the influence of different scales and value ranges, a hybrid normalization

strategy is adopted. For most continuous metrics (such as response latency and CPU
utilization), Z-score normalization is applied so that the data have zero mean and unit
variance at the global level:

L Xij T W

X = A 1)
where Xij is the normalized value, Xij is the original observation, and 1j and 0j denote
the mean and standard deviation of metric j over the observation period, respectively.
For resource or performance metrics with bounded ranges where relative amplitude is of
primary interest, min—-max normalization is used:

~ x;,; — min(x;)

ij = max(x;) — min(x;)’ @

which highlights the relative variation of a metric within its own value range.

For discrete metrics such as error counts or restart times, appropriate numerical
representations are constructed according to their business semantics and distributional
properties, e.g., through frequency mapping or one-hot encoding. To reduce redundancy
and enhance interpretability, all raw metrics are grouped into several categories based
on their semantics and business logic, including resource, network, performance, system
behavior, and availability /stability metrics. Category-specific normalization strategies
as described above are then applied. Subsequently, for each sliding window, statistical
features such as mean, variance, slope, kurtosis, maximum, and minimum are extracted
from the normalized sequences to form the service feature vector x; € R% within that time
window, which serves as the basic input to the subsequent GNN and fusion models.

3.1.2. Log Structuring and Semantic Feature Extraction

Log data are typically long, unstructured text, which, if directly used for modeling,
would lead to high dimensionality, substantial noise, and ambiguous semantics. To address
this issue, a two-stage progressive parsing strategy is adopted to transform raw logs into
structured, semantically focused tabular data, thereby providing a foundation for multi-
modal fusion and node feature construction. In the outer parsing stage, the outermost JSON
structure is parsed to extract the core log content string log, while key meta-information
such as stream and severity is recorded simultaneously. In the inner parsing stage, if
the log field can be further parsed as a nested JSON structure, internal structured fields
are extracted, with particular emphasis on the message key that carries actual business
semantics. The prefix key path is concatenated to form a log_type label, which is used to
distinguish logs from different sources or of different types.

After structuring, regular expressions are applied to the message field to extract key
identifiers. The corresponding text segment is then cropped and normalized as the core
semantic unit log_message, thereby filtering out redundant prefixes and suffixes that are
weakly related to root cause analysis. In our current implementation, we use log_type as
the log-side feature signal for each service node. Specifically, we build a fixed vocabulary
of log_type values on the training split and map each log_type to an index, which is then
encoded by a trainable embedding table. For a given node i and time window, we collect
all log_type tokens observed within the window, look up their embeddings, and apply
mean pooling to obtain a window-level log representation e; € R%. Finally, ¢; is temporally
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aligned with the corresponding metric feature vector x; within the same window, enabling
consistent multimodal fusion for subsequent graph modeling and node enhancement.

3.1.3. Trace Parsing and Graph Topology Construction

Trace data capture the propagation paths of requests and the dependency structure
among services in a microservice system, and thus constitute the core basis for multimodal
fusion and graph structural modeling in this work. In practical deployments, a user request
typically passes through multiple microservices sequentially, where each inter-service
invocation is recorded as a span. Spans are connected via parent—child relationships to
form complete traces, which describe the request path, inter-service dependencies, stage-
wise latency, and invocation outcomes.

In the preprocessing stage, raw trace data are first parsed and normalized to extract
key attributes of each span, including span ID, service name, operation name, start time,
duration, and parent span ID. These attributes define the call sequence and dependency
relations among services. Using the trace structure as the backbone, service instances
or spans are abstracted as the node set V of a graph, and parent—child invocations are
abstracted as the directed edge set E, thereby constructing a weighted directed graph
G = (V, E) as the structural input for the subsequent GNN.

For node feature construction, multimodal features from metrics and logs are fused at
each node i. Specifically, the log semantic feature e; is concatenated with the time-series
metric feature x; to form the basic node representation

P = [x;e;], 3)

where || denotes vector concatenation. In this way, the graph topology not only encodes the
static dependency structure among services but also carries the dynamic runtime state and
potential anomaly patterns within each time window. This unified structural representation
supports downstream GNN-based fault propagation analysis and root cause localization.

3.2. GNN-Based Root Cause Localization

For root cause localization, the service call graph G = (V, E) with fused multimodal
features is used as input, and a Graph Attention Network (GAT) is employed to perform
node-level root cause identification. By learning adaptive attention weights between
services, the model assigns higher importance to critical propagation paths and potential
root cause nodes, thereby enabling fine-grained characterization of fault propagation.

In the I-th GAT layer, the feature hi(l) of node i is updated via neighborhood aggrega-
tion. The update rule is given by

W =ol ¥ afwonl |, @)
JEN ()

where N (i) denotes the neighbor set of node i, W) is the feature transformation matrix in
(D)
ij

assigned to neighbor j when aggregating information for node i, reflecting the strength of

layer I, o(-) is a nonlinear activation function (e.g., ReLU), and «;.’ is the attention weight
information propagation between them. To better integrate the semantic priors provided
by the LLM, a learnable semantic bias term is introduced into the attention computation,
whose specific form will be detailed in the next subsection.

Considering that service interactions in traces exhibit explicit temporal ordering and
causal delay, a temporal decay factor wj; is introduced into edge features to model temporal
consistency constraints across services:
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Ai‘i]'
wijj = exp (— ) @)

T

where At;; denotes the time difference between adjacent invocation events, and 7 is a time
constant. This temporal decay factor serves as a structural prior to adjust the attention
weights, yielding the reweighted attention coefficient
1
ajp = wjj - (Xl(]')r (6)
so that temporally closer invocations with potential causal relations receive higher weights

during aggregation. The model finally outputs the probability r; of each node being a root
cause, and is trained using a binary cross-entropy loss:

Lrca = — Z[yi10gri+(1_yi)log(l_ri)]r (7)
ieV
where y; € {0,1} indicates whether node i is a true root cause. With this design, GAT
jointly exploits multimodal features and call topology to automatically focus on critical
nodes and paths that are more likely to trigger anomalies, thereby achieving accurate root
cause localization.

3.3. LLM-Based Node Feature Enhancement

Due to the highly unstructured and semantically complex nature of raw logs, tradi-
tional pattern-matching or shallow-feature-based methods struggle to fully exploit the
latent anomaly patterns they contain. To address this challenge, an LLM is introduced to
perform semantic reasoning and feature enhancement on structured log content, and to
generate a compact three-dimensional probability label s; for each service node v; in the
call graph, thereby injecting deep log semantics into the graph model in a learnable form.

Concretely, for each node i, an LLM-based inference is performed on its log context to
obtain a three-dimensional probability vector

5; = [Panom/ Pnorm, Puncert]/ (8)

where panom denotes the confidence that the node is in an anomalous state, pnorm is the
confidence for a normal state, and puncert reflects the degree of uncertainty, with the three
components summing to 1. This soft-label representation preserves the uncertainty and
vagueness inherent in log semantics, while avoiding hard misclassification that may arise
from binary labels. Finally, the semantic label is concatenated with the original metric and
log embedding features to form the enhanced node representation:

hi = [xi]|e;||s;] € R¥xFdet3, )

where x; is the metric feature, ¢; is the log semantic embedding, and s; is the semantic prior
from the LLM, thus achieving unified multimodal fusion at the node representation level.

To effectively drive the LLM to output the above probability labels, a set of prompt tem-
plates is designed. The prompt specifies the role of the model (e.g., “log analysis assistant”)
and instructs it to determine the current service state based on the given ServiceName and
log content, and to output a JSON structure with three fields: anomaly_prob, normal_prob,
and uncertainty, constrained to sum to 1, along with an example output. For spe-
cific services, service-specific rules can be explicitly embedded into the prompt, e.g., “if
"Start charge card" appears but "Charge successfully" is missing, treat it as a poten-
tial anomaly”, thereby injecting business priors into the LLM’s reasoning process.
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After obtaining node-level anomaly confidences, the semantic prior is further inte-
grated into the graph attention mechanism to emphasize high-risk paths. A semantic bias
term A;; is introduced:

Bjj = A-pmem - pinom, (10)
anom anom
! ]
tively, and A is a learnable weight. The modified attention score is then given by

where p and p are the anomaly probabilities of node i and its neighbor j, respec-

eij = eij + Ayj, (11)

which is subsequently normalized via a Softmax function to obtain the final attention
weights used for aggregation. By introducing this semantic bias, the GNN tends to propa-
gate information along service call paths with higher anomaly confidence, thus improving
its ability to identify critical fault propagation paths and root cause nodes.

3.4. Case Retrieval and Generation Based Recovery Strategy Planning

After root causes have been localized, the system further generates reasonable and safe
recovery strategies for the identified root cause nodes to achieve service-level self-healing.
To this end, we design an LLM-based recovery strategy agent that produces executable and
verifiable recovery plans through a pipeline of similar case retrieval, strategy generation,
and consistency verification.

First, a standard recovery case library C is constructed to store historical fault scenarios,
root cause descriptions, and their corresponding recovery actions. Each case represents a
typical fault-handling pattern observed in practice and is associated with a set of expert-
defined recovery actions. Given a newly detected root cause catise, both its description and
those of the cases in the library are mapped into the same embedding space, denoted by
and h;, respectively. The cosine similarity between the target root cause and each historical
case is computed as

Sim(caftise, cause;) = Simcos (1, 1;). (12)

Cases with the highest similarity scores are selected as contextual prompts and com-
bined with current system status information as input to the LLM for generating candidate
recovery plans. The prompt typically includes the root cause description, current resource
and performance states, and representative recovery actions from retrieved cases, and asks
the model to output a structured recovery plan containing action steps, verification metrics,
rollback strategies, and expected outcomes, which facilitates subsequent programmatic
execution and automated evaluation.

To assess the quality of generated recovery plans, we measure their consistency with
standard recovery actions. Let Actionsgen denote the set of recovery actions in the gener-
ated plan and Actionsgy the corresponding action set in the matched standard case. Since
the recovery actions considered in our setting correspond to atomic operational proce-
dures commonly used in microservice systems and do not exhibit strict execution-order
dependencies, we focus on action-level coverage rather than sequence-level alignment. The
consistency score is defined as

|Actionsgen M Actionsgg |

Correctness = (13)

|Actionsgy |

When this score exceeds a predefined threshold and no obvious conflicting operations

are introduced, the generated strategy is considered to be consistent with expert knowledge
and can be further deployed into controlled online validation and canary release stages.
Experimental results show that under typical fault scenarios, the recovery strategies gener-
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ated by the proposed agent exhibit high agreement with expert-designed solutions, while
maintaining good interpretability and transferability across different fault types.

3.5. Owverall Procedure and Implementation Notes

Algorithm 1 summarizes the overall pipeline of GALR in a time-windowed manner.
For each window, we parse traces to construct the directed service call graph G = (V,E),
and align windowed metrics and logs to form node-level multimodal signals. Concretely,
metrics within the window are aggregated into x;, and logs within the same window are
instantiated by log_type and mean-pooled to obtain ¢;. We then query the LLM on the
node’s log context to obtain the probability triplet s; = [Panom, Prorm, Puncert], and form the
initial node feature h; = [x;||e;||s;]. On (G, {h;}), the GAT module incorporates the temporal
decay wj; and semantic bias A;; to produce root-cause scores {r;}. Finally, we select top-K
candidates by {r;}, retrieve top-k similar cases from C using Simc.s, and prompt the LLM
to generate recovery actions Actionsgen, which are evaluated by Correctness. Additional
implementation settings and hyperparameters are reported in Section 4.3.

Algorithm 1 Overall pipeline of GALR

Require: Windowed metrics/logs/traces; case library C
Ensure: Ranked root-cause candidates {r;} and a recovery plan
1: Parse traces - G = (V,E)
: Parse logs — log_type; mean-pool within window — e;
: Aggregate metrics within window — x;; align (x;, ¢;) by window timestamp
: Query LLM on log context — s; = [Panom, Pnorm, Puncert]
: Form node features h; = [x;||e;||s;]
: Run GAT with w;; and Ajj on (G, {h;}) — {ri}
: Select top-K candidates by {r;}; retrieve top-k cases from C by Simcos
: Prompt LLM with retrieved cases — Actionsgen; evaluate by Correctness

N O Ul B WDN

In summary, the proposed intelligent self-healing analysis and decision-making frame-
work constructs a graph-based representation for microservice systems by jointly modeling
metrics, logs, and traces as multimodal monitoring data. On top of this representation, an
LLM is used to semantically enhance node features and its anomaly priors are explicitly
injected into the graph attention mechanism, enabling precise root cause identification.
Finally, an LLM-based recovery agent with case retrieval and strategy generation completes
the loop from anomaly perception and root cause localization to recovery strategy plan-
ning, providing a generalizable technical approach for reliability assurance in large-scale
microservice-based business middle platforms.

4. Experiments and Results Analysis

This section evaluates GALR on reminding microservice observability data. We first
introduce the datasets, fault injection process, baselines, and metrics. We then report results
for (i) root cause localization and (ii) recovery strategy generation, followed by ablation
studies to quantify the contribution of key components.

4.1. Datasets and Fault Injection

We evaluate the proposed framework on three representative microservice-system
datasets, covering both realistic business scenarios and controllable fault-injection settings:
Customer Service, Power Grid Resource, and SockShop. The Customer Service dataset
simulates a user-facing business system with complex workflows and high-concurrency
access patterns, and is used to assess root cause localization under service-dependency fail-
ures and performance degradation. The Power Grid Resource dataset represents a resource
scheduling and monitoring scenario in the power systems domain, where monitoring data
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are dominated by resource- and performance-related behaviors, posing stringent require-
ments on identifying temporal anomalies and resource-bottleneck faults. The SockShop
dataset is collected locally by deploying the SockShop microservice benchmark on a Ku-
bernetes cluster and injecting reproducible perturbations into specified services/instances
using Chaos-Mesh while recording the fault type and injection time window to produce
aligned labels. Locust is used to generate configurable concurrent requests and load curves
to cover system states under varying access intensities.

All three datasets cover six typical fault types: network delay, network loss, CPU
stress, memory stress, pod failure, and pod kill. Fault injection is conducted across different
services and call paths, while each trace contains at most one injected fault and the fault
corresponds to a single service instance. This single-node, single-fault setting ensures
unambiguous supervision for root cause localization and enables consistent evaluation of
recovery decision-making. The collected traces exhibit diverse dependency structures, with
call-chain depths ranging from 5 to 20 hops.

Table 2 summarizes the key statistics of the three datasets. We split each dataset into
training and test sets with a ratio of 6:4. During the split, the distribution of fault-injected
nodes is constrained to be as balanced as possible between the training and test sets to
mitigate overfitting to specific nodes or a single topology and to improve robustness.
Although fault injection provides controllable and repeatable perturbations, it cannot fully
cover the diversity of natural production incidents. Moreover, labels are aligned to analysis
windows using the injection time as an anchor, which may not perfectly reflect delayed
or cascading effects. Therefore, we use fault injection mainly to provide reproducible
supervision and controlled comparisons, while acknowledging a potential gap to fully
naturalistic production failures.

Table 2. Statistics of the experimental datasets.

Dataset Traces Services Pods Depth Fault Types Injected Faults
Customer Service 23,183 67 1-5 5-20 6 24
Power Grid Resource 19,872 89 1-5 5-20 6 32
SockShop 8981 15 1-5 5-20 6 30

4.2. Baselines and Evaluation Metrics
4.2.1. Baseline Models

To comprehensively evaluate the performance of the proposed intelligent root cause
localization and recovery decision framework, we select two categories of representative
baselines. The first category consists of basic graph neural network (GNN) models, in-
cluding GCN [2], GraphSAGE [4], which mainly rely on the service call graph topology
and node features. These baselines are used to assess the fundamental capability of graph-
structured modeling for root cause localization. The second category comprises advanced
state-of-the-art root cause localization methods, including DiagFusion [44], MicroRank [26],
MicorEGRCL [45], and PDiagnose [46]. These methods exhibit strong performance in
multimodal feature integration, graph representation learning, and probabilistic reasoning,
and thus serve as important references for assessing the effectiveness of the LLM-based
semantic enhancement and attention bias mechanisms in our framework.

4.2.2. Evaluation Metrics

The experimental evaluation focuses on two core dimensions: root cause localization
and recovery strategy generation.

For root cause localization, we adopt ranking-based metrics to reflect realistic trou-
bleshooting scenarios. Specifically, we report Top-k accuracy (Top-1, Top-3, and Top-10) to
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evaluate whether the true root cause node is ranked among the top k highest-confidence
candidates. In addition, Mean Reciprocal Rank (MRR) is used to measure the average rank-
ing position of the first correctly identified root cause, jointly characterizing localization
accuracy and troubleshooting efficiency.

For recovery strategy generation, we evaluate whether the generated recovery plan
captures the key remediation actions defined by domain experts. Given the action set
extracted from a generated plan and the corresponding standard action set in the recovery
case library, we compute an overlap-based consistency score (defined in Section 3.4). A
recovery strategy is considered correct if it achieves sufficient coverage of the standard
actions. This metric provides a lightweight and reproducible proxy for assessing action-
level validity, i.e., whether the generated plan includes the essential recovery operations.
We do not explicitly evaluate environment-specific parameter values, as such validation
typically requires online execution and system-level feedback.

4.3. Experimental Settings and Implementation Details

We build a controllable evaluation environment for fault diagnosis and root cause
localization based on the SockShop microservice application deployed on a Kubernetes
cluster. Multimodal observability data are automatically collected during runtime via
standard monitoring components. On the metrics side, Prometheus periodically scrapes
and stores key service-level indicators, including CPU usage, memory usage, request
latency, and error-related signals. On the logs side, Fluent Bit is deployed as a DaemonSet
across all cluster nodes to continuously collect logs from container standard output and
node-level container log directories, while attaching Kubernetes metadata. The collected
logs are structured into a unified format to support time-window alignment with metrics,
cross-modal association, and offline modeling. To ensure cross-modal consistency, we
use the fault injection time as an anchor to perform unified time slicing for both logs
and metrics.

The baseline graph neural network adopts a graph attention network (GAT) with two
GATConv layers and 4-head multi-head attention. All GNN models are trained using the
AdamW optimizer with an initial learning rate of 0.001, a batch size of 32, and 30 epochs.
Gradient clipping is applied with the gradient norm capped at 2.0 to stabilize training.
Since fault nodes constitute only a small fraction of nodes in practical microservice graphs,
we employ a weighted BCEWithLogitsLoss, where the positive-class weight is determined
by the ratio of positive and negative samples in the training set to mitigate class imbalance
and improve recall for anomalous nodes.

For semantic enhancement and auxiliary diagnosis, we employ DeepSeek V3 to ana-
lyze representative log snippets and summarize abnormal behaviors. The LLM module
takes as input candidate root-cause nodes, anomalous subgraph summaries, and key log
snippets within the corresponding time window, and outputs interpretable descriptions of
fault causes to improve the readability and actionability of diagnostic results.

To support recovery suggestion generation, we construct a recovery case library C
containing 500 curated recovery cases. Each case includes a fault type, fault description,
fault-related features, and a corresponding set of standard recovery actions. For a local-
ized root cause, similar cases are retrieved by encoding fault descriptions into a shared
embedding space using the BGE-M3 embedding model and computing cosine similarity.
The top-k retrieved cases are used as contextual prompts together with the current system
status to guide the LLM in generating structured recovery plans.

The recovery actions are restricted to a compact and standardized action space com-
monly used in microservice operations, such as restart, rollback, migration, and scaling.
Since all datasets adopt a single-node, single-fault injection setting and the recovery ac-
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tions correspond to atomic operational procedures without strict order dependencies, we
evaluate recovery strategies at the action level using the overlap-based consistency metric
defined in Equation (13).

Root Cause Localization Results

Table 3 reports the root cause localization performance of GALR and all baselines on
the three datasets in terms of Top-k accuracy and MRR. Overall, GALR achieves the best
results on all datasets and across all metrics. The advantage is particularly pronounced for
Top-1 accuracy, which reflects single-step troubleshooting efficiency, and for MRR, which
summarizes the overall ranking quality. Averaged over the three datasets, GALR reaches
an MRR of 0.931. By comparison, the strongest baseline (PDiagnose) attains an average
MRR of about 0.902, so GALR yields a relative improvement of approximately 3.2%.

From the perspective of method categories, MicroRank and GCN mainly rely on static
topology or simple aggregation, and their performance drops more clearly on complex
scenarios with deeper dependency chains and richer business logic. As modeling capacity
increases, MicorEGRCL and PDiagnose improve by incorporating multimodal fusion or
more advanced graph learning and probabilistic reasoning. Nevertheless, GALR still
consistently outperforms these methods. This suggests that, beyond graph-structured
modeling alone, explicitly introducing LLM-derived semantic priors and amplifying them
through attention bias can further improve the identification of diagnostically meaningful
propagation paths and true root causes.

Figure 2 presents the cross-dataset averages of Top-1 accuracy and MRR for all meth-
ods. GALR consistently outperforms all baselines on both metrics, indicating that it main-
tains stable performance across different microservice environments and fault patterns.
The detailed contribution of key components is further quantified in the ablation study.

Metric
Avg Top-1
Avg MRR

0.8

Average Score
o
>

o
IS

0.2

0.0

MicroRank GCN GraphSAGE MicorEGRCL DiagFusion Pdiagnose Ours (GALR)
Method

Figure 2. Average root cause localization performance comparison across three datasets (Avg Top-1
and Avg MRR).

Table 3. Comparison of root cause localization performance: Top-k accuracy and Mean Reciprocal Rank.

Method Customer Service Power Grid Resource SockShop
etho

Top-1 Top-3 Top-10 MRR Top-1 Top-3 Top-10 MRR Top-1 Top-3 Top-10 MRR
MicroRank 0.675 0.730 0.771 0.741 0.709 0.751 0.796 0.734 0.824 0.855 0.869 0.835
GCN 0.710 0.768 0.800 0.785 0.737 0.789 0.827 0.775 0.845 0.879 0.895 0.859
GraphSAGE 0.758 0.817 0.861 0.840 0.796 0.838 0.887 0.831 0.871 0.909 0.927 0.893
MicorEGRCL  0.784 0.842 0.881 0.865 0.817 0.860 0.901 0.852 0.899 0.938 0.954 0.919
DiagFusion 0.767 0.824 0.862 0.838 0.803 0.847 0.893 0.835 0.875 0.913 0.932 0.897
PDiagnose 0.811 0.865 0.908 0.887 0.849 0.887 0.932 0.881 0.916 0.957 0.972 0.938
GALR (Ours)  0.842 0.901 0.942 0.923 0.883 0.925 0.968 0.916 0.931 0.972 0.989 0.953
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4.4. Recovery Strategy Generation Results

After root cause localization, we evaluate the retrieval-augmented LLM agent for
recovery strategy generation on representative fault cases from SockShop, Power Grid
Resource, and Customer Service. We compare three generation modes: pure LLM reasoning
(zero-shot), few-shot prompting, and retrieval-augmented generation (LLM + RAG) within
the GALR framework.

Table 4 summarizes the recovery strategy accuracy of the three modes. A consistent
trend is observed: as more task-relevant information and domain experience are provided,
the accuracy improves. The zero-shot setting performs worst across all datasets, especially
on the more complex Customer Service dataset, indicating that purely relying on generic
model knowledge is often insufficient for producing professional and executable recovery
plans. Few-shot prompting improves results by providing a small number of generic
examples, which helps the model better follow the task format and capture common
remediation patterns.

Table 4. Comparison of recovery strategy generation accuracy (%).

. Power Grid Customer
Generation Method SockShop Resource Service
Pure LLM (Zero-shot) 62.5 55.1 489
LLM + Few-shot 68.9 61.5 54.3
LLM + RAG (GALR) 79.2 75.8 70.1

In contrast, the LLM + RAG mode within GALR achieves the highest accuracy on all
datasets. This improvement indicates that retrieving similar historical cases and supplying
expert actions as contextual prompts can substantially enhance the specificity and feasibility
of generated strategies. We evaluate recovery plans offline without executing them in a
live system. Therefore, the reported strategy accuracy should be interpreted as action-level
validity rather than guaranteed end-to-end operational success, which requires controlled
deployment and online verification.

4.5. Ablation Study

To quantify the contributions of key components in GALR, we conduct ablation studies
using Top-k accuracy and MRR. We focus on variants that remove the edge attention
mechanism, replace the learnable attention with average-weighted aggregation, or use
random aggregation. The ablation results are reported in Table 5.

Table 5. Ablation study of the root cause localization module in GALR (Top-k accuracy and MRR).

Vari Customer Service Power Grid Resource SockShop

artant Top-1 Top-3 Top-10 MRR Top-1 Top-3 Top-10 MRR Top-1 Top-3 Top-10 MRR
w/o Edge Attention 0.771  0.825 0.865 0.835  0.803  0.845 0.888 0.828  0.854  0.895 0.918 0.875
Avg. Weighted Baseline 0.749  0.801 0.839 0.812 0781  0.821 0.863 0.805  0.830 0.871 0.893 0.852
Random Aggregation 0.718  0.770 0.807 0781 0749  0.789 0.829 0775 0798  0.838 0.860 0.821
GALR (Full) 0.842  0.901 0.942 0923 0883  0.925 0.968 0916 0931 0.972 0.989 0.953

As shown in Table 5, removing the edge attention mechanism leads to consistent degra-
dation in MRR across datasets, indicating that attention bias is important for highlighting
diagnostically meaningful dependencies and suppressing irrelevant edges. Replacing GAT
with average-weighted aggregation further decreases performance, suggesting that static
weighting is insufficient to capture heterogeneous interactions in microservice call graphs.
Random aggregation performs worst, which confirms that both graph structure and learn-
able attention are critical for effective localization. Overall, the ablation results support that
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graph-structured attention and LLM-based semantic enhancement jointly contribute to the
localization gains of GALR.

5. Discussion

The experimental results on three heterogeneous datasets suggest that GALR provides
a practical way to couple dependency-aware graph reasoning with log-level semantic
signals. The GNN component leverages topology and window-aligned metrics/traces for
structured propagation modeling, while the LLM contributes a compact semantic prior
from unstructured logs. This combination is particularly useful when anomalies are weak
in a single modality: semantic cues help disambiguate candidates that are topologically
plausible but operationally irrelevant, and graph propagation helps contextualize locally
salient logs along dependency paths.

Despite these advantages, several limitations and deployment challenges remain
and deserve a more balanced discussion. First, scalability may become a bottleneck in
large systems. As the service graph grows, both neighborhood aggregation and LLM-
side annotation/retrieval can increase latency, which may hinder near-real-time incident
response. While the localization module can be deployed as an offline diagnostic service,
production usage still requires careful budgeting of when to compute or refresh LLM-
derived signals and how to amortize them across windows and repeated incidents.

Second, system integration is context-dependent. The effectiveness of GALR relies on
the quality of multimodal alignment and the availability of stable logging /monitoring prac-
tices. Differences in log taxonomies, template stability, sampling policies, or missing observ-
ability signals can reduce the reliability of semantic priors and weaken cross-environment
transfer. In this sense, the overall framework is general, but the achieved gains may vary
with platform-specific conventions and data quality.

Third, recovery planning is the most safety-critical part. Even with retrieval grounding,
LLMs may still produce incomplete or hallucinated strategies under distribution shifts
(e.g., unseen failure patterns, noisy logs, or constraint changes). To reduce operational
risk, our design separates generation from execution: the LLM proposes action types
and parameters, and an additional parameter-extraction step maps them into predefined
command templates under a restricted action space. Before any execution, parameter-
level safety constraints should be enforced (e.g., allowlists for targets, bounded ranges,
and disallowed operations), and unsafe plans should be rejected or escalated for manual
confirmation. Accordingly, our current evaluation focuses on offline action-level validity,
while full verification of parameter validity and online effectiveness requires controlled
testing in real environments.

Finally, our experimental setting itself has limitations. Fault injection enables control-
lable and reproducible comparisons but does not fully cover the diversity and long-tail
characteristics of production incidents, and window-level labels anchored at injection time
may not perfectly capture delayed or cascading effects. In addition, the reported results are
averaged over two runs under the same configuration, and we did not conduct statistical
significance testing in this version. These aspects do not negate the observed improvements,
but they indicate clear directions for more rigorous evaluation in future work.

6. Conclusions

This paper presented GALR, a unified framework that combines multimodal ob-
servability modeling, graph-based dependency reasoning, and LLM-assisted seman-
tics for microservice root cause localization and recovery planning. By injecting LLM-
derived semantic priors into graph attention and using retrieval-augmented prompting
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for strategy generation, GALR provides an end-to-end pipeline from candidate ranking to
actionable suggestions.

Experiments on three datasets show consistent improvements over representative
baselines in Top-k/MRR for localization and in action-level strategy accuracy for recovery
planning. However, the current results should be interpreted with several caveats. First,
our evaluation relies on fault injection and window-aligned labels, which may not fully
capture delayed or cascading effects in real incidents. Second, recovery plans are assessed
offline using an action-overlap metric, without executing the suggested commands in a
live system; thus, the reported accuracy reflects action validity rather than guaranteed
operational success. Third, results are averaged over two runs under the same setup, and
we do not report statistical significance in this version.

Future work will prioritize addressing these limitations. We will (i) improve scalability
and latency via selective and incremental LLM annotation with caching and refresh policies,
(if) introduce stricter safety guardrails for recovery execution, including constrained action
spaces and parameter-level validation, and (iii) establish controlled online verification
together with more faithful evaluation protocols and benchmarks for recovery effectiveness.
These directions are crucial to strengthen both the practicality and the reliability of LLM-
augmented self-healing in real microservice environments.
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