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Abstract: The resource scheduling optimization problem in predictive maintenance is a
complex operational research challenge involving reasoning about stochastic failure mod-
els and the dynamic allocation of repair resources. In recent years, resource scheduling
methods based on deep learning have been increasingly applied in this field, demon-
strating promising performances. Among these, resource scheduling algorithms based
on heterogeneous graphs have shown exceptional results in multi-objective optimization
tasks. However, conventional graph neural networks primarily operate on binary rela-
tional graphs, which struggle to effectively utilize data in multi-relational settings, thereby
limiting the scheduler’s performance. To address this limitation, this paper proposes a
heterogeneous hypergraph-based resource scheduling algorithm for aircraft maintenance
tasks to tackle the challenges of higher-order and many-to-many relationship processing
inherent in traditional graph neural networks. Specifically, the proposed algorithm defines
aircraft nodes and maintenance personnel nodes while introducing decision nodes and
state nodes to construct hyperedges. It employs hypergraph convolution with a multi-head
attention mechanism to learn the long-term value of decisions, followed by policy selection
based on a Markov decision process. This method offers a lightweight, non-parametric
dynamic scheduling solution capable of robust learning in highly stochastic environments.
Comparative experiments conducted on three datasets of varying scales demonstrate that
the proposed method outperforms both heuristic algorithms and existing deep learning
methods in terms of its optimization performance on M1 and M2 metrics. Furthermore, it
surpasses resource scheduling algorithms based on heterogeneous graph neural networks
across multiple metrics.

Keywords: hypergraph; GAT; resource optimization; reinforcement learning; predictive
maintenance scheduling

1. Introduction

Resource optimization plays an important role in domains such as healthcare, manufac-
turing, and services [1]. In these real-world scenarios, task allocation and resource scheduling
face multiple challenges related to uncertainty and stochasticity, including the effects of equip-
ment failures, priority changes, and uncertain processing times [2]. Aircraft maintenance
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scheduling is one such domain. In this scenario, the scheduling process needs to consider the
random failure time and maintenance time of aircraft components, which are random variables
with inherent uncertainties. The stochastic nature and multiple constraints of maintenance
scheduling make it complex and unpredictable. Real-time responses to failures are crucial for
prioritizing maintenance on aircraft subsystems. Effective predictive maintenance reduces
unplanned work and significantly lowers operational and maintenance (O&M) costs [3]. For
instance, it can cut unplanned work by about 33%, saving the aviation industry approximately
USD 21.7 billion annually. Thus, predictive maintenance is an increasingly effective way to
ensure aircraft safety and reduce O&M costs.

The resource optimization problem in predictive maintenance involves reasoning with
complex stochastic failure models and dynamically allocating repair resources, making it
a typical computational challenge in operations research [4]. Currently, traditional fault
diagnosis and scheduling methods primarily rely on heuristic algorithms, supplemented
by manual adjustments from domain experts [5-7]. Although this approach can partially
meet scheduling requirements, it relies on manual intervention. As a result, the method is
difficult to scale to large-scale scenarios and shows limited performance when dealing with
complex systems and uncertainty.

In recent years, deep learning has rapidly developed in academia and industry. Its
powerful capabilities in terms of feature extraction and pattern recognition have led to
its remarkable performance across various fields. Deep learning, in particular, has shown
an exceptional ability to handle complex, high-dimensional data, which has attracted a
large number of scholars to its study and exploration. Currently, experts from various
fields are attempting to use deep learning to solve diverse scheduling and optimization
problems [8,9]. Among the deep learning frameworks available, graph neural networks
(GNNSs) are a class of models suitable for handling structured data. They can directly
manipulate graph structures and capture complex relationships between nodes [3]. Graph
neural networks (GNNs) have proven to be highly effective in modeling graph-structured
data [9]. The emergence of GNNs offers a novel approach to tackling complex tasks
in resource scheduling. In particular, when applied to heterogeneous graph structures,
GNN:s can effectively model the relationships between various resources and tasks, offering
significant advantages for multi-objective optimization.

The current best-performing method is HetGPO, which employs a resource scheduling
algorithm based on heterogeneous graph neural networks. Additionally, it leverages
attention mechanisms to enhance model performance, surpassing previous methods based
on machine learning, deep learning, and heuristic algorithms. However, traditional graph
neural network models are typically based on binary relation graphs, which are primarily
used to represent simple point-to-point relationships, such as user associations in social
networks and atomic bonds in molecular graphs [10]. Binary relation graphs are insufficient
for modeling complex many-to-many relationships. For example, in the aircraft scheduling
problem, there are complex higher-order correlations between different aircraft and multiple
maintenance personnel, and it is difficult to fully capture their interactions using only binary
relations. This issue is particularly evident in predictive maintenance scenarios, where
scheduling decisions involve multi-dimensional and multi-level relationships. Traditional
graph neural networks have a limited ability to deal with higher-order relationships. As a
result, these models cannot fully capture deeper information from the data, which in turn
reduces their scheduling performance [11-13].

To address this issue, we introduce a resource scheduling algorithm using a heteroge-
neous hypergraph. This approach captures complex many-to-many relationships between
aircraft and maintenance resources more effectively than traditional graphs. By incorporat-
ing decision and state nodes, our method leverages Markov decision processes to enhance
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model flexibility and scalability. This architecture fully utilizes multivariate information,
leading to more efficient predictive maintenance scheduling.

2. Related Work

We present previous work that is related to this paper in terms of two main areas:
classical resource scheduling algorithms and the core technologies of our model.

2.1. Resource Scheduling Algorithms

Classical resource scheduling algorithms can be mainly divided into two categories:
heuristic algorithms and deep learning-based algorithms. We introduce these representative
algorithms below.

2.1.1. Heuristic Algorithms

Heuristic algorithms are widely used to solve resource scheduling problems. The
Random Scheduler determines the execution order of tasks by random selection. While this
approach is simple and easy to implement, it fails to consider task demands and resource
status, making it poorly suited for complex dynamic environments. Although intelligent
strategies, such as the Corrective Scheduler [14] and Condition-based Scheduler [5], can
dynamically adjust scheduling plans and consider system states, they rely heavily on man-
ually set rules. These strategies are limited to low-dimensional, linear application scenarios
and cannot handle complex interdependencies between tasks and resources. Similarly,
the Periodic Scheduler [6] is designed for fixed periodic scheduling tasks and lacks the
ability to adapt to changing conditions. Therefore, despite their applicability and ease of
implementation, heuristic algorithms often struggle to address high-dimensional, hetero-
geneous interdependencies among tasks when faced with complex resource scheduling
optimization problems [15,16].

2.1.2. Deep Learning-Based Algorithms

Among the deep learning-based scheduling algorithms, deep reinforcement learning
models, such as DeepRM [7] and Decima [8], have been applied to resource scheduling op-
timization. DeepRM intelligently allocates resource demands through deep reinforcement
learning. Decima, on the other hand, optimizes workload-specific scheduling strategies
through reinforcement learning. It embeds state and decision nodes into the graph struc-
ture, but its simple graph representation struggles to capture the complex correlations
and heterogeneity among tasks and large amounts of training data are required to ensure
the model’s ability to generalize. In contrast, resource scheduling algorithms based on
heterogeneous graph neural networks (GNNs) have made breakthroughs in modeling task-
resource relationships. One such model is HetGPO, proposed by Wang et al. [3], which
achieves resource optimization through heterogeneous graph-based modeling. However,
the graph structure of HetGPO can only handle limited associations between nodes and
struggles to model complex high-order task relationships, which limits its effectiveness in
more complex scenarios.

2.2. Core Technologies of Our Model

The core technologies of our model include hypergraph neural networks and Markov
decision process (MDP) modeling. The following subsections will introduce the progress
that has been made in these two core technologies.

2.2.1. Hypergraph Neural Networks

In the real world, many complex network relationships cannot be fully represented
by ordinary graph edges, such as the various types of connections in social networks. The
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HGNN model proposed by Feng et al. [17-19] and the HyperGCN model proposed by
Yadati et al. [19] are among the first convolutional methods for hypergraphs. The core
advantage of the HGNN lies in its ability to express and process high-order data correlations,
which is particularly important in multimodal or multi-type data correlation problems.
Compared to traditional graph neural networks (GNNs), HGNN naturally models higher-
order correlations through the flexible hyperedge structure of hypergraphs, making it
more suitable for applications in areas such as social networks, biological networks, and
transportation networks. Furthermore, the HGNN framework is highly versatile and can
learn implicit representations of higher-order data structures, with Graph Convolutional
Networks (GCNs) being considered a special case of HGNN, where the edges in simple
graphs can be viewed as second-order hyperedges connecting two vertices. In practical
applications, HGNN has been shown to outperform traditional Graph Convolutional
Networks (GCNs) in citation-based network classification and visual object recognition
tasks. The aforementioned methods actually fail to focus on the heterogeneity of aircraft
data, overlooking the differences among data points. This work constructs a hypergraph
to model multivariate relationships, revealing higher-order structures and patterns in the
data that may be ignored in traditional graphs. By analyzing the hyperedge connections in
the hypergraph, more complex associations between nodes can be discovered.

2.2.2. Markov Decision Process Modeling

Markov decision process (MDP) models involving decision-making algorithms have
been shown to be useful in various sequential planning applications [20], where accounting
for the uncertainty in the process is crucial. The success of MDP applications can be
attributed to efficient algorithms that find optimal solutions to the MDP model.

Partially Observable Markov Decision Processes (POMDPs) are based on Markov
chains and introduce a process for decision-making and goal optimization. Partially
Observable Markov Decision Processes (POMDPs) model sequential decision problems
under conditions of uncertainty and partial observability [20]. Ina POMDP, an agent makes
decisions over a series of discrete time steps, with the goal of maximizing some cumulative
reward [21]. Unlike a pure Markov chain, a Markov decision chain emphasizes the effect of
the actions in a given state that change the probability of state transitions, thereby affecting
the long-term payoff. A complete POMDP consists off a reward process and a decision
process and aims at balancing long-term and short-term values to select an optimal strategy.
This allows certain decisions to be made in a quantifiable manner, which can be processed
by computers [3].

The computational complexity of solving the optimal POMDP increases exponentially
with respect to the number of channels. If the number of channels available to secondary
users is limited, the optimal policy can be computed offline, and the implementation cost
remains reasonable [22]. Regardless of the strategy algorithm used, the objective is to
identify the actions that maximize the reward and increase their selection probabilities as
much as possible, so that they are highly likely to be chosen in the strategy scheduling
problem. The maximum value objective function J(6) is defined as follows:

max J(6) = max Erwr,R(T) = mgzxZT P(T;0)R(T) (1)

In MDPs, the reward function is crucial as it directly influences the agent’s objective
of maximizing cumulative rewards. It shapes the learning process and determines the
optimal policy. Sparse rewards can slow down learning, making exploration challenging.
Reward shaping techniques, which add auxiliary rewards based on potential functions, can
accelerate learning while maintaining policy optimality. However, over-reliance on these
auxiliary rewards may lead to policy deviations. The reward function’s design also impacts
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sample complexity, with optimized rewards reducing the number of samples needed for
effective learning.

Here, the state—action trajectory T = (s, a1, ..., 5+, a;) generated by the interaction
between the agent and its environment represents all the possible situations that occur
during the interaction, as dictated by the strategy. The probability of trajectory T occurring
under m¢(a | s) is given by the following expression:

P(t16) = [[Ti—y Plstsalst ar) - malarlso)| )

where P(7|0) represents the probability of transitioning from state sy at time ¢ = 0 to state s;
by taking actions ag ... a; under the parameters 6.

The MDP offers significant advantages over random and corrective schedulers by
enabling optimized decision-making that maximizes long-term rewards while handling
uncertainties and adapting dynamically to changing conditions

In existing works, several notable research gaps have emerged. First, many studies
have overlooked the complexity of high-order relationships in data, especially in scenarios
where multiple entities interact in intricate ways. For example, in resource allocation prob-
lems, the relationships between different resources and tasks have often been simplified,
leading to sub-optimal solutions. Second, the handling of heterogeneous data remains a
challenge. Existing methods struggle to effectively integrate data from diverse sources with
varying characteristics, which limits their performance in real-world applications.

Our proposed approach aims to fill these gaps. We utilize hypergraph neural networks
to capture the complex high-order relationships present in the data. Hypergraphs are
well suited to representing these intricate connections, allowing our model to make more
accurate predictions and decisions. Regarding heterogeneous data, we have developed
a novel data integration mechanism that can effectively combine different data types,
enabling our approach to handle real-world data more comprehensively. By doing so, we
believe our proposed approach can overcome the limitations of existing works and provide
more effective solutions.

3. Heterogeneous Hypergraph-Based Aircraft Maintenance
Scheduling Algorithm

3.1. Problem Description

Within one time frame, there may be several damaged aircraft and a number of
maintenance personnel available. Given that different aircraft require varying repair
times and generate different hourly revenues post-repair, and considering the scarcity of
maintenance personnel, different repair plans can lead to different total profits. Generally,
profit is considered as the revenue generated by the aircraft minus the cost of repairing the
aircraft and the cost incurred by paying the maintenance personnel for the repair work.

Each aircraft pi comprises Ki components/parts, contingent on its type (e.g., airliner
or helicopter). Per the MSG-3 document, failure is characterized by a component’s inability
to operate within predefined limits. The failure probability for each component is modeled
via the Weibull distribution, correlating with aircraft usage metrics like flight hours or
landing /takeoff counts. When failure occurs for at least one of its components, the plane is
grounded and marked as broken. Consequently, the plane failure model becomes a hybrid
probabilistic model that jointly considers different plane parameters. The hyper-parameters
of the failure model are not accessible for scheduling policies and must be inferred. This
inference will serve as the basis for selecting the damaged aircraft nodes to construct the
hypergraph in the present work.
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Based on a virtual aircraft maintenance scheduling environment, we define two
scheduling categories—aircraft and maintenance personnel—and a number of virtual
states, including time, flight schedules, and landings, which simulate real-world scenarios.
We analyze the gains after thirty days of operation in the virtual aircraft maintenance
environment, under different optimization objectives, and explore the decision-making
process used when an aircraft is damaged, with the goal of maximizing the gains.

Figure 1 illustrates the aircraft maintenance scheduling environment and the schedul-
ing policy network. In this paper, the aircraft maintenance scheduling environment is
created based on Wang et al.’s predictive maintenance environment [3], which includes the
type of aircraft, its operational status, its components, and the status of the maintenance
personnel. This environment simulates the real-life state and use of aircraft and mainte-
nance personnel by modeling their states and operations through functions. At each time
step, the scheduling strategy network initializes the node features, places the obtained
observations into the feature dictionary of the nodes, monitors the state nodes, and trains
them end-to-end by constructing a heterogeneous hypergraph to form the decision d; with
the largest reward value. Simultaneously, the requested decision is fed back into the virtual
maintenance environment, and the resulting rewards, observations, overheads, and the
KL divergence loss function are recorded during that training batch. The learner updates
the gradients of the hypergraph learning method and the policy scheduling method upon
receiving environmental feedback rewards. Meanwhile, weight files are saved to generate
the next time step’s heterogeneous hypergraph. The system makes scheduling decisions
iteratively based on time steps. Therefore, the hypergraph network adjusts dynamically
while making decisions. When the next time step arrives, data from the aircraft mainte-
nance environment, including information about the aircraft and maintenance personnel,
are used as features for the aircraft and maintenance personnel nodes. A neural network is
then generated, and a classifier is used to obtain the decision d; 1. After several time steps,
a series of decisions is obtained, along with the total reward for each time step.

-

Maintenance Personnel Scheduling | |Decision-Making Unit
A e &g
MoA R

Hour-based Simulation

Learner

Heterogeneous
Hypergraph
Construction

irer = ==
lelicopter “
Node Feature
Aircraft Maintenance Initialization

\ Scheduling Environment Scheduling Strategy Network /

Figure 1. Scheduling process diagram.

Specifically, in this paper, the aircraft cluster N, is denoted as { p; } and the maintenance
personnel cluster N, is denoted as {cj}. Aircraft are categorized into passenger planes and
helicopters. Each aircraft {p;} contains a set of observable parameters {0;;} including its op-
eration time, total number of takeoffs, and engine status. Each aircraft p_i is associated with
a repeatable maintenance task m;, a probabilistic failure model P;(break|usage), and a re-
peatable aircraft operating state f;. Each maintenance personnel member c; can be assigned
a maintenance task m; in the simulated aircraft maintenance scheduling environment and
cannot take on any other task until their current maintenance task is completed. Each
scheduling decision d; in this paper is represented as a binary tuple < p;, ¢; >. d denotes
that maintenance personnel ¢; is assigned to perform a specific maintenance operation
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(whether prioritized or not) on the faulty aircraft p; starting at the current time step. The

main notations used in this paper and their corresponding definitions are illustrated as
follows (Table 1).

Table 1. Notations and descriptions.

Notations Descriptions
Wedgename € RP*S Hyperedge trainable weight matrix

e :

Wy, his, he, g Feature vectors of the different nodes
iigm“me Attention score of the hyperedge
R(s,a) Immediate reward for taking action a in state s

G Total discounted reward
Ve (s) Long-term value of state s
Qr(s,a) Action value function
04 Discount factor

3.2. Selection Based on Markov Decision Process
3.2.1. The Definition of POMDP

In this paper, fault prediction and scheduling in the aircraft maintenance environment

are formulated as a Partially Observable Markov Decision Process (POMDP), represented
by the seven-tuple < S, A, T,R,Q2, 0,y >:

1.

S: States. The state S consists of the joint states of all aircraft and maintenance
personnel, as well as the system hyperparameters that are used to model the aircraft’s
operational tasks and maintenance assignments.

A: Actions. At any given state, the agent can choose from a set of actions, each of
which affects the probability of transition to the next state. In this paper, at time step ¢,
the action set is defined as the set of maintenance decisions U; = {d1,dp,- - -, dn }.

T: Transition. The transition function T defines the state transition probabilities,
which represent the probability of an agent moving from their current state to the next
state after taking an action. T corresponds to executing a particular action within the
aircraft maintenance scheduling environment and transitioning to the next time step.
R: Rewards. The reward function R measures whether a decision d is optimal for
achieving the desired outcome. It is an important parameter that needs to be learned
within the aircraft maintenance scheduling environment, and it is set to match the
scheduling objective that the user aims to maximize.

Q): Observation. The observation ) includes the state space {0} } for all aircraft, which
encompasses parameters such as operational time, total takeoff count, and engine
status. In addition, it also includes the observable states of all maintenance personnel,
the current operational status of the aircraft, and the progress of maintenance tasks.
O: Observation Functions. The observation function O is generated by the aircraft
maintenance scheduling environment, which updates the observation results after an
action is taken.

7v: Discount Factor. The discount factor <y is primarily used to balance the relationship
between immediate rewards and future rewards, helping to decide which type of
reward the agent should prioritize when making decisions [23,24].

This paper optimizes the following three objectives:
Objective 1: Optimize for overall profit, which includes hourly revenue and mainte-

nance costs, by calculating the total reward after training, factoring in penalty terms from

the probabilistic fault model.
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Objective 2: Consider revenue alone, i.e., calculate the total reward without accounting
for costs.

Objective 3: Consider the availability of the aircraft team, i.e., calculate the average
number of aircraft available per hour.

3.2.2. Reward Function Design

The reward function serves as a fundamental element guiding the decision-making
process within our algorithm. In the context of decision-making, a well-designed reward
function can effectively steer the system towards making optimal choices. For example, if
the reward is defined as the net profit from aircraft operations minus maintenance costs, the
algorithm will be incentivized to allocate maintenance resources in a way that maximizes this
net profit. This means that it will prioritize maintaining high-revenue-generating aircraft and
minimize unnecessary maintenance on less-profitable ones. Regarding learning efficiency, the
reward function plays a crucial role in how quickly and accurately the algorithm converges
to an optimal solution. A simple and straightforward reward function can lead to faster
learning as the agent can more easily understand the relationship between its actions and the
resulting rewards. However, in more complex scenarios, a more sophisticated reward function
might be necessary. For instance, if we incorporate long-term consequences into the reward
function, such as the impact of current maintenance decisions on future aircraft availability
and profitability, the algorithm can learn to make more far-sighted decisions. Although this
might initially slow down the learning process due to the increased complexity it entails, it
can lead to more sustainable and optimal long-term performance.

To this end, we designed our reward function based on an existing scheduling strat-
egy network [2] to align with the designed heterogeneous hypergraph. First, the policy
learned through training the scheduling strategy network is denoted as 7tg(u|0), where
6 represents the parameters of the heterogeneous hypergraph neural network. In the air-
craft maintenance scheduling environment, an action corresponds to a set of maintenance
decisions, i.e., uy = {dy,dy,- - -,d, }, where n ranges from 0 (no scheduled maintenance)
to Nyyair (the number of aircraft assigned to each available maintenance staff member). To
handle this flexible space, u; is restructured as an ordered decision-making strategy, where
each successive decision (e.g., d;) depends on the previous one (e.g., d;_1). This strategy
can then be decomposed into the following formula:

po(utlor) = [T, po(dilor, dri_1) (©)

The scheduling strategy network recursively computes the conditional probabil-
ity pg(d;|ot,d1.;—1), which is then used to sample each decision. After each maintenance
decision, the heterogeneous graph is updated before making the next decision. Finally, the
network collects all the decisions and sends them to the aircraft maintenance scheduling en-
vironment for execution. The expected value of each decision is implicitly learned through
the reward function.

Ri=Y, 2"'ry (4)
The pseudocode for the resource scheduling strategy algorithm based on heterogeneous

hypergraphs proposed in this paper is detailed below (Algorithm 1). The construction and
learning process of the heterogeneous hypergraph will be introduced in subsequent sections.
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Algorithm 1 Resource scheduling strategy based on heterogeneous hypergraph.

Input: Training epochs K; Number of batches per epoch N; Learning rate #; Number of
gradient update iterations per epoch Nj,,; Epoch length parameters T),;,, Tstep and
Trange-

Output: The trained policy 7ty

1. Initialize the policy network parameters 6

2. fort=1to K

3. Average the sample length T (T',in, Tyin + Trange)

4. The extraction of a random aircraft scheduling environment instance Ej

5. fori=1toN

6. Reset the aircraft scheduling environment instance to t = 0

7 fort=0toT — 1

8 Obtain the observation o from the aircraft scheduling environment instance Ey
9 Construct the heterogeneous hypergraph and input the node features

10. Use a multi-head attention mechanism-based hypergraph convolutional
network to update the node features

11. Calculate the decision probability values 1, based on the node features to
obtain policy 7y

12. Sample u; = {d1, dy, .. . dn} from the policy 7y

13. Step into the aircraft scheduling environment Ej and obtain the intermediate
reward 7}

14. Temporarily store { (of, ul,7i)}

15. if the number of damaged aircraft > 80% then

16. Terminate the current epoch and set future rewards to 0

17. end

18. end

19. end

20. Compute the reward: Ri = ZtT,:t'ytLtri/

21. Compute the advantage estimate: Al = R} — %Zf}’lel;

22. forj=1to Ny,

23.  Compute the clipped surrogate objective L(f) using Equation (12)

24. Use the Adam optimizer with learning rate # to perform stochastic gradient ascent
on the derivative of L(6)

25. end

26. if Tmin < Tmin + Tstep

27. Twin = Tiin + Tstep

28. end

29. end

3.3. Heterogeneous Hypergraph Network

The overall process of the aircraft maintenance resource scheduling algorithm was
introduced in the previous section. This section provides a detailed explanation of the
heterogeneous hypergraph component within the algorithm.

3.3.1. Node Initialization

When developing a heterogeneous graph representation for a resource optimization
problem, the computational objective is to model entities in the environment (i.e., aircraft,
maintenance personnel) and RL components (i.e., states, decisions) within the same graph to
enable joint learning of the problem and strategy. Our graph consists of four types of nodes:
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5
1. Aircraft Node hj,: The initial features of this type of node are represented by the
observable parameters of the aircraft.

-
2. Maintenance Personnel Node /.: The initial features of this type of node are repre-
sented by the observable parameters of the maintenance personnel.

3. State Node ;s: The initial features of this type of node consist of metadata related to
the problem being solved (e.g., the types and quantities of aircraft). The inclusion of
state nodes enables the policy network to explicitly learn high-level global embeddings
to estimate the problem state, regardless of the problem’s scale.

4. Decision Value Node Zd: The initial features of this type of node are represented by
the value of each decision. By introducing decision value nodes, the heterogeneous
graph is enhanced to allow the policy to handle varying numbers of schedules. The
initial features of the decision nodes are set as zero vectors.

3.3.2. Hyperedge Initialization

We model the interactions between entities as directed edges to construct a heteroge-
neous hypergraph. For example, if a maintenance worker is performing maintenance on
an aircraft, an edge is established between them. Relationships between multiple nodes
are described using either triplets or pairs. The types of edges and their initial weights are
initialized as follows:

Triplets: <Aircraft, Helicopter, State> with weight W,.;», <Aircraft, Helicopter,
Decision> with weight Wy;,,.10, and <Helicopter, Aircraft, Maintenance Personnel> with
weight Wiepir-

Pairs: <Maintenance Personnel, State> with weight W, <State, Decision> with
weight Wigrero, <Aircraft, Aircraft> with weight Wp,une, <Helicopter, Helicopter> with
weight Wy, <Maintenance Personnel, Maintenance Personnel> with weight Werew,
<State, State> with weight Wigtero, and <Decision, Decision> with weight Wy, isio,,. The
initial weights are randomly generated.

3.3.3. Heterogeneous Hypergraph Learning

After initializing the nodes and hyperedges, a heterogeneous hypergraph is con-
structed for the aircraft maintenance scheduling environment, as shown in Figure 2. It
encompasses all types of nodes and edges. Self-loops are added to all nodes to account for
their own features from the previous layer during the current layer’s computation. The
input consists of data obtained from the virtual environment, including aircraft and main-
tenance personnel information, while the output consists of a tuple < p;, ¢ >, where each
decision is made through a graph neural network. At each time step, multiple decisions are
made, implying that the weight adjustments from one decision will influence subsequent
decision-making processes, reflecting the Markov property inherent in reinforcement learn-
ing (RL). The optimization objective is to maximize the value function, implicitly inferring
the long-term value of each decision.

Since each decision influences subsequent ones, choosing the decision with the highest
immediate reward may not necessarily lead to the optimal outcome. It is therefore crucial to
consider the long-term value of decisions. This paper utilizes a heterogeneous hypergraph
to model and learn the long-term value of decisions, thereby selecting the most optimal
decision. The following are the feature update equations for the nodes in the heterogeneous
hypergraph. Here, o( ) denotes the ReLU activation function.

1.  Feature update equation for aircraft nodes:

—/

— —
h p =0 (Wplane h pt Wrepair h C) ®)
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2. Feature update equation for maintenance crew nodes:
—/ — —

he=o Wrepairfhy h p T Werew i ¢ (6)

3. Feature update equation for state nodes:

—/

lainin - L= —
hs=0 (ZPENplanein(s) af”’ Wotanein 1 p + ZCEN g e + Watate i s (7)

crewin(s)
4. Feature update equation for decision nodes:

—/ — — —
hd = (T(Wplaneto h 4 + Witatero hs + Wiecision hd) (8)

<Helicopter, Aircraft, Maintenance Personnel>

Maintenance
Personnel

4

<Helicopter, Aircraft, Maintenance Personnel>
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Figure 2. Construction of heterogeneous hypergraph network.

When using the feature update equation for a state node, this paper adopts a multi-

head attention mechanism for the graph, which evaluates the input of each edge without a
edgename
s,i

edge is computed from the features of the source and target nodes, as shown in Equation (9).

predefined structure, based on feature vectors. The attention coefficient « for each

Here, ngggmme represents the learnable weights, | | denotes the concatenation operation,
and ¢’() is the LeakyReLU function.
=
Wedgename h i] > > )

We use K independent heterogeneous hypergraph layers to compute the node features

edgename =T 7
“s,ig = softmax; <0’ ( A edgename [Wstute hs

in parallel. The results are then combined into multi-head attention outputs, mp,;, as
shown in Equation (10). These node features are subsequently used to compute 1, ;,
which represents the probability of selecting the pair < p;, ¢; > as the decision d, as shown
in Equation (11).

1
i/eN = EZ?:1 hi'( (10)
exp (hsi'cj)

Yo< i< peXp<ng)
0<j<ec

mp,',C]' = (11)

We employ the Clip method, which is based on the widely used Proximal Policy
Optimization (PPO) approach, for updating the policy gradient, with the main purpose
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of restricting the magnitude of policy updates, thereby allowing for a distinct method of
updating the neural network parameters. This method is shown in Equation (12).

LEHP(9) = E[min(ri(0) Ay, clip(r1(6),1 — &,1 + ) Ay] (12)

Here, the function () represents the probability ratio between the current and the old
policy on the collected rollout data, A; is the advantage term, and ¢ is the clipping parameter.

To ensure more efficient resource utilization, we adopt the same strategy as HetGPO-
skip. Specifically, during node initialization, a special aircraft node with an ID of 0 is
added. If the selected decision d; contains aircraft ID 0, the decision will not be adopted.
This means that the policy network allows for the possibility of abstaining from making a
decision in certain situations, thereby equipping the network with the ability to prevent
future scheduling issues.

4. Experiments and Analysis
4.1. Experimental Setup

We investigate the performance of our heterogeneous hypergraph-based resource
scheduling algorithm with respect to multiple optimization objectives and compare it to
other algorithms to highlight its advantages. Environmental situations containing varying
problem sizes and random initializations were generated, which were saved as test datasets.
Three different environment scales were considered (Table 2):

1. Small scale: The number of passenger aircraft, helicopters, and maintenance personnel are
selected from the ranges [16, 24], [8, 12], and [6, 8], respectively, using a uniform distribution.

2. Medium scale: The ranges for the number of passenger aircraft, helicopters, and
maintenance personnel are [32, 48], [16, 24], and [12, 16], respectively.

3. Large scale: The ranges for the number passenger aircraft, helicopters, and mainte-
nance personnel are [64, 96], [32, 48], and [24, 32], respectively.

Table 2. Statistics of the datasets.

Dataset Number of Aircraft Number of Helicopters =~ Number of Maintenance Personnel
Large scale [64, 96] [32, 48] [24, 32]
Medium scale [32, 48] [16, 24] [12,16]
Small scale [16, 24] [8,12] [6, 8]

For each test environment scenario, the algorithm was evaluated across eight episodes.
In each episode, the resource scheduling algorithm under evaluation ran in a simulated
predictive maintenance environment. The simulation time for each algorithm was fixed (set
to a virtual period of thirty days in this paper). The results were averaged from the system
data, and performance metrics were computed to derive the final experimental results. The
models were trained and evaluated on a server equipped with an NVIDIA RTX 4090/24GB
GPU and an Intel Xeon(R) Platinum 8325V /16-core processor.

4.2. Comparison of Algorithms

To validate the effectiveness of the heterogeneous hypergraph-based aircraft mainte-
nance resource scheduling method, we compared it with five advanced heuristic-based re-
source scheduling methods and three state-of-the-art deep learning-based resource schedul-
ing algorithms.
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4.2.1. Heuristic Resource Scheduling Algorithms

1. Random Scheduler [25]: At time ¢, the Random Scheduler algorithm assigns each
available maintenance personnel to a randomly selected aircraft for maintenance, and
selects a set of aircraft u; from all the aircraft that have not yet undergone maintenance.

2. Corrective Scheduler [3]: This scheduler plans corrective maintenance tasks only for
components that have already failed. When multiple aircraft experience failures at time ¢,
these aircraft are queued in a priority list based on their hourly revenue, and maintenance
is performed according to this list.

3. Condition-Based Scheduler [4]: Condition-Based Maintenance (CBM) has been
shown to improve system efficiency by reducing the number of corrective maintenance tasks
required. In addition to addressing the failures of all aircraft components, the Condition-
Based Scheduler also places non-faulty aircraft in another priority queue, assigning remain-
ing maintenance personnel to perform CBM. A threshold S, is set for aircraft that do not
qualify for the priority queue, serving as a measure to balance aircraft availability and
future risk of failure. The choice of 3_c plays a crucial role in determining the scheduler’s
overall performance.

4. Periodic Scheduler [14]: This scheduler arranges regular maintenance tasks at
predetermined time intervals. After a period of ,, the Periodic Scheduler assigns each
available maintenance personnel to an aircraft for maintenance. Aircraft are prioritized
first by their fault status and then by their flight hours. The performance of the Periodic
Scheduler is closely related to the choice of .

5. Model-Based Planning: To construct a model-based scheduler, the Condition-Based
Scheduler is enhanced to incorporate the aircraft failure model within its system, planning
based on the actual probability of failure. In this case, non-faulty aircraft are sorted according
to the likelihood of their failure in the next time step, with a failure threshold of j,,.

4.2.2. Resource Scheduling Algorithms Based on Deep Learning

1. DeepRM [7]: DeepRM represents resource allocation as a fixed-size tensor and uses
a feedforward neural network to learn a strategy with a fixed output size. The input to
the strategy network is constructed by concatenating the flattened features of the aircraft,
maintenance personnel, and their states. To handle variable problem sizes, DeepRM pads
the feature tensors of the aircraft and maintenance personnel with zeros to fit the maximum
number of aircraft and maintenance personnel. The output size of the strategy network is
also set to the maximum number of aircraft. When generating the probability distribution
of its decisions, this method masks invalid aircraft (i.e., aircraft already under maintenance)
from the network output.

2. Decima [8]: Decima employs a scalable architecture that combines a graph neural
network (GNN) with a separate policy network controlled by scheduling events. In the
aircraft maintenance scheduling environment, the GNN used in Decima is a bipartite graph
where the maintenance task nodes are the child nodes and the global state summary node
serves as the parent node. Considering the homogeneity of personnel, the construction of
maintenance task nodes follows a similar approach to the aircraft nodes used in this study.

3. HetGPO [3]: HetGPO utilizes a dynamic scheduler that makes decisions based
on a heterogeneous graph approach. The method includes three distinct decision strate-
gies: (1) HetGPO-Full—For each available maintenance personnel, the policy assigns an
aircraft for maintenance. A placeholder aircraft with ID 0 is included, which, when
selected, indicates a “no operation” action for the specified maintenance personnel.
(2) HetGPO-Skip—Although the policy still recursively assigns aircraft to available main-
tenance personnel, the aircraft with ID 0 now acts as a “skip” token. Choosing this aircraft
indicates that the policy does not intend to schedule any further maintenance tasks and
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aims to proceed to time step t + 1 Aircraft. (3) HetGPO-Single—During training, the policy
is restricted to issuing only one scheduling decision at any given time step. We provide the
parameter settings of the models in Table 3.

Table 3. The parameter settings of the models for all the test datasets.

Parameter 01 02 03
K 2000 2000 2000
N 8 8 8
i 1073 1073 103
Niter 3 3 3
Toin 50 50 50
Tstep 0.8 0.8 0.8
0% 0.99 0.99 0.99
r e 3 e3 e3
€ 0.2 0.2 0.2

4.3. Evaluation Metrics

To comprehensively evaluate the effectiveness of the algorithms, two metrics are used
in this experiment.

M1: For each scheduler, an identical environment is simulated and different reward
functions are applied based on the optimized objectives (O1, O2, O3). The average reward
per hour is calculated according to the selected optimization goal. For example, if O1 is
chosen, the returned average reward per hour represents the profit after subtracting costs,
or the number of available aircraft per hour. This value is then normalized by comparing
it with the average reward or total number of aircraft generated in an ideal environment
where no aircraft are damaged. The normalized value is then used.

M2: Using the Corrective Scheduler as the baseline strategy, the results of each algo-
rithm are evaluated by running them for the same time span in the predictive maintenance
environment. The percentage of the improvement in the target strategy relative to the
baseline strategy is computed. We let the reward of the target strategy be R; and the
reward of the baseline Corrective Scheduler be Ry; then, the improvement percentage M2
is calculated as shown in Equation (13).

Ri —Rg

M2 =
Ro

x 100% (13)

4.4. Analysis of Experimental Results

Tables 4—6 present the results of the evaluation of various resource scheduling algo-
rithms across multiple optimization objectives (O1, O2, O3). The labels ‘small’, ‘medium’,
and ‘large’ correspond to the small-, medium-, and large-scale datasets, respectively. The
results demonstrate that the proposed heterogeneous hypergraph-based aircraft maintenance
resource scheduling algorithm outperforms all baseline methods across all dataset sizes. More-
over, the proposed method does not rely on domain-specific knowledge and can automatically
determine strategies. The results from Tables 4-6 are summarized as follows:

(1) In comparison with heuristic resource scheduling algorithms, the proposed algo-
rithm demonstrates better high-order relationship modeling capabilities, achieving the
best results across all three optimization objectives without relying on manual guidance,
and it also exhibits better robustness. The Random method, compared to the baseline
Condition-based Scheduler, lacks domain-specific knowledge and does not consider the
impact of previous decisions on subsequent ones. As a result, its M2 metric for all opti-
mization objectives is negative. The Condition-based Scheduler, which estimates aircraft
failure probabilities, leverages a priority queue. It can select the aircraft that most urgently
need maintenance and assign the most suitable maintenance personnel. However, both the
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Condition-based Scheduler and Periodic Scheduler depend on manually selected thresh-
olds. If the thresholds B. or B, deviate from the optimal values, their performance rapidly
deteriorates. Additionally, selecting these thresholds requires repetitive experiments and
input from experts in operations research to define the valid range for these thresholds.
Thus, the Condition-based Scheduler and Periodic Scheduler cannot be used without expert
intervention. While the Model-Based Planning approach outperforms the Condition-based
Scheduler, its optimization results still do not reach those of the proposed method.

(2) In comparison to deep learning-based resource scheduling methods, the proposed
algorithm leverages a hypergraph structure, which offers superior multivariate relationship
modeling capabilities and achieves better results across all evaluation metrics. DeepRM,
however, fails to learn useful scheduling strategies, and its performance is close to that
of the Random Scheduler. This indicates that the fixed-size tensor representation used in
DeepRM is ineffective in modeling heterogeneous scheduling environments and cannot
support effective end-to-end learning strategies in a predictive maintenance context. In
contrast, Decima uses a graph neural network to learn structural information via global
aggregate nodes, enabling it to adopt scheduling strategies comparable to those of the
Condition-based Scheduler under O1 and O2. However, the graph structure in Decima only
supports a single round of message passing between the nodes, and its global node does
not utilize attention mechanisms. Although HetGPO demonstrated a superior performance
compared to previous methods, it overlooks the heterogeneity of aircraft data. By employ-
ing graph neural networks (GNNs) for modeling, it fails to accurately capture the complex
relationships between aircraft and maintenance personnel. Due to the differences in the
aircraft types modeled, the data associated with the two types of aircraft are heterogeneous.
This heterogeneity means that the relationship between aircraft and maintenance personnel
is not a simple binary relationship but rather a many-to-many relationship. Therefore, em-
ploying hypergraphs for modeling can significantly enhance the efficiency of the network.
Hypergraphs allow for the representation of complex, high-order interactions between
multiple entities, which is particularly useful for capturing the intricate relationships and
dependencies in this sort of heterogeneous data. The limitations in model expressiveness
cause Decima to perform worse than the proposed method on evaluation metrics M1
and M2. In addition to its performance advantages, the proposed method demonstrates
greater robustness and consistency. The standard deviation of its M1 metric is five times
smaller than that of the heuristic methods, twice as small as that of Decima, and superior
to HetGPO, the best-performing baseline algorithm.

Table 4. Comparison of experimental results of resource scheduling algorithms when optimizing O1.

M2 (%)

Method M1 (Small) M2 (%) (Small) M1 (Medium) . M1 (Large) M2 (%) (Large)
(Medium)

Random 0.522 —2.87 0.532 —2.65 0.533 -2.23
Corrective 0.539 0.0 0.547 0.0 0.546 0.0
Condition-based 0.656 21.7 0.661 20.8 0.648 18.6
Periodic 0.599 11.1 0.598 9.38 0.587 7.52
Model-based 0.669 24.0 0.671 22.8 0.658 20.5

DeepRM 0.533 —0.88 0.538 —1.47 0.539 -1.11
Decima 0.651 21.1 0.660 20.9 0.663 21.6
HetGPO-Single 0.680 264 0.676 23.7 0.666 223
HetGPO-Skip 0.695 29.1 0.697 27.5 0.695 27.5
HetGPO-Full 0.693 28.8 0.694 27.1 0.693 27.1
Ours 0.695 29.2 0.698 27.6 0.696 27.6
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Table 5. Comparison of experimental results of resource scheduling algorithms when optimizing O2.

Method M1 (Small) M2 (%) (Small) M1 (Medium) (1\1/}/1 ilflle) M1 (Large) M2 (%) (Large)

Random 0.611 —5.63 0.618 —5.74 0.618 —5.68
Corrective 0.648 0.0 0.547 0.0 0.655 0.0
Condition-based 0.724 11.6 0.727 10.7 0.718 9.45
Periodic 0.675 4.06 0.677 3.05 0.587 7.52
Model-based 0.728 12.3 0.732 11.5 0.658 20.5

DeepRM 0.625 —3.54 0.626 —4.66 0.539 —-1.11
Decima 0.725 11.9 0.730 11.3 0.732 11.8
HetGPO-Single 0.736 13.7 0.735 12.0 0.730 11.5
HetGPO-Skip 0.747 15.3 0.748 14.0 0.747 14.0
HetGPO-Full 0.747 15.4 0.749 14.1 0.747 14.1
Ours 0.747 15.4 0.750 14.3 0.748 14.2

Table 6. Comparison of experimental results of resource scheduling algorithms when optimizing O3.
Method M1 (Small) M2 (%) (Small) M1 (Medium) M2 (%) M1 (Large) M2 (%) (Large)
(Medium)

Random 0.699 —2.97 0.706 —3.26 0.705 —3.00
Corrective 0.722 0.0 0.730 0.0 0.728 0.0
Condition-based 0.810 12.0 0.812 11.1 0.796 9.16

Periodic 0.747 3.19 0.743 1.48 0.725 —0.67
Model-based 0.814 12.6 0.817 11.8 0.803 10.0

DeepRM 0.708 —1.82 0.709 —2.88 0.706 —2.90
Decima 0.748 3.98 0.755 3.69 0.760 4.76
HetGPO-Single 0.842 13.7 0.840 15.2 0.837 15.1
HetGPO-Skip 0.847 13.7 0.848 15.2 0.847 15.1
HetGPO-Full 0.849 13.7 0.849 15.2 0.849 15.1
Ours 0.850 13.9 0.849 15.3 0.850 15.4

In summary, the hypergraph-based structure used in our method contributes to im-
proved scheduling in several ways. Firstly, as mentioned before, it can capture the complex
relationships among the entities in the scheduling problem accurately. For example, it can
model the relationships between multiple relevant factors precisely. This accurate repre-
sentation leads to more informed decision-making in the scheduling process. Secondly,
its hypergraph-based structure enables more efficient information propagation among
different elements in the scheduling network. It can quickly update the status and relation-
ships of entities as the scheduling process evolves. As for the trade-offs the hypergraph
introduces, one possible trade-off is increased computational complexity. Since hyper-
graphs can represent complex relationships, the operations within hypergraphs, such as
message passing in hypergraph neural networks, can be more computationally demanding
compared to those of simpler graph-based models. However, we believe that the benefits
in terms of more accurate scheduling and the better handling of complex relationships
outweigh this cost in our specific application scenario.

In practical maintenance operations, the improvement our model enables has a direct
and significant impact on the financial aspect of maintenance. When considering the cumu-
lative profit seen over multiple time steps, our new approach, which shows a significant
improvement, results in a total profit that is higher compared to that of the original algo-
rithm. This increase in profit has several far-reaching benefits. Firstly, from a cost-efficiency
perspective, the higher profit margin allows maintenance teams to invest more in high-
quality maintenance equipment and training for their personnel. This, in turn, could lead to
more effective and efficient maintenance procedures, reducing the likelihood of equipment
failures and costly breakdowns in the long run. Secondly, the additional profit can be
used to expand the scope of maintenance services. For example, maintenance providers
could afford to take on more complex maintenance tasks or serve a larger customer base,
enhancing their competitiveness in the market. Overall, this improvement could help bring
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substantial and practical advantages to real-world maintenance operations, contributing to
both the economic viability and the quality of maintenance services.

There are several challenges to be addressed in the future. Heterogeneous hypergraphs
and POMDPs are both computationally intensive algorithms, imposing high demands
on hardware resources. Additionally, whether the same approach would be effective for
addressing other resource scheduling problems and whether there exist more superior
modeling methods are also challenges that this paper needs to address.

5. Conclusions

This paper proposes a resource scheduling algorithm based on heterogeneous hyper-
graphs, which uses those hypergraphs to represent the higher-order relationships between
multiple nodes. This approach better captures complex many-to-many dependencies and
enables the automatic learning of maintenance scheduling decisions. Our experimental
results demonstrate that the proposed method outperforms heuristic resource scheduling
algorithms and existing deep learning-based methods across two evaluation metrics (M1,
M2), three data scales, and three optimization objectives (O1, O2, O3). Furthermore, the
model’s training process no longer requires domain-specific expert knowledge. Compared
to graph neural network (GNN)-based methods, the proposed approach achieves a similar
overall performance while delivering certain improvements in specific metrics. These
findings fully validate the effectiveness and adaptability of our heterogeneous hypergraph-
based resource scheduling algorithm in dynamic and complex environments, offering a
novel and efficient solution to the maintenance scheduling problem. However, this method
still has limitations. In the network constructed using hypergraphs, simple hypergraphs
can express certain relationships but may not fully leverage the advantages of hypergraphs
when dealing with complex relationships, which could even lead to information loss. Mean-
while, adopting POMDP involves solving the problem within a fixed-environment model.
In cases where the environment’s structure and parameters undergo dynamic changes,
the adaptability of this model is relatively poor. When significant changes occur in the
environment, it will have a certain impact on the model’s performance. In the future,
it is hoped that a dynamic scheduling strategy that is more adaptive can be identified.
Moreover, efforts should be directed towards exploring modeling methods that are more
effective than hypergraphs to achieve further enhancements in model performance.
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