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Abstract

Industrial visual inspection demands high-precision anomaly detection amid scarce an-
notations and unseen defects. This paper introduces a zero-shot framework leveraging
multimodal feature fusion and stabilized attention pooling. CLIP’s global semantic embed-
dings are hierarchically aligned with DINOv2’s multi-scale structural features via a Dual-
Modality Attention (DMA) mechanism, enabling effective cross-modal knowledge transfer
for capturing macro- and micro-anomalies. A Stabilized Attention-based Pooling (SAP)
module adaptively aggregates discriminative representations using self-generated anomaly
heatmaps, enhancing localization accuracy and mitigating feature dilution. Trained solely
in auxiliary datasets with multi-task segmentation and contrastive losses, the approach
requires no target-domain samples. Extensive evaluation across seven benchmarks (MVTec
AD, VisA, BTAD, MPDD, KSDD, DAGM, DTD-Synthetic) demonstrates state-of-the-art
performance, achieving 93.4% image-level AUROC, 94.3% AP, 96.9% pixel-level AUROC,
and 92.4% AUPRO on average. Ablation studies confirm the efficacy of DMA and SAP,
while qualitative results highlight superior boundary precision and noise suppression.
The framework offers a scalable, annotation-efficient solution for real-world industrial
anomaly detection.

Keywords: zero-shot anomaly detection; multimodal feature fusion; dual-modality attention;
stabilized attention pooling; industrial visual inspection; CLIP-DINOvV?2 integration

1. Introduction

A core challenge in automating smart manufacturing is the failure of conventional
inspection methods to reliably detect novel or rare defect types. The rise of deep learning
has shifted the mainstream approaches toward supervised learning [1-3] or unsupervised
learning based on modeling normal samples [4-6]. Although these supervised methods
have achieved remarkable performance, their effectiveness inherently relies on extensive
annotated samples for each target category. In real-world industrial scenarios, the heavy
dependence on large amounts of labeled data poses a significant bottleneck, making it
economically prohibitive and often impractical, especially for rare or novel defect types. It
is noteworthy that such challenges of ‘class imbalance” and ‘domain shift” are pervasive
across industrial diagnostics. For instance, in vibration-based fault diagnosis, the Joint
Collaborative Adaptation Network (JCAN) [7] effectively tackled these issues for rolling
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bearings through multi-source domain adaptation. Our work addresses these analogous
challenges (generalizing to unseen classes (extreme domain shift) and detecting rare anoma-
lies (class imbalance), but specifically within the visual inspection domain under a zero-shot
learning paradigm. The proposed zero-shot framework is designed specifically to overcome
this limitation by eliminating the need for any target-domain annotated samples. This
is particularly true for rare or novel defect types, where acquiring sufficient high-quality
annotations is often costly, time-consuming, or even impractical. More critically, models
trained in a conventional manner can only recognize predefined defect categories and re-
main incapable of identifying new types of anomalies that may emerge during production,
greatly limiting the adaptability and scalability of intelligent defect detection systems.

To overcome these fundamental limitations, zero-shot anomaly detection (ZSAD) [8]
has emerged as a promising new paradigm. The core idea of ZSAD is to enable models to
recognize previously unseen object categories without relying on any annotated samples
during training. This is achieved by introducing auxiliary information in a shared semantic
space, which helps characterize both known and unknown categories, thereby facilitat-
ing knowledge transfer from known to unknown classes. Current ZSAD methods often
leverage pre-trained vision-language models (VLMs) due to their strong generalization
capabilities. Pioneering approaches such as WinCLIP [8] directly utilize pre-trained VLMs
with hand-crafted text prompts to identify anomalies. AnomalyCLIP [9] addresses ZSAD
by fine-tuning VLMs on an auxiliary anomaly detection dataset containing annotated
anomalies. Crane [10] modifies the CLIP visual encoder through context-guided prompt
learning and attention refinement to improve ZSAD performance. Despite these advances,
significant challenges remain when dealing with complex industrial defects, which often
exhibit both micro- and macro-scale characteristics that are difficult to capture effectively
with existing methods. Further analysis reveals three major challenges in current ZSAD
approaches: First, the lack of effective multi-scale feature fusion hinders the simultaneous
capture of macro and micro anomalies. Second, although large-scale models like CLIP
possess powerful global representation capabilities, they are inherently ill-suited for dense
prediction tasks such as segmentation, which limits their ability to capture fine-grained
features and leads to degraded performance in detailed recognition. Third, achieving
effective cross-modal alignment remains difficult due to the representational gap between
visual and textual features. These issues significantly constrain the practical performance
of ZSAD in real industrial applications. To address these issues and pave the way for a
more practical and scalable inspection system, this paper develops an integrated zero-shot
anomaly detection framework based on multimodal feature fusion and stabilized attention
pooling. The main contributions of this framework are threefold:

1. The study proposes hierarchical multimodal feature refinement network architecture.
By introducing a Dual-Modality Attention (DMA) mechanism, our approach achieves
deep integration of CLIP’s global semantic representations and DINOv2’s multi-scale
local structural features, thereby effectively overcoming the fundamental challenge
of simultaneously capturing both macroscopic structural anomalies and microscopic
textural deviations that have plagued existing methods.

2. We design a Stabilized Attention-based Pooling (SAP) module, which uses anomaly
heatmaps as prior guidance for feature aggregation. Combined with a lightweight
attention mechanism, the SAP module effectively refines contextual information and
substantially enhances the representational capacity of anomalous regions, thereby
mitigating the feature blurring issue commonly associated with standard pooling
operations in anomaly detection.

3. Extensive experiments on seven industrial anomaly detection benchmarks demon-
strate that our method achieves remarkable performance improvements. It attains
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an average AUROC of 93.4% and an average AP of 94.3% in image-level detection
tasks, along with an average AUROC of 96.9% and an average AUPRO of 92.4% in
pixel-level segmentation tasks. These results comprehensively outperform existing
state-of-the-art (SOTA) methods, setting a new benchmark in the field of zero-shot
anomaly detection.

The remainder of this paper is organized as follows: Section 2 reviews related work.
Our proposed method is detailed in Section 3. Section 4 presents experimental setup and
results. Finally, Section 5 concludes the paper.

2. Related Work

Supervised Anomaly Detection Methods: Supervised anomaly detection methods [11,12]
leverage labeled normal and abnormal samples to learn a decision boundary that clearly
distinguishes between different categories. By incorporating known anomaly informa-
tion, these methods can construct a tighter and more accurate description boundary for
normal samples, thereby enhancing the ability to identify anomalous states. Compared
to unsupervised approaches, the supervised paradigm typically achieves superior de-
tection performance. However, its effectiveness heavily depends on annotation quality
and imposes stricter requirements on the completeness and accuracy of the training data.
Unsupervised Anomaly Detection Methods: These methods learn solely from normal
samples of the target category. By exploiting the intrinsic structure and distribution of
the data, they automatically identify “outliers” that deviate from the dominant patterns.
Commonly used techniques include: distribution-based methods [13,14], which model
standard statistical distributions through network training to facilitate anomaly detection;
knowledge distillation algorithms based on the teacher—student framework [15-17], which
have demonstrated excellent performance in anomaly detection tasks; and feature memory
bank-based anomaly detection algorithms [18-20], which primarily rely on the model’s
memorization of normal sample features during training to detect and localize anomalies.
Although both supervised and unsupervised anomaly detection methods have shown
promising performance in various scenarios, they often exhibit limitations when normal
samples are scarce during the training phase. In contrast, this study aims to develop a
general-purpose zero-shot anomaly detection model capable of directly identifying anoma-
lies in unseen categories without requiring any training samples. Zero-Shot Anomaly
Detection: With the development of numerous vision-language models (VLMSs), promising
zero-shot capabilities to have been demonstrated. Among these, the CLIP model [21] aligns
images and text through contrastive learning, enabling image retrieval and classification
from textual prompts. This class of methods has excelled in zero-shot and few-shot classifi-
cation tasks. However, CLIP exhibits weaknesses in patch-level alignment and insufficient
sensitivity to domain-specific features, limiting its performance in fine-grained anomaly
detection tasks. To address this, early studies primarily relied on designing hand-crafted
prompt templates [22-24]. Nevertheless, such approaches heavily depend on domain
expertise, and the quality of prompts is difficult to guarantee. In recent years, an increas-
ing number of works have adopted prompt learning techniques [25-27] to automatically
optimize prompt embeddings in few-shot settings. For example, APRIL-GAN [22] and
CLIP-AD [28] utilized annotated auxiliary anomaly data to enhance CLIP’s performance in
zero-shot anomaly detection (ZSAD) by optimizing additional projection layers. Building
on this, AnomalyCLIP [9] further explored prompt learning mechanisms by introducing
learnable text prompts to better adapt VLMs to ZSAD tasks. To mitigate patch misalignment
issues, current strategies include fine-tuning the visual encoder [29-31], keeping the visual
encoder frozen while refining its attention modules [9,32], or applying deep token tuning
in both textual and visual encoders [33]. AdaCLIP [33] jointly optimizes the visual and
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text encoders by incorporating k-means clustering on dense visual features and adding a
learnable linear projection head on top of the visual encoder to improve multimodal feature
alignment. Crane [10] focused on modifying the visual encoder architecture, integrating
context-guided prompt learning and attention mechanism refinement to further advance
zero-shot anomaly detection performance.

3. Proposed Method

A zero-shot anomaly detection framework hierarchically fuses CLIP semantic features
with DINOv2 multi-scale structural representations. The Dual-Modality Attention (DMA)
mechanism aligns modalities via DINOv2 self-similarity and CLIP-guided context. A
Stabilized Attention-based Pooling (SAP) module adaptively aggregates features using self-
generated anomaly heatmaps. Multi-task optimization with segmentation and contrastive
losses enables precise image- and pixel-level detection without target-domain samples.

3.1. Problem Definition

Let My be a pre-trained vision-language model with fixed parameters and let Dy,,;,
be a source anomaly detection dataset from certain domains. Each image in X € Dyy,in is
provided with an image-level label (y = 1 denotes anomalous and y = 0 denotes normal)
and pixel-level annotations (with anomalous regions labeled as 1). Given an input image
X and a text description T, the model outputs an image-level anomaly score ¥ (indicating
whether the image is anomalous) and a pixel-level anomaly heatmap S (used for localizing
anomalous regions).

3.2. Overall Architecture

To address the challenges of insufficient multimodal feature utilization and difficult
cross-modal alignment in zero-shot anomaly detection (ZSAD), we propose a dual-modality
fusion detection mechanism based on an enhanced CLIP architecture. Conventional meth-
ods often suffer from limited generalization capability due to the restricted expressive
power of unimodal features in the absence of target-domain training samples, while se-
mantic discrepancies between visual and textual modalities further compromise anomaly
localization accuracy. To overcome these limitations, the proposed framework (illustrated
in Figure 1) builds upon CLIP by hierarchically integrating multi-level visual features
extracted from the image encoder with general-purpose visual representations provided
by DINOv2. Specifically, we design a Dual-Modality Attention (DMA) mechanism that
facilitates cross-modal interaction through a multi-level weight fusion strategy. Addi-
tionally, a Stabilized Attention-based Pooling (SAP) module is introduced to adaptively
aggregate visual features under the guidance of anomaly scores, thereby enhancing the
representational capacity of critical regions. The overall pipeline operates as follows: input
images and text descriptions are processed through their respective encoders. Images
pass through DINOv2 Blocks and ViT Blocks to extract multi-scale features, while text
is encoded via Transformer layers to capture semantic information. Features from both
modalities interact through the DMA module, producing a refined and discriminative
fused representation. The visual features are further enhanced by the SAP module to
emphasize potential anomalous regions. Finally, an anomaly heatmap is generated through
upsampling, and the interaction between textual and visual features produces classification
scores. This integrated approach enables high-precision anomaly detection and localization
under zero-shot conditions.



Electronics 2025, 14, 4785

50f24

S fx T
2 S . 2 = . 2 S
Al af .
v v v
DMA —>» DMA —» DMA
t t t
4 4 4
g 2 e
X:Image /M /M /M
= - E
= = =
% Image Encoder l Anomaly Mask
o)
®
e _ Text Encoder .
/.»--L- ----- (S A 5 ) 5 ' \} Frozen
e B fp 2 H ..
i Tokens & i; : 3 > ol 3 > ) ' noma.
| Tewa |l T §E G888 PO oy @ AU
v = = = coxe(y)
i Captions (i il g g g (e C
________ 52 = = = { ! e
————— Similarity

Figure 1. Overall Network Architecture.

This Figure illustrates the overall structure of the multimodal zero-shot anomaly
detection framework based on CLIP and DINOv2. The input image and text description
are processed separately through a dual-path image encoder (DINOv2 and ViT) and a
text encoder. Features are fused via a Dual-Modality Attention (DMA) mechanism, then
enhanced by a Stabilized Attention Pooling (SAP) module to improve the representation of
anomalous regions. The framework ultimately outputs an image-level classification score
and a pixel-level anomaly heatmap.

3.3. Image Encoder

The image encoder in our model adopts dual-backbone architecture for feature extrac-
tion (as illustrated in Figure 2), comprising a DINOv2 model, a Dual-Modality Attention
(DMA) module, and a Vision Transformer (ViT) module, forming a hierarchical feature
extraction network. Both the DINOv2 and ViT models extract multi-scale features from
shallow, middle, and deep layers, which are subsequently fused through the DMA module.
Given an input image, the encoder outputs a global embedding [CLS] for classification,
along with local embeddings Fy,sjon and Fy,  for segmentation. The global representation,
derived from the [CLS] (Classification) token, corresponds to the [CLS] token from the
forward pass of the CLIP visual transformer, capturing image-level features aligned with
textual semantics. The local embeddings Fjsjo, are derived from the fusion of multi-level
features extracted from DINOv2 and ViT, while Fyr represents the self-attention features
obtained during the forward propagation of the CLIP visual transformer. Specifically, the
DINOvV2 model (with 12 blocks) yields shallow, middle, and deep features from its 4th,
8th, and 12th layers, respectively. The ViT-L model (with 24 blocks) provides multi-scale
features from the 8th, 16th, and 24th layers. Corresponding hierarchical features from
both models are integrated via the DMA module. The fusion process is governed by three
learnable parameters—a, 3, and y—which adaptively weight the contributions of shallow,
middle, and deep features, respectively, to form the final fused representation Fyjo,. After
training on the dataset, the model’s weight parameters converge to: « = 0.5, 3 = 0.5, y = 1.0.
These results indicate that deep features are assigned the highest weight in the fusion
process, highlighting their dominant role in semantic-level anomaly discrimination.
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Figure 2. Detailed view of the image encoder.

In contrast, shallow and mid-level features contribute equally to the fusion, jointly
providing essential structural and textural details. This weight distribution aligns with
the original intention of multi-scale feature fusion, demonstrating the model’s ability to
adaptively integrate visual representations from different levels. Such integration enhances
the cooperative perception of both macro-defects and micro-anomalies, thereby improving
detection generalization under zero-shot settings.

3.3.1. Dual-Modality Attention Mechanism (DMA)

A core challenge in zero-shot anomaly detection is bridging the representational gap
across different modalities to achieve effective alignment. Specifically, the semantically rich but
spatially abstract features from CLIP, the fine-grained structural features from DINOv2, and
the discrete textual embeddings from prompts originate from distinct representation spaces,
making direct fusion suboptimal. Existing methods that simply concatenate or add these fea-
tures overlook this inherent discrepancy. To address this, the paper proposes a Dual-Modality
Attention (DMA) mechanism, which facilitates semantic-guided cross-modal interaction to
adaptively integrate structural features and semantic concepts, thereby enhancing the model’s
representational capacity for complex anomalies. As illustrated in Figure 3, the DMA mecha-
nism consists of three main steps: computation of DINO self-similarity weights, computation
of CLIP global guidance weights and adaptive feature fusion and reconstruction. First, the
local features from DINOV?2 are projected into the same dimension as the Transformer module
via a linear projection layer (dino_proj). Then, we compute a spatial self-similarity matrix
Agino € REPN*N (where N = H x W) from the projected DINO features, which captures
intrinsic contextual relationships within the image:

Agdino = Softmax (&-(Norm (deo)-Norm (deo)T —e-n)) (1)

Scale&
Softmax

o~

Linear
Projection
\<
Interpolate
Linear
Projection
A final

Self-Similarity
Matrix
Softmax

Figure 3. Schematic diagram of DMA structure.
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Here, 5 is a scaling factor and ¢ is a biasing hyperparameter. p is defined as the mean
value of the pre-scaled similarity matrix (Norm(Fgino) -Norm(deO)T). The term ¢-p acts
as a global bias that centers the similarity scores, preventing the Softmax function from
saturating and thus facilitating stable gradient flow during training. The values for 6 and
¢ were determined empirically through initial pilot studies on a validation set. In our
experiments, we set = 3.0 and ¢ = 1.2. It is worth noting that the model’s final performance
was found to be robust to small variations (£20%) around these chosen values, indicating
that the DMA mechanism is not overly sensitive to these specific hyperparameters. Simul-
taneously, we leverage the global category embedding Ay, € REIN gutput by the CLIP
text encoder as a query, and compute its similarity with the projected DINO features to
generate a CLIP-guided attention map:

()

(K )T
= s ()

vD

where reflects which local regions are most relevant to the global semantic context. The
two attention weights are then fused using a learnable scaling factor 0 to produce the final
attention map Afgyseqd:

Afused = Adino T e‘Aclip ®3)

This fused attention weight is upsampled to the original spatial size via bilinear
interpolation and applied to the Value vectors for feature aggregation.

Finally, the aggregated features are passed through a standard projection layer (proj)
to produce the output. Through this process, the DMA module dynamically balances
self-similarity based on internal structure and global guidance based on external semantics,
enabling more precise and robust feature fusion.

3.3.2. Text Encoder

The text encoder in our framework serves to provide a more discriminative foundation
of semantic concepts for the model. By constructing text representations for both “normal”
and “anomalous” states, this module offers critical support for subsequent visual-text cross-
modal alignment. To enhance the model’s generalization capability to unseen categories
and improve parameter efficiency, our framework departs from the conventional approach
of manually designing text templates for each specific object category. Instead, we adopt a
category-agnostic learnable prompt mechanism. This approach guides the model to learn
generic visual-semantic patterns of anomalies, thereby significantly improving its adapt-
ability in cross-category and cross-domain scenarios. Furthermore, our method defines only
two sets of globally learnable prompt tokens, corresponding to the “normal” (7, € REXP)
and “anomalous” (1, € RE*P) states, rather than learning independent prompt vectors
for each category. This strategy substantially reduces the number of parameters requiring
training, decreases reliance on large-scale annotated data, effectively mitigates overfitting,
and enables the model to focus more on extracting essential characteristics of anomalies. In
practice, these learnable prompt tokens are concatenated with fixed descriptive text (such
as “object” and “damaged object”) to form the input sequence, which is then fed into the
text encoder. This approach, combined with the generic visual representations provided by
DINOV2 in the visual encoder, constitutes a fundamental basis for the zero-shot general-
ization capability of our method. For the text feature input given the concatenated input
sequence, it is processed by a Transformer-based text encoder. The [EOS](End-Of-Sequence)
token embedding from the final layer is taken as the global text feature vector:

,Tf,”object”, CLS]), T, =T ([Tl},Taz,...,Tf,”damaged”, “object”, CLS]) 4)
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The resulting feature vectors serve as semantic anchors for similarity comparison with
the global image features extracted by the visual encoder. The entire model is trained by
optimizing an image-text contrastive loss based on these comparisons.

3.3.3. Stabilized Attention-Based Pooling Module (SAP)

Accurately focusing on anomalous regions within complex backgrounds and generat-
ing robust image-level representations are critical for classification performance in anomaly
detection tasks. Traditional global pooling operations, such as average pooling or max
pooling, often treat all image regions equally, which can dilute anomalous responses with
abundant normal background features, thereby reducing the discriminative power of the
overall representation. Although attention mechanisms can partially alleviate this issue, in
a zero-shot setting, the lack of training supervision may lead to unstable and unreliable
attention weights, making it difficult to consistently highlight true anomalous regions. To
address this, we propose a Stabilized Attention-based Pooling (SAP) module (as shown
in Figure 4). The core idea is to leverage the anomaly heatmap generated by the model
itself as prior guidance to explicitly address the issue where features from extensive normal
backgrounds can dilute the often weaker and more localized discriminative signals from
anomalous regions, which is a common challenge in anomaly detection. Through a gated
fusion mechanism, the module adaptively integrates base features with refined contextual
features, producing a stable and highly discriminative image-level representation that
emphasizes anomalies while retaining global context. Given a sequence of patch tokens

P € RN*EXC extracted by the visual encoder and their corresponding multi-scale anomaly

c RNXHXW}%:lr

converting them into spatial attention weights W € RN*Lx1:

heatmaps {A,, the module first fuses and normalizes the anomaly maps,

1 M
W= Softmax(MmZ_:l Am> ©)

where W reflects the probability of each spatial location belonging to an anomalous region.

Linear
Proj.
q v Mean Stack&
Mean

Softmax K /l\ ¢

(Q-KT - )e Softmax
NC) -V T

Sum

l fbase
fattn fout

Gate E——

A

Figure 4. Schematic diagram of SAP structure.
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The image-level feature is then generated through two pathways: Base Feature
Pathway: A weighted sum of patch tokens using the anomaly weights yields a base
feature representation:

L
fbase = E W;-P; (6)
i=1

ensuring that visual information from anomalous regions is emphasized and preserved.
Attention Refinement Pathway: A learnable query vector is produced via linear projection
of the weighted average of patch tokens. A lightweight attention mechanism further refines
the context information most relevant to anomalies:

L
g = Linear (Z W; - Pi> (7)

i=1

k=PoW (8)
v=P )

ay = Softmax ( xlfchT) (10)
fattn = a0 (11)

capturing long-range dependencies and integrating global context. Finally, a learnable
gating parameter «, constrained to [0, 1] via a Sigmoid function, adaptively fuses the
outputs of the two pathways to produce the stabilized image-level representation:

fOllt = (1 - U(“))'fbase + U(“)'fattn (12)

This enables the model to dynamically balance the contributions of the direct weighting
and attention refinement pathways based on the input sample, ultimately outputting a
robust feature vector fout that incorporates both salient anomaly information and global
context for subsequent anomaly scoring.

3.3.4. Loss Function

The study objective is to simultaneously achieve pixel-level anomaly region segmen-
tation and image-level anomaly classification. To this end, we design a two-stage loss
function that combines segmentation loss and classification loss through a weighted sum,
thereby optimizing the training of both the prompt learner and the stabilized pooling
module. The total loss is defined as follows:

L’fotal = Lseg + A'Lcls (13)

where A is a hyperparameter that balances the importance of the two loss terms, set
to 0.2 in our experiments. To validate the effectiveness of the proposed multi-task loss
function and the stability of the training process, we plot the loss curves during training,
as shown in Figure 5. The total loss Ly, decreases rapidly and converges gradually
with training epochs, indicating a stable and effective optimization process. Among the
two core components, the segmentation loss Lseg (composed of Focal Loss and Dice Loss)
decreases sharply in the early stages and then stabilizes, reflecting the rapid improvement
in pixel-level localization capability. The classification loss L5 (image-level contrastive
loss) also shows a steady declining trend, demonstrating successful alignment between
image-level semantic representations and textual prompts. The coordinated decrease in
all loss terms confirms the rationality of the overall framework and the synergy of the
multi-task learning strategy.
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Figure 5. Training loss curve.

It shows the changes in total loss (Total Loss), the components of segmentation loss
(Focal Loss, Dice Loss), and classification loss (CE Image Loss) with respect to the number
of training epochs.

3.3.5. Segmentation Loss

The segmentation loss Lseg is designed to optimize the anomaly heatmap generated
by the model, ensuring pixel-level alignment with the ground-truth anomaly mask. It
consists of two complementary loss functions that jointly improve region matching and
boundary accuracy:

Lseg = Lfocal + AdiceLdice (14)

To address the extreme foreground-background class imbalance between anomalous
and normal pixels, we employ Focal Loss [34]. Built upon standard cross-entropy, this
loss introduces adjustable focusing parameters that reduce the weight of easily classified
samples, thereby forcing the model to focus on hard-to-classify anomalous pixels. To
enhance the model’s ability to capture the morphological structure of anomalous regions
(particularly improving the overlap between predicted regions and ground-truth masks)
we further incorporate Dice Loss [35]. This loss is based on the Dice coefficient and directly
optimizes the intersection-over-union (IoU) between the predicted segmentation and the
ground truth, proving especially effective for segmenting small anomalous regions.
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3.3.6. Classification Loss

The classification loss L5 optimizes the global image representation to align with the
correct text prompts (“normal” or “anomalous”) in a shared semantic space. The paper
adopts a standard image—text contrastive loss formulated as cross-entropy:

Lays = CE (‘b(l)/ d)(T)) (15)

¢(I) denotes the global image feature enhanced by the stabilized attention pooling
module, and ¢(T) represents the text feature generated by the text encoder. This loss
encourages the embedding of a normal image to be closer to the “normal” prompt em-
bedding, and that of an anomalous image to the “anomalous” prompt, thereby achieving
image-level anomaly classification. By jointly optimizing the segmentation loss and the
classification loss, our model learns both fine-grained pixel-level anomaly localization and
accurate image-level anomaly discrimination.

4. Experiments

The framework is evaluated on seven industrial anomaly detection benchmarks, in-
cluding MVTec AD and VisA, under a zero-shot protocol. Image-level metrics (AUROC,
AP, F1-max) and pixel-level metrics (AUROC, AUPRO, F1-max) assess classification and
segmentation performance. Comparisons with state-of-the-art methods demonstrate supe-
rior results. Ablation studies and qualitative visualizations validate the contributions of
the DMA and SAP modules.

4.1. Experimental Setup

To comprehensively evaluate the zero-shot anomaly detection and segmentation per-
formance of the proposed method, we conducted experiments on multiple public industrial
anomaly detection benchmark datasets. These datasets cover a variety of industrial scenar-
ios and defect types, offering diversity and representativeness.

4.1.1. Datasets

This study used the following seven widely recognized industrial anomaly detection
datasets: MVTec AD [36]: A standard benchmark in industrial anomaly detection, compris-
ing 15 categories (5 textures and 10 objects) with high-resolution images and pixel-level
annotations. It includes various typical industrial anomalies such as structural deforma-
tions and surface contaminations and is widely used for algorithm performance validation.
VisA [37]: A large-scale industrial anomaly detection dataset containing 12 categories and
over 10,000 images, known for its complex object structures and diverse defect types. With
balanced positive and negative samples and high detection difficulty, it is particularly
suitable for evaluating model robustness in complex multi-object scenarios. BTAD [38]:
Focused on three types of products in real industrial inspection scenarios, with defects
typically being small and low-contrast. It emphasizes the model’s ability to perceive subtle
anomalies and generalize in real-world environments. MPDD [39]: A metal part defect
dataset containing six categories of surface defects. Acquired under challenging imaging
conditions with specular reflections and low-contrast interference, it is mainly used to
evaluate model performance in difficult optical environments. KSDD [40]: Specialized in
detecting linear defects such as scratches on steel surfaces. The defects are slender and
faint, requiring high fine-grained perception and edge localization accuracy. DAGM [41]: A
synthetically generated texture defect dataset with 10 categories. Despite being computer-
generated, it features complex background textures and low-contrast defects, making it
widely used for validating anomaly detection and anti-interference capabilities in textured
backgrounds. DTD-Synthetic [42]: A synthetic anomaly dataset based on the Describable
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Texture Dataset (DTD), primarily used to test model generalization to unseen texture types
and adaptability to non-target domain features. To more intuitively demonstrate the sample
characteristics and challenges of each dataset, Figure 6 provides example images from
different categories across the seven datasets. These examples cover various scenarios
including object and texture defects, real and synthetic data, and macro/micro defects,
providing a solid foundation for validating method generalization.

DAGM KSDD MPDD MVTec VisA

Figure 6. Examples of samples from different categories in each dataset.

Following the established zero-shot learning paradigm (Crane), our evaluation em-
ploys a strict leave-one-dataset-out protocol to assess generalization to unseen industrial
domains. This involves two complementary experimental settings:

Main Zero-shot Evaluation: To comprehensively evaluate generalization, the model
is trained on the MVTec AD dataset and then tested on all other six target datasets (VisA,
BTAD, MPDD, KSDD, DAGM, DTD-Synthetic) without any fine-tuning. All results for
these six datasets in Tables 1 and 2 are obtained under this setting.

Table 1. Performance comparison of image-level anomaly detection (Image-AUROC).

Metric Datasets WinCLIP AnoVL AnomalyCLIP  AdaCLIP Crane Ours
MVTec 91.8 92.5 91.5 89.2 93.9 94.8

VisA 78.1 79.2 82.1 85.8 83.6 84.6

MPDD 63.6 72.7 77.0 76.0 81.0 84.1

Image-level BTAD 68.2 80.3 88.3 88.6 96.3 96.4
(AURO) KSDD 84.3 94.4 84.7 97.1 97.8 98.0
DAGM 91.8 89.7 97.5 99.1 98.9 99.0

DTD 93.2 94.9 93.5 95.5 95.8 97.0

Average 81.6 86.2 87.8 90.2 925 93.4

Note: Bold numbers indicate the best performance under each metric.

Symmetric Evaluation for Fair Comparison on MVTec AD: To provide results on the
common MVTec AD benchmark for a direct and fair comparison with state-of-the-art
methods (which also report zero-shot performance on MVTec AD), a symmetric experiment
is conducted. Here, the model is trained on the VisA dataset and evaluated on the MVTec
AD dataset. All comparative results for MVTec AD presented in this paper are obtained
under this symmetric setting.
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Table 2. Performance comparison of image-level anomaly detection (Image-AP).

Metric Datasets WinCLIP AnoVL AnomalyCLIP  AdaCLIP Crane Ours
MVTec 96.5 95.1 96.2 95.7 97.6 97.8

VisA 81.1 80.2 85.4 79.0 86.7 87.6

MPDD 69.9 83.6 82.0 80.2 84.1 86.4

Image-level BTAD 70.9 72.8 87.3 93.8 97.0 98.0
(AP) KSDD 77.4 90.8 80.0 89.6 94.5 94.6
DAGM 79.5 76.1 92.3 88.5 96.1 96.9

DTD 92.6 93.3 97.0 97.3 98.2 98.9

Average 81.1 84.6 88.6 89.2 93.5 94.3

Note: Bold numbers indicate the best performance under each metric.

This protocol ensures that the model is never trained on data from the target test
domain, fulfilling the core requirement of zero-shot evaluation.

It is important to distinguish between the requirements for rigorous academic eval-
uation and those for practical deployment. The use of multiple datasets herein is to
comprehensively validate the zero-shot generalization ability of our framework. In a real-
world industrial application, only a single instance of the pre-trained model (e.g., the one
trained on MVTec AD) is required as a ready-to-use solution for inspecting various unseen
products, eliminating the need for end-users to gather multiple auxiliary datasets.

4.1.2. Evaluation Metrics

The paper adopted widely recognized metrics to quantitatively evaluate model perfor-
mance from both image-level and pixel-level perspectives. Image-Level Evaluation (for
anomaly classification, determining whether an entire image contains anomalies): Image-
Level AUROC: Area Under the Receiver Operating Characteristic curve computed from
anomaly classification scores. It measures the overall ability to distinguish between normal
and anomalous images. Values closer to 1 indicate better performance. Image-Level AP:
Area Under the Precision-Recall curve. This metric is more sensitive to class imbalance be-
tween positive and negative samples. Image-Level F1-Score (Image-F1): Harmonic mean of
precision and recall, calculated at the optimal threshold. It reflects the balance between clas-
sification, accuracy and completeness. Pixel-Level Evaluation (for anomaly segmentation,
localizing anomalous regions within an image): Pixel-Level AUROC: AUROC computed
based on anomaly scores of all pixels. It is the most used metric for evaluating anomaly
segmentation performance. Pixel-Level AUPRO: Area Under the PRO (Per-Region Overlap)
curve, which emphasizes the importance of connected regions. This metric offers a more
balanced evaluation across defects of varying sizes compared to pixel-level AUROC and is
a key indicator in anomaly segmentation. Pixel-Level F1-Score: The F1-score calculated at
the pixel level under the optimal threshold. It directly reflects the overlap quality between
predicted anomalous regions and ground-truth masks. Through comprehensive evalua-
tion using these metrics, we provide an objective and in-depth analysis of the proposed
method’s performance.

4.1.3. Implementation Details

All experiments were conducted on a Linux system using an NVIDIA GeForce RTX
4090 GPU for computation in Chufei, Shanghai, China.. The software environment
was configured with Python 3.9 and CUDA 12.1. The proposed architecture was im-
plemented within the PyTorch 2.3.0 framework. The core backbone utilizes the pre-trained
CLIP ViT-L/14@336px model as the base for both visual and text encoders. Model training
employed the Adam optimizer with an initial learning rate of 0.001, a batch size of 8, and
a total of 10 training epochs. Computational Efficiency Analysis. To assess the practical
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deployment potential of the proposed framework, we provide a comprehensive computa-
tional analysis. The dual-backbone architecture (CLIP ViT-L/14 + DINOv2 ViT-L) contains
approximately 436 million parameters in total. On an NVIDIA GeForce RTX 4090 GPU,
the framework processes a 336 x 336 input image in 43.4 &+ 18.3 ms on average, achieving
a throughput of 23 frames per second. While this overhead is higher than single-model
baselines, it enables the robust zero-shot generalization capability demonstrated in our
experiments. The visual encoder constitutes the majority of parameters (312.7 M, 71.7%),
followed by the transformer (85.1 M, 19.5%) and embedding layers (37.9 M, 8.7%).

4.2. Comparative Experiments

To validate the effectiveness of the proposed method, we conducted comprehensive
comparisons with state-of-the-art zero-shot anomaly detection approaches across multiple
datasets. The compared methods include those based on pre-trained vision-language
models, such as WinCLIP [8], AnoVL [23], AnomalyCLIP [9], AdaCLIP [33], and Crane [10].
WInCLIP, as a pioneering work, directly utilizes the pre-trained CLIP model with hand-
crafted text prompts for zero-shot anomaly detection and segmentation. AnoVL introduces
learnable prompt tokens and performs lightweight fine-tuning of the visual encoder to
enhance cross-modal alignment. AnomalyCLIP adapts CLIP on an auxiliary anomaly
dataset and employs learnable prompts to improve sensitivity to anomalous semantics.

AdaCLIP uses k-means clustering on visual features and jointly optimizes text and
visual projection heads for finer cross-modal feature adaptation. Crane further enhances
feature discriminability in anomaly detection by incorporating context-guided prompt
learning and attention mechanism refinement. The study strictly followed the zero-shot
evaluation protocol: none of the compared methods used any training samples from the tar-
get datasets. Quantitative results are summarized in Tables 1-3 (image-level) and Tables 4—-6
(pixel-level), with the best results for each metric within a specific dataset highlighted in
bold. To provide an intuitive and holistic overview of comparative performance, we visual-
ize the average results across all seven benchmarks in Figure 7 (image-level) and Figure 8
(pixel-level). These grouped bar charts clearly demonstrate that our method consistently
achieves superior or highly competitive performance across all three key metrics at both
the image and pixel levels.

Table 3. Performance comparison of image-level anomaly detection (Image-F1-max).

Metric Datasets WinCLIP AnoVL AnomalyCLIP  AdaCLIP Crane Ours
MVTec 92.9 93.2 92.7 90.6 93.6 94.2

VisA 80.7 79.7 80.4 83.1 81.2 82.0

MPDD 77.5 88.3 80.4 82.5 83.0 83.7

Image-level BTAD 67.6 73.0 83.8 88.2 93.7 95.6
(F1-max) KSDD 79.0 88.0 82.7 90.7 89.7 89.9
DAGM 87.6 74.7 90.1 97.5 94.7 95.2

DTD 941 97.3 93.6 94.7 94.6 95.9

Average 82.8 84.9 87.2 89.6 90.1 90.9

Note: Bold numbers indicate the best performance under each metric.

The quantitative comparison results demonstrate the comprehensive performance
of the proposed method in multi-dataset zero-shot anomaly detection tasks. Overall, our
method achieves the most outstanding performance across the board. As shown in the last
rows of Tables 1-6, it ranks first in the average values of all evaluation metrics at both the
image level and pixel level.
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Table 4. Pixel-level anomaly segmentation performance comparison (Pixel-AUROC).
Metric Datasets WinCLIP AnoVL AnomalyCLIP  AdaCLIP Crane Ours
MVTec 85.1 90.6 91.1 88.7 91.2 92.5
VisA 79.6 85.2 95.5 95.5 95.3 96.0
MPDD 76.4 62.3 96.5 96.1 97.6 97.8
Pixel-level BTAD 72.7 75.2 94.2 92.1 96.7 97.2
(AUROC) KSDD 68.8 97.1 90.6 97.7 99.2 99.0
DAGM 87.6 79.7 95.6 91.5 96.2 97.0
DTD 83.9 97.7 97.9 97.9 98.8 98.9
Average 79.2 84.0 94.5 94.2 96.4 96.9
Note: Bold numbers indicate the best performance under each metric.
Table 5. Pixel-level anomaly segmentation performance comparison (Pixel-AUPRO).
Metric Datasets WinCLIP AnoVL AnomalyCLIP AdaCLIP Crane Ours
MVTec 64.6 77.8 814 37.8 88.1 87.0
VisA 56.8 60.5 87.0 729 90.6 90.6
MPDD 489 38.3 88.7 62.8 93.2 93.2
Pixel-level BTAD 27.3 40.9 74.8 20.3 86.8 88.9
(AUPRO) KSDD 242 82.6 67.8 33.8 97.4 98.5
DAGM 65.7 56.0 91.0 50.6 93.8 93.8
DTD 57.8 90.5 92.3 72.9 96.0 95.1
Average 49.3 63.8 83.3 50.1 92.3 92.4
Note: Bold numbers indicate the best performance under each metric.
Table 6. Pixel-level anomaly segmentation performance comparison (Pixel-F1-max).
Metric Datasets WinCLIP AnoVL AnomalyCLIP  AdaCLIP Crane Ours
MVTec 31.6 36.5 39.1 434 43.8 46.3
VisA 14.8 14.6 28.3 37.7 30.2 32.6
MPDD 154 15.6 34.2 34.9 42.0 44.2
Pixel-level BTAD 18.5 23.4 49.7 51.7 61.1 60.4
(F1-max) KSDD 21.3 23.1 51.3 54.5 62.4 64.4
DAGM 13.9 12.8 58.9 57.5 66.8 68.4
DTD 16.1 6.8 62.2 71.6 71.8 73.9
Average 18.8 247 46.2 50.2 54.0 55.7

Note: Bold numbers indicate the best performance under each metric.

The grouped bars represent the mean Image-AUROC, Image-AP, and Image-F1-max
scores across seven benchmark datasets (MVTec AD, VisA, BTAD, MPDD, KSDD, DAGM,
DTD-Synthetic). Our method achieves the highest scores in both AUROC (93.4%), AP
(94.3%) and F1-max (90.9%), demonstrating superior classification performance under the
zero-shot setting.

The grouped bars show the mean Pixel-AUROC, Pixel-AUPRO, and Pixel-F1-max
scores across all datasets. Our method attains the best overall performance, particularly
excelling in Pixel-AUROC (96.9%) and maintaining competitive Pixel-AUPRO (92.4%),
which reflects its precise localization capability for anomalous regions. Specifically, it
reaches 93.4% in image-level AUROC, 94.3% in image-level AP, and 90.9% in image-
level F1-max, while the corresponding pixel-level metrics reach 96.9%, 92.4%, and 55.7%,
respectively. These results indicate that the proposed multimodal fusion framework and
stabilized pooling strategy work synergistically to enhance the model’s overall performance
in both classification and segmentation tasks.
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Figure 7. Comparison of average image-level anomaly detection performance.
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Figure 8. Comparison of average pixel-level anomaly segmentation performance.

The paper method exhibits strong generalization capabilities when confronted with
diverse challenges. It achieves significant performance improvements on both the MPDD
dataset, which contains complex specular reflections, and the BTAD dataset, which features
extremely subtle defects. For instance, it attains an image-level AUROC of 84.1% on the
MPDD dataset, significantly outperforming all other methods compared. This validates the
effectiveness of the Dual-Modality Attention (DMA) mechanism in integrating fine-grained
structural information from DINOv2 and global semantic information from CLIP, enabling
adaptation to a variety of complex industrial scenarios. More importantly, the performance
improvement is not only evident in image-level classification tasks but also significant in
the more challenging pixel-level segmentation task, achieving synergistic enhancement
in both classification and segmentation performance. For instance, the pixel-level F1-max
score increased from 54.0% (achieved by the current state-of-the-art method Crane) to
55.7%. This result confirms that the stabilized attention pooling module enhances the
discriminative power of image-level representations through anomaly-weighted feature
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aggregation, while the multi-scale features involved in the process also support the gener-
ation of high-precision pixel-level anomaly heatmaps. Our method demonstrates a clear
advantage over the similarly complex Crane model. It consistently outperforms Crane
across the vast majority of datasets and evaluation metrics. This improvement is primarily
attributed to the incorporation of additional DINOv2 multi-scale visual representations
and a dual-modality attention fusion mechanism in the model architecture, which provides
richer and more robust visual features compared to relying solely on CLIP. In the image-
level anomaly detection task on the MPDD dataset, our method achieved an AUROC of
84.1%, representing an absolute improvement of 3.1 percentage points and a relative gain of
3.8% over the previous best method (Crane, 81.0%). This marks one of the most substantial
performance breakthroughs observed in all experiments. The MPDD dataset is character-
ized by challenging imaging conditions, featuring various metal surface defects alongside
pervasive specular reflections and low-contrast interference, which place high demands
on the robustness and discriminative capability of models. The outstanding performance
of the proposed multimodal fusion framework in such an environment fully validates
the effectiveness of the Dual-Modality Attention (DMA) mechanism in complex visual
scenes. By integrating CLIP’s semantic abstraction capacity and DINOv2’s multi-scale
structural features, the DMA significantly enhances the perception and identification of
subtle anomalies against noisy backgrounds, effectively mitigating false detections and
missed inspections caused by reflective interference in metal surface inspection. Compared
to previous methods relying on a single modality, our approach demonstrates superior gen-
eralization and practical value. These results not only highlight the technical advantages
of the method in challenging industrial scenarios but also provide strong support for its
application in real-world defect detection. Systematic comparative experiments demon-
strate that the proposed method establishes a new performance benchmark in zero-shot
anomaly detection and segmentation tasks, with its effectiveness, generalization capability,
and robustness thoroughly validated.

4.3. Qualitative Analysis

To more intuitively demonstrate the effectiveness of the proposed method, this section
provides a qualitative comparison with the current state-of-the-art approach, Crane. Repre-
sentative samples were selected from multiple categories (including Hazelnut, Capsules,
Tubes, and BTADO02) for visualization. These samples cover a variety of challenging indus-
trial scenarios such as local structural damage, fine contamination, color anomalies, and
missing structures. The comparative results are illustrated in Figure 9.

As shown in the first row, for the local structural damage on the top of the hazelnut, al-
though the Crane method can roughly detect the anomalous region, its generated heatmap
is diffused with unclear boundaries and exhibits some false activation in the bottom normal
area. In contrast, our method produces a more compact and concentrated anomalous
region that aligns more closely with the ground truth (GT). The heatmap accurately focuses
on the damaged edges while effectively suppressing background responses, validating
the effectiveness of the Stabilized Attention-based Pooling (SAP) module in aggregating
critical features and suppressing background noise. The second row presents a case of
minor contamination at the bottom-left corner of a capsule. The heatmap generated by
the Crane method covers the entire capsule area without precisely localizing the anomaly,
potentially leading to missed detection. Our method, however, demonstrates high sensi-
tivity to this subtle anomaly, producing a clear and high-confidence peak in the heatmap
that accurately indicates the defect location. This result confirms that the Dual-Modality
Attention (DMA) mechanism, by integrating fine-grained visual features from DINOv2,
significantly enhances the model’s ability to detect minute anomalies. The third row dis-
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plays a tube with color variation anomalies. Although the Crane method can identify the
anomalous tube, its heatmap covers an excessively large area without accurately delin-
eating the anomaly and exhibits low-intensity responses in normal regions. Our method
not only correctly identifies the anomalous tube but also clearly outlines the anomaly’s
contour, demonstrating superior shape representation and significantly reducing false
detections. This highlights the synergistic effect of the hierarchical feature fusion strategy
and the DMA module: through multi-scale feature integration and semantic guidance, the
model achieves enhanced robustness in complex backgrounds. The fourth row shows a
scratch defect on a part surface. The anomalous region predicted by the Crane method is
partially incomplete and deviates noticeably from the ground truth. In comparison, the
anomalous region output by our method closely matches the GT in both shape and spatial
extent, providing strong evidence that our overall framework achieves high precision in
segmenting complex structural defects. These visualization results are consistent with
the quantitative analysis in Section 4.2, collectively demonstrating the effectiveness and
superiority of the proposed multimodal hierarchical fusion framework, the Dual-Modality
Attention (DMA) mechanism, and the Stabilized Attention-based Pooling (SAP) module in
industrial anomaly detection and segmentation tasks.

Image GT Crane Ours

Tubes Capsules Hazelnut

BTADO02

Figure 9. Qualitative results display, compared with the segmentation results of Crane.

4.4. Ablation Study

To thoroughly validate the effectiveness and contribution of each core component in
the proposed method, we conducted a systematic ablation study. All experiments were
performed under the same zero-shot setting on the MVTec AD and BTAD datasets, with
image-level AUROC and AP serving as the primary evaluation metrics. To establish a
strong baseline for comparison, Model A implements a straightforward feature fusion
strategy by directly summing the deep features of CLIP and DINOV?2, alongside incorpo-
rating prompt learning. This summation-based fusion serves as a representative baseline
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to benchmark against more sophisticated fusion mechanisms. Subsequent variants in-
crementally incorporate the proposed components: first, hierarchical fusion of CLIP and
DINO (B); then the addition of the Dual-Modality Attention (DMA) module (C); and finally,
the Stabilized Attention-based Pooling (SAP) module (D). The experimental results are
summarized in Table 7.

Table 7. Ablation Study Results.

Model Configuration MVTec BTAD Average
A. Baseline (91.7,96.4) (95.8,95.3) (93.8, 95.9)

B. hierarchical fusion (93.7,97.4) (95.8, 96.6) (94.8,97.0)
C.B + DMA (94.4,97.7) (96.1,97.3) (95.3,97.5)
D. C + SAP (94.7,97.8) (96.4, 98.0) (95.6,97.9)

The significant performance improvement from Model A (summation baseline) to
Model B (hierarchical fusion) and further to Model C (with DMA) unequivocally demon-
strates that the proposed hierarchical and attention-driven fusion strategies are substantially
more effective than simple, linear feature combinations. This validates the core premise
that overcoming the representational gap between modalities requires a more nuanced,
guided approach like DMA, rather than naive fusion.

As shown in Model B, compared to the simple summation of deep features
(Baseline A), the hierarchical fusion strategy for CLIP and DINOV2 yields a significant
performance improvement, with average image-level AUROC and AP increasing by 1.0%
and 1.1%, respectively. This result indicates that merely introducing multimodal features
without an effective fusion mechanism is suboptimal. The proposed hierarchical fusion
strategy better preserves and synergistically leverages CLIP’s semantic abstraction and
DINOV2's fine-grained structural information, establishing a higher-quality feature founda-
tion for subsequent processing. The improvement is particularly pronounced on the MVTec
AD dataset (AUROC +2.0%), demonstrating the effectiveness of this strategy in handling
complex industrial objects. Introducing the Dual-Modality Attention (DMA) mechanism
on top of hierarchical fusion (Model C) leads to a consistent further improvement, with
average AUROC and AP reaching 95.3% and 97.5%, respectively. This validates the core
value of the DMA module: it dynamically computes cross-modal feature correlations and
utilizes CLIP’s global contextual information to guide and refine DINOv2’s local feature
representations, thereby achieving more precise cross-modal feature alignment and en-
hancement. Finally, with the incorporation of the Stabilized Attention-based Pooling (SAP)
module, our full model (Model D) achieves the best performance, with average metrics of
95.6% AUROC and 97.9% AP. The SAP module adaptively fuses base features and attention-
refined features through a learnable gating mechanism, producing a more discriminative
image-level global representation. The gain on the BTAD dataset (AP +0.7%) indicates that
this module plays a critical role in enhancing classification confidence for subtle defects.
In summary, the ablation study fully demonstrates the necessity and effectiveness of each
component in the proposed multimodal fusion framework. To provide an intuitive under-
standing of the impact of each module, we present visual comparisons from the ablation
study. Figure 10 illustrates the difference in anomaly localization capability between the
baseline model (A) and the model with hierarchical fusion (B). It can be observed that
Model B produces more concentrated heatmaps with reduced false detections, validating
the role of the hierarchical fusion strategy in improving feature quality.
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Figure 10. Visual comparison between Model A and Model B.

Figure 11 compares the segmentation results of Model A and Model C (with the
DMA module). The addition of the DMA module results in clearer boundaries and more
accurate responses in anomalous regions, particularly for structurally complex defects,
further confirming the effectiveness of cross-modal attention in refining feature alignment.

Model A Model C

Figure 12 presents a comparison of anomaly segmentation results between the baseline
model (A) and the complete model (D) incorporating the Stabilized Attention Pooling (SAP)
module, using the same sample set. It can be observed that the heatmaps generated by
the complete model (D) significantly outperform those of the baseline model (A) in terms
of anomaly region integrity, boundary clarity, and alignment with the ground truth (GT)
annotations. The baseline model (A) often exhibits weak responses in anomalous regions,

Image GT

Figure 11. Visual comparison between Model A and Model C.

blurred boundaries, or partial omissions, particularly in defects with complex structures or
low contrast.
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GT Model A Model D

Figure 12. Visual comparison between Model A and Model D.

In contrast, the complete model (D), enhanced by the SAP module, demonstrates
an improved ability to focus precisely on anomalous areas, suppress background noise,
and produce more compact and confident anomaly heatmaps. This leads to a notable im-
provement in the accuracy and robustness of pixel-level anomaly localization. These visual
results further confirm the critical role of the SAP module in enhancing the representation
of anomalous regions and boosting the overall performance of the model.

5. Conclusions

This paper presents a novel zero-shot anomaly detection framework tailored for in-
dustrial visual inspection, effectively addressing the critical challenges of limited annotated
data and the emergence of unknown defect types. By integrating the global semantic repre-
sentations of CLIP with the multi-scale structural features of DINOv2 through hierarchical
architecture, the proposed method achieves robust cross-modal alignment and enhanced
feature discriminability. The Dual-Modality Attention (DMA) mechanism dynamically
fuses modality-specific cues by leveraging DINOv2 self-similarity and CLIP-guided se-
mantic context, enabling simultaneous capture of macro-scale structural anomalies and
micro-scale textural deviations. Complementing this, the Stabilized Attention-based Pool-
ing (SAP) module utilizes self-generated anomaly heatmaps as prior guidance to adaptively
aggregate discriminative features, significantly mitigating the dilution effect of normal
background regions and improving both image-level classification and pixel-level accuracy.
Trained under a multi-task paradigm combining pixel-wise segmentation loss (Focal + Dice)
and image-text contrastive loss, the framework operates without any target-domain sam-
ples, relying solely on auxiliary anomaly datasets for generalization. Comprehensive
experiments across seven challenging industrial benchmarks (MVTec AD, VisA, BTAD,
MPDD, KSDD, DAGM, and DTD-Synthetic) demonstrate state-of-the-art performance,
achieving average image-level AUROC of 93.4%, AP of 94.3%, and pixel-level AUROC of
96.9% with AUPRO of 92.4%. These results consistently surpass prior zero-shot methods,
including WinCLIP, AnomalyCLIP, AdaCLIP, and Crane. Ablation studies validate the
incremental contributions of hierarchical fusion, DMA, and SAP, while qualitative visu-
alizations reveal superior boundary delineation and reduce false activations in complex
scenarios. Despite its demonstrated robustness and generalization ability, the performance
of the proposed framework is inherently coupled with the capabilities and biases of its
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pre-trained foundation models (CLIP and DINOv2). This dependency implies that its effec-
tiveness may be challenged in three primary types of scenarios: (1) highly domain-specific
textures not well represented in the upstream training data; (2) significant illumination
variations or extreme lighting conditions that alter the visual appearance beyond the mod-
els’ learned invariance; and (3) the detection of extremely small-scale anomalies, where
the limited discriminative signal approaches the information-theoretic limit and becomes
indistinguishable from image noise. These represent challenging yet important frontiers
for industrial visual inspection. Future work will therefore focus on mitigating these lim-
itations through strategies such as domain-invariant prompt optimization, lightweight
visual encoder adaptation, and the exploration of high-resolution architectures to enhance
robustness across a wider and more demanding spectrum of industrial environments.
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