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Abstract

Crowdsourced delivery plays a key role in fresh food retailing, where tight time limits
and perishability require fast, reliable fulfillment. However, real-time order–courier as-
signment is challenging because orders arrive in bursts, couriers’ locations and availability
change, capacities are limited, and many decisions must be made simultaneously. We
propose Attn-QMIX, a novel attention-augmented multi-agent reinforcement learning
framework that models each order as an agent and learns coordinated matching strategies
through centralized training with decentralized execution. The framework develops a new
capacity-aware multi-head attention mechanism that captures complex order–courier inter-
actions and dynamically prevents courier overload and integrates it with a QMIX-based
mixing network equipped with hypernetworks to enable effective credit assignment and
global coordination. Extensive experiments on a real-world road network show that
Attn-QMIX outperforms five representative methods. Compared with a novel cooperative
ant colony optimization method, it reduces total cost by up to 2.30% while being up to
3403 times faster in computation.

Keywords: crowdsourced order assignment; fresh food retailing; multi-agent reinforcement
learning; QMIX; capacity-aware attention mechanism

1. Introduction
In on-demand fresh food retailing, delivering orders quickly and reliably is essential for

improving customer satisfaction. Crowdsourced couriers provide a flexible workforce and
elastic capacity that platforms can activate on short notice, enabling the timely fulfillment
of perishable orders while improving both operational efficiency and service quality.

However, effectively assigning orders to available couriers is challenging. Fresh goods
are time-sensitive, and customers expect rapid fulfillment, so the platform must respond
quickly and match incoming orders efficiently to nearby, available couriers. Meanwhile,
the platform may receive a large number of orders within short intervals, especially dur-
ing peak periods, which expands the problem scale and further increases the difficulty
of assignment. In addition, the availability and locations of crowdsourced couriers are
dynamic, and order volumes and destinations fluctuate, which also complicates assign-
ment. Timely and efficient order–courier matching under these conditions remains an open
practical challenge.

The assignment of delivery orders in crowdsourced fresh grocery distribution can
be regarded as an order dispatching or assignment task. Approaches for solving these
problems can be divided into exact algorithms [1,2], heuristic algorithms [3–6], and deep
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learning-based methods [7–10]. Exact algorithms aim to find optimal solutions, although
their practical applicability is often limited by computational complexity. Zhang et al. [11]
proposed two exact algorithms based on integer programming and linear equation sys-
tems to solve the order matching problem in crowdsourcing last-mile delivery for up to
100 orders. Du et al. [12] introduced an exact algorithm based on bipartite graphs to solve
the ride-hailing order dispatch problem for up to 375 orders. However, in real-world
on-demand fresh food retailing, instances are larger, arrivals are bursty, and decisions must
be produced within seconds, limiting the feasibility of exact methods.

To overcome these limitations, a variety of heuristic algorithms have been proposed.
Gao et al. [13] proposed a heuristic depth-first search algorithm to address the user-
knowledge task assignment problem for up to 250 tasks. Tao and Song [14] proposed
a cooperative ant colony algorithm with swarm intelligence to address task allocation
in mobile crowdsensing, scaling to 437 tasks. Shi et al. [15] proposed a memory-based
ant colony optimization algorithm for dynamic order dispatch, handling up to 500 cus-
tomer requests. Xie et al. [16] introduced a conflict-aware greedy algorithm to solve the
satisfaction-aware task assignment problem in spatial crowdsourcing for up to 1200 tasks.
Wu et al. [17] proposed a lightGBM-augmented heuristic that assigns spatial crowdsourcing
tasks to appropriate workers, considering up to 1000 tasks. While these heuristics can
handle larger instances with fast runtimes, they usually rely on hand-crafted rules and
require re-tuning across scenarios. Moreover, complex dependencies among order–courier
pairs are difficult for heuristics to capture, which can lead to suboptimal decisions.

In recent years, deep learning-based approaches have been widely applied to various
combinatorial optimization problems [18–20], and order dispatching in crowdsourced
delivery systems has attracted particular attention. Kavuk et al. [21] employed Deep
Q-Networks [22] for order dispatching in ultra-fast delivery services, enabling optimal
acceptance or cancelation decisions based on real-time courier availability and order char-
acteristics to maximize successful deliveries within short time frames. Quan and Wang [23]
proposed a deep reinforcement learning (DRL) framework for task assignment in dynamic
environments. The framework leverages a convolutional spatiotemporal model to capture
complex spatiotemporal correlations and incorporates a cluster-based voting method to
estimate the distributions of both workers and tasks. Zhao et al. [24] proposed an adap-
tive task allocation method for spatio-temporal crowdsourcing based on proximal policy
optimization [25] to optimize allocation utility and success rates. Wang et al. [26] proposed
a DRL-based order recommendation framework for rider-centered food delivery systems,
which consists of an actor–critic network, a rider behavior prediction network, and a feed-
back correlation network. Xu and Song [27] proposed a graph attention network–based
DRL method for task allocation in mobile crowdsensing, which embeds worker–task graphs
into vector representations to enhance generalization across instances and maximize plat-
form profit under spatial and temporal constraints. Chen et al. [28] proposed a DRL-based
optimization algorithm for order dispatching in on-demand food delivery services, which
leverages a graph neural network [29] to model complex rider–order relationships and
employs a greedy regret-based heuristic to ensure solution quality. However, these studies
employ single-agent reinforcement learning, whereas in crowdsourced fresh grocery dis-
patch, orders simultaneously compete and cooperate over a shared pool of couriers. As
a result, single-agent approaches may struggle to capture inter-order dependencies and
coordinate simultaneous decisions.

To address the above challenges, we propose Attn-QMIX, an attention-augmented
multi-agent reinforcement learning (MARL) framework for fresh grocery crowdsourced
order-courier assignment. Our approach introduces two major innovations to achieve real-
time decision-making and high-quality solutions. First, we develop a capacity-aware multi-



Electronics 2025, 14, 4306 3 of 14

head attention mechanism that effectively captures complex order-courier interactions
and dynamically penalizes courier overload, enabling the model to learn utilization-aware
matching patterns. Second, we integrate this module into a MARL framework based on
QMIX [30], which employs centralized training with decentralized execution and uses
hypernetworks for adaptive credit assignment and global coordination.

The main contributions of this study can be summarized as follows:

• We propose Attn-QMIX, a novel QMIX-based deep reinforcement learning model
that effectively solves crowdsourced order–courier matching in large-scale
real-world scenarios.

• We first propose a capacity-aware attention mechanism that jointly encodes order and
courier features, captures their interactions, and produces utilization-aware compati-
bilities that improve global coordination and mitigate courier overloading within the
QMIX framework.

• Extensive computational experiments demonstrate that our approach consistently
outperforms four representative heuristics and a recent DRL model in assignment
quality and computation time.

The remainder of this paper is organized as follows. Section 2 presents the problem
description, the corresponding mathematical model, and the Markov decision process
(MDP) formulation. Section 3 introduces Attn-QMIX in detail. Section 4 describes the
experimental settings. Section 5 reports the experimental results. Section 6 concludes the
paper and outlines future directions.

2. Problem Formulation
This section presents the formal formulation of the crowdsourced order assignment

problem. The problem setting and assumptions are described first, followed by its mathe-
matical modeling.

2.1. Problem Description

In an urban environment, multiple retail stores are distributed throughout the area,
offering a variety of fresh food and daily products. Customers place orders through an
online platform, specifying the required items and delivery addresses. Each order is
associated with a pickup store, specifies the product demand, and has a promised latest
delivery time.

A fleet of crowdsourced couriers is available to deliver these orders. These couriers are
independent workers who can flexibly go online or offline at any time. At the beginning of
each assignment period, the platform matches available couriers with all customer orders
released during that period. Each courier has the same carrying capacity and may be
assigned multiple orders simultaneously, provided that the total demand does not exceed
their capacity. The objective is to assign orders to available couriers over a given period
to optimize the overall delivery performance of the platform, accounting for penalties for
late deliveries.

To facilitate the formulation of the mathematical model, the following assumptions
are made:

• All orders are released to the platform at the beginning of each assignment period.
• The locations, associated pickup stores, and demands of all orders, as well as the

real-time locations and availability of all online couriers, are known at the beginning
of each assignment period.

• All couriers are homogeneous, with the same carrying capacity and a constant travel
speed v.
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• Couriers are allowed to wait anywhere in the city and are not required to return to
their initial positions after completing their deliveries.

• The waiting time at pickup and delivery locations is assumed to be negligible.
• Each order is served by exactly one courier and cannot be reassigned or split within

an assignment period.
• The number of crowdsourced couriers on the platform is sufficient to meet delivery

demand at all times.
• Product spoilage during transportation is negligible due to cold-chain packaging and

short travel times.

2.2. Mathematical Model

Let G = (N , E) denotes an undirected graph, where N is the set of all locations in the
system, including retail stores (pickup nodes), delivery locations of orders (delivery nodes),
the initial positions of available couriers at the beginning of the assignment period, and
the virtual end nodes for each courier. The virtual end node is introduced to represent the
termination of each courier’s route and to ensure flow balance in the mathematical model.
The set E = {(i, j) | i, j ∈ N , i ̸= j} represents all edges between pairs of nodes, where each
edge (i, j) is associated with a length lij and a travel time tij, calculated as tij = lij/v. In this
study, v is assumed to be 15 km/h, a reasonable approximation of the average speed of
electric mopeds in urban areas.

Let P = {1, . . . , P} denote the set of retail stores, with coordinates (hp, up) for each
p ∈ P . The set of orders is denoted by O = {1, . . . , O}. Each order o ∈ O is characterized
by its delivery location do with coordinates (hdo , udo ), an associated pickup store po ∈ P
with coordinates (hpo , upo ), a delivery demand qo, and a delivery time requirement τo. Each
order must be delivered within τo time units after being accepted by a courier; otherwise,
a penalty at a rate of β per unit of lateness is incurred. For notational simplicity, we let
o also denote the delivery node corresponding to order o. Let K = {1, . . . , K} denote the
set of available couriers. All couriers are homogeneous, each with capacity Q. For each
courier k ∈ K, let k0 denote its initial location, and k− denote a virtual terminal node used
to represent the end of courier k’s service route. Since k− is a virtual node introduced for
modeling purposes, the travel time and cost to k− are not included in the actual route
calculations. Each courier can serve multiple orders as long as the total delivery demand
does not exceed Q.

The actual arrival time of courier k at node i ∈ N is denoted as Tarr
ik . If courier k does

not visit node i, Tarr
ik is an auxiliary variable without practical meaning and can take any

non-negative value. Let α be the unit travel time cost coefficient, and δ be the fixed cost per
courier. Define xijk as a binary decision variable that equals 1 if courier k travels directly
from node i to node j, and 0 otherwise. A binary variable yk takes the value 1 if courier k is
assigned at least one order, and 0 otherwise. The mathematical formulation is as follows:

min F = α ∑
k∈K

∑
i∈N

∑
j∈N\k−

tijxijk + β ∑
o∈O

∑
k∈K

∑
i∈N

max{0, Tarr
ok − τo}xiok + δ ∑

k∈K
yk (1)

s.t.

∑
j∈N\{k0}

xk0 jk = yk, ∀k ∈ K (2)

∑
i∈N\{j}

xijk = ∑
l∈N\{j}

xjlk, ∀k ∈ K, ∀j ∈ N \ {k0, k−} (3)

∑
k∈K

∑
i∈N

xidok = 1, ∀o ∈ O (4)
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∑
o∈O

∑
i∈N

qoxiok ≤ Q, ∀k ∈ K (5)

Tarr
ok ≥ Tarr

pok + tpoo − M(1 − ∑
i∈N

xipok), ∀o ∈ O, ∀k ∈ K (6)

Tarr
jk ≥ Tarr

ik + tij − M(1 − xijk), ∀k ∈ K, ∀i, j ∈ N , i ̸= j (7)

xijk ∈ {0, 1}, yk ∈ {0, 1}, ∀i, j ∈ N , ∀k ∈ K (8)

The objective Equation (1) is to minimize the total cost, which includes the travel
time cost, the penalty for late delivery, and the fixed cost associated with the number of
couriers used. Equation (2) ensures that each courier departs from its initial location if
and only if it is assigned at least one order. Equation (3) enforces flow balance at each
intermediate node, ensuring route continuity. Equation (4) guarantees that each order is
assigned to exactly one courier. Equation (5) restricts the total delivery demand assigned to
each courier such that it does not exceed the courier’s capacity. Equation (6) enforces service
precedence for each order, requiring the courier to visit the pickup store before the delivery
location. Equation (7) maintains time consistency along each courier’s route, ensuring that
the arrival time at each node accounts for the preceding travel time. Equation (8) defines
the binary decision variables.

2.3. Reformulation as an Markov Decision Process

To solve the crowdsourced order assignment problem in fresh food retailing using
reinforcement learning, we reformulate the problem as an MDP, where each order is mod-
eled as an agent. At the beginning of each assignment period, all order agents observe the
current environment and independently select couriers for themselves. The environment
determines the delivery outcomes and provides feedback in the form of system rewards,
enabling agents to learn collaborative strategies to minimize the overall delivery perfor-
mance of the platform. Formally, the MDP is defined by the tuple ⟨S, A, P, R⟩, where S
denotes the state space, A the joint action space, P the state transition function, and R the
reward function.

State: The environment state consists of both courier states and order states. The
state of courier k is defined as sk

k = (hk, uk, Q), where hk and uk denote the initial location
coordinates of courier k. The state of order o is defined as so

o = (hpo , upo , hdo , udo , qo, τo),
where hpo and upo denote the pickup location coordinates of order o, and hdo and udo

denote the delivery location coordinates. Therefore, the overall environment observation is
represented as S = (sk

1, · · · , sk
K, so

1, · · · , so
O).

Action: After all order agents make their decisions, a joint action a ∈ A is formed,
where the action of order agent o choosing a specific courier for transportation is denoted
as ao. Executing action a in state S means that all matched couriers move from their initial
locations to the pickup retail stores and deliver the assigned orders to their destinations,
which constitutes a complete episode. The overall joint action must also satisfy the courier
capacity constraints and ensure that each order is assigned to exactly one courier.

Transition: After executing action a, state S transitions to S′, where the locations and
capacities of couriers, as well as the status of each order (e.g., whether it has been picked
up or delivered), are updated according to the assignment outcomes.

Reward: After each episode, the reward R is defined as the negative value of the
objective function in (1).

3. The Proposed Attn-QMIX Model
This section presents the proposed Attn-QMIX model for solving the crowdsourced order

assignment problem, outlining its architecture, core components, and training procedure.
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3.1. Overview

The crowdsourced order assignment problem requires multiple order agents to make
decentralized decisions that must be coordinated to optimize overall system performance.
Each order agent independently selects a courier, yet the global outcome relies on effective
cooperation among agents. The challenges are not only coordinating multi-agent actions
under shared constraints but also assigning proper credit to each agent’s decision for its
contribution to the overall objective. To address these issues, we adopt QMIX, a MARL
algorithm with a simple yet powerful architecture. By introducing a mixing network,
QMIX captures nonlinear interactions and complex cooperative patterns among agents
while aggregating their contributions into a global value. This enables the system to learn
coordinated matching strategies that enhance overall efficiency, making QMIX well suited
for the crowdsourced order assignment problem.

Building upon this framework, we design the Attn-QMIX model for the crowdsourced
order assignment problem. As illustrated in Figure 1, the model consists of O order-agent
networks with shared parameters and a mixing network with hypernetworks. The dashed
components denote the hypernetworks. The order-agent network consists of a fully con-
nected layer that embeds each order and courier state, a capacity-aware multi-head atten-
tion (MHA) layer that computes order–courier compatibility, and a multi-layer perceptron
(MLP) that outputs per-order action values. At each step t, it takes the current environment
state St as input, consisting of per-courier states sk

k,t and per-order states so
o,t, which is

processed through a fully connected layer and a multi-head capacity-aware attention layer
to produce the per-order distribution πo

t over couriers. The MLP then takes (St, πo
t ) as

input and outputs an action-value vector Qo(St) =
(
Qo(St, a1

o,t), · · · , Qo(St, aK
o,t)
)
, whose

k-th component Qo(St, ak
o,t) equals the estimated expected return when order o takes action

ak
o,t = k under state St. Orders select couriers with ϵ-greedy over Qo(St) to form a joint

action at = (a1,t, · · · , aO,t). For each order o, the action ao,t is the courier assigned to order
o at time step t, which is chosen greedily with probability 1 − ϵ and uniformly at random
with probability ϵ. When multiple orders choose the same courier, the combined load
on a courier k may exceed its capacity. To repair overloads, we apply an overload-repair
reassignment procedure. Specifically, for any overloaded k, we rank its assigned orders by
their Q-values Qo(St, ak

o,t) and retain the highest-Q subset within k’s capacity; the remaining
orders enter a pending pool. We then process the pending pool sequentially and, for each
order o, choose a courier k′ with remaining capacity that maximizes Qo(St, ak′

o,t). This yields
the repaired joint action ât = (â1,t, · · · , âO,t). For each used courier, we construct a feasible
route by greedy insertion under pickup-before-delivery precedence, then refine it with
local search (relocate, 2-opt, cross-exchange) to reduce travel time and induced tardiness.
From the resulting routes, we compute travel times and order-level lateness and aggregate
them into the episode reward corresponding to the repaired joint action ât.

Figure 1. Architectures of Attn-QMIX.
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Next, we feed the per-order chosen action values Qo(St, âo,t) together with the state
feature vector St into the mixing network (as shown in Figure 1) to aggregate them via a
monotonic mixing function into the joint expected return Qmix(St, ât). The mixing func-
tion’s weights W and bias b are generated by hypernetworks conditioned on St. To enforce
monotonicity, the weights are constrained to be nonnegative by applying an absolute
value operation to a linear projection; the bias is produced by a two-layer MLP with
ReLU activations.

3.2. Order-Agent Network

In each decision period, all order agents act once to select couriers, after which the
environment executes delivery and returns a terminal reward. Following this single-step
setting, the order-agent network is designed to map the current environment state to
per-order action values over couriers. At step t, the order-agent network takes as input
the environment state St, consisting of per-courier states sk

k,t for each courier k ∈ K and
per-order states so

o,t for each order o ∈ O (detailed in Section 3.1). Each so
o,t and sk

k,t is passed
through a fully connected layer to obtain embeddings eo

o,t and ek
k,t. These embeddings are

then fed into a capacity-aware attention module that produces the per-order distribution
πo

t over couriers. Specifically, an MHA layer [31] computes an initial matching score matrix
Mt = [Mo,k

t ]O×K, where each entry Mo,k
t represents the initial compatibility between order

o and courier k at step t based on their embeddings. Using H attention heads, the initial
compatibility is calculated as

Mo,k
t =

1
H

H

∑
h=1

(
W(h)

o eo
o,t

)⊤(
W(h)

k ek
k,t

)
√

d
, (9)

where W(h)
o and W(h)

k are learnable projection matrices for head h, d is the projection
dimension, and H is the number of heads. For each order o, a softmax over couriers yields
a probability distribution over couriers

po,k
t = Softmax

(
Mo,k

t

)
, ∑

k∈K
po,k

t = 1. (10)

Here, Softmaxk denotes applying the softmax function over k ∈ K. Since each courier may
be chosen by multiple orders, their cumulative demand can exceed the capacity Q. To let
the model identify couriers more likely to be over-assigned, we aggregate the expected
cumulative demand of courier k and normalize by capacity to obtain the utilization

ρk
t =

1
Q ∑

o∈O
qo po,k

t . (11)

We then modify the compatibility scores to reduce the scores of couriers that are likely
to be over-assigned

M̂o,k
t = Mo,k

t − ν · softplus

(
ρk

t − ρ0

τ

)
, (12)

where ρ0 = 0.85 is a soft utilization threshold indicating near saturation of courier capacity,
τ = 0.1 is a temperature that controls the smoothness of the penalty, and ν = 1 controls the
penalty strength. The softplus function is softplus(x) = log(1 + ex). The final per-order
distribution over couriers is

πo,k
t = Softmax

(
M̂o,k

t

)
. (13)
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Then, a two-layer MLP with ELU activation [32] takes I = (St, πo
t ) as input to compute

the action value vector, where πo
t = {πo,1

t , · · · , πo,K
t }. The forward propagation is given in

Equations (14) and (15),
Z = ELU

(
W(0) I + b(0)

)
, (14)

Qo(St) = W(1)Z + b(1), (15)

where W(0) and W(1) denote the learnable projection matrices of the hidden and output
layers, respectively, and b(0) and b(1) are the corresponding learnable bias vectors. The ELU
nonlinearity used in Equation (16) is

ELU(x) =

{
x, if x ≥ 0,
ex − 1, if x < 0.

(16)

Based on the resulting action value vector Qo(St) over o ∈ O, orders select couriers via
an ϵ-greedy strategy to form the joint action at = (a1,t, . . . , aO,t). To avoid potential capacity
violations, we then repair infeasible assignments through an overload-repair procedure
(detailed in Section 3.1), and finally obtain the repaired joint action ât = (â1,t, . . . , âO,t) and
corresponding per-order chosen action values Qo(St, âo,t).

3.3. Mixing Network and Hypernetworks

Given the per-order chosen action values Qo(St, âo,t) for all orders, QMIX aggregates
them into a joint expected return Qmix(St, ât) via a state-conditioned monotonic mixing
network whose parameters are produced by hypernetworks. Specifically, we adopt a
two-layer mixer,

Zmix = ReLU
(
W(1)

mixQt + b(1)mix
)
, (17)

Qmix(St, ât) = W(2)
mixZmix + b(2)mix, (18)

where Qt = [Qo(St, âo,t)]o∈O . The weights W(1)
mix, W(2)

mix and the biases b(1)mix, b(2)mix are gener-
ated by hypernetworks conditioned on the environment state St.

To make sure that, for each order, the action that maximizes its own Q-value also max-
imizes Qmix(St, ât), we constrain the mixing network to be monotonic in every per-order
value Qo(St, âo,t),

∂Qmix(St, ât)

∂Qo(St, âo,t)
≥ 0 ∀, o ∈ O. (19)

Under Equation (19), maximizing the joint value decomposes across agents,

arg max
ât

Qmix(St, ât) =



arg max
â1,t

Q1(St, â1,t)

arg max
â2,t

Q2(St, â2,t)

...
arg max

âO,t
QO(St, âO,t)


. (20)

We enforce monotonicity by constraining mixer weights (i.e., W(1)
mix, W(2)

mix) to be non-
negative via an absolute-value transform of the output of a feedforward layer. Biases (i.e.,
b(1)mix, b(2)mix) are produced through a two-layer MLP with ReLU activations.
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3.4. Model Training

To improve robustness and prevent gradient explosion, we train our QMIX model
with the Huber loss [33], parameterized by θ. For a minibatch of size B, the objective is

L(θ) =
1
B

B

∑
b=1

H
(

R(b), Qmix

(
S(b), a(b); θ

))
, (21)

where R(b) is the global reward after executing the joint action a(b) (i.e., the negative of the
total objective). The Huber loss is defined as

H(y, f ) =

{
1
2 (y − f )2, if |y − f | ≤ 1,
|y − f | − 0.5, otherwise.

(22)

We optimize Equation (21) using RMSProp with global-norm gradient clipping. To ensure
training stability, we adopt an experience replay buffer that samples minibatches from
the replay buffer for updates. Gradients are computed with PyTorch’s autograd, and
the optimizer updates the parameters θ. After sufficient episodes, we obtain the trained
network parameters θ.

4. Experiment Settings
This section details the experimental setup, including instance generation, implemen-

tation configurations, and baselines.

4.1. Instance Generation

The experiments are conducted on the road network within Chengdu’s Fourth Ring
Road. The underlying network data are extracted from OpenStreetMap, comprising
1746 nodes and 4274 edges, where each edge represents a road link with its length. We
compute shortest-path distances between all node pairs using Dijkstra’s algorithm and
convert them to travel times with a constant speed v = 15 km/h, thereby obtaining the
shortest travel-time matrix for routing and cost evaluation.

The number of retail stores is set to P = 80, and pickup locations are selected by
uniformly sampling 80 nodes from the network. To evaluate our approach across different
problem scales, we consider four instance settings defined by the order–courier pairs
(O, K) ∈ {(300, 500), (400, 600), (500, 300), (600, 400)}. Each instance generates O orders
by randomly sampling delivery nodes from the remaining network nodes and assigning
each order to its nearest store. The demand for each order is randomly sampled between
1 and 9. The delivery-time requirement is sampled uniformly from [30, 60] minutes. The
initial locations of K couriers are randomly sampled from the remaining network nodes.
We set the courier capacity to Q = 20 in all problem instances. The unit travel-time
cost α, unit lateness penalty β, and per-courier fixed cost δ are set to 1/min, 4/min, and
10/courier, respectively.

4.2. Implementation Details

The model consists of O order-agent networks with shared parameters and a mixing
network with hypernetworks. For the order-agent network, the embedding dimension for
order and courier features is 128. The capacity-aware multi-head attention uses 4 heads
with a projection dimension of 64. The MLP in the order-agent network and the mixing
network both use a hidden size of 128.

We generate 22,000 instances following Section 4.1 and split them into 20,000, 1000,
and 1000 for training, validation, and testing, respectively. Training proceeds in single-step
episodes, each corresponding to one assignment period, for a total of 20,000 episodes; at
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each episode a training instance is sampled to produce a transition <S, a, R, S′> that is
inserted into the replay buffer. We train the model with the Huber loss using RMSProp op-
timizer (learning rate 0.0001) and apply global-norm gradient clipping at 10. We maintain
a fixed-size replay buffer of 128 transitions. The buffer is filled with the first 128 transitions
and then updated in a first-in–first-out manner. At each parameter update, the batch size is
128 from the replay buffer. Exploration uses ϵ-greedy with ϵ = 0.05. We evaluate on the
validation set every 100 episodes and keep the checkpoint with the best validation perfor-
mance. These hyperparameters were selected via a preliminary grid search. Specifically, we
systematically evaluate combinations of learning rates (0.00005, 0.0001, 0.001), embedding
dimensions (64, 128, 256), numbers of attention heads (2, 4, 8), projection dimensions per
head (32, 64, 128), and MLP hidden sizes (64, 128, 256) to optimize the model’s performance
while maintaining computational efficiency.

We implement the model in PyTorch (v2.5.1). Our experiments were performed on a
Windows 11 server with an Intel i9-14900 CPU (128 GB RAM), and an NVIDIA RTX 4090
GPU (24 GB VRAM).

4.3. Baselines

We compare our proposed approach with the following five baseline methods:

• Random: Assigns each order to a random courier among those with sufficient residual
capacity. It serves as a lower-bound benchmark resulting from stochastic assignment.

• Greedy: A simple and fast construction heuristic that assigns each order to the feasible
courier whose current location is closest to its assigned retail store, reflecting a cost-
driven local decision rule.

• CACO: A cooperative ant colony algorithm developed by Tao and Song [14] to address
task allocation, employing pheromone-guided worker–task selection with cooperative
swarm intelligence, which can obtain an approximation to the optimal solution within
reasonable computational time.

• CA-Greedy: A conflict-aware greedy algorithm proposed by Xie et al. [16] for the SATA
problem in spatial crowdsourcing, introducing a conflict-resolution mechanism and
an iterative selection strategy that balances satisfaction and feasibility, and providing
an optimal theoretical approximation guarantee with efficient computation.

• GDRL: A graph attention–based deep reinforcement learning method proposed by
Xu and Song [27] for task allocation, which integrates a graph attention network en-
coder with a double DQN policy to enable fast inference and strong generalization,
demonstrating superior performance and efficiency validated by extensive experiments.

5. Experiment Results
This section reports the performance of the proposed Attn-QMIX model, including

comparisons with baselines, robustness under dynamic order and courier volumes, and
ablation studies.

5.1. Comparison with Baselines

Table 1 reports a comprehensive comparison between the proposed Attn-QMIX and
five baselines over four problem scales, (300, 500), (400, 600), (500, 300), and (600, 400),
where each pair denotes the numbers of orders and couriers. For each scale, we evaluate
all methods on 1000 generated instances without repetition, following Section 4. The “Cost”
column records the average total cost over 1000 instances. “Gap (%)” is the relative per-
centage difference between the cost of a given method and the CACO cost, where negative
values indicate improvement over CACO. “Time” reports the average computational time
to process a batch of 100 instances.
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Table 1. Performance comparison of different methods.

Method
(300, 500) (400, 600) (500, 300) (600, 400)

Cost Gap (%) Time Cost Gap (%) Time (s) Cost Gap (%) Time Cost Gap (%) Time

CACO 8852.8 0.00 6843 s 10,601.6 0.00 9012 s 13,395.7 0.00 10,446 s 16,927.5 0.00 13,682 s
Random 9488.5 7.18 0.96 s 11,422.7 7.75 1.38 s 14,639.4 9.28 1.62 s 18,723.1 10.61 2.11 s
Greedy 9153.2 3.39 2.18 s 11,153.3 5.20 2.92 s 14,140.6 5.56 3.32 s 17,812.6 5.23 4.03 s
CA-greedy 8921.6 0.78 45.96 s 10,705.8 0.98 63.38 s 13,513.6 0.88 71.62 s 17,105.4 1.05 88.11 s
GDRL 8791.3 −0.69 4.88 s 10,547.8 −0.51 5.62 s 13,304.2 −0.68 6.12 s 16,794.7 −0.78 7.47 s
Attn-QMIX 8685.1 −1.89 2.53 s 10,396.5 −1.93 3.01 s 13,123.8 −2.03 3.24 s 16,573.2 −2.09 4.02 s

From Table 1 we can find that (1) compared with CACO, Attn-QMIX consistently
achieves lower costs across all four scales, with relative reductions of −1.89%, −1.93%,
−2.03%, and −2.09%, while also requiring significantly less computation time. Specifically,
Attn-QMIX is markedly faster, reducing runtime from hours to seconds and achieving
a speedup of 2703–3403 times. (2) Compared with Greedy, Attn-QMIX requires a simi-
lar amount of computation time but achieves substantial performance gains of 5.11% to
7.19%. (3) CA-Greedy performs slightly worse than CACO in solution quality and is con-
sistently outperformed by Attn-QMIX, with improvements of 2.65–3.11%, while also being
faster. (4) GDRL outperforms CACO across all scales with improvements of 0.51–0.78%.
However, it remains consistently inferior to Attn-QMIX by 1.21–1.43% and incurs higher
computational costs. (5) Random is the fastest method but yields the worst solutions.

These results demonstrate that Attn-QMIX achieves a favorable balance between
solution quality and efficiency. From a practical perspective, for a platform handling
thousands of orders daily, the observed 1.9–2.1% improvement translates into hundreds
of kilometers of reduced travel distance and several hours of courier time saved per day.
Beyond direct distance and time savings, such improvements also imply higher courier
utilization efficiency, faster order fulfillment for customers, and lower overall operational
costs. These benefits are valuable for on-demand delivery platforms that operate under
tight service-level commitments.

5.2. Robustness Under Dynamic Order and Courier Volumes

We further evaluate the robustness of Attn-QMIX under dynamically varying order
and courier volumes, since in practice the numbers of orders and available couriers change
over time. Table 2 reports the performance comparison of different methods under these
dynamic settings. In this table, “(300, 500)” means that for each of the 1000 test instances,
we first sample the number of orders O from 1 to 300 and then sample the number of
couriers K from ⌈O/2⌉ to 500, where ⌈·⌉ denotes the ceiling operator. The other three
entries are defined in the same way.

Table 2. Performance comparison of different methods under dynamic order and courier volumes.

Method
(300, 500) (400, 600) (500, 300) (600, 400)

Cost Gap (%) Cost Gap (%) Cost Gap (%) Cost Gap (%)

CACO 4232.7 0.00 5836.9 0.00 7115.3 0.00 8649.2 0.00
Random 4541.4 7.29 6292.5 7.81 7803.8 9.68 9512.7 9.98
Greedy 4368.3 3.20 6144.2 5.26 7518.4 5.67 9123.9 5.49
CA-greedy 4272.5 0.94 5902.6 1.13 7187.6 1.02 8731.2 0.95
GDRL 4194.6 −0.90 5799.4 −0.64 7054.1 −0.86 8551.5 −1.13
Attn-QMIX 4148.6 −1.99 5717.7 −2.04 6951.5 −2.30 8458.4 −2.21

From Table 2 we observe that (1) Attn-QMIX maintains a clear advantage under dynam-
ically varying volumes. Compared with CACO, it reduces the total cost by 1.99%, 2.04%,
2.30%, and 2.21% across the four scales, respectively. (2) Relative to Greedy, Attn-QMIX
achieves cost reductions of 5.03–7.29%. (3) CA-Greedy slightly trails CACO (within
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1.13%) and is substantially outperformed by Attn-QMIX, with improvements ranging
from 2.90% to 3.28%. (4) GDRL performs better than CACO but worse than our proposed
Attn-QMIX. Specifically, GDRL reduces cost over CACO by 0.64–1.13%, yet it is surpassed
by Attn-QMIX, which achieves 1.09–1.45% lower cost than GDRL. (5) Random remains
the weakest, with costs 7.29–9.98% higher than CACO across all dynamic settings. These
results indicate that our Attn-QMIX model generalizes well when O and K fluctuate.

The results under dynamic order and courier volumes reveal Attn-QMIX’s strong
adaptability to fluctuating real-world conditions. In practical delivery operations, the
numbers of available couriers and incoming orders vary significantly over time, for example,
surging during peak hours and declining late at night. The fact that Attn-QMIX consistently
maintains superior cost efficiency across these varied settings highlights its robustness and
generalization capability. Such adaptability is crucial for online platforms that must operate
continuously under changing supply-demand conditions.

5.3. Ablation Study

To further validate the effectiveness of the capacity-aware MHA mechanism and
QMIX, we conduct ablation experiments. We consider two variants. The first is “w/o
capacity-aware MHA”, which removes the attention module from the order-agent network.
The second is “w/o Mixing Network”, which discards the state-conditioned mixer and
hypernetworks; each order-agent network is trained independently without centralized
value aggregation.

The results demonstrate that both the capacity-aware MHA and the mixing net-
work contribute significantly to overall performance. It can be found from Table 3 that
(1) adding the capacity-aware MHA yields notable improvements, as Attn-QMIX surpasses
the “w/o Capacity-aware MHA” variant by 1.68–1.89%, confirming the effectiveness of the
capacity-aware MHA mechanism. (2) Incorporating the mixing network brings additional
gains, as Attn-QMIX surpasses the “w/o Mixing Network” variant by 2.62–2.74%, high-
lighting the importance of centralized credit assignment for coordinating decentralized
decisions. (3) The computational overhead introduced by these components is minimal.
Compared with the two variants, Attn-QMIX exhibits comparable runtime, with a maxi-
mum difference of 0.67 s, thus improving effectiveness without sacrificing efficiency.

Table 3. Results of ablation study.

Method
(300, 500) (400, 600) (500, 300) (600, 400)

Cost Gap (%) Time Cost Gap (%) Time (s) Cost Gap (%) Time Cost Gap (%) Time

Attn-QMIX 8685.1 0.00 2.53 s 10,396.5 0.00 3.01 s 13,123.8 0.00 3.24 s 16,573.2 0.00 4.02 s
w/o capacity-aware MHA 8831.3 1.68 2.01 s 10,583.4 1.80 2.47 s 13,371.5 1.89 2.78 s 16,874.8 1.82 3.35 s
w/o mixing network 8912.8 2.62 2.38 s 10,671.6 2.65 2.85 s 13,483.7 2.74 3.03 s 17,024.5 2.72 3.87 s

6. Conclusions
This study proposes Attn-QMIX, an attention-augmented QMIX framework for crowd-

sourced order assignment in fresh food retail, aiming to improve delivery efficiency and
reduce costs. The model introduces a novel capacity-aware attention mechanism that
captures order-courier compatibilities while preventing overload, combined with a mixing
network and hypernetworks that enable effective credit assignment and coordinated multi-
agent decisions, thereby enhancing both effectiveness and efficiency in cooperative order
allocation to achieve real-time, high-quality decision-making.

Experiments on a real-world road network show that Attn-QMIX outperforms
five effective baselines, including three representative heuristics (Random, Greedy, and
CA-Greedy), a novel metaheuristic (CACO), and a recent DRL method (GDRL). Com-
pared with CACO, Attn-QMIX reduces total cost by up to 2.30% and is up to 3403 times
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faster. Moreover, under dynamically varying numbers of orders and couriers, Attn-QMIX
maintains a 1.99–2.30% cost reduction over CACO, demonstrating strong robustness to
fluctuations in O and K. From a practical perspective, these performance improvements
translate into hundreds of kilometers of reduced travel distance and several hours of courier
time saved per day, delivering tangible operational and environmental benefits for large-
scale delivery platforms. The ablation study confirms that both components are important;
removing the capacity-aware attention increases cost by 1.68–1.89%, and removing the
mixing network increases cost by 2.62–2.74%, indicating that coordination and capacity
awareness jointly drive the gains.

Several limitations should be acknowledged. The current experiments employ syn-
thetic instances constructed from real road networks and assume homogeneous couriers
and static travel speeds. These simplifications may constrain the model’s applicability to
real-world environments characterized by time-dependent travel speeds, variable service
times, and heterogeneous courier capacities. Future research could extend the framework
to multi-period rolling assignments under stochastic and dynamic conditions, making it
applicable to realistic dynamic and stochastic environments with continuously incoming
orders. It would also be valuable to investigate integrating deep learning-augmented
routing models into our Attn-QMIX framework to further improve performance. Addi-
tionally, experiments on other cities and real operational datasets can further validate the
generalizability and robustness of the proposed model.
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