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Abstract

Autonomous driving relies on multimodal sensors to acquire environmental information
for supporting decision making and control. While significant progress has been made
in 3D object detection regarding point cloud processing and multi-sensor fusion, existing
methods still suffer from shortcomings—such as sparse point clouds of foreground targets,
fusion instability caused by fluctuating sensor data quality, and inadequate modeling of
cross-frame temporal consistency in video streams—which severely restrict the practi-
cal performance of perception systems. To address these issues, this paper proposes a
multimodal video stream 3D object detection framework based on reliability evaluation.
Specifically, it dynamically perceives the reliability of each modal feature by evaluating
the Region of Interest (RoI) features of cameras and LiDARs, and adaptively adjusts their
contribution ratios in the fusion process accordingly. Additionally, a target-level seman-
tic soft matching graph is constructed within the RoI region. Combined with spatial
self-attention and temporal cross-attention mechanisms, the spatio-temporal correlations
between consecutive frames are fully explored to achieve feature completion and enhance-
ment. Verification on the nuScenes dataset shows that the proposed algorithm achieves an
optimal performance of 67.3% and 70.6% in terms of the two core metrics, mAP and NDS,
respectively—outperforming existing mainstream 3D object detection algorithms. Ablation
experiments confirm that each module plays a crucial role in improving overall perfor-
mance, and the algorithm exhibits better robustness and generalization in dynamically
complex scenarios.

Keywords: 3D target detection; reliability evaluation; multi-sensor fusion; deep learning

1. Introduction
In the field of autonomous driving, accurate and reliable 3D object detection is one of

the key technologies to achieve safe driving and intelligent decision making of vehicles.
With the continuous development of autonomous driving technology, the requirements
for 3D target detection algorithms are getting higher and higher. Traditional 3D object
detection methods mainly rely on single sensor data, such as lidar or camera, but these
methods have certain limitations in the face of complex environments. For example, the
lidar point cloud data are sparse, and it is difficult to accurately describe the details of the
object; although the camera image can provide rich semantic information, it lacks depth
information and is easily affected by factors such as illumination. Therefore, in recent years,
the 3D target detection method based on multimodal sensor fusion has attracted more
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and more attention. By integrating the advantages of different sensors, the accuracy and
robustness of detection is expected to be improved, as shown in Figure 1.

However, the existing multimodal 3D object detection methods still face some chal-
lenges. On the one hand, the data quality of different sensors may fluctuate due to envi-
ronmental factors, resulting in unstable fusion results. On the other hand, the temporal
information between consecutive frames in the video stream data has not been fully utilized,
and this temporal information is of great significance for understanding the motion state of
the target and improving the coherence of detection. In order to overcome these challenges,
this paper proposes a multimodal video stream 3D object detection algorithm framework
based on reliability evaluation. It aims to dynamically adjust the proportion of multimodal
feature fusion by means of reliability evaluation and confidence weighted feature fusion,
and use time series information to enhance the performance of object detection.

Figure 1. Intelligent perception and decision-making control loop.

In autonomous driving and intelligent perception systems, a single sensor modality
(such as pure vision or pure LiDAR) is highly prone to failure when encountering occlusion,
extreme weather, or hardware malfunctions. This leads to the loss of critical environmental
information, which in turn causes misjudgments in the control system and breaks the
decision-making chain. Multi-modal sensor fusion significantly improves the redundancy
and robustness of the system by integrating the complementary advantages of heteroge-
neous data from cameras, LiDAR, and other sensors, as shown in Figure 1. However,
achieving efficient and stable deep fusion still faces core challenges: it is necessary to
solve the alignment problem of multi-source data in terms of time sequence, space, and
semantics, and design an adaptive architecture to cope with dynamic environments. This
paper aims to study a deep fusion method based on reliability assessment. By dynamically
quantifying the confidence and quality indicators of each modal data, the fusion weights
are adaptively adjusted, thereby achieving more efficient and stable acquisition of multi-
modal perception information in complex scenarios and providing technical support for
safety-critical applications.

The core contribution of this paper lies in the synergy of three key modules: First,
the Region of Interest (RoI)-level reliability assessment module dynamically quantifies the
quality and confidence of each regional feature from cameras and LiDAR, providing refined
weight guidance for the fusion process. Second, the confidence-weighted feature fusion
module uses the evaluated reliability as weights and leverages the cross-attention mecha-
nism to prioritize the integration of high-confidence feature data, effectively suppressing
the impact of noise and abnormal inputs. Finally, the cross-frame optimization module that
does not require explicit geometric reconstruction enhances the current frame’s perception
results using historical information by enforcing the consistency of temporal and spatial
features, which significantly improves the model’s robustness in complex scenarios such as
occlusion and sensor absence.
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2. Related Work
2.1. 3D Target Detection Technology Based on Pure Laser Radar

Point cloud is three-dimensional data obtained by sensors such as LiDAR, which can
accurately describe the spatial position of objects in the environment. Since the laser radar
measures the spatial position of the object by transmitting pulses and receiving reflected
signals, the point cloud data obtained by the laser radar are sparse, disorderly, and uneven.
Sparsity leads to a large number of blank areas in the point cloud, increasing computational
complexity. The disorder makes it difficult for the point cloud to be directly applied to
the traditional regularized data structure, and the inhomogeneity means that the density
distribution of the point cloud in different regions is inconsistent, which affects the detection
accuracy. According to different processing methods, point cloud processing methods are
mainly divided into three types: point-based methods, the voxel-based method, and the
cylinder-based method.

The point-based method directly learns the geometric features of the object from the
unordered point cloud, retaining the original structural information of the point cloud. Its
core idea is to enable the model to capture the spatial distribution and local morphology of
the target object in the point-cloud data by layer-by-layer sampling and feature extraction.
PointNet [1] pioneered the direct processing of disordered point cloud data, breaking
through the dependence of traditional deep learning methods on regularized data struc-
tures. PointRCNN [2] adopts the Farthest Point Sampling (FPS) method to ensure global
coverage and reduce computational overhead in a stepwise downsampling manner. The
DBQ-SSD proposed by Yang et al. [3] adopts a dynamic feature aggregation mechanism so
that the model can adaptively extract key information in local areas, reduce computational
redundancy, and maintain detection accuracy.

The voxel-based method divides the point-cloud data into uniform voxel grids, and
assigns each point in the three-dimensional space to the corresponding voxel according to
its position, thereby transforming the sparse and disordered point-cloud data into a more
regular data structure. On this basis, the convolution operation is used to extract voxel
features to accelerate subsequent target detection. Vote3D proposed by Wang et al. [4] uses
a sliding window method based on a voting mechanism to aggregate adjacent information
in the voxel space, improving the expression ability of the characteristic of the target
area. SECOND [5] proposed a spatial sparse convolutional network, which significantly
improves the operation speed. The Associate-3Ddet model proposed by Du et al. [6]
uses domain adaptation methods to provide new ideas for cross-domain feature learning
and multimodal data fusion. Although voxelization can reduce the complexity of point-
cloud data and improve computational efficiency, it still faces the problem of information
loss caused by voxelization. Therefore, how to balance the accuracy and computational
efficiency of voxelization is still the main challenge for this method.

The cylinder-based method is an optimization of traditional voxelization, which re-
duces the computational burden by simplifying point cloud data into vertical cylinders.
PointPillars [7] is a single-stage 3D object detection method, which significantly improves
the computational efficiency by learning features on the cylinder to predict the 3D orienta-
tion frame of the object. Wang et al. [8] achieved target localization by directly predicting
the bounding box parameters for each cylinder, avoiding the limitation of relying on anchor
frames in traditional methods. Zhang et al. [9] proposed a semi-supervised single-stage
3D object detection model, adopted the teacher–student framework, and improved the
efficiency of the teacher–student network by introducing Exponential Moving Average
(EMA) and asymmetric data enhancement methods. Effective progress has been made in
reducing the time and cost of dataset labeling and annotation.
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2.2. 3D Target Detection Technology Based on Multi-Sensor Fusion

Due to the sparse, disordered, and uneven characteristics of point cloud data, they
usually face the challenges of information sparsity and spatial geometric modeling in pro-
cessing. Different from point clouds, camera images can provide rich semantic information,
such as color, texture, and shape features of objects, which can effectively supplement the
shortcomings of point cloud data in detail expression. Based on this, the current mainstream
multi-sensor fusion methods mainly include pre-fusion, deep fusion, and post-fusion.

Pre-fusion refers to the early fusion of data from different sensors at the input layer,
usually by directly combining point cloud and image data into the network for joint learning.
F-PointNet [10] is a cascaded fusion network that uses CNN to generate 2D region proposals
from RGB images and extend them to ‘Frustum point clouds’, followed by object instance
segmentation and 3D bounding box regression to accurately detect the position and size of
the target object. PointPainting [11] proposed a sequential fusion method, which projects
the point cloud onto the output of the image semantic segmentation network, and appends
the classification score to each point to make up for the lack of semantic information of
the point cloud data. By using 2D detection results to generate dense 3D virtual points,
MVP [12] enhances the sparse LiDAR point cloud and improves the performance and
accuracy of 3D recognition.

Deep fusion extracts high-level feature representations from different data types by
designing a special network architecture, and performs fine fusion in the feature space to
achieve deep integration of image and point cloud features. MV3D [13] efficiently generates
candidate boxes by using 3D point clouds represented by a bird’s-eye view. By designing
a deep fusion scheme combined with regional features from multiple perspectives, the
interaction between different path intermediate layers is realized, thereby enhancing the
fusion effect of multimodal data. ContFuse [14] designed an end-to-end learnable archi-
tecture that uses continuous convolution to fuse images and point cloud feature maps
at different resolutions to achieve more accurate and efficient multi-sensor deep fusion.
TransFusion [15] generates a preliminary bounding box through the transformer decoder,
and uses the sparse object query module to extract information from the LiDAR point cloud,
and adaptively fuses the object query features with the image features, which effectively
improves the accuracy and generalization of the model.

The post-fusion realizes the fusion of multimodal information at the decision-making
level of the model. After the independent completion of the respective detection branches,
the output results from different sensors are directly combined. It avoids the complex
interaction of intermediate features or input point clouds and is efficient. CLOCs [16]
proposed a low-complexity multimodal fusion framework, which significantly improves
the performance of single-modal detectors by fusing the candidate boxes of 2D and 3D de-
tectors before non-maximum suppression. Based on the CLOCs network, Fast-CLOCs [17]
introduced a lightweight 3D detector-guided 2D image detector (3D-Q-2D), which effec-
tively improved the 3D detection accuracy and reduced the complexity of the network.
Sec-CLOCs [18] combines the results of the improved YOLOv8s 2D detector and the SEC-
OND 3D detector, which significantly improves the target detection performance under
severe weather conditions.

2.3. Three-Dimensional Target Detection Technology Based on Multimodal Continuous Frames

In autonomous driving, the camera captures video streams rather than individual
frames, which means that rich temporal information can be directly used for 3D object
detection. Unlike traditional single-frame image methods, continuous frame sequences can
provide more context and dynamic information, and have significant advantages in tracking
object motion, predicting future state, and improving detection robustness. However, it
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also has the problems of inter-frame information inconsistency, motion blur, and occlusion
in fast-changing scenes, which will affect the detection accuracy and reliability. In order to
avoid its shortcomings while using continuous frame data to enrich temporal information,
researchers continue to explore methods that combine temporal information and spatial
features to improve the accuracy and robustness of 3D object detection. According to the
different ways of temporal information fusion, the current research can be divided into the
method based on BEV perspective, the method based on Proposal, and the method based
on Query.

The method based on BEV perspective aligns the BEV features of the previous frame by
affine transformation to enhance the BEV features of the current frame by temporally fusing
dense BEV features. Mgtanet [19] introduced short-term motion-aware voxel coding and
long-term motion-guided BEV feature enhancement, and realized the fusion of multi-frame
point cloud data from the perspective of BEV. Yin et al. [20] enhanced the attention to small
objects and optimized the alignment of moving objects by transmitting network coding
short-term time information through grid information. INT [21] proposed a framework
based on streaming training and prediction, which can use unlimited frames for multi-frame
fusion without increasing computational and memory costs. However, not all pixel-level
BEV features have a positive effect on improving the detection performance of foreground
objects. Some background regions or unrelated pixels may introduce noise and interfere
with the accuracy of object detection. Therefore, how to effectively filter the favorable
features for foreground object detection while excluding irrelevant information has become
the key to improve the detection performance.

The proposal-based method usually relies on the region proposal network to generate
a large number of 3D proposal boxes, and achieves temporal fusion by focusing on the
features of foreground objects, which are extracted by computationally intensive 3D RoI
operations. MPPNet [22] proposed a three-level framework to achieve efficient processing
of long-term sequence point clouds and accurate fusion of multi-frame trajectory features.
MSF [23] first generates a 3D proposal in the current frame and propagates it to the previous
frame according to the estimation speed, and then realizes multi-frame fusion by pooling
the points of interest and encoding them as proposal features. However, the effect of timing
fusion is often limited by the quality of 3D proposal boxes. Low-quality proposal boxes
may introduce unnecessary redundancy or noise, thus affecting the precise positioning and
recognition of objects. Therefore, improving the accuracy and denoising ability of the 3D
proposal box is crucial for achieving more effective timing fusion.

The query-based method continuously iteratively optimizes the query features by
introducing a query mechanism to achieve feature extraction and target localization. By
proposing a motion-guided temporal modeling (MTM) module, QTNet [24] reliably con-
structs the correlation between adjacent frames and achieves efficient multi-frame fusion;
by introducing the time alignment mechanism, StreamLTS [25] can effectively deal with
the problem of LiDAR sensor asynchrony and reduce the positioning error in the process
of data fusion. EfficientQ3M [26] combines the ‘modal balance’ Transformer decoder so
that Query can access all sensor modes in the decoder, which improves the performance
of multimodal data in multi-frame fusion based on Query. Although the Query mecha-
nism implements the feature similarity between the current frame and the previous frame
query through cross-attention operations, the accuracy of this feature measure may be
limited because it is difficult to distinguish 3D objects with similar geometric structures in
adjacent frames.

This algorithm framework achieves structural enhancement and information comple-
tion under the problem of point cloud data sparsity. It effectively integrates generative
networks into discriminative 3D object detection tasks, thereby improving the model’s
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ability to represent the geometric structure of sparse point clouds. On this basis, it further
accomplishes robust multimodal fusion under the uncertainty caused by fluctuations in
modal data quality in complex dynamic environments, significantly enhancing the algo-
rithm’s robustness in real-world scenarios. Additionally, it realizes the modeling of video
stream temporal information in embodied perception scenarios, effectively exploring the
continuous states and motion features of targets in the temporal dimension. Ultimately,
this ensures the temporal stability and consistency of detection results, thus constructing a
multimodal 3D object detection solution suitable for general autonomous driving scenarios,
as shown in Figure 2.

Figure 2. Detection algorithm framework diagram.

3. Multimodal Video Stream 3D Object Detection Based on
Reliability Evaluation
3.1. Reliability Evaluation Module

In multimodal target detection, the quality of sensor data has a crucial impact on the
detection performance. In the real complex environment, the quality of sensor data in-
evitably fluctuates or degrades. The direct and simple fusion of point cloud and image BEV
(bird’s-eye view) features may lead to low-quality modal information interference detection
results and reduce the performance and stability of the overall system. Therefore, we need
to evaluate the reliability of sensor data. In this study, a reliability evaluation module is
proposed to quantify the feature quality of the camera and LiDAR in each candidate Region
of Interest (RoI). The module provides a confidence score for the subsequent fusion process
by analyzing the integrity and consistency of the sensor data. Specifically, for each RoI, the
module calculates the confidence scores of point cloud and image features to dynamically
adjust the fusion strategy to ensure that high detection accuracy can still be maintained
when data quality declines.

Assuming that the 3D target detection network based on LiDAR predicts the candidate
region (RoI) in the first stage, the point cloud feature is expressed as FRoI−LiDAR, and the
image BEV feature is expressed as FRoI−Camera. We first stitch the RoI features of these two
modes to construct a joint feature representation, as follows:

FRoI = concat(FRoI−LiDAR, FRoI−Camera) (1)
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The purpose of the joint feature representation is to jointly evaluate the accuracy of the
RoI predicted by the point cloud network from the two dimensions of point cloud spatial
features and image appearance semantic features, and then evaluate whether the current
point cloud data are reliable. Then, based on this joint representation, we calculate the
overall confidence score of RoI prediction, as follows:

CRoI = σ(WRoI FRoI + bRoI) (2)

At the same time, in order to cope with the extreme situation of serious degradation
of point cloud quality, we further introduce the full image BEV feature representation
FBEV−Camera and calculate its global confidence score, as follows:

CBEV = σ(WBEV FBEV−Camera + bBEV) (3)

To evaluate whether the camera BEV feature has sufficient reliability when the overall
quality of the point cloud RoI is insufficient, as an alternative detection scheme.

When the overall confidence of point cloud RoI is high, we further evaluate the quality
of RoI internal features in a fine-grained manner, and define the point cloud RoI feature
confidence score and the camera BEV RoI feature confidence score as

CRoI−LiDAR = σ(WRoI−LiDARFRoI−LiDAR + bRoI−LiDAR) (4)

CRoI−Camera = σ(WRoI−CameraFRoI−Camera + bRoI−Camera) (5)

Both W∗ and b∗ in the above formulas are learnable parameters, and σ(·) represents
the Sigmoid activation function.

The specific implementation details of the above process are given in Algorithm 1.

3.2. Confidence Weighted Feature Fusion Module

In the reliability evaluation module, we propose an adaptive modal feature evaluation
strategy, which dynamically determines the detection scheme according to the confidence
score of the overall RoI. However, even if it has been determined to enter the RoI-based local
feature fusion path, the feature quality of different modalities in a specific region may still
be significantly different. If simple strategies such as splicing or average fusion are directly
adopted, it is impossible to dynamically adjust according to the actual feature quality,
resulting in the interference information of low-confidence modes masking the effective
features of high-quality modes, thereby affecting the overall detection performance.

In order to achieve a more discriminative and adaptive fusion strategy, this study
designed a confidence weighted feature fusion module. The module performs weighted
fusion of point cloud and image features according to the confidence score provided by
the reliability evaluation module. The modal features with high confidence will occupy a
greater weight in the fusion process, while the modal features with low confidence will
be appropriately suppressed. In this way, the fused features can more accurately reflect
the geometric structure and semantic information of the target, thereby improving the
robustness and accuracy of detection. In addition, the module also introduces a cross-
attention mechanism to further enhance the complementarity between point cloud and
image features and improve the fusion effect. The structure of the designed confidence
weighted feature fusion module is shown in Figure 3.
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Algorithm 1 Reliability Assessment Process (Reliability Evaluation Module Pseudo-code)

1: Input:
2: The predicted RoI set from the first-stage LiDAR network RLiDAR ∈ RN , where N is

the number of RoIs;
3: Point cloud RoI features FRoI−LiDAR ∈ RN×M×C1 , where M is the number of points in

each RoI, and C1 is the feature dimension;
4: Image BEV RoI features FRoI−Camera ∈ RN×HR×WR×C2 , where HR, WR are the dimen-

sions of the RoI extracted from the image BEV, and C2 is the feature dimension;
5: Image BEV features FBEV−Camera ∈ RN×H×W×C3 , where H, W are the dimensions of the

image BEV, and C3 is the feature dimension;
6: The predicted confidence threshold from the first-stage LiDAR network TRoI ;
7: The confidence threshold from the camera data TCamera;
8: Reliability Assessment Process:
9: 1. Pool the point cloud features for each RoI: FRoI−LiDAR−Pool = Pool(FRoI−LiDAR) →

RN×C1

10: 2. Pool the image BEV RoI features for each RoI: FRoI−Camera−Pool =
Pool2D(FRoI−Camera) → RN×C2

11: 3. Concatenate multi-modal features to obtain a joint feature representation: FRoI =

concat(FRoI−LiDAR−Pool , FRoI−Camera−Pool) → RN×(C1+C2)

12: 4. Calculate the confidence score for each predicted RoI: CRoI ∈ RN

13: 5. Calculate the overall confidence score for RoI: CRoI_mean = mean(CRoI) ∈ R1

14: Calculate the global confidence score of image BEV features CBEV ∈ R1

15: if CRoI_mean ≥ TRoI then
16: for each r ∈ RLiDAR do
17: if CRoI [r] ≥ TRoI then
18: 1. Calculate the point cloud RoI confidence score CRoI−LiDAR ∈ R1

19: 2. Calculate the camera BEV RoI confidence score CRoI−Camera ∈ R1

20: 3. Input FRoI−LiDAR[r] and FRoI−Camera[r] into the subsequent confidence-
weighted feature fusion module

21: else
22: Discard the current RoI features FRoI−LiDAR[r] and FRoI−Camera[r]
23: end if
24: end for
25: else if CRoI_mean < TRoI and CBEV ≥ TCamera then
26: Input FBEV−Camera into the pure image BEV detection module
27: else
28: The current sensor data are unreliable, do not perform detection
29: end if

Figure 3. Confidence weighted feature fusion module schematic diagram.

Specifically, let the point cloud feature in the i RoI region be F(i)
RoI−LiDAR ∈ RM×C1 and

the image BEV feature be F(i)
RoI−Camera ∈ RHR×WR×C2 . Since the original features of the two

modalities have significantly different data structures and dimensions, we first serialize
them in a unified way to achieve subsequent cross-modal information interaction. For the
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point cloud mode, the feature itself is in the form of point sequence without additional
processing; for the image modality, we expand the features in the spatial dimension into a
one-dimensional sequence, which is transformed into a two-dimensional feature matrix
of [(HR × WR), C2]. Then, we perform linear mappings on the serialized features of point
clouds and images, and uniformly map them into the feature space of the same dimension
d to obtain

F̃(i)
RoI−LiDAR = Linear

(
F(i)

RoI−LiDAR

)
∈ RM×d (6)

F̃(i)
RoI−Camera = Linear

(
Flatten

(
F(i)

RoI−Camera

))
∈ R(HR ·WR)×d (7)

On this basis, we generate the query, key, and value vectors required for the attention
mechanism for each modality, which are represented as

Q(i)
L = F̃(i)

RoI−LiDARWQL , K(i)
L = F̃(i)

RoI−LiDARWKL , V(i)
L = F̃(i)

RoI−LiDARWVL (8)

Q(i)
C = F̃(i)

RoI−CameraWQC , K(i)
C = F̃(i)

RoI−CameraWKC , V(i)
C = F̃(i)

RoI−CameraWVC (9)

Among them, WQ∼ , WK∼ , WV∼ are the independent learning parameter matrices of the
corresponding modes, and the dimensions are all d × d, where d = 256.

We introduce the modal score C(i)
RoI−LiDAR, C(i)

RoI−Camera obtained from the reliability
evaluation module. In the form of cross-attention, the query vector of one modality interacts
with the key and value vectors of the other modality to calculate the following:

1. Point cloud features guide the cross-attention of image feature enhancement, as follows:

F(i)
LC = C(i)

RoI−LiDAR · so f tmax

Q(i)
C

(
K(i)

L

)T

√
d

V(i)
L (10)

2. Image features guide the cross-attention of point cloud feature enhancement, as follows:

F(i)
CL = C(i)

RoI−Camera · so f tmax

Q(i)
L

(
K(i)

C

)T

√
d

V(i)
C (11)

This mechanism enables the fusion process to dynamically adjust the weight distri-
bution of each modal feature in the interaction process based on confidence. Finally, we
perform global pooling on the two cross-modal enhancement features, compress them
into a vector representation of a unified dimension and add them, and input them into
the Feed-Forward Network (FFN) to generate the fusion feature representation of the RoI,
as follows:

F(i)
f used = FFN

(
Pool

(
F(i)

LC

)
+ Pool

(
F(i)

CL

))
(12)

This fusion feature combines geometric structure and semantic details, and strengthens
the guiding role of reliable modes through the confidence weighting mechanism. Finally, it
is transmitted as input to the proposal correction network based on channel-by-channel
Transformer to complete target classification and bounding box correction.

3.3. Cross-Frame Optimization Module Based on Target Timing Consistency

In the video stream data, the motion trajectory and appearance features of the target
have certain continuity and consistency in the time dimension. This study proposes a
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cross-frame optimization module based on target timing consistency, which is used to
improve the stability and accuracy of detection results. The module constructs a target-
level semantic soft matching graph, and combines spatial self-attention and temporal
cross-attention mechanisms to mine the spatio-temporal correlation between consecutive
frames to complete and enhance the target features. At the same time, the structural
consistency loss is introduced to reversely optimize the cross-frame features to ensure that
the detection results of the target in different frames are consistent, thereby alleviating the
detection performance degradation caused by occlusion, blurring, or scale changes. The
module is mainly composed of three parts: historical feature caching mechanism, target
timing feature alignment, and consistency optimization based on feature measurement. Its
structure is shown in Figure 4.

Figure 4. Cross-frame optimization module based on target temporal consistency.

1. Historical feature caching mechanism
In order to achieve cross-frame target-level semantic modeling, the model needs to
have the ability to perceive the target state in the historical frame. We use the RoI
feature Fk ∈ RH×W×C of the target k in the BEV space as its state representation.
Assuming that the current time frame is t and a sliding time window with a length
of T is defined, the historical memory bank of the target at the current time can be
expressed as

Mt
k =

{
Ft−T+1

k , Ft−T+2
k , . . . , Ft

k

}
(13)

where Ft
k denotes the characteristic of target k at time t. The entire feature sequence

Mt
k is arranged in chronological order to form a continuous historical state trajectory

of the target k before time t.
2. Target timing feature alignment

In order to enhance the feature expression ability of the current frame target, this
section introduces the spatial and temporal attention mechanism to fuse the historical
feature sequence of the target. The process includes two stages: intra-frame spatial
self-attention and cross-frame temporal cross-attention.
First, Ft

k is transformed into a two-dimensional feature sequence Xt
k, and then the

spatial self-attention calculation is performed on the feature sequence as follows:

X̃t
k = AttS

(
Xt

k
)
= so f tmax

(
Qt

S
(
Kt

S
)T

√
d

)
Vt

S (14)
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After obtaining the spatial enhancement feature X̃t
k, the model needs to further model

the consistent expression between the current frame and the historical frame. For
the current frame t, we use its corresponding spatial enhancement feature as a query,
and use the enhancement feature of the historical frame as a key and value for time
cross-attention fusion. The calculation is as follows:

X̂t
k = AttT

(
M̂t

k

)
=

t−1

∑
l=t−T+1

so f tmax

Qt
t

(
Kl

t

)T

√
d

V l
t (15)

3. Consistency optimization based on feature measure
Although the target temporal feature alignment mechanism can enhance the semantic
representation ability of the current frame target, it is difficult to ensure the structural
consistency of the prediction results of the same target in different frames only relying on
feature level enhancement. Because the detection process of each frame is independent
of each other, the model is prone to problems such as position fluctuation and attitude
jump when facing moving targets, partial occlusion, or illumination changes, which
affects the rationality of the detection results and the stability of subsequent tasks. To this
end, we introduce the idea of target-level structure optimization, and reversely adjust
the timing prediction results based on the target cross-frame feature consistency. This
idea is similar to the traditional Bundle Adjustment [27]; that is, if the target semantic
key areas can correspond in different frames, their spatial projection positions should be
consistent, and if inconsistent, there is an error in pose or position estimation.
Based on the above ideas, we construct a feature metric consistency mechanism based
on cross-frame semantic correspondence to constrain the geometric consistency of target
multi-frame prediction results. Different from the traditional bundle adjustment method,
this mechanism does not need to rely on explicit geometric projection and 3D point
reconstruction, but constructs cross-frame semantic consistency constraints in the feature
metric space. As shown in Figure 5, by establishing the feature-level correspondence
of the key regions of the target in the multi-frame view, a semantic point soft matching
graph is formed, and the target pose estimation parameters are optimized to ensure that
the same semantic region is aligned at each frame projection position. This mechanism
directly imposes structural consistency constraints on the feature space, has differentia-
bility, supports end-to-end training, and effectively compensates for the shortcomings of
a single-frame detector in time series modeling at the structural level.

Figure 5. Schematic diagram of feature metric consistency mechanism based on cross-frame semantic
correspondence. (a) Schematic diagram of the correspondence between target semantic features
in multi-frame views. (b) Calculation of reprojection error process for semantic point feature soft
matching graph.
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Specifically, for any two frames t and t
′
, we first calculate the feature similarity

between the feature points X̂t
k, X̂t

′

k of the target k in these two frames:

Ct→t
′

k [i, j] =
〈

X̂t
k[i], X̂t

′

k [j]
〉

(16)

where X̂t
k[i] denotes the i-th local characteristic of X̂t

k, and i ∈ {1, 2, . . . , H × W}, ⟨·⟩
denote the inner product operation. Then, all the positions in the space are normalized
to obtain the soft matching probability across frames, as follows:

C̃t→t
′

k [i, j] = so f tmax
(

Ct→t
′

k [i, j]
)

(17)

Among them, the meaning of C̃t→t
′

k [i, j] ∈ R(H·W)×(H·W) is the matching degree of the
i-th feature point in frame t and the j-th point in frame t

′
in the feature space.

We hope that the feature representation learned by the model can meet the require-
ments of structural consistency; that is, the semantic matching points can be aligned
in three-dimensional space after the pose transformation of their respective frames.
To this end, we introduce the Featuremetric Object Bundle Adjustment [28], which
extends the structural consistency modeling from the traditional geometric space
to the feature space. The alignment process of the target structure is indirectly con-
strained by the semantic similarity between features. The reprojection error can be
expressed as

Lk
rep =

H·W
∑
i=1

T

∑
t=1

T

∑
t′=1

∥∥∥∥X̂t
k[i]− X̂t

′

k [i]
∥∥∥∥2

2

(18)

Here, we use the feature soft matching graph C̃t→t
′

k [i, j] of semantic points to replace
the L2 loss of Equation (18) as a measure of structural consistency, and take the
logarithm of the score and add a negative sign to construct the maximum likelihood
loss function as follows:

Lk
F−rep = −

H·W
∑
i=1

T

∑
t=1

T

∑
t′=1

log
(

C̃t→t
′

k [i, i]
)

(19)

Compared with directly calculating the Euclidean distance of cross-frame semantic
points, the feature soft matching graph directly comes from the feature distribution
itself, so Lk

F−rep avoids the dependence on clear geometric correspondence and has
better training stability. For each traceable target k in the time window, a structural
consistency metric loss Lk

F−rep is constructed. After introducing the loss, the overall
training target of the model is updated as follows:

Ltotal = LRPN + LIoU + Lcon f + Lreg + λF−rep ∑
k
Lk

F−rep (20)

Among them, λF−rep is the loss weight coefficient.

4. Experimental Verification
4.1. Experiment Setting

In order to verify the effectiveness and feasibility of the proposed multimodal video
stream 3D object detection algorithm based on reliability evaluation, we conducted experi-
ments on the nuScenes dataset [29]. nuScenes is a large-scale autonomous driving dataset
designed to provide rich annotation data and diverse scenarios for multimodal sensing
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tasks. In the experiment, we use the standard training and validation data partitioning
method and perform performance evaluation on the validation set. The experimental
environment configuration is shown in Table 1.

In the reliability evaluation module, the RoI confidence threshold TRoI generated by
the LiDAR branch is set to 0.25, and the camera data confidence threshold TCamera is set
to 0.38. After introducing the video stream, the weight coefficient λF−rep of the structural
consistency metric loss is set to 0.15, which is used to balance its impact on the total loss. At
the same time, in order to reduce redundant interference, for the target that the number of
frames in the sequence is less than 10 or the average number of key points is less than 5, it
does not participate in the timing consistency optimization. The whole model is trained in
an end-to-end manner. Since the multimodal algorithm takes up a large amount of memory,
the batch size is set to 1, the optimizer is Adam [30], and the number of training rounds is
80 epochs. The learning rate is scheduled by a cosine annealing strategy, and the maximum
learning rate is set to 5 × 10−4.

Table 1. Experimental environment configuration.

Name Configuration

CPU 11th Gen Intel(R) Core(TM) i7-11700K
GPU NVIDIA GeForce RTX 3090

Memory 24 GB
Storage 30 GB

Operating System Ubuntu 20.04
CUDA 11.2

Deep Learning Framework Pytorch 1.10.0

4.2. Detection Index Results and Visual Analysis

The systematic evaluation results on the nuScenes verification set show that the
proposed method is significantly better than the existing mainstream 3D object detection
algorithms in terms of overall performance and key category accuracy. The experimental
results are shown in Table 2. From the perspective of overall indicators, the method in this
paper achieves the best results of 67.3% and 70.6% on the two core indicators of average
accuracy (mAP) and comprehensive detection score (NDS), respectively, reflecting strong
global detection ability and stable multimodal fusion effect. From the performance of
each category, this paper achieves the highest detection accuracy in small volume and
easy occlusion categories such as pedestrians and traffic cones. In addition, the temporal
consistency modeling mechanism introduced in this paper further explores the continuous
motion characteristics and appearance evol. Froution trend of the target in the video stream,
and enhances the stability and coherence of the model in cross-frame detection, so as to
achieve better detection performance in dynamic perception scenarios.

In order to further verify the effectiveness of the image semantic feature deep fusion
and cross-frame temporal consistency module in the complete multi-modal video stream
perception framework proposed in this paper, we select the pure point cloud detection
algorithm as the baseline for comparison. Table 3 shows the performance of the two
models on the nuScenes verification set. Considering the typical target characteristics in
autonomous driving scenarios, we mainly focus on the detection performance of three
representative targets: vehicles, pedestrians, and cyclists.

From the perspective of overall indicators, after the introduction of image depth fusion
and timing consistency modules, the mAP and NDS of the model increased by 5.2% and
2.0%, respectively, which was significantly better than the point cloud baseline. This reflects
the positive effect of multi-modal fusion and video stream timing modeling strategy on the
overall detection accuracy and stability. Specific to each category, although the structure of
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the vehicle target is relatively stable, it often faces occlusion and background interference
in the actual scene. The additional semantic features of the image modality are introduced
to make the model better describe the boundary and appearance of the target. The mAP
of the vehicle category is increased from 85.4% of the baseline to 88.1%. The pedestrian
category is small and easy to be occluded. The continuous dynamic information is captured
by the cross-frame temporal consistency modeling module, which effectively improves
the detection accuracy of this kind of target from 86.4% to 89.2%. The cyclist category is
particularly prominent. Due to its fine structure and obvious dynamic characteristics, the
point cloud baseline model is limited in this category (27.1%). After introducing image
semantic deep fusion and temporal information, the detection accuracy is improved by
20.1% compared with the baseline model, which fully verifies the modeling advantages
of the complete multi-modal framework proposed in this paper on dynamic and weak
structural targets.

Table 2. The performance comparison between the proposed algorithm and the baseline algorithm
on the nuScenes verification set. We report NDS, mAP, and various types of mAP.

Model mAP (%) NDS (%) Vehicle
(%) Truck (%)

Construction
Vehicle

(%)
Bus (%) Trailer

(%)
Obstruction

(%)
Motorcycle

(%)
Cyclist

(%)
Pedestrian

(%)
Traffic

Cone (%)

PointPillar [7] 40.1 55.0 76.0 31.0 11.3 32.1 36.6 56.4 34.2 14.0 64.0 45.6
Pointpainting [11] 46.4 58.1 77.9 35.8 15.8 36.2 37.3 60.2 41.5 24.1 73.3 62.4
BEVFormer [31] 48.1 56.9 67.7 39.2 22.9 35.7 39.6 62.5 47.9 40.7 54.4 70.3

BEVDet [32] 42.4 48.8 64.3 35.0 16.2 35.8 35.4 61.4 44.8 29.6 41.1 60.1
DETR3D [33] 41.2 47.9 60.3 33.3 17.0 29.0 35.8 56.5 41.3 30.8 45.5 62.7
3D-CVF [34] 52.7 62.3 83.0 45.0 15.9 48.8 49.6 65.9 51.2 30.4 74.2 62.9
CBGS [35] 52.8 63.3 81.1 48.5 10.5 54.9 42.9 65.7 51.5 22.3 80.1 70.9
CT3D [36] 59.5 65.3 84.8 53.7 19.4 64.2 55.4 72.1 59.5 24.8 83.4 77.9

CenterPoint [37] 60.3 67.3 85.2 53.5 20.0 63.6 56.0 71.1 59.5 30.7 84.6 78.4
SECOND [5] 62.0 50.9 81.6 51.9 18.0 68.5 38.2 57.8 40.1 18.1 77.4 56.9
FUTR3D [38] 64.2 68.0 86.3 61.5 26.0 71.9 42.1 64.4 73.6 63.3 82.6 70.1

MVP [12] 66.4 70.5 86.8 58.5 26.1 67.4 57.3 74.8 70.0 49.3 87.9 83.6

Ours 67.3 70.6 88.1 61.8 29.4 72.7 59.7 80.1 68.3 47.2 89.2 86.3

Table 3. Performance comparison between the complete multimodal perception algorithm (Ours)
and the baseline point cloud model (Ours-L) on the nuScenes validation set. The reported metrics
include NDS, mAP, and category-specific mAP.

Model mAP (%) NDS (%) Vehicle (%) Pedestrian
(%) Cyclist (%)

Ours-L 62.1 68.6 85.4 86.4 27.1
Ours 67.3 ↑ 5.2 70.6 ↑ 2.0 88.1 ↑ 2.7 89.2 ↑ 2.8 47.2 ↑ 20.1

As shown in Figure 5, we further visualize the detection effects of the multimodal
video stream algorithm (Ours) and the pure point cloud baseline method (Ours-L) pro-
posed in this paper on the continuous video frames of the nuScenes verification set. The
experiment extracts the detection results of three consecutive frames from the same scene to
analyze the performance differences of the model at different time steps. On the whole, the
proposed method obviously shows stronger spatial perception and cross-frame correlation
ability, especially in long-distance target perception, occlusion target detection, and target
tracking stability.

First, in the area at the far end of the scene, the algorithm proposed in this paper
can accurately detect the foreground target that has just entered the field of view from a
distance in the first frame, while the point cloud baseline algorithm completely misses it,
demonstrating the supplementary ability of the deep fusion mechanism of image semantic
features in distant target perception. Subsequently, with continuous observation across
frames, the detection box position of the algorithm proposed in this paper becomes more
stable and accurate, reflecting the role of the introduced cross-frame temporal consistency
modeling strategy in improving localization accuracy.
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Second, in the area near the vehicle, the algorithm proposed in this paper can effec-
tively perceive nearby foreground targets and accurately output bounding boxes, while
the point cloud baseline algorithm exhibits significant missed detections, indicating that
the depth fusion strategy possesses stronger geometric modeling capabilities in near-field
multi-target dense scenes.

For complex areas, both methods face the issues of occlusion and sparse point cloud
interference. However, the algorithm proposed in this paper can obtain more complete
and stable detection results through the accumulation of multi-frame information. It
gradually improves the bounding box prediction from the first frame to the third frame,
demonstrating the advantage of information integration in the temporal dimension.

In addition, in the inter-frame continuity analysis, the fourth target is lost in the
point cloud baseline algorithm, and the algorithm in this paper successfully maintains the
target consistency by means of the temporal feature caching mechanism, which avoids the
unstable tracking phenomenon.

The fifth point shows that the proposed algorithm outputs more accurate orientation
estimation for the target, which further verifies the advantage of its feature decoding ability
in direction modeling.

Finally, the sixth target cannot be recovered after being lost by the point cloud baseline
algorithm in the middle frame, while the algorithm in this paper can effectively backtrack
and continuously detect the target through cross-frame semantic memory, which reflects the
robustness and timing perception ability of the proposed method in dealing with problems
such as instantaneous occlusion or temporary missing.

4.3. Ablation Experiment

The multi-modal video stream sensing algorithm proposed in this paper is based on the
pure point cloud baseline method (Ours-L), and further gradually introduces the confidence
weighted feature fusion module and the cross-frame timing consistency optimization
module to improve the detection performance and stability of the model under complex
sensing conditions. In order to verify the effectiveness of the above modules, we analyzed
the specific contributions of each module through ablation experiments. The experimental
results are shown in Table 4.

Table 4. Horizontal comparison of 3D target detection indicators in ablation experiments.

Model

Confidence
Weighted

Feature
Fusion
Module

Cross-Frame
Optimiza-

tion Module
Based on

Target
Timing

Consistency

mAP (%) NDS (%) Vehicle (%) Pedestrian
(%) Cyclist (%)

Ours-L 62.1 68.6 85.4 86.4 27.1

Ours ✓ 64.8 69.2 86.7 87.7 36.4
✓ ✓ 67.3 70.6 88.1 89.2 47.2

Compared with the point cloud baseline model, after introducing the confidence
weighted feature fusion module, the mAP is increased by 2.7%, the NDS is increased
by 0.6%, and the detection accuracy of the ‘pedestrian’ category is increased from 86.4%
to 87.7%. It shows that the module introduces reliable image features, provides rich
semantic context information for point cloud branches, and makes up for the lack of
geometric details in sparse or structurally blurred areas of point clouds. After further
adding the cross-frame optimization module based on the target timing consistency, the
overall performance is greatly improved again, especially in the ‘cyclist’ category from
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36.4% to 47.2%, reflecting the module’s ability to model the continuity of the target state
in a dynamic scene. Because cyclists often have small target size and unstable motion,
cross-frame semantic enhancement can effectively use the features of historical frames to
complete the incomplete information of the current frame and improve its detectability.

On the whole, the two modules play their respective roles in multimodal information
integration and cross-time consistency modeling. The former enhances the quality of
feature fusion, and the latter improves the temporal stability of detection. The synergistic
effect of the two modules finally achieves a comprehensive performance gain in dynamic
and complex scenes.

As shown in the Figure 6, first, in the far distal area (Area 1), the proposed algorithm
detects distant new foreground targets at the first frame, while the point cloud baseline
algorithm completely misses them—highlighting the deep image semantic fusion mecha-
nism’s value for long-distance perception. Its detection boxes also stabilize with inter-frame
observation, thanks to the cross-frame temporal consistency strategy.

Second, in the vehicle-near area (Area 2), the proposed algorithm accurately detects
nearby targets and outputs bounding boxes, whereas the baseline algorithm shows obvious
misses. This confirms the stronger geometric modeling ability of the point cloud structure
completion and deep fusion in near-field dense scenarios.

For the complex area (Area 3), both methods face occlusion and sparse point cloud
issues. However, the proposed algorithm achieves more stable results via multi-frame
information accumulation, improving bounding box prediction from Frame 1 to 3 and
demonstrating temporal integration advantages. In inter-frame continuity analysis, the
baseline algorithm loses the target at Area 4, but the proposed algorithm maintains con-
sistency via temporal feature caching, avoiding unstable tracking. Area 5 shows that the
proposed algorithm provides more accurate target orientation estimation, verifying its
feature decoding advantage in direction modeling.

Finally, after the baseline algorithm loses the target at Area 6 (unrecoverably) in
middle frames, the proposed algorithm traces back and sustains detection via cross-frame
semantic memory—proving its robustness and temporal perception for transient occlusion
or temporary target absence.

As shown in Table 5, experimental results show that, under the condition of severe
camera input loss, the performance of all types of models decreases significantly. Pure
vision methods (such as DETR3D) almost completely fail under extreme loss conditions,
highlighting their strong dependence on multi-view input. Fusion methods generally
exhibit better robustness, among which the method proposed in this paper performs best in
terms of both performance degradation amplitude and absolute accuracy. This is attributed
to its confidence-guided fusion mechanism, which can dynamically adjust modal weights
and effectively suppress the negative interference from missing modalities. When dealing
with lens occlusion, although traditional fusion methods can maintain basic detection
capabilities, the local semantic loss caused by occlusion still leads to a significant drop in
accuracy. Through cross-frame temporal consistency modeling and the historical feature
enhancement mechanism, the proposed method in this paper effectively compensates for
the local information loss caused by occlusion, achieving the smallest performance decline.
This proves the key role of long-term temporal dependency modeling in improving the
model’s occlusion resistance. In conclusion, the fusion framework proposed in this study
demonstrates stronger robustness when addressing the two challenges of sensor loss and
local occlusion. Its core innovations lie in the design of an adaptive modal weighting
strategy and a long-term temporal feature fusion mechanism, which provide an effective
solution for reliable multi-modal 3D detection in complex environments.
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Figure 6. The visualization results of our algorithm and point cloud baseline model (Ours-L) on
the nuScenes validation set in this article. (a) tours = 1, (b) tours−L = 1, (c) tours = 2, (d) tours−L = 2,
(e) tours = 3, (f) tours−L = 3.

Table 5. Performance comparison of different methods on the nuScenes validation set under various
camera anomaly scenarios (mAP/NDS). In input modalities, C represents pure camera input, and
L + C represents the fusion of camera and LiDAR.

Model Input Modality Ideal Condition Front View
Missing

Only Front View
Remains

50% Lens
Occlusion

DETR3D C 41.2/47.9 30.6/41.8 8.8/26.3 18.0/32.5
3D-CVF L + C 52.7/62.3 47.3/58.1 36.4/49.9 45.2/57.2
FUTR3D L + C 64.2/68.0 53.7/59.8 51.2/52.6 50.3/58.5

MVP L + C 66.4/70.5 61.2/67.7 58.8/63.9 60.6/66.4
Ours L + C 67.3/70.6 63.4/70.1 62.4/69.3 61.8/70.0
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We also conducted a comparative analysis of the detection performance differences
between the proposed algorithm and point cloud baseline methods under the condition of
large-scale missing (50% discarded) in the target point cloud region, as shown in Figure 7.
In Scene 1, especially in the region of close-range small targets, the proposed method
can still accurately perceive targets and generate stable bounding boxes, demonstrating
better robustness than the point cloud baseline method. In Scene 2, even in the face of
significant point cloud loss of long-range targets, the proposed method can still maintain
effective prediction by relying on image semantic supplementation, while the point cloud
baseline method completely fails in most cases. Overall, since the point cloud baseline
method relies entirely on point cloud geometric information, obvious missed detections
and bounding box drifts occur after key point loss, reflecting its high sensitivity to point
cloud integrity. In contrast, the proposed method provides effective semantic compensation
in target regions with incomplete structures by introducing a deep fusion mechanism of
image features. At the same time, it uses a confidence-guided strategy to dynamically
adjust the information fusion weight between modalities, thereby improving the overall
stability and anti-interference ability.

Figure 7. Visual comparison between ours and Ours-L under the target scanning failure scenario.

5. Conclusions
This paper proposes a 3D object detection algorithm for multimodal video streams

based on reliability evaluation, with key achievements as follows:

1. Dynamically perceives the reliability of each modal feature and outputs confidence
scores. It not only leverages the complementarity of point cloud and image BEV
(Bird’s-Eye View) features but also introduces pure visual BEV features to address
extreme scenarios where point cloud quality degrades severely, ensuring the system’s
robustness under different environmental conditions.

2. Adaptively adjusts the contribution ratio of each feature in the fusion process based
on the aforementioned confidence scores. This enables the fused features to more
accurately reflect the target’s geometric structure and semantic information, improving
detection robustness and accuracy.

3. By explicitly modeling the correspondence between the internal semantic features of
targets in consecutive frames, it achieves cross-time-scale target structure consistency
constraints and collaborative optimization. This extends single-frame perception to
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temporal memory and cross-frame structure inference, effectively enhancing the accu-
racy and stability of 3D target prediction to adapt to dynamic and complex scenarios.

In the experimental validation phase, the proposed algorithm was systematically eval-
uated on the nuScenes dataset and compared with existing mainstream 3D object detection
algorithms. The results show that the proposed algorithm achieves an optimal performance
of 67.3% and 70.6% in the two core metrics of mAP (mean Average Precision) and NDS
(NuScenes Detection Score), respectively, which is significantly better than other existing
algorithms. Ablation experiments further confirm that the confidence-weighted fusion
module and cross-frame temporal consistency optimization module contribute significantly
to the overall performance improvement of the model, and their synergistic effect ultimately
achieves comprehensive performance gains in dynamic and complex scenarios.

In summary, this algorithm framework achieves innovative results in multiple aspects,
effectively improving the stability and generalization ability of the overall detection system
and providing a feasible solution for 3D object detection in autonomous driving. In the
future, with the advancement of sensor technology and the further development of deep
learning models, this algorithm framework is expected to play a role in a wider range of
autonomous driving scenarios and promote the further development and popularization
of intelligent driving technology.
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