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Abstract

Cyberattacks include Structured Query Language Injection (SQLi), which represents threats
at the level of web applications that interact with the database. These attacks are carried out
by executing SQL commands, which compromise the integrity and confidentiality of the
data. In this paper, a machine learning (ML)-based model is proposed for identifying SQLi
attacks. The authors propose a two-stage personalized software processing pipeline as a
novel element. Although individual techniques are known, their structured combination
and application in this context represent a novel approach to transforming raw SQL queries
into input features for an ML model. In this research, a dataset consisting of 90,000 SQL
queries was constructed, comprising 17,695 legitimate and 72,304 malicious queries. The
dataset consists of synthetic data generated using the GPT-4o model and data from a
publicly available dataset. These were processed within a pipeline proposed by the authors,
consisting of two stages: syntactic normalization and the extraction of the eight semantic
features for model training. Also, within the research, several ML models were analyzed
using the Azure Machine Learning Studio platform. These models were paired with
different sampling algorithms for selecting the training set and the validation set. Out of
the 15 training-sampling algorithm combinations, the Voting Ensemble model achieved
the best performance. It achieved an accuracy of 96.86%, a weighted AUC of 98.25%, a
weighted F1-score of 96.77%, a weighted precision of 96.92%, and a Matthews correlation
coefficient of 89.89%. These values demonstrate the model’s ability to classify queries as
legitimate or malicious. The attack identification rate was only 15 malicious queries missed
out of a total of 7200, and the number of false alarms was 211 cases. The results confirm
the possibility of integrating this algorithm into an additional security layer within an
existing web application architecture. In practice, the authors suggest adding an extra layer
of security using synthetic data.

Keywords: cybersecurity; web application security; synthetic data generation; feature
engineering; syntactic normalization; semantic features; false positive reduction; query
preprocessing

1. Introduction
Modern society frequently utilizes artificial intelligence (AI) tools that raise concerns

about data privacy. This objective is addressed by the General Data Protection Regulation
(GDPR) and represents one of the main concerns of the right to privacy. In this context,
Structured Query Language (SQL) Injection (SQLi) is one of the most common security
vulnerabilities that manifest through web applications. This vulnerability allows access to
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the personal data of users of a web application. SQLi is listed at the top of the Open Web
Application Security Project (OWASP) and is considered one of the most significant security
risks. This vulnerability manifests when an application interacts with a relational database
in an insecure manner. Essentially, the web application developers failed to integrate the
necessary mechanisms to prevent an attack that injects malicious SQL commands into
legitimate queries. Thus, SQLi attacks occur when the input allows the user to enter content
that is not validated before being directly included in an SQL query.

An experienced attacker knows how to query and inspect a web application sufficiently
to identify vulnerabilities that can manipulate query behavior through unauthorized access
to sensitive user data or even the platform itself. In this way, the attacker can modify the
database content by executing administrative commands at the server level. From a techni-
cal standpoint, SQLi represents an input validation vulnerability. This type of vulnerability
is based on the lack of a query preprocessing mechanism, such as prepared statements or
stored procedures. The impact ranges from the vulnerability of confidential information to
the complete compromise of the application’s infrastructure, making SQLi prevention a
major concern in cybersecurity discussions regarding the software development process.

In this research, the aim is to examine machine learning (ML) methods as an inter-
mediate layer between input retrieval and query execution, without excluding the classic
security layer, ORM, Prepared Statement, Store Procedure, or other SQLi prevention tech-
niques from this ensemble. The authors further recommend the continued use of previously
employed security layers, with the introduction of an additional layer that integrates ML
components as a second measure to prevent SQLi. In this way, the authors propose training
an ML model that captures a series of input features. For training the model, the following
research questions (RQs) are posed:

1. How is the dataset constructed for training the model in the context of data privacy
compliance?

2. What are the features used in training the model so that it can distinguish between
malicious and legitimate queries?

3. Is it feasible to integrate a secondary security layer that uses specific ML methods?
4. How do the metrics obtained from the model relate to practical use?

In this research, these RQs will be addressed as part of a protocol for preventing
cyberattacks on relational databases.

The authors’ contributions in this research address the following aspects:

1. In this research, a software pipeline consisting of two stages was developed. The
first normalizes SQL queries at both the syntactic and semantic levels by replacing
customized values with standard expressions. In contrast, the second is related to
feature extraction, which enables the ML model to generalize to detect SQLi attacks.

2. This research proposed a method for generating a synthetic dataset correlated with a
public dataset to obtain 90,000 queries. The synthetic dataset was generated using the
GPT-4o model. The use of the synthetic dataset excludes the ethical issues associated
with using real data.

3. The authors proposed eight repetitive features within SQL queries at the semantic
and structural level. These characteristics allow differentiation between legitimate
and malicious queries.

4. This study trained and evaluated ML algorithms by analyzing their performance. In
the research, five ML algorithms were analyzed in conjunction with three sampling
algorithms to perform the selection of training data versus validation data.

5. This study identified the model with the best performance metrics and integrated it
into a security architecture applied within web applications as an additional layer to
traditional protection mechanisms.
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The paper is structured into six sections. Section 2 focuses on SQLi methods in
the specialized literature, whereas Section 3 is dedicated to the materials and methods
employed in building the dataset, the description of the implemented algorithms, and the
technologies involved in data analysis, processing, and the construction of the proposed
software pipeline, as well as the training and evaluation of ML models. Section 4 presents
the research results, while Sections 5 and 6 are dedicated to the discussion and conclusions
of the research, respectively.

2. Literature Review of SQL Injection Through ML
The detection of SQLi vulnerabilities is carried out in the specialized literature using

various techniques. Alhowiti and Mohamed [1] classify existing detection solutions into pre-
vention methods based on input validation and parameterization through Object-Relational
Mapping (ORM) techniques and stored procedures. A second approach targets defense
mechanisms, such as runtime detection. For example, Jang [2] addresses the detection of
SQLi vulnerabilities in the context of SQL queries directly embedded in the programming
language. This is an area not covered by traditional methods, proposing the generation of
candidate code that detects SQL injections in the source code at runtime [3]. Yuan et al. [4]
introduce a tool based on static analysis for applications that use object-oriented database
extensions. The method involves code transformation, meaning the conversion of object-
oriented code into equivalent procedural code and detection using control flow graphs and
tight analysis. Erdődi et al. [5] propose modeling SQLi exploitation using Reinforcement
Learning (RL). The problem is formulated as a Markov Decision Process, and the RL agents
are trained to learn a general attack policy. The research direction continues through a
varied range of SQLi vulnerabilities that demonstrate the ability to transfer knowledge
between different typologies. Abikoye et al. [6] use an SQLi detection system based on the
Knuth–Morris–Pratt (KMP) string search algorithm. An application-level implementation
of PHP with MySQL using SQLMap in a virtualized Linux environment is presented in
the paper by Bedeković et al. [7], which aims to demonstrate the execution of the attack.
The prioritization of tests for SQLi is presented in the paper by Yang et al. [8], where the
defense vectors are adjusted for subsequent tests.

The security of web applications is studied through SQLi attacks, as they represent
some of the most dangerous threats to data protection through different AI methods [9–12].
In the specialized literature, SQLi attacks are studied using ML algorithms to detect poten-
tial security breaches. Identifying repetitive features is one of the challenges faced by ML
models in the context of SQLi.

Arasteh et al. [13,14] used feature selection methods combined with classifiers such
as Artificial Neural Networks. Thus, in the paper [13], the authors achieved an accuracy
of 99.35%, while in the research [14], the authors obtained an accuracy of 99.68%, for a
dataset consisting of 13 features. The two studies focus on optimizing the features used in
training with ML algorithms. Le et al. [15] evaluate multiple ML algorithms, achieving an
accuracy of 99.50% for Random Forest (RF) and Adaptive Boosting (AdaBoost). Peralta-
Garcia et al. [16] compared and identified an accuracy of 99% for RF and a precision of 98%.
Banimustafa et al. [17] also investigate RF and achieve an accuracy of 98% in identifying
SQLi attacks.

Other research addresses deep learning (DL) models for automated feature engineer-
ing [18]. For example, Thalji et al. [19] combine the autoencoder model with Extreme
Gradient Boosting (XGBoost) to achieve an accuracy of 99%, while Alghawazi et al. [20]
employ a Recurrent Neural Network (RNN) autoencoder to achieve an accuracy of only
94% in SQLi detection. The Probabilistic Neural Network (PNN) model is also investigated
for the same purpose, achieving an accuracy of 99.19% [21]. Other techniques achieved
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an accuracy of 98.02% in the paper by Muduli et al. [22] and over 99.8% in the paper by
Bakır [23]. There are researchers who use Natural Language Processing (NLP) [24,25] or
combinations of models such as CNN plus Long Short-Term Memory (LSTM), achieving an
accuracy of 99.84% [26]. Additionally, the combination of a Convolutional Neural Network
(CNN) with LSTM and multiclass classification led to an F1-score of 97% in the paper by
Paul et al. [27].

Sun et al. [28] propose another combination of models that leads to a declared F1-score
accuracy of 95.64%. Farooq [10] achieved an accuracy of 99.33% for SQLi detection using the
Light Gradient Boosting Machine (LightGBM) model and 99.11% for AdaBoost. Logistic
Regression (LR) is studied in the research by Crespo-Martínez et al. [29], achieving an
accuracy of 97% [30].

The security of SQL queries is studied by Alqhtani et al. [31] in the form of an adversar-
ial proposal. In the papers by Demetrio et al. [32] and Valenza et al. [33], the SQLi problem
is investigated using adversarial tools that deceive ML Web Application Firewalls (WAFs),
and in the paper by Zuech et al. [34], Feature Selection Techniques (FSTs) are proposed to
simplify models without performance loss. SQLi is also studied in the context of Cloud, IoT,
and Edge Computing technologies [35–39]. These papers report an accuracy of 99.07% [37]
and 94% [38] in detecting several multilayer attacks.

Other approaches target the variety of datasets [40] or testing on models with new
distributions (cross-validation) [41]. Maruthavani and Shantharajah [42] use Spark and
Fuzzy Neural Networks (FNNs) for SQLi detection in biomedical data. Additionally, the
research by Ahmed et al. [43] builds the PhishCatcher extension with RF, achieving 98.5%
accuracy. Other datasets target NoSQL injection approaches (MongoDB) [44] or propose
blockchain for medical data protection [45,46].

The detection of SQLi attacks by reducing the false alarm rate is achieved through data
mining and ML algorithms that use the CountVectorizer technique for feature extraction,
chi-square feature selection, and a proprietary model called Performance Analysis and
Iterative Optimization of the SQLI Detection Model from the paper by Ashlam et al. [47].
The model proposed in this paper improves detection from 94% to 99%. The method
identified by Zhao et al. [48] is based on parsing the code into an Abstract Syntax Tree
(AST), then transforming it into a dependency graph, with vectorization for model training.

SQLi detection can also be approached from the perspective of anomaly detection [49].
This review paper, along with the paper by Ahmad et al. [50], conducts a meta-analysis
on the detection of phishing attacks. Alongside these review-type approaches, Janabi
et al. [51] investigate security in Software-Defined Networking (SDN) networks, which are
vulnerable to SQLi attacks, proposing a strategic framework for real-time traffic processing.
The research by Zuech et al. [52] analyzes the issue of positive class rarity (attacks) in
security data. This paper investigates three types of attacks: Brute Force, XSS, and SQLi,
using random undersampling (RUS) in various proportions to balance the data. The best
result obtained in this paper is reported for RF [53].

Analyzing the existing studies in the literature, it is found that the accuracy achieved
in the proposed models for SQLi attack detection is high, reaching up to 99.8%. Although
these values demonstrate the possibility of integrating the model in practice, most research
relies on controlled datasets, which have well-defined scenarios and lead to limitations
in applicability in realistic contexts, especially since these datasets use data that do not
always have usage rights. Given these limitations, this research investigates ML models
that maintain the performance observed in the literature, but the dataset is adapted to
a variable environment, using synthetic data for which privacy rules do not need to be
applied, and which acts as an additional layer in production web applications.
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3. Materials and Methods
To address the RQs, the authors noted that SQLi attacks introduce unusual patterns,

which, alongside the standard query, also add a series of expressions that allow unautho-
rized content retrieval. For the construction of the dataset, the authors proposed using
synthetic data in combination with a public dataset [54]. Both datasets have the same initial
structure, containing, as the first column, the user input and, as the second column, the
status correlated with a malicious or legitimate value for the input. They have the great
advantage of lacking sensitive data. Practically, they do not disclose elements of a confiden-
tial nature. The synthetic data were generated using the GPT-4 model, version GPT-4o [55].
The generated data included a column of queries and a column of classifications, which
helps determine whether the input is malicious or legitimate. The use of synthetic data in
this context comes with a series of remarkable advantages, including the ability to generate
a balanced dataset. Practically, using the Large Language Model (LLM) tool with the GPT-4
model, 72,304 data points were generated for the malicious category and 17,695 for the
legitimate category. In this way, the generated data did not depend on real situations and
were fully controlled regarding the type of simulated attack. In other words, the dataset
was generated exclusively for SQLi attack types. By applying this synthetic data generation
tactic, legal issues related to the exposure of sensitive data collected from real applications,
such as usernames, passwords, personal data, or database schemas, were avoided, and
there was also no need for confidentiality agreements for using the data in training and
evaluating the models.

The dataset used in this study consisted of 90,000 SQL queries. They were obtained by
combining synthetic and publicly available data as follows:

• Synthetic data generated 72,304 malicious queries. The results were generated with
the GPT-4o model [55].

• A public dataset with 17,695 legitimate queries from the SQL-Injection-Extend dataset
(Kaggle) [54].

Synthetic malicious queries were generated using prompt-based generation with
GPT-4o to mimic SQLi attack vectors:

• Boolean expressions like ‘val’ = ‘val’ OR ‘1’ = ‘1’;
• The obfuscation of comments in expressions like /**/ OR /**/1 = 1--;
• Blind SQLi (AND ASCII(SUBSTRING(. . .)) > 50--);
• Payloads encoded in the format of the following example: %27%20OR%20%271%27

%3D%271;
• UNION-based extractions (UNION SELECT password FROM users).

Fixed random seeds were used in the query generation templates to maintain repro-
ducibility. This way, the results remain stable throughout the executions.

The dataset contains atypical structures that highlight malicious patterns. Among
these, the authors noted Unicode and URL encoding (e.g., username = %27%20OR%20
%271%27%3D%271), comments inserted between words (SELECT * FROM test WHERE
username = ‘admin’/**/OR/**/‘1’ = ‘1’), spaces, and special characters (‘/**/OR/**/
1 = 1--+), blind attacks (AND ASCII(SUBSTRING((SELECT version()), 1, 1)) > 50--), and the
UNION and encode variant (‘union%0aSELECT%201,%20password%20FROM%20users--).
These input examples generate malicious SQLi attacks. On the other hand, the model
trained on the synthetic dataset also includes examples that are similar to SQLi attacks but
are legitimate.

For the development of the automatic layer for detecting malicious SQL queries, it
was necessary to build a software pipeline for preprocessing and feature extraction from
SQL queries. Within the pipeline, preprocessing involved a syntactic normalization of the
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SQL queries. In the first stage of the pipeline, a series of processing steps were carried out,
as follows:

• The conversion to lowercase was performed to standardize the SQL expressions and
reduce query variability;

• The values between the apostrophes were replaced with the token VAL in order to
generalize the static values and eliminate the unique signatures;

• The numbers were replaced with the token NUM to normalize the numerical expressions;
• The names of tables and columns were generalized, and the identifiers in the SQL

expressions were preserved;
• Multiple spaces have been removed to optimize the syntactic structure of the query.

This SQL query normalization stage in the software pipeline prevents overfitting,
helping the model learn from semantic patterns rather than custom expressions. This stage
is essential for generalizing to new attacks written in different ways.

In the second stage of the software pipeline, a series of semantic features was proposed
by the authors as being relevant for identifying and encoding the distinctive elements
between legitimate and malicious queries. Table 1 presents the features extracted from the
queries processed in the first stage of the pipeline. These features are binary or numerical,
and their main objective is to capture the behavior of SQLi characteristics within ML
algorithms. These algorithms learn structural and semantic differences between the two
classes, legitimate and malicious. They allow a simplified representation of queries, which
can be correctly understood and interpreted by ML models. Table 1 presents the 7 extracted
features along with the descriptions corresponding to the identified cyberattack typology on
SQL queries. Through these stages associated with the software pipeline, the preprocessing
of SQL queries was carried out, transforming raw inputs into semantic and syntactic
representations optimized for the training stage of SQLi detection algorithms. The process
maximizes the performance of ML models, minimizes overfitting, facilitates generalization
to unknown or evasive attacks, and prevents the unauthorized use of data during the
training phase.

Table 1. Extracted features for SQLi detection.

Feature Description

has_or Checks for the presence of the OR operator, commonly used in Boolean-based SQLi attacks.
has_true_pattern Detects expressions like 1 = 1 or ‘val’ = ‘val’ that indicate always true conditions.

has_comment Checks for the use of SQL comments (--, /* */) used to ignore the remainder of a legitimate query.
has_union Detects the use of UNION, a common SQLi technique to extract data from other tables.

num_conditions Counts filtering conditions (WHERE COL = . . .), relevant for analyzing logical structure.
query_length Length of the normalized query, often correlated with more complex attacks.

has_always_true Explicitly checks for expressions like ‘val’ = ‘val’, a sign of condition manipulation.
has_exec Detects dangerous commands (EXEC, xp_cmdshell), indicative of advanced exploitation.

The eight features proposed by the authors are motivated by the tactics used in SQLi
attacks. The first feature indicates whether the query contains the logical operator OR. This
feature is motivated by the fact that SQLi attacks frequently contain the OR operator (has_or)
in payloads to manipulate WHERE conditions, forcing the return of unwanted results.

The has_true_pattern feature detects common patterns that always return true. These
expressions are used in SQLi attacks at the web application level. The main objective
of this behavior is to unintentionally execute code snippets. For example, including the
sequence ‘val’ = ‘val’ in a WHERE clause with multiple alternative conditions will allow
access without authentication, as one of the conditions is met.
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The third feature, has_comment, is justified by the fact that SQLi attacks include com-
ments that freeze the original part of the query and introduce malicious code. The next
features presented in Table 1, has_union and num_conditions, represent the number of condi-
tions in the WHERE clause and were introduced because normal queries usually have few
conditions, while malicious queries can include a larger volume of conditions to manipu-
late the application’s logic. A higher value reflects, in the authors’ opinion, an attempt at
logical bypass.

The sixth feature, query_length, reflects the total length of the SQL query, as SQLi
attacks tend to include complex payloads. An unusually long length is associated by the
authors with an alarm signal that could identify a malicious query. The seventh feature,
has_always_true, detects the implicit presence of the expression ‘val’ = ‘val’ at the query
level. This is a particular case, frequently used in SQLi, where equality ensures the truth
value of the expression to bypass authorization logic.

The eighth feature, has_exec, checks if the query contains calls to dangerous functions
such as execution or calls to stored procedures. These represent advanced levels of SQLi
attacks, being capable of executing code on the underlying server. Additionally, the
presence of these keywords represents a warning signal, and for these reasons, the authors
included this feature in the model to be trained.

Figure 1 presents the logical schema corresponding to the two stages of the software
pipeline in which the original query is transformed into a series of features that will be
used in the ML model training stage. This logical diagram, in Figure 1, was implemented
in C# using the Visual Studio Version 17.12.4 development environment.

After implementing the pipeline and running it, a selection of ML techniques was made
that fit within the context of SQLi attack detection, as part of an advanced and tailored
defensive approach in cybersecurity. These techniques aim to complement traditional
methods through an additional layer that detects, behaviorally analyzes, classifies, and
automatically decides whether the query is legitimate or malicious. As a consequence, the
problem was modeled using ML methods within the Microsoft Azure platform. It provides
an extensive class of sampling methods for splitting the dataset into training and validation
data, as well as an extensive class of ML training methods.

The project for the automatic training of the ML model was carried out using the
Azure Machine Learning Studio platform, with 80% of the dataset used for training and
the remaining 20% for validation and testing. In the training stage, several ML algorithms
for SQLi detection were evaluated based on the previously preprocessed synthetic data.
These models used classic algorithms such as RF, Extra Trees (ET), XGBoost Classifier, LR,
LightGBM, and Voting Ensemble. These models were trained to identify the degree to
which they can distinguish between the two classes, malicious and legitimate.

The Azure Machine Learning Studio component uses specialized algorithms to trans-
form the initial data to bring it to a common scale as an additional data preprocessing
measure. In this research, three scaling algorithms represented by MaxAbsScaler, Standard-
ScalerWrapper, and SparseNormalizer were used. The three scaling algorithms combined
with the classification algorithms generate different performances for the trained models.
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Figure 1. Two-stage preprocessing pipeline for SQLi dataset preparation.

4. Results
In the experiment conducted with Azure Machine Learning Studio, we used a database

that contained 90,000 records. The dataset was automatically split by the platform into
two subsets. The first subset retained 80% of the records for training, and the remaining
20% for testing. Thus, 72,000 records were used to train the model. The remaining 18,000
were reserved for the final testing of the model.

In the training stage, out of the total records, only 90% are actually used for train-
ing, while the remaining 10% are used for internal model validation, based on which
performance metrics are generated. These are used to perform a comparative analysis
between the ML models evaluated based on performance metrics. Therefore, out of a total
of 72,000 records, only 64,800 were actually used for training, while the remaining 7200
were used for internal model validation. Figure 2 presents an example where a query is
transformed into features through the two stages of the proposed software pipeline.
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Figure 2. Example of SQL query processing through the proposed pipeline.

Subsequently, the dataset comprising the 72,000 records was trained using Azure
Machine Learning Studio. Within this tool, several ML algorithms that used different
sampling methods were analyzed, with the combinations of algorithms that provided an
Area Under Curve (AUC) of over 90% being retained in Figure 3. Thus, the Voting Ensemble
had a weighted AUC of 98.25%. Therefore, this method is considered to have the best
results, which is why it was used in future analyses. Based on the model selection process,
Voting Ensemble had the best performance, this algorithm being composed of a weighted
combination of boosting-type algorithms, with the internal configuration consisting of the
LightGBM and XGBoost Classifier algorithms.

Figure 3. AUC performance metric Azure Machine Learning Studio evaluated models in
SQLi detection.

This combination reflects the XGBoost classifier as being dominant, as it appears four
times in the composition, complemented by the LightGBM model. This combination of
the AutoML pipeline consists of boosting-based decision trees, a result that is confirmed
in the context of binary and numerical feature data present at the level of features ex-
tracted using the proposed data preprocessing software pipeline. Table 2 presents the
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hyperparameters used by the Voting Ensemble model along with the values associated
with each hyperparameter.

Table 2. Hyperparameter configuration of the Voting Ensemble model provided by Azure Machine
Learning Studio.

Hyperparameter Description

booster gbtree
tree_method hist
grow_policy lossguide
max_depth 4

max_bin 1023
colsample_bytree 0.7

subsample 0.5
eta 0.3

reg_alpha, reg_lambda (1.35, 1.87)
n_estimators 100

The Voting Ensemble model is based on the XGBoost Classifier, which has been
hyperparameterized to achieve a superior AUC compared to subsequent models, which
can be seen in Figure 3 as being represented by the XGBoost Classifier models with different
sampling algorithms. Hyperparameter tuning uses Gradient Boosting Decision Trees
(GBDT), as shown in Table 2. The algorithm used for histogram construction is indicated
through the tree_method parameter, which is set to the value hist. The tree expands in
the direction of maximum loss, with the grow_policy parameter set to lossguide. The
exploration depth is set to 4 to prevent the risk of overfitting, and the number of bins for
the histogram is set to 1023. Subsampling is set to 70%, and data for each tree is sampled at
a rate of 50%. The learning rate is set to 30%, and the L1 and L2 regularizations have values
of 1.35 and 1.87. The number of trees combined for fast learning is set by the n_estimators
parameter, which is set to 100. The values were provided during the hyperparameter
tuning process, carried out using the Azure Machine Learning Studio tool.

The performance metrics obtained during internal validation stages are analyzed
in the following. This stage corresponds to the training process. Table 3 presents the
macro, micro, and weighted values of AUC, average precision, F1-score, precision, and
recall (sensitivity).

Table 3. Performance metrics of the trained Voting Ensemble model.

Metric Macro (%) Micro (%) Weighted (%)

AUC 98.25 99.25 98.25
Average precision 97.37 99.26 98.68

F1-score 94.75 96.86 96.77
Precision 97.62 96.86 96.92

Recall (sensitivity) 92.42 96.86 96.86

The AUC parameter measures the model’s ability to separate classes, with a value
of 99.25% (weighted), confirming that the model has the ability to differentiate between
dangerous and legitimate queries. Additionally, the weighted F1-score, representing the
harmonic mean between precision and recall, achieved a value of 96.77%, reflecting a
balance between the number of correct alerts (precision) and the ability to detect all real
attacks (recall). The close values for the micro F1-score and macro F1-score indicate that the
model performs well both globally and for each individual class. Weighted precision scored
96.92%, showing that the model correctly flags a query as malicious in the vast majority
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of cases. At the same time, the weighted recall achieved a value of 96.86%, indicating
that the model successfully identifies almost all dangerous queries with a low number
of missed cases (false positives—FPs). The average precision scores (macro, micro, and
weighted) were over 97%, confirming that the model has the ability to maintain a high level
of performance regardless of the data distribution or the chosen decision thresholds.

The performance of the Voting Ensemble model in the training process can also be
measured with additional metrics, such as accuracy, balanced accuracy, weighted accuracy,
Matthews correlation coefficient, normalized macro recall, and Log Loss (Table 4). The
trained model demonstrates an overall accuracy of 96.86%. This value indicates that
the model correctly classifies the majority of SQL queries, whether they are malicious
or legitimate.

Table 4. Additional performance metrics of the trained Voting Ensemble model.

Metric Value (%)

Accuracy 96.86
Balanced accuracy 92.42
Weighted accuracy 98.91

Matthews correlation coefficient 89.89
Normalized macro recall 84.84

Log Loss 10.91

Balanced accuracy has a value of 92.42%, which means that the model maintains
performance even under conditions of class imbalance, a situation frequently encountered
in real cybersecurity data, where attacks are much rarer than legitimate traffic. Another
performance indicator is the Matthews correlation coefficient, which achieved a score of
89.89%. This indicator is a measure of the balance between the correlation of predicted
values and actual values. A value close to 100%, as is the case here, suggests a strong
correlation. The normalized macro recall of 84.84% shows a slight imbalance in recall
across classes, but still within acceptable bounds. The Log Loss score penalizes uncertain
predictions, which is why the value is very low, at only 10.91%. This value indicates that the
model is reliable in making its own decisions, having a well-balanced probability estimate.

In Figure 4, the confusion matrix of the classification model is presented, which is
interpreted as follows:

• 1205 legitimate queries of the dataset are correctly classified as not being attacks (true
negatives—TNs).

• 211 legitimate queries are incorrectly classified as attacks (false alarms, labeled as false
positive—FPs).

• 15 attacks that were not detected, therefore were incorrectly classified as safe (false
negatives—FNs).

• 5769 attacks were correctly detected by the model (true positives—TPs).

 

Figure 4. Confusion matrix of the Voting Ensemble model (the intensity of the background color is
directly correlated with the value of the metric).
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The values presented in the confusion matrix show a very high detection rate, given
that only 15 out of 7200 attacks were missed. This demonstrates the capability of the Voting
Ensemble model to be integrated into applications that require layers of cybersecurity
to prevent SQLi attacks. The low number of false alarms, 211 out of 7200, indicates a
compromise between precision and recall, with a very good value. The ratio of true
positives to false positives suggests that the precision is one that allows the integration of the
security layer into cyberattack applications. The confusion matrix shows the generalization
capability of the model using the Voting Ensemble algorithm. It also confirms through
global metrics that the model can act as an automatic threat detection layer.

Figure 5 presents the calibration curve where it can be observed that for predictions
with values below 0.5, the model underestimates the probabilities. For high values, above
0.7, the predictions are over-calibrated. Analyzing Figure 5, it is observed that the majority
of the values are between 0.8 and 1, demonstrating that the model is very well calibrated.
Analyzing this result, along with the calibration curve, it is deduced that the model has a
high level of confidence in positive predictions.

Figure 5. Calibration curve of the Voting Ensemble model.

Figure 6 presents the receiver-operating characteristic (ROC) curve. The macro, micro,
and weighted curves are very close to the top left corner, indicating exceptional perfor-
mance, very close in value to the ideal. The area under the ROC curve is very large, as the
reported values are approximately 98%, which confirms the model’s ability to discriminate
between classes.

Figure 6. ROC curve of the Voting Ensemble model.
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Figure 7 illustrates the cumulative confidence curve, which shows that the trained
model outperforms a random model. The high percentages indicate that most curves
(weighted average, macro average, and micro average) reach nearly 100%. These values
indicate the model’s ability to identify positive cases associated with SQLi. Thus, the model
can identify positive cases in the vast majority of instances.

Figure 7. Cumulative gains curve of the Voting Ensemble model.

Figure 8 presents the lift curve. This shows how much the model can improve per-
formance compared to a random selection. The low percentages below 50% indicate that
all curves have high values, for which the macro average reaches 3.2. This value indicates
an improvement over random selection. As the percentage increases, the curves decline
slowly, but remains higher than the random line. As a result, the model has a performance
that can identify positive cases, even when the precision slightly decreases at higher levels.

Figure 8. Lift curve of the Voting Ensemble model.

Figure 9 presents the precision–recall curve. This indicates the relationship between
the precision and recall of the model. Thus, most of the curves are very close to the ideal
line, achieving a precision between 95% and 97%. Therefore, the model offers a combination
that suggests a very good balance between the number of correct alerts and the model’s
ability to detect all real attacks.
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Figure 9. Precision vs. recall of the Voting Ensemble model.

In the validation stage, 18,000 records were used. For the Voting Ensemble model, the
following performance metrics were obtained: an accuracy of 96.65%, a precision of 99.47%,
an F1-score of 97.95%, a Log Loss of 18.86%, a Matthews correlation coefficient of 89.18%,
and a binary recall of 99.63%. These results suggest the model’s ability to generalize in the
context of cyberattacks on relational databases.

5. Discussion
In this research, ML models for detecting SQLi attacks were studied. The study was

based on identifying potential attacks using the analysis of a set of features proposed by
the authors.

The authors implemented an additional ablation analysis to evaluate the contribution
of each semantic feature to the model’s performance. In each iteration, one feature is
removed for comparative accuracy evaluation. The results are presented in Table 5.

Table 5. Analysis of feature contribution through the ablation study.

Feature 1 Feature 2 Feature 3 Feature 4 Feature 5 Feature 6 Feature 7 Accuracy (%)

has_or has_true_pattern has_comment num_conditions query_length has_always_true has_exec 96.86
- has_true_pattern has_comment num_conditions query_length has_always_true has_exec 96.66

has_or - has_comment num_conditions query_length has_always_true has_exec 96.7
has_or has_true_pattern - num_conditions query_length has_always_true has_exec 95.23
has_or has_true_pattern has_comment - query_length has_always_true has_exec 96.47
has_or has_true_pattern has_comment num_conditions - has_always_true has_exec 80.54
has_or has_true_pattern has_comment num_conditions query_length - has_exec 96.69
has_or has_true_pattern has_comment num_conditions query_length has_always_true - 96.7

The largest performance decrease is associated with the query_length feature. In the
scenario where query_length is removed, the accuracy decreased from 96.86% to 80.54%.
Thus, it is found that the normalized query length is an indicator that contributes to the
detection of SQLi attacks. This is explained by the fact that malicious payloads are longer
than legitimate queries.

Removing the has_or feature led to a decrease from 96.86% to 96.70%. It can also be
seen in Table 5 that removing has_true_pattern resulted in 96.66%. The smallest effects
were observed for has_exec and has_always_true.

This analysis demonstrates that the proposed features contribute to the model’s per-
formance in making correct classifications.
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The authors emphasize that these characteristics have been extensively studied in the
literature for SQLi detection. The novelty lies in the proposed software infrastructure for
identifying attacks. The two-stage software pipeline proposed in this paper is considered
by the authors to be the novel element that is the reference for this research.

The ML methods were studied using the Azure Machine Learning tool, and out of all
of the analyzed models, Voting Ensemble provided the best results, achieving an accuracy
of 96.86% and a weighted AUC of 98.25%. These values indicate that the model using
Voting Ensemble can distinguish between legitimate and malicious queries.

These results answer the RQs as follows:

• RQ1: The dataset was constructed using synthetic data generated with the help of
the GPT-4o model. This dataset complies with GDPR regulations by providing data
that can be used for model training. Additionally, the dataset also contains real data
sourced from a public dataset. The dataset consisted of 90,000 SQL queries, which
were processed in a software pipeline proposed by the authors. The pipeline contained
two stages: the first was data normalization through replacement with standard
expressions, and the second was feature extraction from these expressions. Feature
extraction is justified by the need to train the model based on repetitive elements,
rather than direct training using the SQL query.

• RQ2: The set of features used was proposed by the authors to extract common be-
haviors in SQLi attacks. The features they proposed are as follows: the OR operator,
always true conditions, the presence of SQL comments, unions, the number of con-
ditions, the length of the query, TRUE ALWAYS expressions, or EXEC calls. These
features have served as reference elements in building the dataset used for training
the ML models.

• RQ3: The feasibility of integrating the ML layer is supported as an intermediate layer
between input entry and the actual execution of the query. The authors emphasize
that this layer does not replace traditional ORM measures or Prepared Statements.

• RQ4: The obtained metrics indicate values that allow the practical integration of this
intermediate layer. For the Voting Ensemble model, the metrics were a weighted
F1-score of 96.77%, a balanced accuracy of 92.42%, a Matthews correlation of 89.89%,
an overall accuracy of 96.86%, and a weighted AUC of 98.25%.

These correlations, identified between data features and malicious behaviors, have
allowed for the segmentation between SQLi queries. The resulting model outperforms
a random system with a 3.2% lift according to the dedicated curve. The ROC curve and
the calibration curve show that the model is well-fitted, having high confidence in its
predictions for the positive classes.

These results confirm the hypothesis that SQLi is detected through the behavioral
analysis of semantic patterns. This remark, supported by the demonstration through perfor-
mance metrics, represents a contribution by the authors to the specialized literature, where
traditional approaches focus more on static filtering and fixed rules, without considering
modern techniques that can reduce the possibilities of SQLi injection to zero.

An important aspect of the low FNs, represented by only 15 out of 7200 attacks, is
that the risk of allowing access to dangerous queries is minimal. Moreover, the 15 cases
are subsequently filtered in the layer represented by ORM or Prepared Statements. The
proposed model for integration into an additional layer of security in web applications
contributes to the prevention of real-time attacks, without replacing classical approaches,
but rather complementing them with a new security contribution.

The study presents, as limitations, the use of only eight features, with the possibility
of adding other characteristics that could be correlated with subtle signals for detecting
advanced attacks.
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The model was evaluated offline using the synthetic and public datasets. This has
not been directly tested in a production environment. The results obtained demonstrate
the potential for integration into practice with the help of performance metrics. The
authors recall that the model was developed within the Microsoft Azure platform, which
offers an advantage regarding its implementation in a web architecture. This is possible
because applications that already use the Azure ecosystem are compatible with all other
cloud-native solutions on the same platform. The model can be exposed in a web service
through a REST endpoint. As a future direction, the authors propose to implement a
functional prototype in an Azure environment using a Web application. This will allow us to
measure the request processing rate and the model’s behavior under real traffic conditions.
The application using the model requires years of maturity to measure performance in
production, as SQLi attacks are not daily occurrences, which makes testing it in production
for performance reasons unfeasible.

A primary limitation of this article is related to the small number of semantic features
obtained from the synthetic dataset generated using the GPT-4o model, which was subse-
quently supplemented with data from a public dataset. Beyond the advantages associated
with GDPR regulations and data distribution methods, the authors acknowledge the risk
that the model may not generalize perfectly in real-world environments where attackers
use evasive techniques, complex obfuscation, new combinations of payloads, or techniques
that were not yet known to experts in the field. Validation on real, anonymized traffic
collected from production applications in real scenarios with real users is a future step for
this model.

Another limitation of the study is that the paper does not include tools for interpreting
the model’s decisions for real users. Examples of these are developers or system admin-
istrators. Although the semantic features used are interpretable at the model level, the
lack of an interface or mechanism to clearly explain why a specific query was classified as
malicious is a limitation of this study.

The dataset used in this research is not exclusively synthetic. This represents a combi-
nation of the dataset generated with the GPT-4o model and a public dataset [54]. However,
the authors acknowledge that the public dataset used is not a standardized benchmark
from the literature, like the one described by Paul et al. [27]. Currently, the model is not
evaluated on such a benchmark. Therefore, this is a limitation in terms of direct behavior
with the state-of-the-art. As a future direction, the authors will validate the proposed
model on standard public benchmarks, such as those from the research by Paul et al. [27].
The authors also want to study the collection and anonymized use of data from produc-
tion environments so they can test the model against evasive, obfuscated, and adaptive
attacks. These steps will allow the model to function in scenarios aligned with current
security practices.

Based on the discussions, the authors propose in the future to expand the feature set
with new behavioral dimensions, such as the frequency of similar queries reported over
a specific time interval, the use of real data collected anonymously under variable and
multi-user traffic conditions, as well as the development of a hybrid system that combines
ML prediction with Intrusion Detection System signatures and studies the impact of this
system on the web application’s performance from a response time perspective.

6. Conclusions
The evolution of digital technologies has increased the rate of SQLi vulnerabilities,

necessitating further studies aimed at the possibility of integrating an additional layer of
security. The authors of this study recommend integrating traditional solutions alongside
this additional layer that includes ML technology and whose objective is the automatic



Electronics 2025, 14, 3420 17 of 20

detection of malicious SQL queries. To address this challenge, the study analyzed a dataset
composed of synthetic data and real data from a public dataset.

The first contribution of this study specifically addresses the advantages of using
synthetic datasets in the study of ML techniques. Subsequently, repetitive features for
SQLi attacks were proposed and extracted from the constructed dataset. These features
were trained within various models that were paired with different sampling methods.
Thus, 15 combinations of training algorithm sampling resulted. The 15 combinations were
trained using the Azure Machine Learning tool. Out of all of the combinations, the Voting
Ensemble model provided the best performance metrics. This algorithm belongs to the
class of boosting algorithms, achieving an accuracy of 96.86%, with a weighted AUC of
98.25%. These values confirm the model’s ability to differentiate between the two classes.

In this paper, a comprehensive methodology was also proposed for the generation,
processing, and handling of data for the purpose of training an SQLi detection model
and extracting the semantic features used in query discrimination. These elements were
validated and analyzed comparatively in terms of the performance of the 15 training-
sampling algorithm combinations.

Also within this work, the Voting Ensemble algorithm was identified as having the
best performance. The paper demonstrates that integrating this model into an intermediate
security layer enhances the security of a web application, as it adds an additional layer
of protection alongside traditional methods. The results of this research have practical
implications for web applications and are intended for developers concerned with the
security of real-time applications.

A theoretical contribution of the research is the validation of using synthetic data in
training ML models, and the research demonstrates that this is possible without compro-
mising the model’s performance. In this paper, a limitation can be identified as the lack
of testing in production environments. For this reason, future research will explore the
expansion of the dataset with anonymized real data. Thus, the authors aim to create an
algorithm that will anonymize this data at a higher level of difficulty compared to that
proposed in this study. The creation of hybrid models that combine ML algorithms with
static system signatures and the analysis of the impact on the performance of the web
application, which is integrated as an additional layer, represent other future research
directions for the authors.

The research supports the idea that SQLi attack detection can be achieved by combin-
ing traditional methods with ML techniques. The authors recommend that organizations
consider developing web applications that also integrate this additional layer of security
protection against modern cyber threats.
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Abbreviations
The following abbreviations are used in this manuscript:

AdaBoost Adaptive Boosting
AI Artificial Intelligence
AST Abstract Syntax Tree
AUC Area Under Curve
CNN Convolutional Neural Network
DL Deep Learning
ET Extra Trees
FN False Negative
FNN Fuzzy Neural Network
FP False Positive
FST Feature Selection Technique
GBDT Gradient Boosting Decision Trees
GDPR General Data Protection Regulation
KMP Knuth–Morris–Pratt
LightGBM Light Gradient Boosting Machine
LLM Large Language Model
LR Logistic Regression
LSTM Long Short-Term Memory
ML Machine Learning
NLP Natural Language Processing
ORM Object-Relational Mapping
OWASP Open Web Application Security Project
PNN Probabilistic Neural Network
RF Random Forest
RL Reinforcement Learning
RNN Recurrent Neural Network
ROC Receiver-operating Characteristic
RQ Research Questions
RUS Random Undersampling
SDN Software-Defined Networking
SQL Structured Query Language
SQLi SQL Injection
TN True Negative
TP True Positive
WAFs Web Application Firewalls
XGBoost Extreme Gradient Boosting
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