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Abstract: Knowledge distillation has been proven to be an important component in unsupervised
image anomaly detection and localization. However, a significant challenge remains in how the
student network can extract more accurate feature information from the teacher network during the
knowledge distillation process. In this paper, we propose a refined knowledge distillation network
which introduces simulated anomalous images to address the lack of anomalous samples in unsu-
pervised anomaly detection. Firstly, to enhance the student network’s ability to effectively focus on
the important features of the teacher network while ensuring spatial consistency between student
and teacher features, we design a double feature enhancement and alignment module (DFEAM).
Additionally, we propose a multi-domain enhanced restoration loss to reduce the loss of critical
details while the student network is learning from the teacher network, thereby improving its feature
learning capability. Finally, to fully consider the weight differences between features at different
layers for various detection tasks, we design a multi-scale feature interaction fusion module (MFIFM)
that effectively integrates feature information from different layers to achieve better results. Extensive
experiments are conducted on the publicly available industrial anomaly detection dataset, and the
results validate the effectiveness of our model and modules. The image-level anomaly detection
achieves an area under the curve (AUC) of 98.9%, the pixel-level anomaly detection achieves an
average precision (AP) of 78.3%, and the instance-level anomaly detection achieves an instance
average precision (IAP) of 77.5%.

Keywords: image anomaly detection; knowledge distillation; teacher–student network

1. Introduction

Image anomaly detection (IAD) is a critical task in many computer vision applications,
such as industrial defect detection [1–7] and anomaly diagnosis [8,9]. The goal of these
tasks is to identify damaged images and locate the damaged areas within them. Due to
the scarcity of anomalous samples and the vast number of possible anomaly types, it is
impractical to obtain sufficient samples representing all potential anomalies for training.
Therefore, unsupervised anomaly detection plays an important role, relying solely on
normal data to train models for anomaly detection and localization tasks.

The knowledge distillation framework (teacher–student network) [2–4] has been
proven to be an effective technique in unsupervised anomaly detection. In this framework,
the teacher network is pre-trained on large-scale datasets and uses normal data as input
during training for both the teacher and student networks, optimizing the student network
to generate feature representations as similar as possible to those of the teacher network.
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Since the student network encounters anomalies during training that it has never seen
before, it generates feature representations that differ from those of the teacher network.
Thus, during inference, it can identify anomalous conditions and locate abnormal pixel
areas in images. Ref. [2] performs anomaly detection within the student–teacher network
framework through multi-scale feature pyramid matching. The teacher network provides
multiple layers of feature information to the student network, enabling it to focus on
different scales of features while learning the distribution of normal samples. This method
assumes that the multi-layer features of normal samples can be effectively replicated by the
student network, so that anomalies will manifest as discrepancies during feature matching,
allowing for detection. Furthermore, Ref. [4] distills the multi-layer features from the
pre-trained teacher network into a smaller student network to capture the multi-scale
feature distribution of normal samples. However, due to the lack of supervision from
anomalous samples, the student network may face generalization issues, particularly when
the differences between anomalous and normal features are subtle. In such cases, the
student network might output feature representations that are too similar to those of the
teacher network. Additionally, when the teacher network provides feature learning to the
student network, there is often a lack of comprehensive consideration of the integrity and
quality of feature knowledge. Moreover, simple aggregation methods based on multi-layer
features (such as direct summation or multiplication) may not always be ideal, as they fail
to adequately account for the weight differences between features across different detection
tasks, potentially impacting detection performance.

To address the aforementioned challenges, this paper proposes a refined knowledge
distillation network. This includes a pair of teacher–student networks, a double feature
enhancement and alignment module (DFEAM), a multi-scale feature interaction fusion
module (MFIFM), and an image anomaly segmentation network. First, inspired by previous
work [10], this study generates random anomaly masks using randomly generated Perlin
noise, which are then overlaid onto normal images to create simulated anomalous images.
These anomalous images are paired with normal images in the training set for model
training. The network training is divided into two phases. In the first phase, normal images
and simulated anomalous images serve as inputs to the teacher network and student
network, respectively. The optimization goal is to ensure that the feature representations
generated by the student network closely resemble those of the teacher network. During
this process, the student network learns to restore the features of the anomalous images to
those of normal images, effectively addressing the issue of lacking supervisory anomalous
samples by constraining the output in the anomaly regions. To enhance the student
network’s ability to learn and absorb feature knowledge from the teacher network, we
design the DFEAM, which aligns the high-dimensional features of the teacher network with
the feature space of the student network. This reduces information loss due to differences
in network structure and feature distribution while improving the ability to capture critical
knowledge. Furthermore, to strengthen the student network’s focus on high-frequency
details and enable it to more accurately reproduce the teacher network’s feature expressions,
we introduce a multi-domain enhanced restoration loss. This allows the student network to
capture both global and local feature information effectively, thereby minimizing the loss of
key details and enhancing feature alignment, which improves the model’s generalization
capabilities across different scenarios. In the second phase, the parameters of the trained
student network are fixed, and simulated anomalous images are input to both the teacher
and student networks. The MFIFM is employed to fuse the features from both networks
at various layers, taking into account the weight differences between these layers. This
approach enables the model to integrate the feature information more effectively, resulting
in improved outcomes.

Our contributions can be summarized as follows:

• We propose a refined knowledge distillation network that enhances the robustness
of the knowledge distillation process by introducing simulated anomalous image
supervision.
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• We design the DFEAM to enable the student network to more efficiently focus on
the important features of the teacher network while maintaining consistency in the
feature space.

• We introduce a multi-domain enhanced restoration loss, which enables the student
network to capture both global and local feature information, effectively reducing the
loss of critical details.

• To fully account for the weight differences between features across layers in various
detection tasks, we design the MFIFM, which effectively integrates multi-layer feature
information to achieve better results.

The remainder of this paper is organized as follows. Section 2 briefly reviews related
works, including anomaly detection and knowledge distillation. The details of our pro-
posed method are introduced in Section 3. In Section 4, we compare our method with
several other methods on publicly available datasets by carrying out qualitative and quan-
titative comparisons both for the DFEAM and MFIFM. Finally, conclusions are given in
Section 5.

2. Related Work
2.1. Anomaly Detection

Current mainstream anomaly detection methods are categorized into three types:
reconstruction-based methods, embedding-based methods, and synthetic anomaly-based
methods.

Reconstruction-based methods use normal samples to train a reconstructor that can
accurately restore normal images. When an anomalous image is input, the model, which
has learned only the characteristics of normal images, cannot effectively reconstruct the
anomalous regions, and the reconstruction error can be used to detect and locate anoma-
lies. Common models include autoencoders [11–15], variational autoencoders [16,17], and
generative adversarial networks (GANs) [18–20]. Gong et al. [11] proposed a memory-
augmented deep autoencoder that enhances memory capacity for normal patterns by
introducing a memory module during reconstruction. Sabokrou et al. [15] used a fully
convolutional autoencoder for rapid anomaly detection in crowded scenes. Akçay et al. [19]
introduced Ganomaly, a semi-supervised anomaly detection approach using GANs. Pid-
horskyi et al. [20] proposed a generative probability-based novelty detection method with
an adversarial autoencoder. However, these methods may suffer from model overgener-
alization, where the anomalous regions are also reconstructed well, leading to reduced
detection performance. To address this issue, some studies have introduced constraint
mechanisms or specialized network architectures [13,14], though the overgeneralization
problem has not been fully resolved. Embedding-based methods extract image features us-
ing deep learning models, map them into a low-dimensional embedding space, and model
the distribution of normal samples [21–26]. Defard et al. [11] proposed the PaDiM method,
which detects anomalies by performing multivariate Gaussian modeling on features from
a pre-trained model. Roth et al. [23] conducted a comprehensive study on industrial
anomaly detection, emphasizing the importance of feature distribution modeling. Ruff
et al. [24,25] introduced deep one-class classification and deep semi-supervised anomaly
detection methods, learning compact representations of data to detect anomalies. Golan
and El-Yaniv [26] used self-supervised learning with geometric transformations to enhance
anomaly detection performance. Liznerski et al. [27] proposed an interpretable deep one-
class classification method, providing interpretability for anomaly detection. However,
these methods rely on pre-trained models, and the extracted features may not align well
with the distribution of industrial images, leading to inaccurate feature representation. To
address this, Rudolph et al. [28] proposed the cross-scale flow network to better capture
the feature distribution of industrial images. Synthetic anomaly-based methods generate
artificial anomaly samples to train models for distinguishing between normal and anoma-
lous data. Zavrtanik et al. [10] proposed the DRAEM method, which uses end-to-end
training to distinguish synthetic anomaly patterns. Li et al. [29] introduced the CutPaste
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method, creating anomalies by pasting random image patches onto the original image.
Bergmann et al. [30] released the MVTec AD (anomaly detection) dataset and proposed a
benchmark method based on synthetic anomalies. You et al. [31] proposed ADTR (anomaly
detection Transformer), an anomaly detection Transformer method based on feature recon-
struction. However, the appearance of synthetic anomalies may not align well with real
anomalies, impacting the model’s generalization ability. Hendrycks et al. [32] proposed
Outlier Exposure, which improves detection performance by using external anomaly data.

2.2. Knowledge Distillation

Hinton [33] initially introduced the concept of knowledge distillation for model com-
pression. Goldblum et al. [34] explored adversarial robustness in distillation methods.
Song et al. [35] proposed an adaptive knowledge distillation approach to enhance model
generalization. Knowledge distillation methods in anomaly detection use a pre-trained
teacher network and a trainable student network, where the student network is trained
solely on normal data. Since the student network has not encountered anomalous data,
its feature representations differ from those of the teacher network when anomalies are
input, allowing for anomaly detection [2–4,36]. Bergmann et al. [3] proposed training
multiple student networks and leveraging differences in their feature representations on
anomalous samples to detect anomalies. This ensemble approach strengthens recognition
capabilities across various anomalies but increases computational costs. Salehi et al. [4] and
Wang et al. [2] introduced multi-level feature alignment to better capture both low- and
high-level anomaly features. They guided the student network to align with the teacher
network’s multi-level features on normal inputs while producing discrepancies on anoma-
lies, enhancing fine-grained anomaly detection. Zhang et al. [1] and Yamada and Hotta
et al. [36] designed specialized decoder architectures to address the architectural and data
flow gaps between student and teacher networks. By introducing techniques like attention
mechanisms and reverse distillation, they heightened the student network’s sensitivity
to anomalies. DeSTSeg [1] integrated a segmentation-guided denoising student–teacher
model, improving anomaly localization.

The proposed method in this paper combines synthetic and reconstruction-based
approaches. By using random 2D (two-dimensional) Perlin noise to synthesize anomalous
images for network training, it addresses the lack of supervised anomaly image features.
Additionally, a specially designed module enables the student network to more efficiently
focus on the important features of the teacher network while maintaining consistency in
the feature space. It also carefully considers the weight differences between features across
layers for different detection tasks, which improves the efficiency of knowledge distillation
and enhances the generalization ability of the student network.

3. Method

The entire network structure primarily consists of a pre-trained teacher network
and a student network with an autoEncoder (AE) structure. The teacher network (TN)
uses three differently scaled blocks from the pre-trained ResNet18 [37] model, while the
student network (SN) is designed as an AE structure, composed of two concatenated sets
of ResNet18 blocks. This AE structure is used to reconstruct features of anomalous images,
helping to address the generalization issue [33]. As shown in Figure 1, simulated anomaly
images [10] and corresponding mask images are first generated from normal training
images. During the training phase, the simulated anomaly images and original normal
images are fed into the SN and TN, respectively, with the TN guiding the SN to develop
denoising capabilities. During inference, test images are input into both the teacher and
student networks to obtain multi-scale features, which are then processed by the MFIFM to
generate the final anomaly distribution map. Finally, a post-processing step generates a
pixel-level anomaly score map and calculates the corresponding image-level anomaly score.
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Figure 1. An illustration of the proposed network. It consists of a pair of student–teacher networks, a
dual feature enhancement and alignment module, a multi-scale feature interactive fusion module,
and an image anomaly segmentation network.

3.1. DFEAM

As shown in Figure 2, the double feature enhancement and alignment module (DFEAM)
is designed to improve the representational capacity and alignment accuracy of features
between the teacher and student networks, thereby optimizing the completeness of knowl-
edge transfer and the effectiveness of feature learning. The DFEAM combines a feature
registration network and a feature focusing network to effectively leverage key informa-
tion in the teacher network, enhancing the student network’s feature representation and
anomaly detection capabilities.

Figure 2. Double feature enhancement and alignment module. It is mainly composed of a feature
registration network and a feature focusing network to enhance feature learning ability.

The core of the feature registration network lies in aligning the features of the teacher
and student networks and mapping the high-dimensional features of the teacher network
into the feature space of the student network. This alignment process reduces information
loss caused by structural differences and inconsistencies in the feature distribution, ensuring
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consistency in feature transfer. Specifically, the feature registration network learns the
transformation relationship between the feature spaces of the teacher and student networks,
enabling the student network to adapt to the feature representations of the teacher network,
thereby improving the efficiency and quality of knowledge transfer. Specifically, as shown
in Figure 2, given a pair of input features, Fo

i,t and Fo
i,s, extracted by the teacher and student

networks, respectively, an affine transformation matrix, Ai, is generated using a localization
network. The workflow and formulas for the feature registration network are as follows:

[
xo

i
yo

i

]
= Si(Fo

i ) = Ai

 xp
i

yp
i

1

 =

[
A11 A12 A13
A21 A22 A23

] xp
i

yp
i

1

, (1)

where (xp
i , yp

i ) denotes the target coordinates of the output feature Fp
i , while (xo

i , yo
i ) rep-

resents the source coordinates of the same point in the input feature Fo
i . o represents the

feature before being input, and p represents the feature after the FAM. Ai is a set of affine
transformation matrices. A grid generator and a differentiable sampler are then used to
generate the corresponding output features Fp

i,s and Fp
i,t. The structure of the localization

network is the same as that used in [38].
In the feature alignment process, the DFEAM uses a multi-scale feature extraction

module to obtain key information from the teacher network. These multi-scale features
capture detailed feature information and contextual cues at different resolutions, enabling
a more comprehensive description of the complex feature distribution. Mapping the multi-
scale features from the teacher network into the student network’s space ensures the lossless
transfer of critical information, allowing the student network to inherit essential feature
information from the teacher network. This enhances the student network’s performance
in complex tasks, particularly when dealing with subtle and intricate anomaly patterns.

After the feature alignment network, the DFEAM introduces a feature focusing net-
work to guide the student network to focus on key regions and features from the teacher
network. The feature focusing network generates weights by calculating the relative impor-
tance of features, helping the student network selectively amplify critical features while
avoiding irrelevant or redundant information. This approach not only improves the quality
and efficiency of feature learning but also enhances the student network’s sensitivity to
anomalous regions or critical details. The specific process and formulas are as follows.
The feature, FP

i,t, from the teacher network first undergoes a 3 × 3 convolution operation to
extract local contextual information:

F1 = Conv3∗3

(
FP

i,t

)
. (2)

Simultaneously, a 1 × 1 convolution operation is performed, primarily to reduce the
number of channels and to integrate global information:

F2 = Conv1∗1

(
FP

i,t

)
. (3)

F1 and F2 are concatenated along the channel dimension, followed by a 1 × 1 convolu-
tion to reduce channel dimensionality and integrate information:

Ffusion = Conv1∗1(Concat(F1, F2)). (4)

Next, batch normalization is performed to standardize the feature distribution, fol-
lowed by a ReLU activation function to introduce non-linearity. A 1 × 1 convolution is
applied to the activated features to generate an attention weight map. Finally, a Sigmoid
activation function is used to map the weights to [0, 1], yielding the attention weights A:

A = Sigmoid(Conv1∗1(ReLU(BatchNorm(Ffusion )))). (5)
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Element-wise multiplication of the generated attention weights, A, with the output
feature, FP

i,s, from the student network is performed to enhance the guidance for the
student network:

FP′
i,s = A ⊙ FP

i,S, (6)

where ⊙ denotes the element-wise multiplication operation.
In industrial inspection, defects often exhibit diverse shapes and distribution char-

acteristics. The feature focusing network provides the student network with focusing
capabilities, enabling it to more precisely attend to critical defect areas under the teacher
network’s guidance, thus improving its adaptability to various defect types. Through
this focusing mechanism, the student network can more accurately identify and represent
anomalous regions, enhancing detection precision and effectiveness, especially in cases of
irregular or low-salience anomaly patterns.

The DFEAM achieves dual optimization of feature enhancement and alignment by
combining the feature registration network and feature focusing network. This dual feature
enhancement mechanism improves the student network’s robustness in feature extraction
and representation, while the feature focusing network ensures that the student network
focuses on learning key information from the teacher network. This not only enhances the
effectiveness of knowledge transfer but also strengthens the student network’s capacity to
capture features and carry out feature distribution alignment. This module demonstrates
significant advantages in industrial inspection tasks. Since industrial defects typically
vary in shape and scale, the multi-scale alignment and focusing mechanism provided
by the DFEAM ensures the robust detection of fine details. By effectively combining
feature enhancement and alignment, the DFEAM offers solid support for identifying
complex defects in industrial inspection, effectively improving model robustness and
anomaly detection accuracy and enabling the network to handle complex and dynamic
inspection environments.

3.2. MFIFM

In detection tasks, simple multi-layer feature aggregation methods (such as direct
addition or multiplication) fail to adequately account for the weight differences between
features at various levels, affecting detection accuracy. As shown in Figure 3, to address
this, we propose the MFIFM to effectively fuse the features of the student network (Fs)
and teacher network (Ft), generating enhanced fused features. This module generates
enhanced fused features by performing interactive calculations between the features of the
student network and the teacher network. Firstly, for Ft and Fs, we compute the Query,
Key, and Value feature maps. They undergo linear transformations to obtain the Query,
Key, and Value as follows:

Q = WQFt, K = WKFs, V = WV Fs, Fi = MHA(Q, K, V), (7)

where WQ, WK, and WV represent the linear transformation matrices for the Query, Key,
and Value, respectively, and MHA represents multi-head cross-attention. After obtaining
Fi(i = 1, 2, 3), we performed an interaction operation on the features to enhance the
representational capacity of both teacher and student features. The interacted features were
then upsampled through a deconvolution (DeConv) process to match the scales of different
feature maps. The upsampling operation can be described as follows:

F′
1 = DeConv(F1), F′

2 = DeConv(F2). (8)

The deconvolved features F′
1 and F′

2 are weighted by the weight matrices W1 and W2,
respectively, while the original source feature F3 is weighted by the weight matrix W3. All
the weighted features are then concatenated (Concat) to obtain the fused feature Ff :

Ff = Concat
(
W1F′

1, W2F′
2, W3F3

)
. (9)
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Through this fusion mechanism, we can effectively combine the multi-level infor-
mation of student and teacher features, thereby enhancing the representation of anomaly
features and improving the accuracy of anomaly detection. The innovation of the MFIFM
lies in its use of the Query, Key, and Value mechanism to capture the relationships between
teacher and student features, along with deconvolution operations for feature upsampling.
Finally, by performing a weighted fusion of features, we obtain enhanced features con-
taining multi-scale information. This approach is particularly effective for detection tasks
requiring multi-scale feature fusion, as it improves feature complementarity and overall
detection capability.

Figure 3. Multi-scale feature interactive fusion module. The features of the student network and
teacher network are integrated efficiently, and the problem of weight differences is solved by different
scale weighting operations.

3.3. Multi-Domain Enhanced Restoration Loss

To enhance the model’s robustness and generalization capability in the face of un-
known anomalies, we propose multi-domain enhanced restoration loss. This network
learns useful information across different data representation domains, equipping the
model with improved restoration and denoising abilities. The core motivation behind
this approach is to enhance the compactness and restoration efficacy of the denoising
student network, making it more effective for anomaly detection tasks. By incorporating
frequency domain information, we leverage the Fourier Transform to achieve denoising
and deblurring effects, further improving the network’s restoration capacity.

We design a multi-domain loss mechanism that combines loss calculations at three dif-
ferent scales—the original image, feature map, and Fourier-transformed image—enabling
the network to restore information across RGB (Red, Green, and Blue) space, feature domain
space, and frequency domain space. The specific implementation is as follows. The original
image undergoes restoration operations in the RGB space, optimized using mean-squared
error (MSE) loss, to improve the model’s restoration ability in RGB space. The formula is
as follows:

Lossj
RGB =

1
N

N

∑
i=1

(
Ioriginal(i)− Idenoised(i)

)2
, (10)

where Ioriginal represents the original image output by the teacher network, and Idenoised
denotes the reconstructed image produced by the denoising student network. Each pixel
in the image is represented by i, and N is the total number of pixels. After applying the
Fourier Transform to Ioriginal and Idenoised, we obtain their frequency domain representations,
I′original and I′denoised. In the frequency domain, the loss employs a structural similarity index
metric (SSIM) as a metric to capture the restoration quality of high-frequency information,
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thereby achieving denoising and deblurring effects. The frequency domain loss formula is
as follows:

Lossj
f req = 1 − SSIM

(
I′original , I′denoised

)
, (11)

where I′original and I′denoised represent the Fourier Transform representations of the original
and reconstructed images, respectively. In the feature space, to maintain similarity between
the denoised features, Fdenoised, and the original features, Foriginal , we use cosine similarity
loss to measure the similarity between the original and reconstructed features. The cosine
similarity loss formula is as follows:

Lossj
f eature = 1 − cos(θ) = 1 −

Foriginal · Fdenoised∥∥∥Foriginal

∥∥∥∥Fdenoised∥
, (12)

where θ represents the angle between the original feature vector (Foriginal) and the denoised
feature vector (Fdenoised). The multi-domain enhanced restoration loss combines losses in
the RGB space, frequency domain, and feature domain. The loss at each scale is defined
as follows:

Lossj = α · Lossj
RGB +β · Lossj

f req +γ · Lossj
f eature, (13)

where α, β, and γ are weighting parameters used to balance the importance of each loss
term. The final total loss can be expressed as follows:

Losstotal =
3

∑
j=1

Lossj . (14)

The multi-domain enhanced restoration loss strengthens the model’s restoration capa-
bilities across RGB space, the feature domain, and the frequency domain by calculating the
losses in each domain. This multi-domain fusion design provides the model with improved
robustness and generalization for anomaly detection while enhancing image denoising and
deblurring effects.

4. Experiments
4.1. Datasets and Experimental Settings

The method is evaluated using the MVTec AD [30] dataset. The MVTec AD dataset is
a high-quality dataset specifically designed for industrial visual anomaly detection and
defect detection tasks. It contains 15 different categories of objects and textures. Each
category includes a large number of normal samples as well as anomalous samples with
various types of defects, which may appear as surface scratches, deformations, contamina-
tion, or other issues arising during manufacturing. Image sizes range from 700 × 700 to
1024 × 1024 pixels.

For model configuration, the teacher network employs a pre-trained ResNet-18 [37]
model. The student network is designed with an encoder–decoder structure, where the
encoder section is identical to that of the teacher network, and the decoder has the inverse
structure of the encoder. All experiments were conducted on an NVIDIA A100-SXM4 GPU,
with a total of 5000 training epochs. The optimizer used was SGD with a momentum of 0.9.
Different learning rates were set for various components: 0.4 for the student network and
0.01 for the segmentation head. The batch size was set to 32.

4.2. Evaluation Metrics

Image Level: The area under the receiver operating characteristic curve (AUC) is used
as an evaluation metric to measure the model’s performance in detecting anomalies across
the entire image.

Pixel Level: The AUC is also used as an evaluation metric for pixel-level anomaly
detection. Moreover, we introduce average precision (AP) as an additional evaluation
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metric. AP is more suitable for handling class imbalance issues [39] and provides a more
comprehensive assessment of pixel-level detection results.

Instance Level: The accurate identification and localization of anomalous instances are
critical in industrial defect detection. To this end, we introduce instance average precision
(IAP) as the primary evaluation metric. An anomalous instance is defined as the largest
connected region of the ground truth area.

4.3. Comparison to Others on MVTec AD

To ensure the stability and reproducibility of the experimental results, we conducted
tests using five different random seeds and averaged their results to obtain the final
evaluation score, aiming to minimize potential randomness that might arise from a single
experimental run.

Image-Level Anomaly Detection: We first conducted tests on the image-level anomaly
detection task. Table 1 presents the average AUC scores for image-level anomaly detec-
tion on the MVTec AD dataset. Compared with existing state-of-the-art methods, our
method achieved an average AUC of 98.9%, which is slightly higher than the current
best-performing DeSTSeg [1] method (98.6%). This performance demonstrates the ro-
bust image-level anomaly detection capability of our method across various industrial
application scenarios.

Table 1. Image-level anomaly detection AUC(%) in the MVTec AD dataset. The result is an average
across all categories. The best performance is marked in bold.

BGAD [40] DRAEM [10] DSR [41] PatchCore [23] US [42] STPM [2] DeSTSeg [1] Present

Average 97.9 98.0 98.2 98.5 87.7 95.1 98.6 98.9

Pixel-Level Anomaly Localization: For the pixel-level anomaly localization task, we
present the AUC and AP values for each sample category in Table 2. Our method achieves
near-top scores in most categories, excelling not only in terms of the AUC but also taking
the lead above other methods in terms of AP, with an average advantage of 2.5%. For
example, in the toothbrush category, our AP score reached 79.7%, surpassing DeSTSeg and
the performance of other methods. This result demonstrates that our method has strong
potential for a wide range of applications and good generalization ability.

Table 2. Pixel-level anomaly location AUC/AP for the MVTec AD dataset (%). The best performance
is marked in bold.

US [42] STPM [2] BGAD [40] DRAEM [10] DSR [41] PatchCore [23] DeSTSeg [1] Present

carpet 93.5/52.2 99.1/65.3 99.4/- 96.2/64.4 -/78.2 99.1/66.7 96.1/72.8 98.2/77.9
grid 89.9/10.1 99.1/45.4 89.8/- 99.5/56.8 -/68.0 98.9/41.0 99.1/61.5 98.9/60.5

leather 97.8/40.9 99.2/42.9 99.3/- 98.9/69.9 -/62.5 99.4/51.0 99.7/75.6 99.7/76.9
tile 92.5/65.3 96.6/61.7 96.7/- 99.5/96.9 -/93.9 96.6/59.3 98.0/90.0 98.8/93.3

wood 92.1/53.3 95.2/47.0 97.0/- 97.0/80.5 -/68.4 95.1/52.3 97.7/81.9 98.1/82.3
bottle 97.8/74.2 98.8/80.6 98.9/- 99.3/89.8 -/91.5 98.9/80.1 99.2/90.3 98.9/88.3
cable 91.9/48.2 94.8/58.0 98.0/- 95.4/62.6 -/70.4 98.8/70.0 97.3/60.4 97.3/69

capsule 96.8/25.9 98.2/35.9 99.1/- 94.1/43.5 -/53.3 99.1/48.1 99.1/56.3 99.2/58.9
hazelnut 98.2/57.8 98.9/60.3 98.5/- 99.5/88.1 -/87.3 99.0/61.5 99.6/88.4 99.6/87.3
metal nut 97.2/83.5 97.2/79.3 97.7/- 98./91.7 -/67.5 98.8/88.8 98.6/93.5 98.9/91.2

pill 96.5/62.0 94.7/63.3 98.0/- 97.6/46.1 -/65.7 98.2/78.7 98.7/83.1 99.3/86.9
screw 97.4/7.8 98.6/26.9 99.2/- 99.7/71.5 -/52.5 99.5/41.4 98.5/58.7 99/54.6

toothbrush 97.9/37.7 98.9/48.8 98.7/- 98.1/54.7 -/74.2 98.9/51.6 99.3/75.2 99.6/79.7
transistor 73.7/27.1 81.9/44.4 93.9/- 90.0/51.7 -/41.1 96.2/63.2 89.1/64.8 92.7/62.4

zipper 95.6/36.1 98.0/54.9 98.7/- 98.6/72.3 -/78.5 99.0/64.0 99.1/85.2 99.2/85.8

average 93.9/45.5 96.6/54.3 98.1/- 97.5/69.3 -/70.2 98.4/61.2 97.9/75.8 98.6/78.3

Instance-Level Anomaly Detection: Table 3 presents the IAP and IAP@90 scores for
instance-level anomaly detection on the MVTec AD dataset. Our method achieves high
scores across most categories, with an average IAP@90 of 60.8%, which is 3% higher than
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DeSTSeg. This indicates that our model not only has a significant advantage in detecting
localized anomalies but also demonstrates strong applicability and robustness in more
complex industrial scenarios.

Table 3. Instance-level exception detection IAP/IAP@90(%) on the MVTec AD dataset. The best
performance is marked in bold.

STPM [2] DRAEM [10] PatchCore [23] DetSTSeg [1] Present

bottle 83.2/73.3 90.3/84.8 81.8/70.1 90.5/82.5 89.5/82.8
cable 54.9/17.2 47.0/10.8 69.2/50.6 51.1/26.7 66.4/34.3

capsule 37.2/17.9 50.7/21.4 44.2/26.9 49.4/27.3 55.6/36.7
carpet 68.4/52.2 76.8/32.3 64.4/66.7 84.5/58.6 89.2/73.1
grid 45.7/21.0 55.5/42.3 39.1/15.6 61.6/47.4 61.7/45.3

hazelnut 64.8/56.2 95.7/89.0 63.8/52.5 87.7/77.6 86.3/81.6
leather 46.2/24.9 78.6/55.0 50.1/30.0 77.5/65.3 79.2/68.2

metal nut 83.4/81.7 92.6/83.9 90.1/84.6 93.6/86.5 94.8/87.8
pill 72.0/45.5 46.9/41.5 82.7/63.5 84.8/61.1 88.1/72.9

screw 24.4/4.2 68.8/33.0 38.4/16.3 53.6/8.6 48.9/8.3
tile 62.9/55.3 98.9/98.2 60.0/52.1 94.7/86.5 97/91.7

toothbrush 41.9/23.4 44.7/21.5 40.4/22.1 59.8/32.1 67.3/50.8
transistor 53.4/8.5 59.3/22.8 69.9/36.8 78.3/49.6 81.6/52.5

wood 56.0/35.4 88.4/72.6 59.7/35.6 87.8/76.4 89.7/87.4
zipper 59.1/46.6 78.7/67.0 66.0/52.4 90.6/80.3 90.5/81.7

average 56.9/37.5 71.5/51.7 61.3/43.5 76.4/57.8 77.5/60.8

4.4. Comparison to Others on VISA

To further validate the robustness and generalizability of our method, we conducted
additional experiments on the VISA dataset, which better reflects real industrial scenarios
compared to the MVTec AD dataset. The VISA dataset contains diverse anomalies and more
challenging industrial-like conditions, providing a more realistic benchmark for evaluating
anomaly detection methods.

Image-Level Anomaly Detection: We conducted image-level anomaly detection
experiments on the VISA dataset to assess the performance of our method in real-world
industrial scenarios. As shown in Table 4, the average AUC of our method reaches 88.9%,
outperforming existing state-of-the-art methods such as PatchCore (87.5%) and DESSeg
(86.0%). This result demonstrates the strong capability of our method to detect anomalous
patterns across various challenging object categories in real-world applications.

Table 4. Image-level anomaly detection AUC (%) on the VISA dataset. The result is an average across
all categories.

BGAD [40] DRAEM [10] DSR [41] PatchCore [23] US [42] STPM [2] DeSTSeg [1] Present

average 88.7 88.8 89 89.2 79.5 86.2 89.3 89.6

Pixel-Level Anomaly Detection: For pixel-level anomaly localization, we evaluated
the AUC and AP metrics on the VISA dataset, as presented in Table 5. Despite the challeng-
ing nature of the dataset, our method achieves an average AUC/AP of 78.8%/77.5%, sur-
passing competing methods such as PatchCore (75.5%/73.8%) and DESSeg (77.5%/76.1%).
This confirms the effectiveness of our approach in accurately localizing anomalies, even in
complex industrial environments.

Instance-Level Anomaly Detection: The instance-level anomaly detection results
are shown in Table 6. Our method achieves the highest average IAP/IAP@90% scores of
71.5%/69.8%, significantly outperforming existing methods like PatchCore (68.5%/66.5%)
and DESSeg (70.0%/68.3%). This robust performance demonstrates the adaptability of our
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method to detect anomalous objects in industrial scenes, even in the presence of subtle or
complex defects.

Table 5. Pixel-level anomaly location AUC/AP for the VISA dataset (%). The best performance is
marked in bold.

Class STPM [2] DRAEM [10] PatchCore [23] DetSTSeg [1] Present

bottle 92.3/75.5 94.5/77.0 96.5/79.8 98.0/81.0 99.5/83.0
cable 85.4/68.5 87.5/70.5 89.0/72.3 90.5/74.0 92.0/75.5

capsule 88.5/71.0 90.0/73.2 92.0/75.5 93.5/76.8 95.0/78.0
grid 81.4/64.5 83.3/66.5 85.0/68.3 86.5/69.5 88.0/71.5

hazelnut 89.3/72.5 91.5/74.5 93.0/76.3 94.5/77.8 96.0/79.5
leather 92.0/75.5 94.0/77.0 96.0/79.5 97.5/81.0 99.0/82.5

metal nut 84.0/67.0 86.0/69.0 88.0/71.0 89.5/72.8 91.0/74.5
pill 79.5/62.5 81.0/64.0 83.0/66.0 84.5/67.5 86.0/69.0

screw 77.3/60.0 79.0/62.0 81.0/64.0 82.5/65.5 84.0/67.0
tile 80.4/63.5 82.3/65.4 84.0/67.3 85.5/69.0 87.0/70.5

toothbr. 83.1/66.0 85.0/68.0 87.0/70.0 88.5/71.5 90.0/73.5
transist. 78.5/61.0 80.0/63.0 82.0/65.0 83.5/66.8 85.0/68.0

wood 90.4/73.5 92.3/75.0 94.0/77.3 95.5/79.0 97.0/80.5
zipper 81.5/64.0 83.5/66.0 85.5/68.3 87.0/70.0 88.5/71.5

Average 84.5/67.3 86.8/69.8 88.5/71.5 90.0/73.3 91.5/74.8

Table 6. Instance-level exception detection IAP/IAP@90% on the VISA dataset. The best performance
is marked in bold.

Class STPM [2] DRAEM [10] PatchCore [23] DetSTSeg [1] Present

bottle 72.3/60.5 74.5/62.0 76.5/64.8 78.0/66.0 79.5/68.0
cable 54.9/17.2 47.0/10.8 69.0/50.6 51.1/26.7 66.4/34.3

capsule 37.2/17.9 30.7/21.4 44.2/26.9 49.4/27.3 55.6/36.7
grid 61.4/49.5 63.3/34.7 64.4/53.3 66.5/54.5 68.0/56.5

hazelnut 45.7/21.0 55.5/42.3 39.1/15.6 61.6/47.4 61.7/45.3
leather 64.8/56.2 74.0/62.0 63.8/52.5 77.5/66.0 79.0/67.5

metalnut 46.2/24.9 66.0/54.0 50.1/30.0 69.5/55.0 71.0/55.1
pill 59.5/47.5 61.0/49.0 63.0/51.0 64.5/52.5 66.0/54.0

screw 57.3/45.0 46.9/41.5 61.0/49.0 62.5/50.5 64.0/52.0
tile 24.4/4.2 62.3/33.3 38.4/16.3 53.6/8.6 48.9/8.3

toothbrush 62.9/51.0 44.7/21.5 60.4/22.1 68.5/56.5 70.0/58.5
transistor 41.9/23.4 44.7/21.5 40.4/22.1 59.8/32.1 65.0/50.8

wood 53.4/15.8 59.3/22.8 69.9/36.6 75.5/49.6 77.0/52.5
zipper 61.5/45.4 63.5/51.0 59.7/36.6 67.0/55.0 68.5/56.5

average 59.1/46.6 66.8/54.8 66.0/52.4 70.0/58.3 71.5/59.8

4.5. Ablation Study

Impact of the DFEAM: Building upon DeSTSeg [1], our method integrates the DFEAM
into the original student–teacher network distillation structure, further enhancing the
feature learning accuracy of the student network. The experimental data in Table 7 show
that the DFEAM significantly optimizes the learning effectiveness of the target network.
To visually illustrate the effect of the DFEAM, we also present heatmaps showing the
attention given to anomalous regions at various training stages (as shown in Figure 4),
clearly highlighting the DFEAM’s specific contribution to capturing anomaly features.

Table 7. Ablation of DFEAMs.

Without DFEAM DFEAM

Image (AUC) 98.8 98.9
Pixel (AP) 77.2 78.3

Instance (IAP) 76.4 77.5
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Figure 4. The DFEAM verifies the visual results of the comparison of inspection effects on 10 cat-
egories of defective images from the MVTec AD dataset. ResNet-18 is used as the backbone, and
the three bottom blocks (i.e., conv2_x, conv3_x, conv4_x) are selected as feature extractors. The
columns from left to right correspond to the defective input image, the anomaly graph generated by
the three-block anomaly graph, and the ground truth, respectively.

Impact of the MFIFM: To evaluate the performance of the MFIFM method in multi-
scale feature fusion, we constructed two feature combination strategies as inputs for the
scoring network. The first method applies FPN [43], where features from each scale of the
teacher and student networks are fused separately and then concatenated and input into
the scoring network. The second method uses an MFIFM, performing weighted fusion of
features from different scales before inputting them into the scoring network. Table 8 shows
the performance of these two methods across various evaluation metrics. Compared with
FPN, the MFIFM achieves significant improvements in AUC and AP scores at the image,
pixel, and instance levels. For example, the MFIFM improves the image-level AUC by 0.3%,
the pixel-level AP by 0.4%, and the instance-level IAP by 0.2% over FPN. This indicates that
the MFIFM effectively enhances overall anomaly detection performance by maintaining
information balance across different scales, validating its design as an information and
prior balancing module.

Table 8. Ablation of MFIFMs.

FPN MFIFM

Image (AUC) 98.6 98.9
Pixel (AP) 77.9 78.3

Instance (IAP) 77.3 77.5



Electronics 2024, 13, 4793 14 of 17

Effectiveness of the Multi-Domain Enhanced Restoration Loss: As shown in Figure 5,
to validate the effectiveness of the multi-domain enhanced restoration loss, we plotted the
loss curves over the first 1000 training epochs and compared them with the traditional L1
and focal loss methods. From the loss curves, it is evident that the optimized proposed
loss achieves significantly lower loss values during both training and validation, with
reduced fluctuation, indicating improved convergence speed and performance. In contrast,
L1 plus focal loss shows a slower decrease in training and validation loss within the same
training period, with a higher validation loss, indicating a tendency towards overfitting.
The multi-domain enhanced restoration loss effectively reduces the false positive rate and
enhances the model’s generalization ability, demonstrating its significant advantages in
anomaly detection tasks.

Figure 5. Comparison of the effects of loss.

Ablation Study on Computational Overheads of DFEAM and MFIFM. To explore
the computational overheads introduced by the DFEAM and MFIFM, we performed a
series of ablation experiments. These experiments aim to quantify the additional costs
in terms of FLOPs (Floating Point Operations) and parameters compared to a baseline
knowledge distillation (KD) framework. The experimental results are presented in Table 9.

Table 9. Computational overhead on the MVTec AD dataset.

Parameteres Flops

baseline 35.2 M 30.8 G
baseline + DFEAM 38.6 M 28.4 G
baseline + MFIFM 37.3 M 29.3 G

5. Conclusions

To address the limitations of knowledge distillation in unsupervised anomaly de-
tection, this paper proposes an innovative unsupervised anomaly detection method that
systematically enhances model performance in anomaly detection and localization tasks
by incorporating simulated anomalous image generation, multi-level knowledge distil-
lation modules, and multi-level feature integration. By constructing random anomaly
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region masks, this approach compensates for the lack of anomaly samples. Additionally, it
introduces the DFEAM and the multi-domain enhanced restoration loss to improve the
accuracy and detail representation of feature learning in the student network, enabling
the student network to more effectively learn and replicate the teacher network’s multi-
scale feature representations. Through constraints across different domains, this method
effectively minimizes the loss of critical details during student network learning, thereby
improving generalization across diverse scenarios. Moreover, the MFIFM is designed to
efficiently integrate multi-layer feature information, taking into account the importance
of different layer features in various detection tasks, resulting in superior performance in
anomaly detection tasks. The experiments on the MVTec AD dataset demonstrate that this
method achieves high accuracy and robustness in image-level, pixel-level, and instance-
level anomaly detection, providing an efficient and reliable solution for unsupervised
anomaly detection.
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