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Abstract: Existing rotated object detection methods usually use angular parameters to represent
the object orientation. However, due to the symmetry and periodicity of these angular parameters,
a well-known boundary discontinuity problem often results. More specifically, when the object
orientation angle approaches the periodic boundary, the predicted angle may change rapidly and
adversely affect model training. To address this problem, this paper introduces a new method that
can effectively solve the boundary discontinuity problem related to angle parameters in rotated
object detection. Our approach involves a novel vector-based encoding and decoding technique for
angular parameters, and a cosine distance loss function for angular accuracy evaluation. By utilizing
the characteristics of unit vectors and cosine similarity functions, our method parameterizes the
orientation angle as components of the unit vector during the encoding process and redefines the
orientation angle prediction task as a vector prediction problem, effectively avoiding the boundary
discontinuity problem. The proposed method achieved a mean average precision (mAP) of 87.48%
and an average cosine similarity (CS) of 0.997 on the MVTec test set. It also achieved an mAP score of
90.54% on the HRSC2016 test set, which is better than several existing state-of-the-art methods and
proves its accuracy and effectiveness.

Keywords: rotated object detection; orientation angle prediction; angle parameterization; cosine
distance; loss function

1. Introduction

Object detection is a key task in the field of computer vision, aiming to identify
and locate objects in images. In recent years, with the advancement of deep learning
technology, object detection methods based on Convolutional Neural Networks (CNNs)
have made significant progress and have been widely used in various fields. Rotated
object detection is a derivative task of traditional object detection methods, which has
important value in certain application fields, such as remote sensing image detection [1,2],
text recognition [3,4], industrial applications [5,6], 3D object detection [7], and object
segmentation [8,9]. Rotated object detection can provide users with a more comprehensive
understanding of the orientation and actual size of detected objects in images.

Rotated objects are usually distributed in images at arbitrary orientation angles rang-
ing from 0◦ to 360◦, and the task of rotated object detection is to predict the Rotated
Bounding Box (RBB) that best fits the object. Figure 1 illustrates different bounding box
representations. As shown in Figure 1a, when using a Horizontal Bounding Box (HBB)
to detect an object, if the object is not vertically or horizontally aligned with the image,
redundant background information will be included in the bounding box. When objects in
an image are closely spaced, HBBs may fail to accurately match the objects [1]. To address
these issues, rotated object detection methods were developed. As shown in Figure 1b,
several neural network-based rotated object detection methods [1,2,10–12] use five parame-
ters to represent the RBB with box rotation information, providing a more precise object
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bounding box, but without its orientation information. Subsequently, refs. [5,13] expanded
the application of rotated object detection, not only maintaining the original rotated object
detection task, but also estimating its orientation at the same time, as shown in Figure 1c.
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Figure 1. Example of using different parameters to describe the bounding box of an object: (a) The
HBB representation uses four parameters (xmin, ymin, xmax, ymax); (b) the RBB with box rotation
information uses five parameters (xc, yc, w, h, θ), where θ is the rotation angle of the bounding box;
(c) The RBB with object orientation information also uses five parameters (xc, yc, w, h, θ), where θ is
the orientation angle of the detected object.

Figure 2 shows the boundary discontinuity problem caused by the periodicity of angle
parameters in the rotated object detection task. This problem will cause drastic changes
in the loss function under certain conditions, thus affecting the stability of the model’s
convergence during training and reducing its performance [14,15]. Therefore, boundary
discontinuity has become a key issue in rotating object detection. In order to solve this
problem, some studies [1,16,17] try to mitigate the sharp changes in the loss function by
limiting or changing the calculation of the loss function. For example, [1] proposed an
Intersection-over-Union (IoU) smooth L1 loss to smooth the regression branch loss near
the boundary, while [16,17] converted the bounding box to a 2D Gaussian distribution
to reduce the sensitivity of the model to angle changes during training. Although these
designs mitigate the impact of boundary discontinuities on model performance and are
proven to improve detection accuracy, they do not fundamentally solve the boundary
discontinuity problem due to the inherent characteristics of the angle parameters in the
definition method.
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(the dashed arrow) approaches the corresponding ground truth (solid arrow), boundary discontinuity
occurs; (b) the loss function shows sharp changes at the period boundary of the rotation angle error.
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Recently published methods [15,18,19] proposed to use an encoding–decoding mech-
anism to convert the angle parameter prediction task into a classification task, thereby
imparting continuity to the angular parameters and effectively solving the boundary discon-
tinuity problem. However, this encoding–decoding method increases the number of model
parameters, which affects the computational load of the network and thus reduces the
detection speed. Therefore, avoiding boundary discontinuities without affecting detection
efficiency is still a challenge worthy of further exploration.

In this paper, we propose a vector-based encoding–decoding method for rotated object
detection, aiming to solve the boundary discontinuity problem. The proposed method
combines Unit Vector Coding (UVC) to parameterize object orientation and cosine distance
loss (CDL) to evaluate orientation angle estimation accuracy. The main contributions of
this study are as follows:

(1) We propose a novel UVC encoding and decoding method that parameterizes object
orientation through vector components. The encoded parameters exhibit continuous
and reversible characteristics, thereby overcoming the boundary discontinuity and
improving the accuracy of object orientation estimation.

(2) We propose a novel CDL function as the loss function of the orientation angle pre-
diction branch in model training to evaluate the predicted angle of rotated objects.
Experimental results show that the design of this loss function significantly improves
the accuracy of rotated object detection tasks.

On the rotated object detection task of the MVTec screws dataset [20], our method
achieves a high mAP of 87.48% at 53.2 frames per second (FPS), enabling real-time rotated
object detection. Furthermore, it achieves an mAP of 90.54% on the High-Resolution Ship
Collections 2016 (HRSC2016) dataset [21], verifying that the proposed method can improve
the detection performance of different rotated object detection tasks.

The remaining sections of this paper are organized as follows: Section 2 provides a
review of related research, focusing on rotated object detection, angle encoding, and loss
function design. In Section 3, we present the proposed UVC encoding–decoding and CDL
function in detail. Section 4 presents experimental results, demonstrating the detection
performance of the proposed rotated object detection model on existing public datasets,
thereby verifying the impact of the proposed method on the accuracy of object orientation
estimation. In Section 5, we summarize the main contributions of this paper and discuss
potential directions for future research.

2. Related Research

In this section, we review the literature related to this research, including rotated object
detection, parameterization of RBB, and boundary discontinuity problem.

2.1. Rotated Object Detection

In the rotated object detection task [20–22], the object bounding box is usually rep-
resented as a RBB in the image, as shown in Figure 1b,c. Several rotated object detection
methods are extensions of the classic object detection network [23–28], where the param-
eters of a HBB (x, y, w, h) are extended to those of a RBB (x, y, w, h, θ). This section
introduces the methods for performing rotated object detection and discusses bounding
box representations used in the literature.

The existing rotated object detection methods can be divided into two-stage and one-
stage methods. In the two-stage object detection methods [1,3,12], the feature maps from
the first-stage neural network are input into a Region Proposal Network (RPN), which is
based on predefined anchor boxes to capture candidate regions that may contain objects. In
the second stage, the detector performs bounding box regression and predicts the category
of candidate regions. For example, [1] proposed a rotated Region-of-Interest (RoI) pooling
layer based on RoI-Transformer to replace the traditional RoI pooling layer. Reference [3]
extends the traditional RPN to rotated RPN to improve the performance of rotated object
detection. Reference [12] proposed the ReDet detector, which uses rotation-invariant RoI
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pooling to predict the orientation of rotated objects, achieving excellent results when
detecting objects with fixed orientations in images. However, the complex parameter
settings in the two-stage detection method limit its generalization, and the design of anchor
boxes is computationally intensive, reducing the inference efficiency. Therefore, recent
research has focused on developing one-stage detection methods to perform rotated object
detection more efficiently.

One-stage object detection methods [11,29,30] directly generate object bounding boxes
from the input image. These methods divide the input image into multiple non-overlapping
grids and predict multiple bounding boxes in each grid cell. In rotated object detection,
R3Det [11] introduced a feature refinement layer to handle densely distributed objects in
complex scenes. In the R2YOLOX [29] method, the detector outputs both coarse and refined
bounding box information, which are then processed through an aligned convolutional
layer to produce the final RBB. S2A-Net [30] proposed using a lightweight fully connected
layer for feature alignment to achieve improved detection performance. Compared to two-
stage detection methods, one-stage detectors bypass the need to generate region proposals
and directly perform object detection on the original image. As a result, one-stage detectors
exhibit significantly faster inference speeds than two-stage detectors, making them more
competitive in real-world applications.

2.2. Representation of RBB

In rotated object detection, there are two different methods to represent the RBB,
namely point-based and regression-based representations. Figure 3 illustrates these two
representations of the RBB used in most rotated object detection techniques. As shown in
Figure 3a, the point-based method defines a RBB using the coordinates of its four corners
(x1, y1, x2, y2, x3, y3, x4, y4) and outputs it in the form of a quadrilateral. This representation
method is commonly used in text recognition tasks [4,31].
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The regression-based representation, as shown in Figure 3b–d, uses five parameters
(x, y, w, h, θ) to define the RBB, where (x, y) represents the center position of the box, (w, h)
is the width and height of the box, and θ is the rotation angle of the box. This representation
method outputs a rotated rectangle and is commonly used in remote sensing [21,22] and
industrial scenes [20].

Regression-based representation methods can be further subdivided into the long-edge
definition [1,14], the OpenCV definition [2,10], and the orientation-based definition [5,32].
As shown in Figure 3b, the angle parameter θ in the long-edge definition represents the an-
gle between the horizontal axis and the long edge of the bounding box, with θ ∈ [−90◦, 90◦].
As shown in Figure 3c, the angle θ in the OpenCV definition represents the angle between
the horizontal axis and the closest adjacent edge of the bounding box, with θ ∈ [−90◦, 0◦].
Finally, the orientation-based definition, as shown in Figure 3d, defines the angle θ as the
clockwise angle between the reference axis and the orientation axis, with θ ∈ [−180◦, 180◦].
This definition provides a full 360◦ range and describes the orientation of a rotated object.

2.3. Boundary Discontinuity Problem

As shown in Figure 2, due to the periodicity of the angle parameters, rapid changes in
parameter values occur when the bounding box angles approach the periodic boundary,
which is the boundary discontinuity problem. For example, in the long-edge definition,
when two bounding boxes share the same center coordinates and dimensions, but the
actual angle is 89◦ and the predicted angle is −89◦, the two bounding boxes are almost
identical, but the actual angle is different from the predicted angle. This issue arises
when the angle parameter nears the defined boundary range, affecting the stability of
angle prediction. Therefore, addressing the boundary discontinuity problem has become a
significant challenge in the field of rotated object detection in recent years.

Currently, there are works that have proposed solutions to the boundary discontinuity
problem from different perspectives. For example, SCRDet [2] introduced IoU-smooth
L1 loss, which employs a smoother loss function to mitigate the impact of boundary
discontinuity. However, this method only reduces the effect of the discontinuity with-
out fundamentally resolving the issue. Gaussian Wasserstein Distance (GWD) [16] and
Kullback–Leibler Divergence (KLD) [33] methods convert the RBBs into 2D Gaussian dis-
tributions and use the transformed information to calculate the IoU loss. This design
effectively prevents the loss from oscillating due to angle changes. Nevertheless, because
of the nature of Gaussian distribution, this approach struggles to accurately predict an-
gle information for nearly square objects, resulting in improved mAP50 performance but
decreased accuracy in mAP75 in experimental results. Circular Smooth Label (CSL) [15]
proposed encoding the angle parameters as labels and converting the angle prediction
task into a classification problem, using Gaussian focal loss [34] with a dynamic weighting
mechanism to calculate the angle classification loss. However, these designs may increase
model size, thereby affecting inference efficiency, and the excessive hyperparameter ad-
justments during training impact model convergence. Densely Coded Labels (DCL) [18],
inspired by CSL, converted labels into Gray code, significantly reducing the number of
output channels and speeding up model inference time. Phase-Shifting Coder (PSC) [19],
inspired by phase shifting, proposed converting angle prediction into the prediction of
multiple cosine parameters, transforming the angle parameters into a boundary-free form
to offer a different solution to the boundary discontinuity problem.

Zhao et al. proposed a Variant Gaussian Label (VGL)-generating method [35] to han-
dle the periodicity of the angle and large variety of aspect ratios. Ming et al. proposed
a Representation Invariance Detection (RIDet) method [36], which employs a novel Rep-
resentation Invariance Loss (RIL) to improve RBB regression in remote sensing images
by treating multiple representations as equivalent local minima, enhancing optimization
and alignment with localization accuracy. Cheng et al. proposed an Anchor-free Oriented
Proposal Generator (AOPG) [37] that abandons horizontal box-related operations from
the network architecture, eliminating the reliance on horizontal boxes to reduce noise and
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improve detector robustness. Xu et al. proposed a Circular Gaussian Distribution (CGD)-
based method [38] to enhance angular prediction in rotated object detection, addressing
multi-solution and boundary issues in traditional methods. Recently, Zhao et al. proposed
a novel Angular Boundary Discontinuity Free Loss (ABFL) [39], leveraging the von Mises
distribution to handle angle periodicity and solve the angular boundary discontinuity
problem when detecting rotated objects. Xu et al. proposed an Angle Correct Module
(ACM) [40], which introduces a dual-optimization paradigm to address the boundary
discontinuity problem in oriented object detection. The ACM method significantly im-
proves typical IoU-like methods, achieving seamless angular prediction and improved
performance across multiple datasets.

3. The Proposed Rotated Object Detection Method

In recent years, numerous studies have proposed deep learning-based methods for
rotated object detection. Inspired by these existing methods, we propose a novel CNN-
based detection model for rotated object detection. This paper introduces a UVC encoding
method and a CDL function design to address the boundary discontinuity problem and
improve detection performance. Figure 4 illustrates the framework of the proposed method.
This section first provides a brief overview of the detection model’s basic architecture and
the angle parameter definition. Then, the design of the rotated object detector is explained
in detail, followed by an introduction to the loss functions designed for each model branch.
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backbone network and neck layer to predict object class, center-ness, bounding box regression, and
angle parameters from multi-scale feature maps. The predicted parameters and ground-truth values
are then fed into three loss functions to compute the error in RBB predictions.

3.1. Baseline
3.1.1. Orientation Angle Representation

The proposed method utilizes the orientation angle representation defined in the
MVTec screws dataset [20] for detecting the orientation of objects, as shown in Figure 5. In
this definition, the angle parameter θ has periodic properties and is defined by a periodic
constant P, where θ ∈ [−Pπ, Pπ]. For instance, in the MVTec application scenario, the
periodic constant for rotated objects is P = 1, meaning the orientation angle falls within the
range θ ∈ [−π, π], with a periodicity of 2π.

3.1.2. Network Architecture

The proposed method extends the You Only Look Once X-s (YOLOX-s) detector [23]
for rotated object detection. YOLOX is an anchor-free object detection network featuring a
Cross-Stage Partial Darknet53 (CSPDarknet53) backbone and a Path Aggregation Feature
Pyramid Network (PAFPN) feature fusion layer. Using the anchor-free detector in our
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method provides robustness to detect objects of different sizes without requiring predefined
anchor boxes, which is challenging for detecting both small and large objects. The PAFPN
extracts feature maps of multiple scales, which are subsequently fed into the rotation detec-
tion head module. Figure 6 illustrates the architecture of the proposed rotation detection
head module, which processes feature maps of size W×H through 2D convolutional layers
and finally outputs W×H sets of RBB information through four branches:

(1) Regression output: this branch predicts the center (tx, ty), width (tw), and height (th)
of the RBB.

(2) Angle output: this branch predicts the orientation angle by decomposing it into
components (tcos, tsin) in the form of a unit vector.

(3) Center-ness output: this branch predicts the center-ness of the object, with an output
channel number of 1.

(4) Classification output: this branch predicts the class of the object within the RBB, where
the number of output channels corresponds to the number of classes in the dataset.
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Figure 6. Architecture of the proposed rotation detection head module for the rotated object detection
model: the proposed head model consists of three Convolution Block Layer (CBL) modules and four
1 × 1 convolutional (1 × 1 Conv) layers to form the angle, regression, center-ness, and classification
prediction branches. The number of channels for each branch is {2, 4, 1, C}, where C represents the
number of classes in the dataset. The CBL module consists of a 3 × 3 convolution layer, a Batch
Normalization layer, and a SiLU activation function layer.
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The proposed method modifies the regression branch of the traditional object detec-
tor by extending the output from (tx, ty, tw, th) to include the angle prediction branch,
transforming it into a rotated object detector (tx, ty, tw, th, tcos, tsin). As shown in Figure 4,
during the model training, the total loss is computed by weighting the loss functions of
each prediction branch and is defined as follows:

losstotal = λreglossPIoU + λanglossCDL + losscls + lossobj, (1)

where lossPIoU, lossCDL, losscls, and lossobj represent the loss functions for the regression,
angle, classification, and center-ness prediction branches, respectively. The weights λreg
and λang are used for the regression and angle prediction loss functions. The weight λreg
is defined in YOLOX and set to 3.0. Regarding the setting of the weight λreg, its value is
chosen based on the analysis reported in Section 4.2.

3.2. Unit Vector Coding (UVC)

The proposed detector introduces an angle parameter encoding method based on
unit vector properties. The proposed UVC decomposes the angle parameter into vector
components, transforming the angle prediction task into a component prediction task.
This encoding method is specifically designed for parameters with periodic characteristics,
such as angles. By decoding the angle into two independent values with continuous
properties, UVC effectively avoids the boundary discontinuity problem, thereby enhancing
the accuracy and stability of the model when performing rotated object detection tasks.

The UVC method describes the angle output of the bounding box in terms of the
unit vector components tcos and tsin, with the relationship between the output components
(tcos, tsin) and orientation angle θ defined as follows:

tcos = cos(
θ

P
) and tsin = sin(

θ

P
), (2)

where the periodic constant P defines the range of the orientation angle θ ∈ [−Pπ, Pπ]. A
detailed definition is provided in Figure 7. The output components from the head layer are
transformed into the predicted orientation angle θ such that

θ =

 P × cos−1( tcos√
t2
cos+t2

sin
), tsin ≥ 0,

−P × cos−1( tcos√
t2
cos+t2

sin
), tsin < 0.

(3)
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As illustrated in Figure 7, the proposed UVC method transforms the angle prediction
task into two independent component predictions based on unit vectors. This approach mit-
igates drastic error changes at angle boundaries, thus enhancing the stability of predicting
angle parameters with periodic characteristics.

3.3. Loss Functions
3.3.1. PIoU Loss

In object detection, the IoU loss is commonly used to evaluate the accuracy of the
outputs from the regression branch of the model. In this study, we adopt Pixels-Intersection
over Union (PIoU) loss [41] as the criterion for measuring the error between the ground-
truth and predicted RBBs. Unlike the traditional IoU for HBBs, PIoU incorporates the
orientation angle information of the object, making it more suitable for rotated object
detection tasks. Figure 8 illustrates the PIoU calculation, where IoU is computed by
counting the number of pixels in the intersection and union of the two RBB. Consequently,
the PIoU loss function is defined by

lossPIoU =
∑Nb

i=1 1 − PIoU(Boxi
gt, Boxi

p)

Nb
, (4)

where Boxgt represents the parameters of the ground-truth RBB, while Boxp refers to the
predicted RBB from the model. Nb denotes the number of candidate boxes generated by
the model.
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3.3.2. Cosine Distance Loss (CDL)

The proposed method employs the CDL function for training the angle prediction
branch. As shown in Figure 9, this loss function leverages the cosine function’s properties to
quantify the error between the actual and predicted angles, where a smaller value indicates
closer similarity. In this loss function, cosine similarity (CS) is employed to measure the
alignment between the predicted and ground-truth angles, as defined by Equation (5):

CS(tsin, tcos, θgt) =
tsin × sin(θgt) + tcos × cos(θgt)√

tsin
2 + tcos

2
, (5)

where θgt denotes the ground-truth angle, while tcos and tsin are the predicted angle
components from the model’s angle prediction branch. When the CS function equals 1, the
two vectors (tcos, tsin) and [cos(θgt), sin(θgt)] are perfectly aligned; conversely, a value of
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−1 indicates they are completely opposite. Accordingly, the proposed CDL function for
training the angle branch is defined as follows:

lossCDL = ∑ Nb
i=1

[1 − CS(ti
sin, ti

cos, θi
gt)]

2 × [
∣∣∣ti

sin − sin(θi
gt)

∣∣∣+ ∣∣∣ti
cos − cos(θi

gt)
∣∣∣]

Nb
, (6)

where the CS function value serves as a dynamic weighting factor to facilitate effective
convergence during the component prediction training and enhance the accuracy of the
predicted angle parameters for candidate bounding boxes.
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3.4. Dataset and Training Method
3.4.1. Dataset

To validate the performance of the proposed detector in rotated object detection tasks,
we used the MVTec screws dataset [20] and the remote sensing dataset HRSC2016 [21]
for evaluation. As shown in Figure 10a, the MVTec screws dataset contains objects such
as screws and nuts in arbitrary orientations, randomly placed on a wooden background.
The RBB information includes the orientation angle of the objects, where θ ∈ [−π, π].
This dataset consists of 327 training samples and 57 test samples, covering a total of
13 object classes.
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Figure 10b shows an example of the HRSC2016 dataset, which contains images of
various types of ships and offers three levels (L1 to L3) of difficulty for object recognition.
In difficulty levels L1 to L3, the ships are categorized into {1, 3, 19} classes, respectively. In
our experiments, we selected the L1 task, which focuses on detecting all “ship” objects and
predicting the RBB information of the ships. The dataset includes 617 training samples and
444 test samples, encompassing a total of 2976 ship objects.

3.4.2. Training Method

Before training the model, we applied the Mosaic data augmentation strategy [42].
This method involves randomly scaling and rotating four original images to create four sub-
images, which are then merged into a single new image used for training. This approach
increases the diversity of the training data, enhancing the model’s robustness in detecting
objects at different scales. During the last 15 epochs of model training, data augmentation
is disabled, and the model is trained using the original images to ensure that its predictions
align more closely with real-world data distributions.

In this study, the model was trained for 300 epochs using a single NVIDIA GeForce
RTX 2080Ti GPU, with a batch size of 16 and an input image size of 640 × 640. The
initial learning rate was set to 0.0025 and gradually decayed as the epochs increased. For
optimizer selection, the Stochastic Gradient Descent (SGD) with a momentum value of 0.9
was employed to ensure a fair comparison as it is the default optimizer used in YOLOX
detector training.

4. Experimental Results

In the experiment, we adopted two metrics to evaluate the accuracy of rotated object
detection tasks, including mAP and CS metrics. The definitions and descriptions of these
metrics are outlined as follows:

Mean average precision (mAP): mAP is a key metric to evaluate the performance of
object detection models. This metric is commonly used to assess the recall and precision of
bounding boxes at various IoU thresholds. For instance, mAP50 refers to the IoU threshold
of 0.5, where the bounding box is considered a positive sample if the IoU between the
predicted and ground-truth RBB exceeds this threshold. The average precision (AP) is
then calculated based on the recall and precision of these positive samples, with mAP
representing the average AP across all object classes. The mAP5095 metric computes the
average AP score at IoU thresholds ranging from 0.5 to 0.95, with increments of 0.05. The
accuracy metric mAP07 follows the precision and recall standards established by PASCAL
Visual Object Classes (VOC) 2007 [43].

Cosine similarity (CS): In the MVTec screws dataset, the task involves evaluating the
angular difference between the predicted and ground-truth RBBs to assess the accuracy
of the angle prediction branch. In this study, we introduced the CS metric, as defined in
Equation (5), to quantify the accuracy of the predicted angle values.

4.1. Ablation Study of the Proposed UVC Method Applied to Two IoU Loss Functions

In this section, we present an ablation study to evaluate the effectiveness of the
proposed UVC method when applied to two IoU loss functions: the Gaussian distribution-
based KLD [33] and PIoU [41]. The objective of this study is to analyze the impact of
incorporating the proposed UVC method on model performance and demonstrate its
contribution to improving detection accuracy in rotated object detection tasks. The ablation
experiments were conducted using the YOLOX-s detector and the MVTec test set, and
the results are presented in Table 1. Based on the experimental results, we have the
following observations:

(1) Comparing the impact of the KLD loss function and the PIoU loss function on mAP
and CS metrics, the experimental results show that PIoU performs better as a regres-
sion error metric on this dataset
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(2) As shown in Table 1, when the KLD loss function is combined with the proposed UVC
method, mAP50 and mAP5095 increased by 1.8% and 4.5%, respectively. For angle
accuracy evaluation, the CS metric increased by 0.013. Similarly, when the PIoU loss
function is combined with the UVC method, mAP50 and mAP5095 increased by 0.2%
and 1.1%, respectively, while CS improved by 0.02. These results validate that the
proposed UVC method enhances detection accuracy across multiple metrics when
integrated with different IoU loss functions. Moreover, the processing speed of the
proposed method achieves 53.2 FPS, enabling real-time rotated object detection.

(3) Figure 11 illustrates the visualization results on the MVTec test set. As seen in the
figure, training with the proposed UVC method, in combination with both PIoU and
KLD loss functions, effectively mitigates the boundary discontinuity problem, thereby
improving the model’s prediction accuracy and stability.
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Figure 11. Visualization of experimental results using the proposed UVC method applied to the
PIoU and KLD loss functions, evaluated on a sample from the MVTec test set. It is clear that the
proposed UVC method effectively mitigates the boundary discontinuity problem, thereby improving
the model’s prediction accuracy and stability.

Table 1. Ablation study results of the proposed UVC method applied to different IoU loss functions
on the MVTec test set.

Detector IoU Loss UVC mAP50 (%) mAP5095 (%) CS FPS

YOLOX-s

KLD [33]
96.34 75.43 0.983 -

✓ 98.14 79.93 0.996 -

PIoU [41]
98.55 86.46 0.977 53.8

✓ 98.71 87.48 0.997 53.2
The bold font indicates the best result for each column in the table.

4.2. Evaluation on Different Weight Values for the Angle Loss Function

In this section, we investigate the impact of varying weight values for the angle loss
function on model training performance in rotated object detection tasks. The objective
of these experiments is to determine the optimal balance between the angle and IoU loss
functions by adjusting the weight assigned to the angle loss term. Using the YOLOX-s
detector and the MVTec test set, we evaluated model performance across different weight
values applied to the angle loss function. For this experiment, we selected PIoU and CDL
as the loss functions for the regression and angle prediction branches, respectively. Next,
we adjusted the angle loss weight λang in the total loss function (1) to identify the most
effective weight value. As illustrated in Figure 12, the weight value of 2.5 was selected as
optimal for the proposed method, as it yielded the best mAP5095 and CS scores.
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4.3. Performance Comparison of Different Angle Parameter Encoding Methods

In this experiment, we compared the accuracy and computational load of the proposed
UVC method with several other encoding methods, as presented in Table 2. Based on the
experimental results, we have the following findings:

(1) As shown in Table 2, on the MVTec dataset, the proposed UVC encoding method
achieved the highest mAP50 and mAP5095 scores, significantly outperforming two
recently published methods, PSC [19] and ACM [40]. These results demonstrate that
the proposed UVC method provides significant performance improvements compared
to the current state-of-the-art (SOTA) encoding techniques.

(2) Table 2 also presents a summary of the number of Mega Parameters (MParams) and
Giga Floating-point Operations per second (GFLOPs) for each encoding method.
The CSL method [15] increases both the parameter number and computational load
compared to the method without encoding (None). In contrast, the proposed UVC
encoding method introduces negligible changes in both MParams and GFLOPs, while
offering superior accuracy performance.

(3) Table 3 presents the performance evaluation of the proposed method for each class on
the MVTec test set. Compared to the method without encoding, the proposed method
significantly enhances detection accuracy across several classes, including Type01,
Type02, Type03, and Type05. These results demonstrate that the proposed method
effectively improves the rotated object detection accuracy in terms of mAP5095 and
CS metrics compared to the method without encoding.

(4) Figure 13 presents two comparisons of the proposed method with the method without
encoding on the MVTec test set. Figure 13a shows the results of the method without
encoding. It is clear that when the object’s orientation angle approaches the boundary,
the boundary discontinuity results in lower-quality bounding boxes, thereby reducing
detection accuracy. In contrast, Figure 13b illustrates the results of the proposed
method, which effectively addresses the boundary discontinuity issue, leading to
enhanced detection accuracy for rotated objects.

Interested readers can refer to the online video [44] for more experimental results of
the proposed method on the MVTec test set.
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Table 2. Performance comparison of different angle parameter encoding methods on the MVTec
test set.

Detector Encoding Len Loss Function mAP50 (%) mAP5095 (%) CS MParams GFLOPs

YOLOX-s

None 1 Smooth L1 loss 98.55 86.46 0.977 9.83 31.76

CSL [15]
180 Gaussian focal loss 98.65 80.45 0.957 9.90 32.14

360 Gaussian focal loss 98.24 84.22 0.984 9.97 32.53

PSC [19]
3 Smooth L1 loss 98.14 86.65 0.989 9.83 31.76

60 Smooth L1 loss 98.55 86.35 0.601 9.85 31.88

ACM [40] 2 Smooth L1 loss 98.62 86.96 0.993 9.83 31.76

UVC 2 CDL (ours) 98.71 87.48 0.997 9.83 31.76

The bold font indicates the best result for each column in the table.

Table 3. Performance evaluation of the proposed method for each class on the MVTec test set.

Encoding Metric Type01 Type02 Type03 Type04 Type05 Type06 Type07 Type08 Type09 Type10 Type11 Type12 Type13

None
AP5095 0.863 0.833 0.844 0.854 0.836 0.845 0.886 0.926 0.924 0.880 0.916 0.822 0.812

CS 1.000 0.830 0.958 1.000 0.965 1.000 0.999 1.000 1.000 1.000 1.000 1.000 0.958

UVC
AP5095 0.888 0.860 0.864 0.852 0.847 0.859 0.862 0.923 0.939 0.884 0.927 0.858 0.811

CS 1.000 1.000 1.000 1.000 0.998 1.000 0.998 1.000 1.000 1.000 1.000 1.000 0.962
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4.4. Performance Comparison with SOTA Methods on the HRSC2016 Test Set

We also conducted experiments on the HRSC2016 dataset to evaluate the impact
of different periodic parameters on the proposed method. For this dataset, the periodic
constant P was set to 0.5, which implies that θ∈ [−0.5π, 0.5π]. Table 4 presents a comparison
of the proposed method’s performance with several previously introduced methods on the
test set, using the PASCAL VOC 2007 metric mAP07 as the accuracy evaluation benchmark.
The key findings from the results are as follows:

(1) The existing CGD method [38], using ResNet101 as the backbone network, achieved
the highest mAP score of 90.61 on the test set. The proposed method, also using the
ResNet101 backbone, achieved the second-highest mAP score of 90.54. Additionally,
when using the ResNet50 backbone network, the proposed method achieved the third-
highest mAP score of 90.44 on the test set. These results confirm that the proposed
method achieves comparable performance to the recently published CGD method and
outperforms other SOTA methods addressing the boundary discontinuity problem,
including KLD [33], CSL [15], and PCS [19].

(2) We also compared our method with the VGL method [35], which employs the Deep-
Layer Aggregation network with Deformable Convolutional Networks (DLA34-DCN)
backbone. The results indicate that our method, using both ResNet50 and ResNet101
backbones, achieved superior performance, highlighting its efficiency in orientation
estimation accuracy.

(3) The detection performance of the proposed method is further evaluated on small and
large ship objects in the HRSC2016 test set. In this experiment, a size threshold of
128 × 128 pixels was established to classify the ground truth into small and large
objects. The average precision (AP) for small objects (APS) and large objects (APL)
is then measured. Table 5 presents the results of this evaluation. From Table 5, it is
evident that the proposed method achieves comparable AP scores for both small and
large objects, indicating that the method exhibits significant scale-invariant detection
performance.

(4) Figure 14 presents a comparison between the proposed method and the method
without encoding on the HRSC2016 test set. Figure 14a,b show the results of the
method without encoding and the proposed method, respectively. The results clearly
demonstrate that the proposed UVC encoding method significantly improves the
detection robustness of the rotated object detector. This improvement is evident in the
more accurate RBBs generated for ships of different sizes, shapes, and orientations,
leading to an overall increase in rotated object detection performance and reliability.

Table 4. Performance comparison between the proposed method and SOTA methods on the
HRSC2016 test set.

Method Backbone * mAP07 (%)

VGL [35] DLA34-DCN 89.78

RIDet [36] ResNet50 89.47

KLD [33] ResNet50 89.76

CSL [15] ResNet50 89.84

PSC [19] ResNet50 90.06

RoI Transformer [1] ResNet101 86.20

R3Det-DCL [18] ResNet101 89.46

RIDet [36] ResNet101 89.63

R3Det-GWD [16] ResNet101 89.85

S2A-Net [30] ResNet101 90.17
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Table 4. Cont.

Method Backbone * mAP07 (%)

ABFL [39] ResNet101 90.30

AOPG [37] ResNet101 90.34

CGD [38] ResNet101 90.61

UVC (ours)
ResNet50 90.48

ResNet101 90.54
*: All backbone networks are equipped with pre-trained weights. The bold font indicates the best result in the table.

Table 5. Performance evaluation of the proposed method on small and large objects in the HRSC2016
test set.

Method Size Threshold Backbone APS (%) APL (%)

UVC (ours) 128 × 128
ResNet50 89.48 90.86

ResNet101 89.65 90.91
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5. Conclusions and Future Work

This paper proposes a novel angle parameter encoding method that encodes angular
parameters into a continuous and reversible form, effectively addressing the boundary dis-
continuity problem and enhancing detection accuracy in model predictions. Additionally,
the proposed CDL function ensures that angle parameter predictions are better aligned
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with the target’s orientation. Experimental results demonstrate that the proposed method
significantly enhances the model’s prediction performance while maintaining minimal
computational overhead, making it highly suitable for rotated object detection applications,
particularly in industrial settings. Furthermore, experiments conducted on a remote sensing
dataset validate the positive impact of the proposed loss function and encoding design
across various rotated object detection datasets.

The angle parameter encoding proposed in this study is broadly applicable and
can be integrated with various object detection architectures. Future work will focus on
applying this method to advanced detection models like YOLOv8 and YOLOv9 to evaluate
its generalizability and robustness on large-scale datasets, such as DOTA and FAIR1M.
Additionally, the effectiveness of the proposed method for lightweight detection models,
including YOLOX-nano and YOLOX-tiny, remains to be studied. Optimizing the design
of the rotation detection head module for these lightweight models to improve real-time
rotated object detection performance will also be a priority in future research.
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read and agreed to the published version of the manuscript.
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