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Abstract: The “cocktail party problem”, the challenge of isolating individual speech signals from a
noisy mixture, has traditionally been addressed using statistical methods. However, deep neural
networks (DNNSs), with their ability to learn complex patterns, have emerged as superior solutions.
DNNss excel at capturing intricate relationships between mixed audio signals and their respective
speech sources, enabling them to effectively separate overlapping speech signals in challenging acous-
tic environments. Recent advances in speech separation systems have drawn inspiration from the
brain’s hierarchical sensory information processing, incorporating top-down attention mechanisms.
The top-down attention network (TDANet) employs an encoder-decoder architecture with top-down
attention to enhance feature modulation and separation performance. By leveraging attention signals
from multi-scale input features, TDANet effectively modifies features across different scales using a
global attention (GA) module in the encoder-decoder design. Local attention (LA) layers then con-
vert these modulated signals into high-resolution auditory characteristics. In this study, we propose
two key modifications to TDANet. First, we substitute the fully trainable convolutional encoder with
a deterministic hand-crafted multi-phase gammatone filterbank (MP-GTF), which mimics human
hearing. Experimental results demonstrated that this substitution yielded comparable or even slightly
superior performance to the original TDANet with a trainable encoder. Second, we replace the single
multi-head self-attention (MHSA) layer in the global attention module with a transformer encoder
block consisting of multiple MHSA layers. To optimize GPU memory utilization, we introduce
a parameter sharing mechanism, dubbed “Reverse Cycle”, across layers in the transformer-based
encoder. Our experimental findings indicated that these proposed modifications enabled TDANet to
achieve competitive separation performance, rivaling state-of-the-art techniques, while maintaining
superior computational efficiency.

Keywords: speech separation; TDANet; multi-phase gammatone filterbank; parameter-sharing

transformer

1. Introduction

Infants can recognize their names even at a young age of five months [1]. Behavioral
research has demonstrated that the capacity to focus on relevant stimuli while disregarding
irrelevant stimuli gradually improves as children grow older [2]. This highlights a key
brain function: the ability to focus on a single auditory stimulus in a complex auditory
environment. This is a difficult problem, but the brain solves it quickly and precisely. This
impressive ability unfolds through three key stages: first, the precise processing of low-level
auditory attributes; second, the segregation of sounds into distinct, coherent sources; and
third, the selective focus on one source while filtering out others, enabling higher-level
cognitive processing [3]. As soon as a multi-source, multi-acoustic signal reaches the human
auditory system, it begins to decompose into its component acoustic waves at different
stages of the auditory pathway. A wide range of spectro-temporal features reach the
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auditory cortex. By selectively integrating relevant features and discarding irrelevant ones,
a distinct auditory object is perceived [4]. A notable example is the cocktail party effect [5],
where a listener can distinguish one speaker from the crowd, focusing on his speech.

Recent neuroscience studies have suggested that the human brain uses top-down
attention to solve the cocktail party problem [6]. This function helps people concentrate by
removing unnecessary interruptions. In particular, top-down attention alters the cortical
response to many stimuli [7]. This enables the brain to focus on the speech it wants to
hear while shutting out other speakers in multi-speaker scenarios [8]. In computational
terms, a spectro-temporal receptive field is a filter that is employed to focus on a specific
acoustic signal. Known as a mask, this filter facilitates the isolation of the desired signal
components. Element-wise multiplication of the input signal and the mask produces the
focused attention response. This process of superimposing a filter on top of an input signal
is usually known as top-down attention [9].

Traditional statistical methods like computational auditory scene analysis (CASA) [10-14]
and non-negative matrix factorization (NMF) [15-17] face limitations in solving the cock-
tail party problem, due to their reliance on pre-defined acoustic features, making them
less adaptable to unseen conditions, especially when encountering new speakers. These
methods also struggle with speaker permutation ambiguity, hindering their ability to
separate individual speakers in complex real-world scenarios. Deep neural networks
(DNNS5s) [18-20] address these issues by leveraging large-scale data and advanced represen-
tation learning. Techniques such as deep clustering (DC) [21] and permutation invariant
training (PIT) [22] effectively resolve speaker permutation ambiguity by learning embed-
dings that distinguish speakers. Additionally, DNNs demonstrate strong generalization
to unseen speakers, resulting in superior performance in dynamic, real-world auditory
environments [23-26].

Recent progress in DNN-based speech separation systems, such as SuDoRM-RF (suc-
cessive downsampling and resampling of multi-resolution features) [27,28] and A-FRCNN
(asynchronous fully recurrent convolutional neural network) [29], has mirrored the diverse
types of connections seen in the stacked structure of the brain’s sensory information process-
ing. These architectures feature top-down, bottom-up, and lateral connections, mirroring
the hierarchical structure of the human brain used for processing sensory information [30].
While these models primarily simulate interactions between the lower (e.g., A1) and higher
(e.g., A2) sensory areas in primates, they often overlook the contributions of higher cor-
tical regions, such as the frontal and occipital cortices, in performing complex auditory
tasks. Nevertheless, these frameworks present promising opportunities for implementing
top-down attention mechanisms. Partially inspired by the aforementioned framework, the
top-down attention network (TDANet) [31] introduces an encoder-decoder architecture
with top-down attention to enhance feature modulation. By incorporating a global attention
(GA) module into the encoder—decoder design, TDANet modulates features across scales
by exploiting attention signals that are obtained from multi-scale input features. These
modulated features are then further transformed into high-definition auditory features by
means of local attention (LA) layers.

Our work in this paper aimed to improve the separation capabilities of TDANet, while
ensuring a favorable balance between performance and resource efficiency. Two proposed
modifications for TDANet are succinctly outlined, as follows:

*  We suggest utilizing a fixed, manually designed filterbank called the multi-phase
gammatone filterbank (MP-GTF) as a substitute for the fully trainable convolutional
encoder in TDANet. This substitution aims to mimic the auditory perception of the hu-
man ear. The experimental results indicated that this strategy produced a moderately
superior performance compared to the original TDANet with a trainable encoder.

*  The other modification is to expand the global attention (GA) module of the origi-
nal TDANet by replacing the single multi-head self-attention (MHSA) layer with a
whole transformer encoder block that includes multiple MHSA layers. In order to
maximize the efficiency of GPU memory usage, we propose employing a parameter
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sharing approach called “Reverse Cycle” that is implemented across layers in the
transformer-based encoder. The experimental results showed that this modification
could further improve TDANet for obtaining excellent separation performance, allow-
ing it to perform alongside the state-of-the-art (SOTA) approaches, while preserving a
higher computational efficiency.

2. TDANet
2.1. Owverall Pipeline

Here, we introduce TDANet [31], which will act as the archetypal framework for
the methods described later. Like Conv-TasNet [32], TDANet uses a three-part pipeline
consisting of an audio encoder, a separation network, and an audio decoder. The pipeline’s
general layout is depicted in Figure 1. The input y is transformed by the audio encoder into
a frame-based, N-dimensional embedding sequence with a length of T, called E € RN*T.
With a kernel size of L and a stride size of |[L/4], a 1-D convolutional layer is used to
generate this sequence, which is known as mixed audio embedding. TDANet adopts a
masking-based approach [33-35] and employs a DNN-based separation network f(E; )
to generate masks M = {M; € RN*T | i = 1,...,C} for each target speaker, thereby
estimating the target speech embeddings. Each target speech embedding E; € RN*T
is derived by applying a corresponding mask M; to the mixture audio embedding E,
expressed as E; = E ® M;, where ® denotes the element-wise product. An audio decoder,
typically implemented with a 1-D transposed convolutional layer having kernel and stride
sizes identical to those of the audio encoder, then reconstructs the target waveform %; from
the target speech embedding E;.
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Figure 1. Schematic representation of a speech separation framework. The system processes an input
mixture signal to produce two separated source signals for a two-speaker scenario.

2.2. Separation Network

The exceptional performance of TDANet can be attributed to its three main compo-
nents: (a) encoder, (b) global attention (GA) module, and (c) decoder within the separation
network. The separation network of TDANet is depicted in Figure 2. The step-by-step
process inside the separation network is as follows: First, the encoder captures multi-scale
features through top-down connections. Next, the GA module extracts global features from
the top layer of these hierarchical features, using them as attention features to modulate
features from different scales via bottom-up connections. The features from adjacent layers
are then input into the decoder to extract acoustic features through local attention (LA)
layers, thereby completing one processing cycle in TDANet. This approach is similar to
that of A-FRCNN [29]; the separation network of TDANet is repeated for several cycles,
with the output features from the final cycle serving as the final separation network output.

The key differences between the local attention (LA) and global attention (GA) modules
in TDANet are based on their operational focus and input processing. The GA module
processes multi-scale acoustic features to extract a global attention signal, which then
modulates features across different scales through direct top-down connections. This
allows the model to capture broader contextual information, enhancing the overall feature
representation. In contrast, the LA layers utilize features from adjacent layers to extract
local attention signals, which modulate the input features in a more localized manner. This
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focused attention helps improve the detail of the features passed to the decoder. Together,
these attention mechanisms significantly contribute to TDANet’s performance, by enabling
effective modulation of features, thereby improving the quality of separated audio outputs,
while maintaining computational efficiency. The GA module enhances the model’s ability
to utilize global context, while the LA layers refine the focus on local details, leading to
superior speech separation outcomes.
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Figure 2. Overall architecture of separation network within TDANet (redrawn from to [31]).

3. Proposed Method A: Muliti-Phase Gammatone Filterbank as Encoder in TDANet
3.1. Introduction

Early approaches to monaural speech separation using deep neural networks, such as
deep clustering [21] and Chimera++ [36], tackled the separation task by transforming mixed
speech into a short-time Fourier transform (STFT) representation. These methods train a
network to generate an optimal multiplicative mask for each speaker within the domain.
Although these STFT magnitude-based techniques achieve reasonable performance, their
effectiveness is constrained by the limitation of ideal mask calculation, which generally
omits phase information.

End-to-end speech separation systems such as TasNet [37] and Conv-TasNet [32] over-
come these limitations by introducing several key changes. First, they define the training
loss in the time domain instead of the STFT domain. This allows the replacement of the
STFT analysis and synthesis stages with learned convolutional analysis and synthesis
filterbanks, referred to as the encoder and decoder, respectively. Second, the encoder and
decoder use significantly smaller frame sizes compared to the STFT analysis—synthesis win-
dows used in traditional approaches. This reduction in frame size significantly decreases
the algorithmic latency when the separation network is developed in a causal manner.

As first proposed in TasNet, TDANet also uses a fully learnable convolutional
encoder—decoder structure. Therefore, TDANet employs data-driven encoding features
created using a convolutional network. However, this raises a significant issue: should
we instead use a well-known, deterministic encoder (analysis filterbank) established in
signal processing and perceptual theories, in order to achieve better results for TDANet?
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Based on this motivation, we proposed replacing the learned encoder of the TDANet with
a pre-defined gammatone filterbank for the purpose of investigation.

3.2. Multi-Phase Gammatone Filterbank (MP-GTF)

An auditory gammatone filterbank (A-GTF) [38] is a type of deterministic filterbank
that closely imitates the way human auditory signals are encoded. The multi-phase gam-
matone filterbank (MP-GTF) [39] that we selected for investigation is an improved version
of the ordinary A-GTF. The complete construction of the MP-GTF may be found in [39]. A
MP-GTF models the movement patterns of the basilar membrane in the human auditory
system. This filterbank consists of narrow-band filters that are spaced non-linearly and
have increasing bandwidths corresponding to the filter’s center frequency. This design
accurately represents the masking effect of the human auditory system, and it is very likely
to generate suitable features for speech separation.

Referring to [38,39], we introduce the process of creating a multi-phase gammatone
filter-bank in the following. First, the impulse response of all filters in the filter-bank is a
gamma probability distribution function multiplied with a sinusoid:

v(t) = at" Lexp(—27mbt) cos(2mfot + ), (1)

where 1, b, f., &, and ¢ are the parameters for the order, bandwidth, center frequency,
amplitude, and phase shift, respectively. The details of the impulse response and parameter
settings are described as follows:

*  The length of the impulse response for each filter is set to 2 ms, equating to 16 samples
at an 8 kHz sampling rate. This maintains a low system latency by means of a short
filter length.

*  The order n is set to 2, which enables the impulse response to move the amplitude
peaks inside the time span and towards the time origin.

¢ The number of center frequencies is set to 24, and the center frequencies are evenly
spaced on the scale of equivalent rectangular bandwidth (ERB). Note that the relation-
ship between the acoustic frequency fy, (in Hz) and the ERB scale is described by a
nonlinear logarithmic equation:

fu
ERBscale(sz) = 9.265 log (1 + m . (2)

The center frequencies for any two adjacent filters are spaced by 1 unit on the ERB scale,
and thus we have the following equation to determine the center frequencies iteratively:

£ — ERBL (ERByeqe (£) +1), 3)

where ERB_!, (-) is the inverse of ERBg.c(-), and the lowest center frequency fc(o)

scale
is set to 100 Hz. This also allows the highest center frequency fc(23) to be less than
4000 Hz, which is the Nyquist frequency for the 8000 Hz sample rate.

e For a filter with a center frequency f., the bandwidth parameter b is set to ERBgcae (fc)-

*  The amplitude parameter « is determined by normalizing the peak value of all filters
in the frequency domain.

*  Anegative version —7(t) is included in the filterbank for each filter y(t) by applying
a phase shift 77 as ¢iny = ¢ + 7. In addition, multiple filters with varying phase
shifts for the same center frequency are contained in the filterbank. The number of
filters N is 48 minimum, with 24 center frequencies and their phase-inverted variants.
Choosing several phase values for every center frequency generates extra filters for
N > 48. These phase shifts are equally spaced over the interval [0, 71) and their
inverted counterparts |71, 277).
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In Figure 3, the time and frequency domain representations of the MP-GTF with
N = 128 filters are plotted.
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Figure 3. Temporal and spectral domain representations of all filters in the MP-GTE, with the number
of filters N set to 128.

The modified TDANet that incorporates MP-GTF is shown in Figure 4. MP-GTF
replaces the fully learnable Conv1D audio encoder of TDANet in this architecture. The
purpose of this modification is to improve the separation performance by utilizing the
auditory-inspired features of the MP-GTFE. Nevertheless, the audio decoder remains a
completely learnable element. We chose not to replace it with the pseudo-inverse of the MP-
GTF coefficient matrix. This decision was based on the comparison findings reported in [40],
which demonstrated that the fully learnable decoder outperformed the pseudo-inverse
method when deterministic hand-crafted filterbanks were used.
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Figure 4. TDANet with MP-GTF as audio encoder.

The multi-phase gammatone filterbank (MP-GTF) improves upon the fully trainable
convolutional encoder in TDANet by mimicking the signal encoding process in human
auditory perception. As an auditory-inspired filterbank, MP-GTF has already demon-
strated its effectiveness in Conv-TasNet [39]. In terms of computational efficiency, MP-GTF
eliminates the need for the additional parameters required by the learnable convolutional
encoder in the original TDANet, making it more resource-efficient, while maintaining
strong performance in speech separation tasks.

Further discussions about the presented TDANet with MP-GTF are given, as follows:
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*  Onthe one hand, MP-GTF reduces the number of parameters compared to the convolu-
tional encoder in the original TDANet and is expected to exhibit improved separation
performance. On the other hand, the implementation of this revised method with
MP-GTF introduces longer training epochs, due to the computational complexity
during the filterbank construction phase, which currently relies on CPU processing,
since CUDA support for GPU computation is not yet available [39]. Thus, while the
use of MP-GTF reduces the model complexity, it may increase the training time and
computational overhead while training the model.

¢  Itis important to note that using a hand-crafted filterbank like the multi-phase gamma
tone filterbank (MP-GTF) in speech separation tasks might not be essential, as recent
state-of-the-art methods have used fully trainable convolutional filterbanks. However,
choosing between a well-understood deterministic encoder based on signal processing
principles and auditory perception, and a data-driven learned encoder raises an
important question. This debate has gained attention in recent research, examining
whether the benefits of deterministic designs, such as interpretability and reliance on
perceptual features, outweigh the flexibility and potential performance advantages
of fully trainable architectures. Ultimately, this decision depends on the specific
requirements of the task and the trade-offs between these approaches.

4. Proposed Method B: Parameter Sharing Top-Down Selective Auditory
Attention System

4.1. Introduction

Recurrent neural networks (RNNs) driven by multiplicative gate mechanisms, such as
LSTM and GRU, were cornerstones of deep learning-based audio processing systems prior
to the introduction of the transformer [41] architecture. They were widely used in many
areas, such as speech recognition, synthesis, enhancement, and separation. The combination
of a dual-path architecture and bidirectional long short-term memory (BLSTM) [42] has been
demonstrated to be highly effective for speech separation in dual-path RNN (DPRNN) [43].
This architecture involves the splitting of a sequential input into overlapping chunks,
and then alternate and iterative intra-chunk (local) and inter-chunk (global) processing.
However, RNNs’ sequential nature makes parallel processing less useful, especially when
working with large datasets and long sequences. Comparatively, transformer-based models,
such as DPTNet [35] and SepFormer [34], use a multi-head attention mechanism within a
dual-path design to get around the problems with RNNs. These models allow the input
series to be processed in parallel for both global and local dependencies. This makes speech
separation much faster and better. Even though these models are lighter than models
like [27,32], they still need a lot of learnable parameters and cannot be used for on-device
real-time applications.

The chosen baseline system, TDANet, strives to reduce the differences between high-
performance large transformer models and lightweight, efficient models with decent per-
formance. To do this, it uses both top-down global attention and local attention on acoustic
features at multiple scales. The crucial global attention module of TDANet, on the other
hand, only has one transformer layer. This layer is made up of two parts: the multi-head
self-attention (MHSA) and feedforward network (FFN) levels. Following [34], we believe
that better speaker acoustic patterns can be derived from global contexts by letting the
multi-scale features from the TDANet’s encoder pass through a full transformer encoder
block with multiple transformer encoder layers.

As such, here, we propose using a parameter-sharing scheme across the layers in the
extended transformer block, so that the extra parameters and complexity that come with
more transformer layers can be processed quickly. The evaluation results showed that this
revision makes TDANet’s separation performance even better, while keeping the model
complexity at a level similar to that of lightweight separation systems.
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4.2. Background: Parameter Sharing for Transformers

In transformers, parameter sharing is a method intended to improve model efficiency
by means of parameter reuse among several levels or components of the model [44]. In
traditional transformer designs, each layer has its own set of parameters. As the model
depth increases, the total number of parameters increases by a large amount. Using
parameter sharing methods lets some parameters be used in more than one layer or part of
the model, which lowers the total number of parameters and the computational complexity.

Parameter sharing has several benefits. Mostly it results in a smaller model size, which
makes it possible to use transformer models on devices with limited processing capacity
such as edge computing environments and mobile devices. For real-time applications, a
shorter inference time and lower latency, which result from this reduction, are also vital.
Furthermore, by letting deeper models be trained with the same computational resources
needed for shallower models, without parameter sharing, parameter sharing can result in
enhanced training efficiency [45].

The first transformer parameter-sharing method was presented in the universal trans-
former [44], where the same set of parameters was utilized for all levels and only one layer
of a transformer-based encoder—decoder. Although, in several cases of the application of
natural language processing (NLP), the universal transformer outperformed conventional
transformers, its great dimension size resulted in noticeably longer computing times during
training than the conventional transformer. In an effort to enhance this, three methods for
relaxed parameter assignments across many layers were proposed in [46]: SEQUENCE,
CYCLE, and CYCLE (REV). Under the same resource limitations, these methods were
shown to beat the universal transformer in terms of parameter size and computing time.

4.3. Proposed Method: TDANet with Parameter Sharing

Based on the findings in [46], we propose redesigning TDANet by replacing its current
one-layer transformer inside the global attention module with a six-layer parameter-sharing
transformer block, which is depicted in Figure 5. Of the three methods, the CYCLE (REV)
strategy has demonstrated the highest improvements in related applications, so we decided
to use it as our parameter sharing method. By reusing parameters from lower levels in
higher layers, the CYCLE (REV) method constructs a N-layer transformer-based encoder
with M parameter-sharing layers. Achieving this involves, first, stacking M layers one after
the other until there are M x ([N/M] — 1) layers. The remaining layers are constructed
by stacking the M layers in the reverse order. For example, when M = 3 and N = 6, we
first stack three encoder layers sequentially, and then stack the last three layers in reverse
order. Algorithm 1 shows how each encoder layer is constructed utilizing the CYCLE (REV)
parameter sharing strategy.

I
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-"-\‘ I i '
MHSA Lol I

== ==

Feed Forward I ‘ e I
Network

“ Layer 4 ‘I
II
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N’

(a) Single Transformer Layer (b) Parameter Shared Transformer Block

Figure 5. Comparison between (a) a single transformer block and (b) a six-layer parameter-sharing
transformer block (transformer encoder layers with same color denote parameter sharing layers).
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Algorithm 1: Encoder layer construction using CYCLE (REV) strategy

Input: The total number of layers N, Number of independent layers M
Output: ency, ..., ency
1 forie[l,...,N]|do

2 if i == 1 then

3 ‘ enc; < CreateNewLayer

4 end

5 else if i < M then

6 ‘ enc; < CreateNewLayer

7 end

8 | elseifi < (M x ([N/M]—1))then
9 \ eNnc ; < €NC ((;—1) mod M)+1
10 end

11 else

12 ‘ enc; < eNC(M—((i—1) mod M))
13 end

14 i<—i+1
15 end

The “Reverse Cycle” parameter-sharing mechanism in the transformer encoder block
significantly enhances the GPU memory utilization by allowing the reuse of parameters
from lower layers in higher layers. This innovative approach effectively reduces the overall
number of parameters needed, in stark contrast to traditional methods that allocate unique
parameters to each layer, leading to higher memory consumption. By mitigating the
redundancy associated with lower-layer parameters, the reverse cycle strategy strikes a
crucial balance between efficiency and model expressiveness. This enables the construction
of deeper models, without a corresponding increase in computational costs.

While the proposed parameter-sharing scheme offers substantial benefits, replacing
the single multi-head self-attention (MHSA) layer in TDANet with a complete transformer
encoder block could enhance the TDANet baseline. However, this modification also
presents challenges, particularly regarding the increased computational complexity due to
the additional attention and feedforward layers. This trade-off must be carefully considered
to ensure that the benefits of improved performance do not come at the expense of efficiency.

5. Experimental Setup
5.1. Data

We used the Libri2Mix dataset and task [47] to evaluate the methods presented. This
dataset is set up so that the test set and the training/validation set do not share any speaker
identities. This design ensures that the test set includes data from speakers who are not
present during the training phase, allowing for a fair and robust assessment of a model’s
generalization abilities. The target speech in the mix audio in this dataset comes from a
random subset of LibriSpeech’s train-100 set [48]. The chosen audio samples are mixed
according to uniformly sampled loudness units relative to full scale (LUFS) [49], ranging
from —25 to —33 dB. Compared to classical signal-to-noise ratios (SNRs), LUFS are better
correlated with human perception, silence-invariant, and less sensitive to downsampling.
Each mix audio clip has two separate speakers, lasts three seconds, and is recorded at an
8 kHz sampling rate.

5.2. Network Configurations

In order to ensure a fair comparison, the majority of the training hyperparameters for
the revised TDANet network were set to match those of the baseline TDANet [31]. The first
revision involved MF-GTF features, using 128 multiphase gamma-tone filters with a kernel
size of 32 and a stride size of 8 for the audio encoder for the 8 kHz sampled data. The
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downsampling factor was set to 4, and each convolutional layer contained 512 channels. For
the multi-head self-attention (MHSA) layer, we used 8 attention heads with a dimension of
512, along with sine and cosine functions at different frequencies for positional encoding.

Next, in the second revision, regarding parameter-sharing transformers, we utilized a
fully expanded transformer encoder block with six MHSA layers, three of which shared
parameters using the CYCLE (REV) strategy. In order for the model to compute attention
over the entire series, using both past and future context, the mask was turned off in each
MHSA layer. The FEN layer consisted of three convolutional layers, each with 512, 1024,
and 512 channels; kernel sizes of 1, 5, and 1; strides of 1; and biases set to false, true,
and false, respectively. To prevent overfitting, dropout was employed with a probability
of 0.1. The default separation network was set to repeat 16 times, except in the revised
network with parameter-sharing, which reduced the repetition to 8 cycles before reaching
the audio decoder.

The models were scheduled to be trained for 500 epochs, with a batch size of 4 at
the utterance level. The Adam optimizer was employed with an initial learning rate of
0.001. The training objective was to maximize the scale-invariant signal-to-distortion ratio
(SI-SDR) [50], and permutation-invariant training (PIT) [22] was utilized to address source
permutation issues (which will be introduced in the next subsection). If the best model
was not found in 15 consecutive epochs, the learning rate was reduced by half. If an
improvement in relative loss failed to appear within 30 consecutive epochs, the training
procedure was halted early according to the early stopping criterion. Gradient clipping
was used with a maximum L2 norm of 5 to avoid gradient explosion. All experiments were
carried out with a single GeForce RTX 4060 GPU for both training and testing.

5.3. Evaluation Metric

We used scale-invariant signal-to-distortion ratio improvement (SI-SDRi) as an objec-
tive evaluation metric of the separation precision. For the clean source signal s and the
predicted speech signal §, SI-SDR was defined as follows:

(55 ||
p(3,s) = 10log,, . S<>S'S> 5 | (4)
<s:s> 5—3§

where (-, -) denotes the inner product operation. To ensure scale invariance, both $ and
s signals were normalized to zero-mean before calculating SI-SDR. In speech separation,
the issue of permutation arises when multiple clean source signals are misaligned. To
address this, permutation invariant training (PIT) [22] was employed to identify the optimal
SI-SDR value.

PIT tackles the permutation problem by dynamically computing a training loss func-
tion. It first evaluates the loss between the reference features S = {SC}CC:1 and the estimated
features S across all possible permutations P. The permutation that yields the minimum
loss is selected, and this loss is then used for back-propagation to update the parameters of
the separation network. The PIT loss LpiT can be expressed as follows:

C
‘CPIT(Sr S) = min Z L:(SC, [PS]C), (5)
c=1

where P denotes a permutation matrix and £ represents the signal-level loss function
to be minimized. The SI-SDRI is calculated as the difference between the SI-SDR of the
separated signal and that of the original mixture. A higher SI-SDRi value reflects improved
performance in the separation task.
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5.4. Experimental Results and Discussion

The evaluation was performed on the original TDANet, as well as the two newly
revised versions of TDANet with MF-GTF and parameter sharing transformers, respectively.
In addition, several advanced speech separation methods, such as BLSTM-TasNet [37],
Conv-TasNet [32], SuDoRM-RF1.0x and 2.5x [27] (which consist of 16 and 40 U-Convolution
blocks, respectively), DPRNN [43], DPTNet [35] , A-FRRCNN-16 [29], and Sepformer [34],
were also included in the evaluation.

Table 1 presents the SI-SDRi values for the test set across the various approaches.
Additionally, it provides details on the model parameter numbers and the values of
multiply-accumulate operations per second (MACs), which are indicators of model com-
plexity. From this table, we can make the following observations:

1. The original TDANet model, with its compact architecture of just 2.3 million parame-
ters, demonstrated remarkable efficiency in achieving a high performance in speech
separation tasks. Despite its relatively small size, it attained an SI-SDRi that was either
superior to, or on par with, several advanced resource-efficient separation techniques,
including Conv-TasNet, SuDoRM-RF, and DPRNN. This is particularly noteworthy
given that contemporary models often require significantly larger parameter counts
to achieve comparable performance. The success of TDANet can be attributed to its
innovative use of top-down attention mechanisms, which allow it to effectively focus
on relevant features in the audio signal, while minimizing the computational over-
head. This efficiency makes TDANet an attractive option for real-time applications
where both performance and resource constraints are critical.

2. The first revision, TDANet with MF-GTF, showed an absolute improvement of 0.37 in

SI-SDRi compared to the original model. This enhancement was achieved with an
addition of only 0.3 million parameters, underscoring the model’s ability to effectively
leverage the handcrafted deterministic auditory filterbank. The MF-GTF approach
allows TDANet to capture more nuanced auditory features by mimicking the human
auditory system’s response to sound, which is particularly beneficial in complex
acoustic environments. The use of a deterministic filterbank, as opposed to a fully
trainable convolutional filterbank, not only enhances the model’s performance but
also maintains a low computational cost. This balance between improved performance
and a minimal parameter increase highlights the efficacy of integrating bio-inspired
techniques into deep learning architectures for speech separation.
We also found that the presented TDANet with MF-GTF outperformed state-of-the-art
techniques like SuDoRM-RF and A-FRCNN in both separation performance and
computational complexity. As shown in the table, our method achieved superior
SI-SDRi, while requiring significantly fewer MACs and demonstrating a reduced
number of parameters.

3. The second revision, TDANet with parameter-sharing transformers, demonstrated a
remarkable enhancement in performance metrics, particularly in SI-SDRi measure-
ments. By utilizing an additional 10.6 million parameters, this revised model not
only surpassed the original TDANet but also outperformed several high-performing
models, including DPTNet, A-FRCNN, and Sepformer. This achievement was sig-
nificant as it highlighted the effectiveness of parameter sharing in optimizing model
performance, while maintaining a manageable increase in complexity.

The parameter-sharing approach allowed the model to leverage shared weights across
different layers, which enhanced its ability to learn from the data, without exponen-
tially increasing the number of parameters. Specifically, the revised TDANet utilized
only 25.56% and 20.9% of the MACs required by DPTNet and A-FRCNN, respectively.
This substantial reduction in computational complexity not only makes the model
more accessible for deployment in real-time applications but also suggests that it can
be effectively utilized in environments with limited computational resources.

Furthermore, when compared to Sepformer, the revised framework showed a 3.52%
improvement in SI-SDRi score, while achieving a remarkable 69.83% decrease in
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MACs and a 50.38% reduction in parameters. This combination of enhanced per-
formance and reduced computational demands makes TDANet with parameter-
sharing transformers a promising solution in speech separation, demonstrating that
innovative architectural strategies can yield significant benefits in both efficiency
and effectiveness.

4.  The integration of both revised methods with the original TDANet resulted in a sig-
nificant increase in SI-SDRi score, achieving the highest score among all compared
systems. This outcome underscores the synergistic effects of combining advanced
techniques, such as parameter sharing and the MF-GTF approach, which together en-
hanced the model’s ability to separate overlapping speech signals effectively. Notably,
this combined framework operated with only 13.1 million parameters and 33.0 MACs,
showcasing an impressive balance between performance and computational efficiency.
The ability to achieve superior separation quality, while maintaining a low parameter
count and minimal computational overhead is particularly advantageous for practical
applications, where resource constraints are often a critical consideration.

Table 1. Performanceand complexity comparison between proposed methods and other existing
models on Libri2Mix dataset (test set).

Model SI-SDRIi (1) Params (M) MAC:s (G/s)
BLSTM-TasNet 7.9 23.6 43.0
Conv-TasNet 12.2 5.6 10.2
SudoRM-RF1.0x 13.5 2.7 4.6
SudoRM-RF2.5x 14.0 6.4 10.1
DPRNN 16.1 2.7 85.3
DPTNet 16.7 2.6 102.5
A-FRCNN-16 16.7 6.1 125.3
Sepformer 16.5 26.0 86.9
TDANet baseline 15.97 2.3 4.7
Proposed Method A 16.34 2.6 9.1
(TDANet with MP-GTE)

Proposed Method B 17.08 12.9 26.2
(Parameter-sharing TDANet)

Proposed Methods A and B 17.38 13.1 33.0
(Combined)

Figure 6 provides a comprehensive overview of spectrograms related to mixed speech,
the original sources, and the estimated sources produced by the baseline TDANet model, as
well as our proposed methods A and B. Specifically, the waveform and spectrogram of an
audio mixture randomly selected from the test set of Libri2Mix are depicted in Figure 6a.

Upon analyzing the spectrograms, it is evident that our proposed methods illustrated
in Figure 6d,e demonstrated a significantly improved ability to separate the noise, which
represented the signals of another speaker within the speech separation scenario. This
enhanced separation capability is clearly demonstrated by the closer resemblance of the
spectrograms produced by our proposed methods to the ground truth spectrograms shown
in Figure 6b.

Furthermore, the spectrogram generated by the baseline TDANet model, as shown in
Figure 6¢, reveals limitation in its ability to detect intensities within the higher frequency
bands, which are highlighted by the red outline. This limitation is in contrast to the
performance of our proposed methods, highlighting their effectiveness in achieving better
separation and clarity in the audio signals.
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Figure 6. Comparison of spectrograms for ground truth sources and estimated sources produced
by the baseline TDANet model and the proposed methods A and B. (a) Waveform and spectrogram
of the audio mixture. (b) Ground truth spectrograms of speaker source 1 and speaker source 2.
(c) Estimated spectrograms of speaker source 1 and speaker source 2 using the baseline TDANet
model. (d) Estimated spectrograms of speaker source 1 and speaker source 2 using proposed method

A. (e) Estimated spectrograms of speaker source 1 and speaker source 2 using proposed method B.

The areas outlined by the red box are higher frequency bands.
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6. Conclusions

In this study, we have made several key contributions to advancing deep-network-
based speech separation methods. First, we proposed the implementation of a multi-
phase gammatone filterbank (MP-GTF) as a deterministic, hand-crafted alternative to
the trainable convolutional encoder in TDANet. This novel integration enhances feature
extraction in overlapping speech scenarios, resulting in improved separation performance.
Experiments conducted with the Libri2Mix dataset demonstrated that the MP-GTF feature
achieved moderately better performance than the original TDANet, which was equipped
with a learnable encoder. Second, we extended the global attention (GA) module of the
original TDANet from a single multi-head self-attention (MHSA) layer to a comprehensive
transformer encoder block comprising multiple MHSA layers. To optimize GPU memory
utilization, we employed a reverse cycle parameter-sharing strategy across layers in the
transformer-based encoder. Evaluation on the theLibri2Mix dataset demonstrated that this
revised TDANet, with its extended GAmodule, achieved superior separation performance
compared to the baseline TDANet and delivered competitive results relative to state-of-the-
art (SOTA) methods, while maintaining a higher efficiency.

However, despite these advancements, certain limitations remain. The fixed parame-
ters in the MP-GTF may hinder adaptability to varying acoustic conditions, and the current
parameter-sharing strategy is limited to the transformer encoder layers, leaving other parts
of the model underutilized. Therefore, in our future research, we will explore several
avenues to further enhance the revised TDANet, without compromising its effectiveness.
Specifically, for MP-GTF, we intend to experiment with training fixed parameters within
the equivalent rectangular bandwidth (ERB), as proposed in [40]. This approach is expected
to improve the accuracy and optimize performance in auditory feature extraction, thereby
increasing the overall efficiency and effectiveness of MP-GTF. For parameter sharing in the
transformer architecture, our future work will extend to exploring parameter sharing across
branches and matrices. This technique has already shown promise in achieving a better
convergence with reduced model complexity, as demonstrated in [51]. By integrating these
advanced parameter-sharing strategies, we aim to further streamline the transformer-based
encoder in TDANet and enhance its performance metrics.
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