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Abstract: Stratospheric balloons serve as cost-effective platforms for wireless communication. How-
ever, these platforms encounter challenges stemming from their underactuation in the horizontal
plane. Consequently, controllers must continually identify favorable wind conditions to optimize
station-keeping performance while managing energy consumption. This study presents a receding
horizon controller based on wind and balloon models. Two neural networks, PredRNN and ResNet,
are utilized for short-term wind field forecast. Additionally, an online receding horizon controller,
based on simultaneous optimistic optimization (SO0), is developed for action sequence planning
and adapted to accommodate various constraints, which is especially suitable due to its gradient-free
nature, high efficiency, and effectiveness in black-box function optimization. A reward function is
formulated to balance power consumption and station-keeping performance. Simulations conducted
across diverse positions and dates demonstrate the superior performance of the proposed method
compared with traditional greedy and A* algorithms.

Keywords: stratospheric balloon; station-keeping; simultaneous optimistic optimization; receding
horizon control; wind speed forecasting

1. Introduction

Stratospheric balloons, as a type of high-altitude platform (HAP), have great potential
to provide wireless communication for satellites, terrestrial systems, and offshore users,
offering low signal delays and high resilience for months. Although their channel capacity
is lower compared with terrestrial stations, HAPs can service areas ranging from 60 km to
400 km in diameter [1,2]. Moreover, HAPs exhibit superior propagation performance and
higher signal-to-noise ratios compared with that of low earth orbit satellites, making them
an essential option for wireless communication especially for rural areas.

Novel stratospheric balloons, as lighter-than-air vehicles, can control their working
altitude between 18 and 22 km by pumping air in or out. Additionally, their horizontal
movement is dominated by the local winds. Therefore, balloon controllers should be able
to continuously seek favorable wind layers over extended periods during station-keeping
missions. Further, energy balance and restricted flight zone should also be taken into
consideration. To maintain the balloon above a fixed ground station, an indirect trajectory
should be taken through the wind field.

1.1. Balloon Control

In Project Loon, Bellmare [3] compared a rule-based method, optimistic determinis-
tic planning (OPD), and reinforcement learning (RL) for station-keeping navigation. It
was found that RL leveraged wind field information and past flight data, yielding results
with superior computational efficiency. Sniderman [4] investigated formation control of
large balloon fleets along specified latitudes. A distributed control method was proposed
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that each balloon adjusted its position relative to the next one to minimize errors in vir-
tual formation placement; it achieved consensus when longitudinal distances were equal.
Vandermeulen [5] employed distributed extremum-seeking control (ESC), a data-driven ap-
proach, for formation control. Parameters such as balloon distance, coverage area, internet
bandwidth, and connected users were considered in the loss function. ESC continuously
explored and exploited the action space to enhance network performance. Rossi [6] studied
autonomous navigation and exploration of Venusian volcanism. Dynamic programming
with stochastic wind flow models was employed, which increased close-up observations
of volcanic events by 63% compared with passive drifters, demonstrating robustness in
uncertain flow conditions.

1.2. Wind Speed Forecast

Wind speed forecast is critical for balloon station- keeping. Traditional methods of
weather forecast rely on two primary approaches: numerical weather prediction (NWP)
and statistical methods. NWP incorporates complex physical models and data assimilation,
which updates every 6 to 12 h. In contrast, statistical methods are more effective for
short-term predictions (less than 6 h) [7]. Recently, neural network-based approaches
have been developed rapidly and offer comparable accuracy with high efficiency. These
techniques have been successfully employed in medium-range global forecasts [8-10],
nowecasting [11-13], and wind power prediction [14,15].

For medium-range global forecasts, Kochkov [10] integrated physical processes, such
as aerodynamics and thermodynamics, with neural networks to forecast wind speed and
predict unresolved processes, including precipitation, humidity, and cloud formation. This
approach is computationally efficient, exhibits low complexity, and yields more interpretable
results. For precipitation nowcasting, Ravuri [12] developed a recurrent neural network
utilizing convolutional gated recurrent units. This network extracts temporal features to
predict 18 future precipitation fields over a 90-min period. The method has demonstrated
superior capabilities in predicting spatial coverage and convection over extended periods
without overestimating intensities. Zhang [13] proposed a two-path U-Net to model both the
motion and intensity of precipitation, utilizing motion regularization and accumulation loss to
enhance accuracy in predicting both position and intensity. For wind power prediction, Acik-
goz [14] applied variational mode decomposition as a preprocessing step and implemented a
convolutional neural network (CNN) with a channel attention module to forecast wind speed
for wind farms, achieving competitive performance.

The application of neural networks to forecasting tasks represents a significant ad-
vancement in predicting wind speed and related weather phenomena. These methods
leverage rich historical data to produce increasingly accurate and reliable forecasts across
various meteorological domains.

1.3. Optimistic Optimization

Optimistic optimization is a numerical, gradient-free optimization method for black-
box functions, with the key assumption that the function is Lipschitz continuous. The tech-
nique approximates unknown functions using upper bounds, guiding the selection of
sample points for expansion. Thus, the guiding principle behind this class of strategies is
to be optimistic in the face of uncertainty [16]. A well-known application of this concept
is the K-armed bandit problem, where the upper confidence bound principle is used [17].
In Bayesian optimization, this principle helps balance exploration and exploitation, leading
to exponentially vanishing instantaneous regret [16].

Wang [18] introduced BaSOO, which combined Bayesian optimization with simultane-
ous optimistic optimization (SOO). This method used Gaussian processes (GP) to estimate
unknown sample points, reducing iterations. However, BaSOO is slower than SOO due
to the GP’s additional expansion and rejection of sample points, so it is more suited for
functions with high computational demands. Busoniu [19] applied optimistic optimization
to continuous planning problems, demonstrating its effectiveness.
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While RL and dynamic programming offer global solutions, they are often constrained
by the dimensionality of the state space [17]. ESC struggles with non-convex problems
and balancing exploration with exploitation in dynamic wind conditions. Traditional
hierarchical trajectory planning methods are inadequate for under-actuated systems and
discrete action spaces. This paper adopts the SOO-based planning (SOOP) method pro-
posed in [17], modified for constraints. SOOP proves highly efficient for discrete action
spaces and model-driven planning.

The main contributions are as follows:

e Two neural networks, based on a residual convolutional network and a recurrent neu-
ral network, are proposed for wind forecast. They are more accurate than a persis-
tence model.

* A receding horizon control approach, based on SOOP, is proposed for the station-
keeping problem under multiple constraints. This method outperforms both the
greedy approach and A*.

e  This is the first work to combine deep wind forecasting with planning techniques for
balloon control. The solution is both efficient and asymptotically optimal.

2. Deep Learning for Wind Speed Forecast

Two networks are developed for wind speed forecast. The first one is a recurrent
neural network; it has minimal forecast error in 1-3 h, and the error accumulates rapidly.
Additionally, the second one is a residual convolutional neural network. It has minimal
forecast error in 4 h.

2.1. PredRNN

PredRNN [20] is a recurrent neural network (RNN) designed for spatiotemporal pre-
dictive learning. It benefits many practical applications, such as traffic flow prediction [21]
and video frame prediction. PredRNN is highly suited for tasks requiring simultaneous
modeling of spatial and temporal information. Its architecture consists of stacked convo-
lutional LSTM units, which capture temporal dependencies in spatiotemporal data while
also addressing the vanishing gradient problem using a memory cell structure.

PredRNN introduced Spatiotemporal LSTM (ST-LSTM), which induced a spatiotem-
poral memory flow. This flow traverses the network in a zigzag pattern, allowing for more
efficient communication between layers and enabling joint modeling of spatial correlations
and temporal dynamics. This joint modeling is critical for accurately predicting complex
spatiotemporal data like wind speed. Figure 1 illustrates the architecture of PredRNN,
showing the flow of information through the network’s memory cells.

Current wind field 17-41 G 32x40x40 l HCE 32x40%x40 l%f G 32x40x40 1 HC Wind field in next hour
12x40x40 12x40x40
X, —T ST-LSTM; ST-LSTM, ST-LSTM, ST-LSTM, Conv =~ X,
——] I 1 1
M
—=| ST-LSTM ST-LSTM ST-LSTM ST-LSTM Conv P
‘X‘Hl | L M H[l 2 M 7_42 3 VE HZ 4 _r> X’HZ

Figure 1. Architecture of PredRNN [20]. Orange arrows denote spatiotemporal memory flow M}
and ’Hi, black arrows indicate hidden information flow Cf and H!, and blue arrows represent the
addition of forecast residual to the current wind field. The addition decoupling loss is employed to
maximize the orthogonality of the memory flow and hidden information flow.

The loss function in PredRNN includes two main components: the frame reconstruc-
tion loss and the memory decoupling loss. These are combined to ensure that the model
accurately predicts future frames while preventing redundant features between the mem-
ory cells. The frame reconstruction loss ensures that the predicted frames are close to the
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ground truth. This is typically implemented as the Mean Squared Error (MSE) between the
predicted frame and the ground truth frame, as follows:

T
Lrecon = Y_|| % = X¢3 (1)
t=1

where T is the length of the input sequence, X; is the wind speed forecast at time step ¢, X;
is the true wind field, and ||-||, represents the squared Euclidean norm.

A memory decoupling loss is employed to prevent redundancy between the two
memory cells within the ST-LSTM unit. This loss maximizes the diversity of memory
representations, enabling the model to focus on distinct aspects of spatiotemporal variations.
Additionally, the cosine similarity is utilized to maximize the orthogonality between their
updates AC! and AM!, as follows:

T L C ‘(ACf,AMi)C

L [\ACH AMye| ()
ecouple t;z;c:l ||AC£||C||AM£HC

where L is the number of layers in the network, C is the number of channels, <AC§ , AM%)C
is the dot product between the memory updates of C} and M! for channel ¢, and ||AC!|.
and ||AML||; are the norms of the memory updates.

For wind speed forecasting, PredRNN predicts the residual of the wind field instead
of the wind field directly. The predicted wind field is computed as the sum of the cur-
rent state and the residual output, improving the model’s accuracy and enabling deeper
networks [22].

2.2. ResNet

ResNet has demonstrated significant effectiveness in deep learning tasks, particularly in
optimizing efficiency and accuracy as layer depth increases [22]. The architecture leverages
skip connections, allowing the model to learn residuals instead of directly learning transfor-
mations. These skip connections bypass one or more layers, enabling gradients to flow more
effectively through the network, thereby alleviating the vanishing gradient problem.

Figure 2 (right) illustrates the architecture of the ResNet model. A bottleneck resid-
ual block is employed to reduce computational cost while maintaining high accuracy.
The first convolution reduces the number of channels, the second 3 x 3 convolution extracts
spatiotemporal features, and the third restores the original number of channels.

The wind field demonstrates temporal and spatial relationships with historical data
and exhibits gradual changes in the stratosphere. As a result, forecasting the residual
between the current and subsequent hourly wind states enhances performance significantly.
Furthermore, ResNet utilizes features derived from temporal differences to predict this
residual in Figure 2 (left), which captures the “momentum” of wind speed. The differences
function similarly to the hidden states in PredRNN.

| Bottleneck residual block
Conv | [ Residual |
k1 c60 x2 I oo
Conv | |Residual [ [ Conv [ —
_ K1 c60 x2 Kicl2 [T | CIRIT_]
Diff (momentum) I oowiean ]
| 5x3x4x40x40 ol [ m ]
6x3x4x40x40 .- [ 1! L:R:LU
6 h historical data Current wind field : L - Eoiv, Ll

Figure 2. ResNet architecture. The input goes through two paths. The first path uses residual block
to extract features, and the second path uses diff, which directly provides the “momentum” features
and enhances the performance.

During inference, data from the past 6 h are used iteratively to predict the wind field
for the next hour. Compared with RNN-based models, ResNet does not have hidden states,
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making it faster and easier to train. Additionally, ResNet’s use of more historical data helps
in improving prediction accuracy over longer time frames.

2.3. Implementation and Training Detail

Both models were trained using the ERA5 dataset, a comprehensive global reanalysis
of climate and atmospheric data [23]. The dataset includes three-dimensional wind velocity
at pressure levels of 30, 50, 70, and 100 hPa across two geographical regions, as shown in
Figure 3. The input consists of wind velocity data across five dimensions: time sequence,
velocity components, pressure levels, and geographical coordinates (latitude and longitude).

90°E 100°E 110°E 120°E

SR e e e e

40°N 40°N

30°N 30°N

20°N [, 20°N

10°N

10°N

0° 0°

90°E 100°E 110°E 120°E

Figure 3. Geographical regions and durations used in the training dataset. Region 1 spans 30° N—
45° N, 90° E-120° E, and Region 2 spans 0° N-30° N, 105° E-125° E.

The main parameters of PredRNN and ResNet are summarized in Table 1.

Table 1. The parameters of PredRNN and ResNet.

Type PredRNN ResNet
Loss function Equation (1) + (2) Equation (1)
Input size 1 x4x3x40x40 6 x4 x3x40x40
Output size 1x4x3x40 x40
Training sequence length 6
Optimizer Adam
Learning rate Cosine, the initial condition is 0.003
Epochs 10
Batches (Region 1) 138 70
Batches (Region 2) 69 35
Batch Size 32 64

Since the ERAS dataset has a grid resolution of 0.25°, precise wind velocity at specific
points requires interpolation. This is achieved through four-dimensional linear interpola-
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tion on latitude, longitude, pressure height, and time parameters to derive accurate wind
field estimations.

2.4. Prediction Errors of Wind Speed

The absolute prediction errors for wind speed over time, using PredRNN, ResNet,
and a persistence model (which uses the current wind field as the forecast), are shown in
Figure 4. As time progresses, prediction accuracy declines across all models. Each box
in the figure represents the interquartile range of the data, with the line inside the box
indicating the median value, and the whiskers showing the maximum error.

For 1 h predictions, the median error is 4.8% for PredRNN, 6.1% for ResNet, and 10.0%
for the persistence model, with corresponding maximum errors of 12.4%, 17.1%, and 27.9%.
As the prediction horizon extends to 4 h, the average error rises to 25.3%, 26.2%, and 33.0%,
respectively. Despite this deterioration, both PredRNN and ResNet exhibit approximately
5% greater accuracy compared with the persistence model, suggesting that neural networks
enhance wind prediction performance.

While PredRNN achieves the lowest median error overall, ResNet outperforms in
terms of the maximum error for 4 h predictions. This difference might be due to the
accumulation of errors in PredRNN’s hidden states over extended periods.

7 -
B PredRNN
6 4+ [ ResNet
> [ Persistence
£ 57
e
g 4]
3
237
wn
221
=
1 -

(e
1
|
I

lh 2h 3h 4h
Forecast Time

Figure 4. Wind forecasting error ||é — v|| of PredRNN, ResNet and persistence model.

3. Balloon Dynamic Model and Energy Model

The balloon is regarded as a particle model, and the states include position x = [x, y, z]
and velocity vpg100n = [0x, Uy, 2] in an East-North-Up (ENU) frame, weight of air m1,,,
and state of charge (SOC). The following are assumed:

1.  The ENU frame is an inertial frame and the origin located at the station-keeping target;

2 The volume of the balloon remains constant;

3. The temperature of the balloon is equivalent to that of the local air;

4. The 1976 US standard atmosphere model [24] is utilized for the pressure pjoc.(z),
temperature T(z), densityp(z) and viscosity of air j(z).

3.1. Dynamics
System weight m;,, includes helium mpg,, air mg;,, and structure msipycrure items,
as follows:
Myotal = MHe + Myiy + Mstructure 3)

The external forces on the balloon include buoyancy, gravity, aerodynamic drag, and
the momentum exchange with the surrounding air due to differential mass flow. Because of
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the large volume of the balloon, its movement drives the surrounding air; thus the added-
mass effect is significant. The dynamic formula is as follows:

1 2 ,
(mtotal + CVVP)“ = —p8V + Myt + ECDPvr‘vr‘V3 — MyirOpalloon (4)

where Cy is the added-mass factor, V is the volume of the balloon, the gravity coefficient
is § = 9.8 N/Kg vy = yind — Upatioon, and v, and vy, are the wind relative velocity and
wind absolute velocity in the ENU frame.

The drag coefficient Cp of the balloon is estimated using an empirical formula derived
from the aerodynamics of a ball [25].

24 6
CD:Rie‘i‘ﬁ—“O‘L, Re<27><].05
e
lgCp = 25.821 — 4.8251g Re, 2.7 x 10° < Re < 3.7 x 10° )
B Re 5.306
lgCp = —0.699 — 0.347¢ 38.533(1g 347><105) 3.7 x 10° < Re < 10°
Cp=0.2, otherwise

pvrd

where Re = is the Reynolds number of the balloon, 4 is the diameter of the balloon.
The altitude control of stratospheric balloons primarily relies on the operation of

valves and pumps. The model for the valve and pump system is described as follows:

—ApaiveCr/20pp, u = —1
=10, u=0 (6)
Ppump’?pump
Apo 7

dmair
dt

u=1
where A, is the area of the valve, c is the valve flow coefficient, Ppymp is the power of

the pump, and #7,,mp is the efficiency of the pump.
The difference of pressure Ap and the internal pressure of the balloon p;e,a1 are

_(mm Mair \ RT
{pinternul - (MZEE + an.r )7

atr (7)
Ap = Pinternal — Plocal

where the molar mass of air M,;, is 28.9644 g/mol, the molar mass of helium Mgy, is
4.003 g/mol, and the gas constant R is 8.31432 J.

3.2. Energy Model
The power consumption comprises pump (Ppump = 100 W) and payload (Pygy1000 = 200 W),
while electricity is generated by solar panels (P,,,,), as follows:

dsocC . Pootar — Ppump - Ppayload (8)
dt E

where the total battery capacity E is 3500 Wh.

A stratospheric aircraft solar power model was studied in [26,27]. It is assumed that
the power generated by the balloon is independent of the balloon attitude, the solar panels
are placed horizontally, and a simplified Earth precession model is used, as follows:

sinh = sind sin ¢ + cos 6 cos w cos ¢ )

where ¢ is declination, ¢ is latitude, w is solar time angle.
Declination moves between the Tropic of Cancer, as follows:

284+n) (10)

6 = 23.45sin (27‘(365
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where 7 is the days since 1 January of this year.
The following formula is used for the approximation of the solar time angle w:
s
w = *(tUTC - 12) +1 (11)
12
where [ is longitude. t;7c is the hours of UTC since the day.
The solar irradiation intensity is
Ip = TatmIO sin(h) (12)

The average solar radiation intensity Iy = 1367 W, 7,4, is the atmospheric transmission
coefficient, and the formula is

Tatm = 0.5+/exp (—0.65m,;,) + exp (—0.095m,,)
My = Ll(gg [\/ 1229 + 614 sin? (h) — 614sin (h)

Piocal (

(13)

For this work, the necessary simulation parameters are selected, as shown in Table 2.

Table 2. Parameters of balloons in the simulation.

Type Symbol Value Unit
Structure mess Mstructure 177 kg
Helium mess MHe 31.6 kg
Volume 1% 42113 m?
Diameter d 20 m
Added-mess factor Cy 0.5
Valve diameter oavie 120 mm
Valve flow coefficient c 0.3
Power of pump Pypump 100 \
Efficiency of pump Npump 50%
Capacity of battery E 3500 Wh
Solar panel area Asolar 3.5 m?
Efficiency of solar Wsolar 18%
Min differential pressure min Ap 50 Pa
Max differential pressure maxAp 500 Pa
Min SOC min SOC 10%

4. Simultaneous Optimistic Optimization for Planning and Reward Function Design

Optimistic optimization is a numerical method for optimizing black-box functions,
which assumes that the target function is Lipschitz continuous under a constant L. This
means that, for any two points x; and x, in the domain X, the following inequality holds:

£ () = fOe)[] < Lf|x1 — xa] (14)

Figure 5 illustrates the key principle of this method. The curve represents the unknown
function f(x) to be optimized, and the red sample points {x;} are known. The dotted
line indicates the upper bound on the function as derived from the Lipschitz condition.
As more sample points are added, the upper bound approaches the true function f(x).
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Figure 5. Illustration of the optimistic optimization.

The primary ideas behind this method are as follows:

*  The Lipschitz condition is used to approximate the true distribution of the function
through its upper bound.

e A strategy, such as bisection, is employed to select points for expansion. This approach
explores the distribution while efficiently approaching its maximum value.

The term “Optimistic” refers to the method’s reliance on the upper bound to guide the
selection of points.

Contrary to the requirement of Lipschitz L, SOO introduces a function f,4x(t), which
limits the maximum depth of the search tree after ¢ expansions. To identify the maximum
point of f(x), SOO expands all the leaves (I, ) of the current tree simultaneously at
each round, where / is the depth and j is the index of the leaf nodes. The selection
criterion for expansion is the existence of a semi-metric / such that the corresponding upper
bound b(x3,j) could be the highest. In other words, all cells potentially to be optimal are
selected [17], as follows:

b(xy,j) = f(xn;) + sup 1(xpj,x) (15)
XGXh/]‘

where .y (t) = V/t in this work.

4.1. Simultaneous Optimistic Optimization for Planning

The objective of the balloon controller is to optimize the sequence of control inputs
{u;}, to maximize the value function V(xp), which is different from the typical function op-
timization. In function optimization, the process involves splitting corresponding squares
into 2D squares of half length. In contrast, in trajectory planning, the search tree grows
according to the action sequence. The value function is defined as

N
V(xo) =Y 7'r(x) (16)
=0

Here, the discounted factor 1y is 0.99, and r(x;) represents the reward function at time
step £.

Since networks provide short-term wind predictions, a receding horizon control strat-
egy is adopted. This strategy involves re-planning the valve and pump actions every 30 min
for the next 3.5 to 4 h, with the first action in the sequence being executed immediately.

Safety and power constraints are critical considerations in the proposed approach.
Specific rules are enforced to ensure that the balloon remains superpressured (Ap > 50 Pa),
maintain the SOC above 10%, and prevent structural damage (Ap < 500 Pa).

Consequently, the planning algorithm deviates from the SOO framework as outlined
in Algorithm 1.
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Algorithm 1: Simultaneous Optimistic Optimization for Planning

Set tree 7 = {(0,0)} (where the first term denotes the depths & of 7 and the
second denotes the index j within these depths), initialize n = 1, and define the
leaves set Ly, ;

while n < 14, do

Set Uyygy = —00

for h = 0 to min (depth(T ), hyax(n)) do
Select (h, j) = argmax;j, cp, f(xn
if V(xh,]-) > Umax then

// Expand each depth simultaneously
foru € {—1,0,1} do

Runge-Kutta solve %% = f (xp,j, 1)
Remove [}, j from Lj,

)

if satisfied the constraints then

T =TU{lp}
Append [;, 1 to Ly,
end
end
Set Vyax = V(xh,]-) andn=n+1
end
end
end

return argmaxxhjeT(V(xh,j))

4.2. Reward Function

The reward function evaluates the value of state and action, promoting improved
station-keeping performance and reduced power consumption. Typically, differences
in power consumption are integrated into the reward function. However, as balloons
are equipped with solar panels for power generation, the SOC is incorporated instead,
as follows:

1+e?

= o soc" 17)
1+exp (SOkm -1)

r(x

where r € [0,1] and n € (0,1); n = 0.5 in this study. This reward function resembles
a sigmoid curve: it encourages the balloon to approach the station when it is far away,
while maintaining a flat curve when the balloon is near the station. Additionally, v SOC
promotes energy-consuming actions when energy is abundant and energy-saving actions
when it is scarce.

If two action sequences result in the same trajectory, the difference in reward is

Ar(x) = c[(SOCy + ASOC)" — SOC!] = ¢ [nSOCS’lASOC} +0(ASOC)  (18)

When power consumption ASOC is equal, Ar(x) is determined by nSOCJ!. Thus,
n € (0,1) satisfies the requirements. Furthermore, adjusting 7 can balance station-keeping
performance and energy consumption effectively.

4.3. Baseline Algorithms: Greedy and A*

The Greedy and A* algorithms [28] are used as baseline methods. The Greedy al-
gorithm selects the action that yields the highest immediate reward in the current state
without accounting for future consequences or exploring alternative options, as follows:

u= argmaxue{_lrorl}r(x, u) (19)
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In contrast, the A* algorithm employs a loss function as its optimization target. The loss
of an action a; is defined as 1 — r(x;,4;), and the loss of an entire action sequence is

expressed as
n

Q(x,a) = ) (1 —r(xi,a)) + (N —m)(1—r(x,0)) (20)
i=1
The first term represents the cumulative loss of the previous action sequence, while
the second term is the heuristic function, which estimates the remaining loss from the
current state to the target. In this heuristic, it is assumed that the balloon remains stationary,
with the loss multiplied by the remaining sequence length N — n.
It should be noted that this heuristic function underestimates the total loss and is
not monotonic. Additionally, the solution provided by Equation (20) is not guaranteed to
be optimal.

5. Simulation Results
5.1. Planning in Constrained State Space

Figure 6 illustrates the result of a balloon launched from position 2 (15° N, 112° E)
on 20 March 2023 at 14:00 UTC, utilizing true wind data to assess planning capabilities.
The blue area denotes the restricted flight zone, while the grey tree depicts the potential tra-
jectories explored. The line indicates that the controller, through various expansion efforts,
seeks to identify an optimal trajectory that avoids entering restricted zones. The SOOP
algorithm prunes nodes from the tree when the path intersects the restricted flight zone,
demonstrating the balloon’s capacity to navigate around the restricted area throughout the
entire flight while achieving optimality.

In the right panel of Figure 6, it is apparent that, due to finite receding horizons,
SOOP with fewer expansion times results in a higher V(x) in the short term. Conversely,
SOOP with more expansion times benefits from extended receding horizons, leading to
a higher V(x) over the long term. For the 4 h prediction, expanding all actions requires
38 = 6561 computations; in contrast, SOOP only necessitates 64, as fimax(t) = V/t. Thus,
SOOP efficiently balances exploration and exploitation, with a time complexity of O(t?).

15.0

Restricted Area
—— SOOP 400
12.59 — — SOOP 160
SOOP 80

V(x)

10.0 A

754 /\

5.01 Time/h

Y/km

Distance/km

20 0 20 40 60 80 0 2 4 6 8 10
X/km Time/h

Figure 6. Optimized trajectory generated by SOOP in a true wind field with varying expansion times.

The right figure represents V(x(t)) and the distance to the station.

In Figure 7, the balloon is launched from position 1 (40° N, 100° E) on 1 August 2023
at 14:00 UTC. It shows the trajectory in the horizon panel, altitude, and distance to the
origin with different networks and control methods. These trajectories illustrate how the
balloon navigates around the restricted flight zone while attempting to maintain proximity
to the station. Initially, the SOOP method closely follows the reference trajectory, but its
performance declines after approximately 10 h. This degradation is attributed to the limited
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planning horizon of the SOOP controller, which is constrained to 4 h. Despite this limitation,
SOOP still outperforms the greedy algorithm.

60 20 4

©°
L
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Altitude/km
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=

— = Reference
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/ SOOP Persistence

/ A* ResNet

Greedy ResNet

20 4

Y/km
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—20

T T T T
—-100 —80 —60 —40 —20 0

X/km Time/h

Figure 7. Launch at position 1 with constraints for 1 day.

Figure 8 shows the trajectories at position 2. In the Figure 8 (left), the reference
trajectory maintains a radius of approximately 10 km from the station. The SOOP controller,
using PredRNN, achieves a distance of less than 20 km, while the SOOP method based on
ResNet maintains a radius of around 20 km. However, the SOOP method using persistence
and the A* algorithm with ResNet performs the worst, with a radius of approximately
30 km. The greedy method initially reaches up to 40 km before returning to within 20 km.
Thus, station-keeping performance depends not only on the control methods but also on

the wind distribution.

Altitude/km

Y/km

—104 — = Reference

—— SOOP PredRNN

— — SOOP ResNet
SOOP Persistence /

-151 A* ResNet

Greedy ResNet /

Distance/km

X/km Time/h

Figure 8. Launch at position 2 with constraints for 1 day.

SOOP with PredRNN and the greedy method violate the flight constraints by flying
into the restricted area. Figure 9a,b depict the true wind fields at 09:00 and 10:00 UTC,
respectively, alongside forecast wind fields generated at 08:00 UTC. The cross markers
indicate the balloon’s true positions at 09:00 and 10:00 UTC, while the blue square represents
the restricted area, and the arrows indicate wind direction. Despite the wind forecast
generated by PredRNN having an error of less than 1 m/s, the wind’s direction remains
consistent. Therefore, the primary cause of the balloon entering the restricted area is the
absence of suitable winds to steer it away. In contrast, both the reference and the SOOP
method using ResNet manage to successfully avoid the restricted area.
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Figure 9. True wind distribution and forecast at position 2. (a) True wind distribution and forecast
(generated at 8:00) at 9:00. Cross marker is the true position at 9:00. Blue square is the restricted area.
(b) True wind distribution and forecast (generated at 8:00) at 10:00. Cross marker is the true position
at 10:00.

These results reveal the significant impact of finite receding horizons and wind dis-
tribution on the controller’s performance. Errors in the wind prediction provided by
PredRNN, particularly in the 4 h forecast window, restrict the controller’s effectiveness,
leading to suboptimal trajectory planning.

5.2. Launch in Different Time

The impact of launch date on the average distance between balloons and their target
station has been analyzed for various planning methods, as illustrated in Figure 10. This
analysis evaluates the influence of both flight date and launch position. The observed
average distances from the station vary significantly, ranging from 30 km to 800 km.
Notably, certain launch dates prove unsuitable for flight operations—12 August and 22
August for position 1 and 12 March for position 2—as the average distance is greater than
100 km.

The SOOP method exhibits superior average station-keeping capability when com-
pared with both A* and the greedy algorithm. In the 10 cases examined, PredRNN enhances
performance in 7 instances while showing minor degradation in 2 cases. Furthermore,
PredRNN and ResNet display varying levels of performance across different scenarios,
attributable to their differing accuracies in short-term and long-term predictions. These
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findings suggest that SOOP outperforms A* and greedy algorithms. While neural net-
works generally improve performance in most scenarios, their impact on short-range and
long-range capabilities varies case by case.

EEE SOOP PredRNN EEE SOOP PredRNN
200 4 BN SOOP ResNet 800 4 BN SOOP ResNet
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=< A* ResNet =< A* ResNet
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< <
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Launched Date Launched Date

Figure 10. Average distance to the station over 3 days for two positions and five launch dates.

5.3. Long Duration Flight

Figure 11 presents the trajectories, SOC, and Ap for a balloon launched at position 2
on 22 March 2023 over a 3-day period. The energy management and pressure requirements
are successfully maintained throughout the duration. Data points are plotted at 12 h inter-
vals, with triangles denoting sunset and circles indicating sunrise. Notably, the balloon’s
movement pattern exhibits an eastward trajectory at sunrise and a westward path in the
afternoon. This behavior optimizes sunlight capture in the morning and extends the du-
ration of electricity generation in the afternoon, underscoring the significant influence of
SOC in the reward function.
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Figure 11. Trajectory and SOC of balloon launched at position 2 on 22 March 2023 for a 3-day period.
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The SOOP method with PredRNN demonstrated better performance for the initial 63 h.
Subsequently, the SOOP method utilizing the persistence model achieved the best results.
This observation suggests that employing a more accurate forecast model does not guaran-
tee optimal performance consistently. The finite receding horizons and wind distribution
may lead to suboptimal methods occasionally yielding better outcomes. Furthermore,
the absence of southerly winds resulted in a periodic east-west movement, indicating that
this particular date may not be suitable for flight operations.

Figure 12 illustrates the trajectories, SOC, and Ap for a balloon launched at position
1 on 7 August. This scenario reveals two distinct flight patterns. Initially, the methods
leveraged different wind directions to enhance performance. The balloon first traveled up
to 50 km away before approaching the station during the 25-35 h period. Subsequently,
due to the absence of reversing winds in the north—south direction, the balloon adopted a

periodic movement between west and east.
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Figure 12. Trajectory and SOC of balloon launched at position 1 on 7 August 2023 for a 3-day period.

6. Conclusions

This study introduced a novel receding horizon control approach based on optimistic
optimization to enhance station-keeping performance under various constraints. Wind field
forecasts, generated by PredRNN or ResNet, were utilized for action planning. The problem
was formulated as a discretized optimal control problem with constraints, enabling the
solution to address complex environmental conditions while satisfying specified constraints.
A reward function has been developed to optimize station-keeping performance and
manage power consumption effectively.

Extensive simulations have validated the effectiveness of the proposed approach.
The results demonstrate significant improvements in computational efficiency and perfor-
mance compared with traditional techniques such as greedy and A* algorithms. Neural
network integration has shown slight performance enhancements, although the impact
varies across different scenarios. It is noteworthy that the employment of a more accurate
forecast model and SOOP does not consistently guarantee optimal performance.

The achievement of optimal station-keeping performance is heavily dependent on
wind field characteristics and the range of receding horizons. Future research directions
should integrate wind field physical constraints to improve wind forecasting accuracy and
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consider thermodynamics with solar radiation. Furthermore, the proposed method has
potential applications in long-range balloon trajectory planning, and the corresponding
accessibility conditions should be investigated.
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