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Abstract: In addressing the complex challenges of path planning in multi-robot systems, this paper
proposes a novel Hybrid Decentralized and Centralized Training and Execution (DCTE) Strategy,
aimed at optimizing computational efficiency and system performance. The strategy solves the
prevalent issues of collision and coordination through a tiered optimization process. The DCTE
strategy commences with an initial decentralized path planning step based on Deep Q-Network
(DQN), where each robot independently formulates its path. This is followed by a centralized collision
detection the analysis of which serves to identify potential intersections or collision risks. Paths
confirmed as non-intersecting are used for execution, while those in collision areas prompt a dynamic
re-planning step using DQN. Robots treat each other as dynamic obstacles to circumnavigate, ensuring
continuous operation without disruptions. The final step involves linking the newly optimized paths
with the original safe paths to form a complete and secure execution route. This paper demonstrates
how this structured strategy not only mitigates collision risks but also significantly improves the
computational efficiency of multi-robot systems. The reinforcement learning time was significantly
shorter, with the DCTE strategy requiring only 3 min and 36 s compared to 5 min and 33 s in the
comparison results of the simulation section. The improvement underscores the advantages of the
proposed method in enhancing the effectiveness and efficiency of multi-robot systems.

Keywords: multiple-robot navigation; hybrid DCTE strategy; reinforcement learning; DQN;
effectiveness and efficiency

1. Introduction

Navigation for multiple mobile robots is an attractive research topic, with significant
implications across various fields, including autonomous vehicles [1,2], robotics [3,4],
and logistics [5,6]. Multiple robots can work together to accomplish complex tasks more
efficiently than a single robot. Multiple robots can significantly increase efficiency and
scalability in environments such as warehouses or manufacturing plants. They can be
deployed to handle different tasks simultaneously, from transporting goods to assisting in
assembly processes. The multi-robot systems offer greater resilience and redundancy than
a single robot system. Integrating machine learning and artificial intelligence with multi-
robot systems opens new avenues for autonomous decision making and adaptive learning.
Robots can learn from their environment and each other, optimizing their strategies and
behaviors for improved performance over time.

Navigation for multiple mobile robots using reinforcement learning (RL) [7–12] in-
volves teaching robots how to optimally move through their environment and interact with
each other to achieve goals. This approach leverages the principles of RL, where a robot
learns to make decisions through trial and error, guided by rewards for achieving desired
outcomes. Implementing RL in the multi-robot system is complex due to the dynamic
interactions among robots and their environment. It needs sophisticated algorithms to
handle coordination, communication, and obstacle avoidance. In RL, the environment
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includes everything that the robots interact with, including other robots, obstacles, and
the target location. It is typically modeled as a state space that the robots can observe
and act upon. Each robot is considered a robot with the ability to perceive the state of the
environment through sensors, make decisions based on its policy, and execute actions to
change its state or the environment. The state is the situation of a robot in the environment.
In this paper, it includes the robot’s location and the positions of other robots and obstacles.
Actions are the set of movements a robot can make, such as moving forward, moving
backward, turning left, turning right, or stopping. The choice of action at each step is based
on the robot’s policy. Rewards provide feedback to the robot for arriving at its goal point.
Penalties are given for collisions. The policy is a strategy that the robot follows to decide
its actions based on the current state. The goal of RL is to learn an optimal policy that
maximizes the expected cumulative reward.

Applying RL to multiple robots’ navigation is important, since it enhances the capa-
bilities and efficiency of multi-robot systems. RL enables robots to learn optimal paths
in complex environments. Using trial and error, robots can discover the most efficient
routes to their destinations while avoiding obstacles. This is particularly important in
dynamic environments where predefined paths may not be feasible [13]. RL allows robots
to make autonomous decisions based on real-time environmental data. This reduces the
need for constant human supervision and intervention, making the system more efficient
and scalable [14]. Robots can adapt their strategies based on the environment and the
behavior of other robots. This adaptability is crucial in dynamic settings where conditions
and tasks can change rapidly. RL helps robots to continuously improve their performance
over time [15]. In multi-robot systems, RL facilitates coordination and collaboration among
robots. Robots can learn to work together to achieve common goals, such as avoiding
collisions and optimizing task allocation. This leads to higher overall system efficiency [16].
Therefore, applying RL to multiple robots’ navigation is essential for developing intelligent,
efficient, and adaptable robotic systems.

The strategy of applying RL in multi-robot systems is of great importance. A well-
defined RL strategy ensures that robots can work together well, optimizing their collective
performance and achieving complex tasks [17]. Strategies that balance centralized and
decentralized learning can optimize the use of computational resources [18]. A scalable
RL strategy allows for the deployment of numerous robots in various environments, from
small-scale operations to large, complex settings [19]. An effective RL strategy incorpo-
rates redundancy and adaptive learning, enabling robots to recover from failures and
continue operations [20]. Therefore, this paper designs and applies a Hybrid Decentralized
and Centralized Training and Execution (DCTE) Strategy of RL to solve complex path
planning problems.

2. Related Works

There are several strategies for RL in multi-robot navigation. In centralized training
with a decentralized execution strategy [21,22], robots are trained together in a centralized
manner to learn how to coordinate their actions, but they execute their learned policies inde-
pendently in the real world. This approach leverages the advantages of shared learning and
optimizes the collective knowledge gained during training, while allowing for flexibility
and individual decision making in execution. However, training multiple robots in a cen-
tralized manner can become computationally intensive as the number of robots increases,
requiring significant processing power and memory. The complexity limits scalability and
is not feasible for large-scale deployments. In Multi-Robot Reinforcement Learning [23],
multiple robots learn and make decisions simultaneously. This strategy considers the
interactions between robots in addition to the individual robot–environment interactions.
This helps in developing policies that consider not just individual success but also the inter-
dependencies between robots, essential for tasks requiring high coordination. However, the
environment’s dynamics can change as each robot learns and adapts, making the learning
process inherently non-stationary. Algorithms may struggle to converge to a stable policy,
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leading to suboptimal performance and longer training times. It can be difficult to deter-
mine which actions by which robots led to a particular outcome, especially when actions
are taken simultaneously by multiple robots. This complicates the learning process and can
slow down the development of effective strategies. About communication mechanisms
strategy [24], establishing robust communication channels between robots allows them to
share real-time data about their status and the environment, such as detected obstacles
or positional data. However, maintaining real-time communication between robots can
introduce significant overhead in terms of latency and bandwidth usage. In environments
where split-second decisions are critical, delays in communication can lead to inefficiencies
or errors. As the number of robots increases, the amount of data that needs to be exchanged
can grow exponentially, making it challenging to manage effectively. This can limit the
maximum number of robots that can effectively collaborate within a system. The reward
shaping and shared rewards strategy [25,26] is designed to motivate not only individual
achievements but also collaborative efforts. Shared rewards promote teamwork, whereas
individual rewards focus robots on personal efficiency and task completion. Such a dual
reward system fosters an environment where robots learn to balance personal objectives
with group objectives, enhancing the overall system performance. However, designing
reward functions that accurately reflect both individual and collective goals is challenging
and can often require extensive tuning and domain knowledge. Poorly designed rewards
can lead to undesired behaviors, where robots exploit loopholes in the reward function
rather than performing the intended task. If the balance between individual and shared
rewards is not well managed, robots might either become too selfish, only optimizing
their own performance, or too altruistic, where they fail to effectively optimize their own
tasks. This can lead to inefficient overall performance and failure to achieve the collective
optimally goal.

The contribution of this paper is described as below. In order to address the disadvan-
tages discussed above, a Hybrid Decentralized and Centralized Training and Execution
(DCTE) Strategy is proposed. It provides an effective method for solving complex path
planning problems. This strategy adeptly handles collision and coordination issues com-
mon in multi-robot environments. The main idea of this method is to reduce computational
complexity and improve the system efficiency through staged optimization. If implement-
ing multi-robot navigation, the algorithm complexity and computation time will affect the
system’s scalability. This strategy can reduce computational complexity, making it feasible
to scale up the system. Simulation comparison experiments show that, with this strategy,
the computation time for robots to find safe paths is significantly reduced. The strategy
implementation includes six steps: initial decentralized path planning, central collision
detection, dynamic planning in collision areas, path re-optimization and connection, and
execution. In the initial decentralized path planning step, each robot independently learns
the optimal path from the starting point to the destination considering static obstacles
within a static environment based on DRL [27,28]. In the central collision detection step,
after all robots find their optimal paths, the central system performs path analysis to detect
potential intersection or collision risks between these paths. If the path of a robot does not
intersect with the paths of other robots, the path is confirmed to be safe and can be directly
used for execution. At the dynamic planning in collision areas step, if path intersections
are detected, the areas where these intersections occur will be marked as collision areas.
Robots in these areas need to re-plan their paths and consider other robots as dynamic
obstacles to avoid obstacles. During the re-learning process, the confirmed safe path will
set an expanded safety area around it, prohibiting other robots from entering, and ensuring
the security of the execution path. At the path re-optimization and connection step, once
the avoidance paths are determined, they are connected to the initial safe paths to form a
complete, secure route for execution. At the execution step, multiple robots will track the
optimized paths and detect the environment again. If there are new obstacles, the imple-
mentation will return to step 1. This strategy effectively allocates computing resources and
ensures the security of the execution process by first optimizing independently and then
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adjusting centrally. This hybrid strategy shows a high degree of adaptability in dealing
with static and dynamic obstacles, and can flexibly respond to complex and changeable
actual environments. The extensive experimental validation of the proposed strategy is
conducted using the Gazebo Simulator and Agilex LIMO robots equipped with onboard
LiDAR and camera sensors. The results confirm the advantages of the DCTE strategy,
showcasing reduced reinforcement learning time (3 min and 36 s) compared to traditional
methods (5 min and 33 s) and demonstrating efficient path planning and execution.

3. Hybrid Decentralized and Centralized Training and Execution Strategy for Multiple
Mobile Robots Reinforcement Learning

This section will introduce the hybrid decentralized and centralized training and
execution (DCTE) strategy for multiple-mobile-robots reinforcement learning (MRRL). In
MRRL, robots must cooperate to achieve optimal collective behavior. Hybrid training and
execution strategies combine decentralized and centralized approaches to optimize learning
efficiency and strategy implementation. The hybrid DCTE strategy includes six steps: initial
decentralized path planning based on DQN, central collision detection, dynamic planning
in collision areas, path re-optimization and connection, execution, and checking whether
there are new obstacles or not in the environment. The processing flowchart is shown in
Figure 1.
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Initially, each robot is assigned with the start point and goal point. In the decentralized
path planning step, each agent independently learns to find the optimal path from the
starting point to the goal point, avoiding static obstacles, based on DRL. The states of the
robot are the inputs of the neural network. There are two layers of the neural network. The
first layer has 10 neurons, and the second layer has 4 neurons. The outputs of the neural
network are the values of all actions. Each robot selects the action with the highest value
among its possible actions (up, down, left, and right). After learning, the optimal safe
path is obtained for each robot, and sent to the central system. The central system checks
whether there is a collision risk or not among the robots. As shown in Figure 2, the black
blocks represent static obstacles. After the decentralized path planning step, the red robot,
blue robot, yellow robot, and orange robot obtain the solid black path, dash black path,
dash–dot black path, and dot black path, separately. The arrow directions represent the
moving directions. The yellow robot’s path does not intersect with any other paths, so it is
a safe path. Although the dot black path and the solid black path do interact, there is no
collision risk, because the orange robot passes firstly. Therefore, the orange robot’s dot path
is confirmed to be safe and can be directly used for execution. However, the solid path and
the dash path do interact, and the red robot and the blue robot also meet each other in the
green block. Therefore, the green block is the collision area. The path in the collision area
should be replanned.
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Figure 2. Three robots obtained optimal path after decentralized path planning step.

As shown in Figure 2, the collision area is marked. Robots in the collision area need
to re-plan their paths. The robots should consider other robots as dynamic obstacles to
avoid obstacles. As shown in Figure 3, the blue robot’s start point (xbs, ybs) and goal point
(xbe, ybe) are assigned to the robot. The red robot’s start point (xrs, yrs) and goal point
(xR, yR) are given to the robot. Because the path for the yellow robot is confirmed, the safe
path of the yellow robot, which is marked as black blocks in Figure 3, will set as the static
obstacles for the red and the blue robot. The blue and red robot should learn and find the
optimal paths, avoiding static obstacles and collision with each other, based on [22]. Each
robot has five possible actions: up, down, left, right, and stop. The Deep Q-Network (DQN)
receives inputs based on the states of multiple robots. It then estimates the Q-value for each
possible action of the robots. Each robot selects the action a associated with the highest
Q-value, and then dispatches these actions to all robots. The function f (a, n, k) is used to
calculate the specific action ak for robot k(k = 1, 2, 3, . . .). a is the selected action with the
highest Q-value. n(n ≥ 2) is the number of the robot. For example. If there are three robots,
then n is three. k (1,2,3, . . .) is the index number of the robot. The pseudo code is used to
calculate ak as Algorithm 1, where 5 means that the robot has four possible actions.
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Algorithm 1. Function: : f (a, n, k) is used to calculate the specific action ak for a robot.

Define a as the action with the highest Q-value.
Define n (n ≥ 2) as the number of the robot.
Define k (1, 2, 3, . . .) as the index number of the robot.
Define one variable base, which equals the integer part of the equation a/5n−1.
if k equals n:

ak equals base.
else if k equals n − 1:

ak equals the integer part of base/5.
else if k equals n − 2:

get the integer part of base/5 as base1.
ak equals the reminder part of base1/5.

else if k equals n − 3:
get the integer part of base/5 as base1.

get the reminder part of base1/5 as base2.
ak equals the integer part of base2/5.
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The robot executes the selected action and observes the new state and reward. If the
robot reaches the goal point, +1 rewards is obtained. If the robot moves to a free space
without any incidents, 0 reward is obtained. If the robot either collides with the other robot,
an obstacle, or returns to its starting point, −1 reward is obtained. The total reward r for all
robots at each step is calculated by summing the individual rewards rwdk:

r = ∑n
k=1 rwdk (1)

In the learning process, two neural networks are utilized: the evaluation network and
the target network. The evaluation network is updated continuously and is used to predict
the Q-values for current states and actions. The target network is a periodic copy of the
evaluation network and is used to calculate the target Q-values. Each network has two
layers. The first layer has 10 neurons, and the second layer has 4n neurons. The method
uses prioritized experience replay where the absolute temporal difference error is recorded
in memory. It is calculated as the difference between the values from the target network
and the evaluation network. A larger temporal difference error indicates significant room
for improvement in prediction accuracy, thereby assigning higher priority to those samples
for further learning. The formula used to train the evaluation network, representing the
target Q-value, is given by:

Yj = rj + γmaxQ̂ (2)
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rj is the reward obtained after all robots taking actions ak(k = 1, 2, 3, . . . . . .) in state sj. sj is
a single array stacking all robots’ states. sj+1 is the resulting state after taking the action.
γ = 0.9 is the discount factor, which determines the importance of future rewards. maxQ̂
represents the maximum predicted Q-value for the next state using the target network’s
parameters. a′ represents the next action that maximizes the Q-value for the new state sj+1.
θ−j represents the parameters of the target network at step j.

After replanning the path, the optimal paths are shown in the green block in Figure 4.
The solid black line and dash black are the paths for red robot and blue robot separately. The
path re-optimization and connection step will be processed. These paths will be connected
to the initial safe paths, obtained from decentralized path planning based on the DQN step,
to form a complete, secure route for execution, as shown in Figure 5. Then, each robot will
track the path and detect the environment. If new obstacles are detected, it will return to
the step of decentralized path planning based on DQN.
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4. Simulations

Based on the proposed Hybrid DCTE strategy, three robots plan and track the safe
path from start points to goal points. Initially, three robots plan the path based on DQN
separately. There are four actions: forward, backward, left, and right. The parameters for
the algorithm are given with a learning rate of 0.01, a reward decay of 0.9, an epsilon-greedy
policy with an epsilon set to 0.9, and a target network replacement iteration of 200. The
memory size and batch size were set to 2000 and 32. In Figure 6, the unit of each grid is
1 m. The black blocks represent the obstacles. The starting points for robots 1, 2, and 3 are
marked by red, blue, and gray blocks, respectively. The goal points for robots 1, 2, and 3 are
marked by yellow, green, and purple blocks, respectively. The red path is the planed path
for robot 1. The blue path presents the planed path for robot 2. The gray path represents
the planned path for robot 3. Since robots do not have the stop action to efficiently reach
their goal points, robot 1 and robot 3 have a collision risk between each other. The risk area
is shown in the green block.
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Robot 1 and robot 3 replanned the optimal paths simultaneously, based on DQN
RL algorithm. The learning rate, reward decay, and e-greedy were 0.01, 0.9, and 0.9,
respectively. The target network is updated every 200 iterations. The memory size and
batch size were set to 2000 and 32. The number training steps is 16,000 steps. There are
five actions for each robot: forward, backward, left, right, and stop. In Figure 7, the red
and gray blocks mark the starting points for robots 1 and 3, respectively, while the yellow
and purple blocks designate their goal points, respectively. The black blocks present the
static obstacles. The robot is recognized as the dynamic obstacle for the other robot. From
the start point, robot 1 moves backward first and then move forward. The robot 3 moves
forward directly.

After the path re-optimization and connection step, the optimized paths for robots 1,
2, and 3 are shown in Figure 8. There is no collision risk. If there is no new obstacle, three
robots track the path to the goal points. If new obstacles are detected, robots will return to
the step of decentralized path planning based on DQN. In total, the reinforcement learning
time is 3 min and 36 s for three robots.
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To illustrate the comparison between the hybrid DCTE strategy and the DQN-based
approach from ref [22], we present the result where three robots are exploring safe paths in
an environment, as depicted in Figure 6. Figure 9 presents the comparative results. The red,
blue, and grey lines represent the safe path for robots 1, 2, and 3, separately. The paths are
more complex and longer than the paths in Figure 9. In total, the reinforcement learning
time is 5 min and 33 s for three robots.
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The proposed hybrid DCTE strategy for multi-robot navigation was evaluated using
the Gazebo Simulator. The simulation environment, consistent with the environment
shown in Figure 10a, was designed to rigorously test the algorithm’s effectiveness. LIMO
robots from Agilex Robotics, as shown in Figure 10b, is equipped with onboard LiDAR and
camera sensors. The obstacles are represented by gray boxes. Each cell measured 2*2 m.
Three robots are added to the Gazebo simulation environment. Each robot is assigned a
goal point. Robots applied the proposed DCTE Strategy to explore optimal paths. Robots
subscribed to the “/odom” topic to acquire their x and y positions and the “/imu” topic to
obtain the yaw angle value. Robots published the “/cmd_vel” topic to control movement
using linear and angular velocities. Robots use linear velocity 0.02 m/s for forward actions,
Robots use linear velocity −0.02 m/s for backward action. Robots calculate angular velocity,
based on the difference of the angle between two waypoints and the robot’s yaw angle.
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Figure 11 demonstrates the safe path exploration and tracking process. At t = 0, robots
initiate safe path exploration. At t = 39 s, three robots track their safe paths. At t = 66 s,
robot 1 turns left to avoid collision with robot 3. At t = 96 s, robot 1 moves backward to
track its optimal path. At t = 133 s, robot 2 avoids the static obstacle. At t = 162 s, three
robots track their safe paths. At t = 201 s, robot 3 reaches its goal point. At t = 252 s, robot 2
arrives at its goal point. At t = 308 s, robot 1 finally reaches its goal point. The video can be
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seen in the link: https://www.dropbox.com/scl/fi/vq6tf7onj66vv9fc4625x/gazebo-result-
DCTE-strategy.webm?rlkey=8hz2o8zn3fx9p7k5tqsx2lk9q&st=hxk66req&dl=0 (accessed on
26 June 2024).
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and need to re-plan their optimal paths to avoid both static and dynamic obstacles. 

Figure 11. Three robots explore and track the optimal paths, based on a hybrid DCTE strategy:
(a) t = 0 s; (b) t = 39 s; (c) t = 66 s; (d) t = 96 s; (e) t = 133 s; (f) t = 162 s; (g) t = 201 s; (h) t = 252 s;
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To validate the effectiveness of the proposed strategy, we deployed three robots in a
more complex environment. By applying the hybrid DCTE strategy, the robots were able
to reach their target points efficiently, quickly, and safely. In Figure 12, the robots need to
avoid the black block obstacles. Robots 1 and 3 have the risk of colliding with each other
and need to re-plan their optimal paths to avoid both static and dynamic obstacles.

https://www.dropbox.com/scl/fi/vq6tf7onj66vv9fc4625x/gazebo-result-DCTE-strategy.webm?rlkey=8hz2o8zn3fx9p7k5tqsx2lk9q&st=hxk66req&dl=0
https://www.dropbox.com/scl/fi/vq6tf7onj66vv9fc4625x/gazebo-result-DCTE-strategy.webm?rlkey=8hz2o8zn3fx9p7k5tqsx2lk9q&st=hxk66req&dl=0
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The complexity of the proposed control algorithm in real-time implementation can be
discussed through theoretical analysis based on existing research and simulation results.
The proposed Hybrid Decentralized and Centralized Training and Execution (DCTE)
Strategy includes decentralized path planning and dynamic re-planning phases, which
are expected to require substantial computational power. Each robot’s Deep Q-Network
(DQN) involves multi-layer neural network computations, typically necessitating powerful
CPUs or GPUs. In large-scale deployments, distributed computing resources might be
needed to ensure real-time performance. The DQN requires the storage of extensive
training data, replay buffers, and neural network parameters, leading to significant memory
usage. Especially when handling multiple robots, the memory requirements will grow
exponentially. Based on the structure and training process of DQNs, the time complexity
of the decentralized path planning and dynamic re-planning phases mainly depends on
the number of robots and the complexity of the environment. In practical applications, the
algorithm needs to complete path planning and adjustments within milliseconds. Although
DQNs can theoretically achieve efficient computations, its actual performance will be
influenced by hardware conditions and environmental complexity. The real-time processing
of LiDAR sensor data requires efficient data stream management and rapid computational
capability to ensure minimal latency. Results from the Gazebo simulator can provide
valuable references for practical applications [29,30]. Therefore, the DCTE strategy performs
well in simulated environments, suggesting it could achieve similar outcomes in real-world
scenarios. The goal of the proposed algorithm is to reduce the computational load, improve
the real-time effectiveness, and enhance scalability. We believe that the algorithm has
great potential for practical applications. Through theoretical analysis, we preliminarily
validate the feasibility and potential complexity of the proposed DCTE strategy in real-
time multi-robot navigation. Further practical experiments and optimizations will help
comprehensively evaluate and enhance the performance of this algorithm.

5. Conclusions

This paper has introduced a novel Hybrid Decentralized and Centralized Training and
Execution (DCTE) Strategy to address the complex challenges of path planning in multi-
robot systems. The initial decentralized approach, based on Deep Q-Networks (DQN),
allows each robot to independently find a path in a static environment. The centralized
collision detection step ensures that only non-intersecting paths proceed to execution, while
paths at risk of collision are dynamically replanned, considering other robots as dynamic
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obstacles. Those robots in a collision area replan safe paths simultaneously, based on
the DQN RL algorithm. After the re-optimization and connection step, all robots obtain
the optimization paths. The hybrid nature of the DCTE strategy ensures that computing
resources are allocated efficiently, with initial independent optimizations followed by
necessary centralized adjustments. This approach not only maintains continuous operation
but also adapts flexibly to both static and dynamic obstacles, ensuring robust performance
in varied and unpredictable environments. Simulation results demonstrate that the DCTE
strategy significantly improves the system performance by reducing the collision risks and
optimizing path planning in a computationally efficient manner.
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