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Abstract


Word sense induction (WSI) aims to automatically discover the different senses of a word from contextual usage without predefined sense inventories. However, existing distributional clustering methods often suffer from dominant-sense bias and struggle to correctly identify minority senses. In this paper, we propose a definition-anchored reclassification framework for WSI that leverages large language models (LLMs) to generate explicit sense descriptions and refine cluster assignments. Unlike purely distributional approaches, our method integrates semantic definitions into the induction process. Our method improves instance-level alignment by introducing a trade-off with global structural consistency, as it shifts the decision process from geometric clustering to definition-based semantic matching. Experiments on the SemEval-2010 and SemEval-2013 datasets demonstrate that the proposed method consistently outperforms traditional clustering baselines and existing WSI systems across both structural metrics (NMI and V-measure) and instance-level metrics (F-B3 and Fuzzy-F-B3). In particular, our approach effectively mitigates dominant-sense bias and improves the recovery of minority senses by preserving them as distinct clusters while correctly assigning their instances. These results suggest that explicit semantic representations generated by LLMs provide a promising direction for addressing long-standing challenges in unsupervised word sense induction. Furthermore, unlike purely distributional clustering approaches, our method explicitly introduces LLM-generated semantic definitions as anchors, enabling more robust mitigation of dominant-sense bias and improved recall of minority senses.
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1. Introduction


Word Sense Disambiguation (WSD) is a fundamental task in natural language processing that supports applications such as machine translation and information extraction. However, supervised WSD approaches depend on fixed sense inventories derived from lexical resources. This limits their coverage of novel words, emerging usages, and domain-specific terminology. This limitation is often referred to as the knowledge bottleneck [1].



Recent WSI methods primarily employ contextualized embeddings from pre-trained language models (PLMs) such as BERT [2] due to their ability to encode fine-grained contextual variation [3,4]. Although these approaches have improved upon existing methods, they suffer from a significant drawback known as sensitivity to skewed sense distributions. In actual texts, sense frequencies follow a long-tail distribution, meaning dominant senses account for most instances [5]. In these conditions, minority senses occupy sparse regions of the embedding space. As a result, they are often absorbed into dense clusters during unsupervised clustering [6]. Existing methods rely exclusively on the geometry of contextual representations, which limits their ability to mitigate this frequency-driven bias. This results in the systematic under-detection of rare senses [7].



We propose a definition-driven unsupervised WSI framework that introduces explicit semantic constraints to complement implicit embedding-based signals. Our key insight is that large language models (LLMs) can generate explicit sense definitions that characterize semantic boundaries independently of instance frequency. In contrast, contextual embeddings primarily reflect distributional patterns. The proposed method operates in three stages: (1) initial clustering of contextualized embeddings to obtain preliminary sense groups, (2) extraction of discriminative features from each cluster using a linear SVM, and (3) prompting an LLM to generate sense definitions conditioned on these features, which then serve as semantic anchors for reassigning instances. This refinement loop enables minority senses to be stabilized around explicit definitions rather than being subsumed by dominant clusters.



We evaluate our approach on standard WSI benchmarks and investigate the following research questions:




	
RQ1 (Effectiveness): Does incorporating LLM-generated definitions as classification anchors improve WSI performance, particularly for minority senses that are prone to conflation in embedding space?



	
RQ2 (Feature Contribution): How do discriminative features (SVM-derived keywords) and topical features (PMI-based co-occurrences) contribute to the quality of generated definitions and downstream sense classification?



	
RQ3 (Robustness): To what extent does the proposed method maintain performance under varying degrees of sense distribution imbalance, compared to purely embedding-based baselines?








Our contributions are as follows:




	
(RQ1) To address RQ1, we propose a definition-driven refinement framework for WSI. The method feeds unsupervised clustering results into an LLM to generate sense definitions, which are then used to refine cluster boundaries.



	
(RQ2) To address RQ2, we conduct an analysis of feature requirements for definition generation, showing that explicit discriminative features extracted via SVM are essential for generating accurate and distinctive sense descriptions.



	
(RQ3) To address RQ3, we demonstrate that the proposed method improves robustness under skewed sense distributions, particularly enhancing minority sense detection while maintaining competitive overall performance.









2. Related Work


2.1. Word Sense Induction via Clustering of Contextualized Representations


WSI is commonly formulated as an unsupervised clustering problem over contextual representations of target words. Earlier approaches relied on sparse lexical features and traditional clustering algorithms such as k-means or hierarchical clustering [8,9]. Recent studies have improved WSI by adopting contextualized embeddings from neural language models [2,3], which capture fine-grained semantic variation across usages [10,11].



A representative example is the method of Amrami and Goldberg [4], which combines contextual embeddings from a neural biLM with symmetric dependency patterns to induce sense clusters, achieving strong performance on standard benchmarks. Subsequent work further refined this substitution-based approach [12]. Despite differences in model architectures or feature augmentation, most modern WSI methods share a core assumption: sense distinctions are recoverable from the geometry of the contextual embedding space using distance-based or density-based clustering [13]. Our research differs from this purely geometric approach by introducing additional features for cluster assignment. These are linguistic features explicitly represented in the form of sense definitions generated by LLM.




2.2. Limitations of Existing WSI Under Skewed Sense Distributions


A fundamental challenge in WSI is the highly imbalanced distribution of word senses in natural language. The frequency of word senses typically follows Zipf’s law [14], where the most frequent senses account for the majority of occurrences, while low-frequency senses appear rarely [1,15]. This imbalance causes difficulties for clustering-based methods, which tend to prefer high-density regions in the embedding space.



As a result, instances of minority senses are often absorbed into clusters corresponding to dominant senses, leading to degraded recall for rare meanings [16,17]. This phenomenon persists with expressive contextualized representations and is observed in strong baselines such as neural embedding-based WSI [10] and nonparametric clustering methods like HDP [18,19,20]. While some studies acknowledge dominant sense bias, most studies remain within the same geometric framework and do not fundamentally address the reliance on frequency-driven spatial dominance.




2.3. Gloss-Aware and Definition-Based Sense Modeling


In semantic modeling, there are many studies that use glosses and definitions. Although traditional methods exploit overlaps between context words and glosses in dictionaries [21,22], more recent approaches embed glosses in continuous vector spaces and compare them with contextual representations [23,24]. These techniques have proven effective mainly in supervised or weakly supervised WSD settings [6,25,26,27].



In the context of WSI, methods that rely on glosses or definitions are less commonly explored, primarily because WSI operates without predefined sense inventories [1,28]. Existing approaches typically treat glosses as static external resources rather than dynamically derived semantic representations [29,30].



While prior work has explored gloss-based representations and LLM-generated descriptions, these are mainly used for interpretation or in supervised settings. In contrast, our approach integrates dynamically generated definitions as operational components within the WSI pipeline, using them to refine cluster assignments. This highlights a key distinction from prior work, where definitions are treated as auxiliary explanations rather than as active elements in the induction process.




2.4. LLM-Assisted Semantic Interpretation in WSI


Recently, LLMs have been increasingly utilized for semantic interpretation and explanatory tasks [31]. Within the context of WSI, previous studies have primarily leveraged LLMs to perform subsequent analysis or labeling of induced clusters by exploiting their generative capabilities to produce interpretable, human-readable descriptions. Recent comprehensive evaluations have demonstrated that LLMs, including ChatGPT (e.g., gpt-3.5-turbo), exhibit varying degrees of competence across different NLP tasks, including word sense disambiguation [32,33]. The technique of few-shot prompting has also been used to generate sense summaries from example sentences [34].



However, in existing studies, LLMs primarily serve as interpretive tools rather than as components that influence clustering decisions. Even when specific models such as GPT [35] or Gemini [36] are employed, the generated descriptions are not incorporated back into the induction pipeline. In contrast, our approach integrates LLM-generated definitions directly into the refinement process. These definitions act as semantic anchors that actively reshape sense assignments, rather than merely providing explanatory descriptions.





3. Proposed Method


To mitigate the majority-sense bias that arises when classifying example sentences of a target word into senses, we propose a novel word sense induction framework that integrates WSI with large language models (LLMs). Our method consists of three stages: (1) initial clustering using WSI-NS, (2) generation of sense definitions with an LLM, and (3) reclassification of test instances based on the generated definitions. Figure 1 provides an overview of the proposed framework, including the initial clustering, LLM-based definition generation, and definition-guided reclassification stages.








	
Formal Problem Definition.








Let   X = {  x 1  ,  x 2  , … ,  x n  }   denote a set of instances, where each   x i   represents a contextual occurrence of a target word.



An initial clustering method produces a set of induced sense clusters:


  C =  {  C 1  ,  C 2  , … ,  C K  }  ,   ⋃  k = 1  K   C k  = X  











For each cluster   C k  , we extract two types of keyword sets:


   S k  =  f svm   (  C k  )  ,   P k  =  f pmi   (  C k  )   








where   f svm   and   f pmi   denote keyword extraction functions based on SVM weights and PMI scores, respectively.



We also sample a set of representative instances:


   E k  ⊆  C k   











Using these inputs, we generate a semantic anchor (definition) for each cluster:


   D k  = LLM  (  S k  ,  P k  ,  E k  )   











Finally, for a given test instance x, the predicted sense label is determined by:


   y ^   ( x )  = arg  max  k ∈ { 1 , … , K }   Match  ( x ,  D k  )   








where   Match ( x ,  D k  )   is implemented via prompting an LLM to select the most semantically appropriate definition given the context x.



3.1. Initial Clustering


Given a set of instances containing occurrences of a target word in context, we first apply an existing WSI method to obtain preliminary sense clusters. We adopt WSI-NS [4] as our base clustering method due to its strong performance on standard benchmarks.



WSI-NS represents each instance by combining contextualized embeddings from ELMo [3] with TF-IDF vectors of substitute words obtained via symmetric patterns. Agglomerative clustering is then applied to partition instances into sense groups. Following the original implementation, we employ soft clustering to allow instances near cluster boundaries to belong to multiple clusters probabilistically.



The output of this stage is a set of K clusters   {  C 1  ,  C 2  , … ,  C K  }  , where each cluster   C i   contains instances that are hypothesized to share a common word sense. These clusters serve as the input to the subsequent definition generation stage. We select WSI-NS as the base clustering method because it effectively combines contextual embeddings with substitution-based features, which has been shown to produce strong and stable sense clusters in prior work. In addition, its soft clustering mechanism allows instances near cluster boundaries to have probabilistic memberships, which is particularly beneficial for subsequent definition generation, as it provides more diverse and representative inputs for each sense.




3.2. Sense Definition Generation with LLMs


Unlike purely distributional clustering, which relies on the geometric density of embeddings, the proposed method introduces explicit semantic constraints through natural language definitions. These definitions provide a global semantic reference that is less sensitive to frequency imbalance. As a result, minority senses, which may be sparsely distributed in the embedding space, can still be identified through their conceptual coherence rather than their spatial density. This shifts the decision boundary from local geometry to higher-level semantic alignment, thereby mitigating dominant-sense bias.



We define semantic anchors as explicit natural language definitions that provide high-level semantic constraints for cluster assignment. These anchors serve as interpretable semantic references that guide the reclassification of instances.



Specifically, each semantic anchor corresponds to a single induced sense cluster and summarizes its core semantic characteristics in a concise form.



For each induced sense cluster, we use an LLM to generate a natural language definition describing the meaning of that cluster. This step aims to mitigate the difficulty of identifying minority senses caused by skewed sense distributions and to provide explicit semantic cues for the subsequent classification stage. In our experiments, we evaluate multiple LLMs (GPT-5, GPT-4o, and Gemini-2.5-Flash) for definition generation and classification.



	
Inputs to the LLM



We extract discriminative and salient keywords from each cluster to guide definition generation. We train a one-vs-rest linear SVM with L1 regularization and balanced class weights, and select the top 10 keywords ranked by absolute SVM weight. In addition, we compute a Pointwise Mutual Information (PMI)-based salience score defined as the ratio between the cluster-specific feature probability and the global feature probability, and select the top 10 keywords per cluster accordingly.



SVM keywords emphasize inter-cluster discrimination. In contrast, PMI keywords capture salient conceptual features within each cluster. These signals are complementary and particularly helpful for identifying minority senses. The number of keywords is fixed across clusters to avoid bias toward larger clusters.



Each cluster is represented by (i) SVM keywords, (ii) PMI keywords, and (iii) representative example sentences obtained from the initial clustering. For each cluster, we randomly sample up to 20 example sentences to capture diverse contextual realizations of the sense. This strategy mitigates the risk of overfitting the definition to a single highly frequent or central instance.



Based on these inputs, the LLM infers the shared concept underlying the cluster and generates a concise one-sentence sense definition.



	
Prompt for Definition Generation



The prompt is structured as follows:





Sense: <sense ID>



SVM keywords: <keyword list>



PMI keywords: <keyword list>



Representative examples: <sentences>



Generate a concise, one-sentence English definition that best describes the main meaning of this cluster.










Figure 2 and Figure 3 show examples of cluster inputs and the resulting generated definitions.



This formulation enables a direct incorporation of semantic information into the clustering-refinement process, bridging the gap between distributional representations and conceptual meaning. To improve reproducibility and technical clarity, we explicitly provide a formal algorithmic specification of the proposed method in Algorithm 1.






	Algorithm 1 Definition-Anchored WSI: Overall pipeline including clustering, definition generation, and reclassification



	Require: Instance set X



	Ensure: Predicted sense labels    y ^   ( x )   



	
	  1:

	
 Obtain clusters   C ← {  C 1  , … ,  C K  }   using WSI-NS




	  2:

	
 for each cluster    C k  ∈ C   do




	  3:

	
      S k  ←  f svm   (  C k  )    {SVM keywords}




	  4:

	
      P k  ←  f pmi   (  C k  )    {PMI keywords}




	  5:

	
      E k  ← Sample  (  C k  )    {sample representative instances}




	  6:

	
      D k  ← LLM  (  S k  ,  P k  ,  E k  )   




	  7:

	
 end for




	  8:

	
 for each test instance   x ∈ X   do




	  9:

	
      y ^   ( x )  ← arg  max  k ∈ { 1 , … , K }   Match  ( x ,  D k  )   




	10:

	
end for




	11:

	
return     y ^   ( x )   















3.3. Definition-Guided Reclassification


After generating sense definitions for each cluster, we leverage the abstract semantic information encoded in these definitions to re-evaluate instance assignments. The initial clustering relies on local features and statistical co-occurrence patterns. As a result, semantically appropriate but distributionally rare instances may be misassigned. By introducing high-level semantic representations in the form of definitions, our method re-compares instances at a conceptual level and corrects such misallocations.



For each unseen test instance, we provide the LLM with (i) the set of generated sense definitions and (ii) the test sentence containing the target word. The model is instructed to select the sense whose definition best matches the contextual meaning of the instance. This allows even minority senses to be selected when their semantic descriptions are sufficiently clear.



The prompt used for classification is as follows:




You are classifying example sentences for the lemma <lemma_pos>.



Here are the possible senses:



1. <definition for sense 1>



2. <definition for sense 2>



3. <definition for sense 3>



…



For each example, respond ONLY with the number of the most appropriate sense.





The LLM outputs the index of the selected sense for each instance. We compare these predictions with the gold labels provided by SemEval to compute classification performance.



This definition-guided reclassification step is particularly effective when minority senses are underrepresented or when instances lie near cluster boundaries.





4. Experiments


4.1. Datasets


We evaluate our proposed method on two standard benchmarks for word sense induction: SemEval-2010 Task 14 [37] and SemEval-2013 Task 13 [28].



Each XML file contains <instance> tags representing individual occurrences of a target word, context fields describing the surrounding text, an id attribute uniquely identifying each occurrence, and a pos attribute indicating the part of speech (noun or verb).



SemEval-2010 Task 14 focuses on unsupervised word sense induction and disambiguation for a predefined set of 100 target words (50 nouns and 50 verbs). The training set contains 879,807 instances collected from the web, and the testing set consists of 8915 instances drawn from OntoNotes. The average number of gold-standard senses per target word is 3.79, with 4.46 for nouns and 3.12 for verbs. No sense labels are provided for training, reflecting the fully unsupervised nature of the task; gold-standard sense labels are available only for evaluation. The dataset includes a balanced selection of polysemous words exhibiting varying degrees of sense granularity and skewed sense distributions, making it suitable for analyzing the robustness of WSI methods under majority-sense bias.



SemEval-2013 Task 13 targets 50 lemmas (20 nouns, 20 verbs, and 10 adjectives) and comprises 4664 test instances drawn from the Open American National Corpus (OANC) across multiple genres including journal articles, telephone conversations, fiction, and technical writing. Unlike the 2010 task, this task adopts a graded sense annotation scheme in which each instance may be labeled with multiple WordNet 3.1 senses weighted by their applicability, with an average of 1.12 senses per instance. For sense induction, the ukWaC corpus was provided as the training resource instead of target-specific training data. The task exhibits more fine-grained and diverse sense inventories with stronger long-tail distributions across senses, and emphasizes evaluating how well induced sense clusters correspond to gold-standard senses across different domains and usage patterns. As in the 2010 task, all clustering instances are unlabeled, and supervision is restricted to evaluation only.



For both datasets, we follow the official training/test splits provided by the organizers.




4.2. Evaluation Metrics


We evaluate clustering quality using both cluster-level and instance-level metrics to obtain a comprehensive assessment of sense induction performance.








	
Normalized Mutual Information (NMI).








NMI measures the mutual dependence between the predicted clusters and the gold-standard sense labels. It evaluates the overall structural alignment between two partitions while being invariant to label permutations.








	
V-measure.








V-measure is the harmonic mean of homogeneity and completeness. Homogeneity assesses whether each induced cluster contains only instances of a single gold sense, while completeness evaluates whether all instances of a gold sense are assigned to the same cluster. This metric captures the trade-off between over-clustering and under-clustering.








	
Paired F-Score.








Paired F-Score evaluates the alignment between induced sense clusters and gold-standard senses by measuring pairwise agreement between instance assignments. It captures how consistently pairs of instances that belong to the same gold sense are grouped together in the predicted clustering, and vice versa.








	
F-B3.








F-B3 computes precision and recall at the instance level, measuring how well individual instances are assigned to the correct sense cluster. Unlike global metrics such as NMI, F-B3 is sensitive to instance-wise misassignments.








	
Fuzzy-F-B3.








Since our method produces soft cluster memberships in the initial stage, we additionally report Fuzzy-F-B3, which accounts for probabilistic cluster assignments and provides a more faithful evaluation of soft clustering behavior.



We report the average performance over five independent runs with different random seeds, together with standard deviations. This ensures robustness and reduces sensitivity to stochastic variations in clustering initialization and LLM outputs.




4.3. Baselines


We compare our method against both traditional clustering approaches and recent word sense induction methods to ensure a comprehensive evaluation.








	
k-means.








As a simple and widely used clustering algorithm, k-means serves as a basic centroid-based baseline. We apply k-means to the same contextual representations used in the initial clustering stage.



We fix the number of clusters to   k = 4   across all experiments. This setting is independent of the gold sense inventory. Gold sense annotations are used only for evaluation.








	
HDP.








The Hierarchical Dirichlet Process (HDP) is a non-parametric Bayesian clustering method that automatically determines the number of clusters. It provides a strong unsupervised baseline for sense induction without requiring prior knowledge of the number of senses.








	
WSI-NS.








We include WSI-NS as our primary baseline, since it represents the underlying clustering framework used in the initial stage of our method.



Our method does not aim to replace WSI-NS, but to extend it with a definition-guided refinement stage. Therefore, this comparison is not intended as a direct competition between identical clustering methods, but rather as an evaluation of how definition-based reclassification improves performance on top of an existing clustering framework.



This design enables a fair comparison by isolating the contribution of semantic definitions to instance-level alignment.








	
1cpl.








We report results for the one-cluster-per-lemma (1cpl) baseline, which assigns all instances of a lemma to a single cluster. Despite its simplicity, this baseline can perform competitively on skewed datasets and thus serves as a strong lower-bound reference [38].








	
Discussion on LLM-only Clustering.








We do not include an LLM-only clustering baseline for two reasons. First, large language models may have been exposed to benchmark datasets during pretraining, which introduces potential data leakage concerns. Second, LLM-only clustering lacks a consistent and reproducible mechanism for grouping instances across different runs, making fair comparison difficult.



Therefore, we focus on evaluating the effect of integrating LLM-generated definitions into a standard WSI pipeline, where clustering remains grounded in explicit and reproducible criteria.



Our goal is not to replace clustering with LLMs, but to enhance it with explicit semantic information.








	
Additional Baselines from Recent Work.








To provide a broader comparison, we also refer to recent WSI results reported in prior work [38]. Specifically, we include results reported by Mosolova et al. [38] for several clustering-based and LLM-based WSI approaches on the SemEval-2010 and SemEval-2013 datasets. These results are not directly reproduced in our experimental setup, but are included as reference baselines for contextual comparison.



Their results show that traditional clustering-based methods (e.g., PolyLM and LSDP) achieve competitive performance, while direct LLM-based approaches tend to underperform and exhibit high variance.



The results reported in prior work suggest that purely distributional clustering methods are limited by their reliance on embedding geometry, while direct LLM-based clustering suffers from instability and inconsistent outputs.



In contrast, our method does not rely on LLMs for direct clustering. Instead, it integrates LLM-generated definitions into a clustering-refinement pipeline.



This allows us to leverage the semantic strengths of LLMs while avoiding the instability observed in LLM-only approaches.



Our approach provides a middle ground between these paradigms. By introducing semantic anchors in the form of generated definitions, we enable more stable and interpretable refinement of cluster assignments.



This further supports the design choice of our method, which combines distributional clustering with semantic refinement, rather than relying solely on either approach.



Because these reference results are taken from a separate study, they are intended for contextual comparison rather than strict head-to-head evaluation.




4.4. Implementation Details







	
Clustering Configuration.








We adopt WSI-NS as the initial clustering framework. The maximum number of clusters is set to 8 for agglomerative clustering to accommodate fine-grained sense distinctions. For k-means and HDP, the maximum number of clusters is capped at 4, as preliminary experiments indicated that this setting yielded the most stable and competitive performance across datasets. All clustering experiments are repeated five times with different random seeds, and we report the mean performance with standard deviations.








	
Keyword Extraction.








For each cluster, we extract 10 discriminative keywords based on the absolute weights of a one-vs-rest linear SVM with L1 regularization and balanced class weights. In addition, we compute a PMI-based salience score defined as the ratio between the cluster-specific feature probability and the global feature probability and select the top 10 PMI keywords per cluster. The number of keywords is fixed across clusters to prevent bias toward larger clusters and to ensure comparability across senses.








	
Representative Examples.








For each cluster, we randomly sample up to 20 example sentences to capture diverse contextual realizations of the sense. Random sampling mitigates overfitting to highly frequent or central instances. Random seeds are fixed to ensure reproducibility.



We observe that the standard deviation across runs is small, indicating that the effect of random sampling is limited. This suggests that the proposed method is robust to variations in sampled instances.



These results indicate that the impact of sampling variability is negligible.








	
LLM Settings.








We evaluate three large language models: GPT-5, GPT-4o, and Gemini-2.5-Flash. All models are used for both definition generation and definition-guided reclassification. Unless otherwise specified, the temperature parameter is set to 0.0 to ensure deterministic outputs. No additional system prompts or chain-of-thought reasoning are employed during inference.



All prompts are fixed across experiments to ensure consistency.



We set the temperature to 0.0 to reduce non-determinism in LLM outputs. Each experiment is repeated five times with different random seeds to account for variability in clustering and sampling.








	
Computation Environment and Cost.








All experiments are conducted in a Linux environment with GPU acceleration for clustering. LLM inference is performed via API access.




4.5. Data Partitioning


To evaluate robustness under varying data availability conditions, we construct multiple splits for each target lemma.



Specifically, we vary the ratio of clustering instances to classification instances from 1:9 to 9:1 in increments of one instance, as well as a balanced 10:10 setting where applicable. This allows us to simulate both low-resource and high-resource scenarios, which is particularly important for assessing minority-sense recovery.



All splits are performed at the lemma level, meaning that instances belonging to the same target lemma are partitioned into clustering instances and classification instances without mixing across different lemmas. This ensures that evaluation reflects within-lemma sense discrimination rather than cross-lemma generalization.



For each split configuration, experiments are repeated five times with different random seeds, and we report the average performance with standard deviations.



These settings simulate realistic variations in data availability, allowing us to systematically evaluate the robustness of the proposed method. This is particularly important for minority-sense detection, where data scarcity is a critical challenge.



As shown in Figure 4, performance generally improves as the proportion of classification instances increases.




4.6. Main Results


The main results of our method are presented below in comparison with baseline approaches.



Our method consistently achieves the best or competitive performance in terms of instance-level metrics across both datasets.



On SemEval-2010, GPT-5 achieves the highest F-B3 score, indicating strong instance-level alignment with gold sense labels. On SemEval-2013, Gemini-2.5-Flash achieves the best performance under Fuzzy-F-B3, reflecting its ability to capture overlapping sense assignments.



In contrast, traditional clustering methods such as k-means and the HDP perform significantly worse, suggesting that purely distributional approaches struggle to capture fine-grained semantic distinctions.



These results demonstrate the effectiveness of incorporating LLM-generated definitions into the WSI pipeline.



As shown in Figure 5, our method achieves strong instance-level performance while maintaining competitive results across different datasets.




4.7. Ablation Study


To analyze the impact of different prompt components, we compare the following four input configurations:




	
SVM keywords + PMI keywords + instances



	
SVM keywords + instances



	
PMI keywords + instances



	
instances only








Here, instances denote representative example sentences sampled from each cluster.



We use GPT-4o for all ablation settings and keep all other parameters fixed. This allows us to isolate the contribution of discriminative features (SVM), statistical co-occurrence signals (PMI), and raw contextual examples.



Results are averaged over five independent runs.





5. Results


5.1. Comparison Across LLMs


We compare three large language models used in the definition-based classification stage: GPT-5, GPT-4o, and Gemini-2.5-Flash.



Table 1, Table 2 and Table 3 show that Gemini-2.5-Flash achieves the highest Fuzzy-F-B3 score on SemEval-2013, slightly outperforming GPT-5 at the 9/1 split (63.68 vs. 63.07). This indicates that Gemini-2.5-Flash is particularly effective at recovering fuzzy sense overlaps and handling graded membership in ambiguous cases.



In contrast, GPT-5 achieves the highest overall performance on SemEval-2010, reaching an F-B3 score of 80.02 at the 9/1 split, compared to 78.17 for Gemini-2.5-Flash. This suggests that GPT-5 provides more stable and precise sense alignment when sharper sense boundaries are required.



GPT-4o consistently underperforms both GPT-5 and Gemini-2.5-Flash across all splits and metrics. Although its performance improves as the proportion of data allocated to the classification stage increases, its peak scores remain substantially lower (Fuzzy-F-B3 = 57.71 on SemEval-2013 and F-B3 = 73.45 on SemEval-2010).



Overall, these results indicate that Gemini-2.5-Flash is more effective in modeling soft, overlapping sense distributions, while GPT-5 excels at producing sharper, more discriminative sense boundaries.




5.2. Comparison with Baselines


As shown in Figure 5, our method achieves strong instance-level performance, while differences across datasets highlight the impact of evaluation metrics.



We compare our method with k-means, Hierarchical Dirichlet Process (HDP), the one-cluster baseline (1cpl), and WSI-NS in our own experiments. To broaden the comparison, we also include reference results reported by Mosolova et al. [38] for several clustering-based and LLM-based WSI approaches evaluated on the SemEval-2010 and SemEval-2013 datasets. Results are reported in Table 4. For fair comparison, all methods reported in Table 4 are evaluated on the identical 9/1 clustering/classification split. The same set of classification (test) instances is used across all models to ensure comparability.



On SemEval-2013, Gemini-2.5-Flash and GPT-5 achieve the highest Fuzzy-F-B3 scores (63.68 and 63.07, respectively), clearly outperforming all unsupervised clustering baselines. The one-cluster baseline (1cpl) achieves a relatively high Fuzzy-F-B3 score (58.07); however, because it assigns all instances to a single cluster, its NMI is 0. k-means performs poorly (Fuzzy-F-B3 = 31.05), suggesting that fixed-k clustering fails to capture the semantic structure of word senses. WSI-NS achieves the highest NMI (17.93) but lower Fuzzy-F-B3 (54.81), indicating over-fragmentation without alignment to gold senses.



On SemEval-2010, GPT-5 achieves the best overall performance with an F-B3 score of 80.02, followed by Gemini-2.5-Flash (78.17) and GPT-4o (73.45). While the 1cpl baseline achieves a high F-B3 score of 61.96, it does not perform any sense distinction and assigns all instances to a single cluster. As a result, both its NMI and V-M are 0. WSI-NS shows very high NMI and V-M values (82.56) but substantially lower F-B3 (55.21), suggesting that it produces structurally coherent but poorly aligned clusters.



We further analyze why our definition-guided refinement can reduce NMI/V-measure while improving instance-level F-B3. First, the initial WSI-NS clustering is allowed to produce up to eight clusters, which may yield a partition that is structurally consistent but relatively fine-grained. During reclassification, the LLM may implicitly prefer a smaller set of salient senses and thus merge several fine-grained clusters into fewer labels. Such cluster merging can substantially change the global partition structure, leading to lower NMI/V-measure even if many individual assignments become more plausible.



Second, the LLM may exhibit a majority-sense bias during definition-based matching: if the majority-sense definition is broader or more semantically prototypical, borderline instances from minority clusters can be absorbed into the majority label. This phenomenon would also reduce structural agreement with the original clustering and the gold partition while potentially improving local consistency for high-frequency senses.



Third, the quality and specificity of generated definitions may limit how faithfully the LLM can preserve the original cluster structure. If definitions are underspecified or overlap across senses, the reclassification step becomes less capable of maintaining the fine-grained distinctions present in the initial clustering, again decreasing NMI/V-measure. Overall, these factors suggest that definition-guided refinement trades off global structural fidelity for instance-level alignment, which is consistent with our goal of improving minority-sense recovery.



Overall, definition-based refinement with large language models substantially improves alignment with gold sense labels while preserving meaningful sense distinctions. These results demonstrate that incorporating explicit semantic representations can effectively address dominant-sense bias and improve minority-sense recovery in unsupervised word sense induction.








	
Analysis of 1cpl Baseline Behavior.








In SemEval-2010, the 1cpl baseline assigns all instances to a single cluster. Although this trivial solution yields a relatively high F-B3 score (61.96), both NMI and V-measure are 0 because no actual sense discrimination is performed.



This discrepancy can be explained by the skewed sense distribution of the dataset. Since many target words exhibit a dominant majority sense, assigning all instances to a single cluster results in high instance-level overlap for the majority class. Because F-B3 is computed at the instance level and rewards local precision and recall, it can remain relatively high when the majority sense dominates the dataset.



In contrast, NMI and V-measure evaluate global structural agreement between predicted clusters and gold partitions. A single-cluster solution contains no information about sense distinctions, leading to zero mutual information with the gold partition.



This result highlights how heavily majority-sense skew influences instance-level metrics and demonstrates that F-B3 alone may overestimate performance under extreme imbalance. In comparison, our proposed method produces more balanced cluster structures while maintaining competitive F-B3, indicating improved robustness against majority-sense bias.



This analysis further supports the robustness of our method, which mitigates majority-sense bias while retaining meaningful structural information. Unlike trivial single-cluster solutions, our approach preserves non-zero mutual information with the gold partition, demonstrating its ability to capture genuine sense distinctions rather than merely reflecting skewed distributions.




5.3. Ablation on Prompt Inputs


We evaluate the effect of different prompt inputs used for sense definition generation. Specifically, we compare four configurations: no keywords (instances only), SVM keywords only, PMI keywords only, and the combination of SVM and PMI keywords.



All ablation experiments are conducted using the full dataset (100% of instances for both clustering and classification), without applying the train–test split configurations used in Section 4.5. This design removes variability due to data partitioning and allows us to directly evaluate the contribution of each prompt component.



Table 5 shows that combining SVM and PMI keywords consistently yields the best overall performance. On SemEval-2013, the full configuration achieves the highest Fuzzy-F-B3 score (61.03) and the highest Fuzzy-NMI (21.57), clearly outperforming all reduced variants. This indicates that the combination of discriminative features (SVM) and distributional co-occurrence information (PMI) provides complementary signals that improve sense separation.



Using only PMI keywords improves Fuzzy-F-B3 compared to the no-keyword baseline (59.46 vs. 58.47), while SVM-only shows a similar but slightly weaker effect (59.23). This suggests that co-occurrence statistics contribute more strongly to fuzzy sense recovery, whereas discriminative features alone are insufficient.



On SemEval-2010, the performance differences are smaller. The combined configuration still achieves the highest F-B3 score (52.87), although PMI-only achieves the highest V-M and NMI values. This suggests that PMI-based features may better preserve global cluster structure, while the combination with SVM improves alignment with gold sense labels.



Overall, these results indicate that SVM and PMI provide complementary information: PMI captures distributional similarity across instances, while SVM highlights cluster-specific discriminative cues. Their combination yields the most robust and balanced performance across datasets and evaluation metrics.





6. Discussion


6.1. Effect of Definition-Based Refinement


The results demonstrate that definition-based refinement using large language models substantially improves alignment with gold sense labels compared to purely unsupervised clustering methods. In both datasets, LLM-based approaches outperform k-means, HDP, and WSI-NS in terms of F-B3 or Fuzzy-F-B3, indicating that explicit semantic descriptions provide information that is not captured by distributional similarity alone.



This suggests that LLM-generated definitions act as semantic anchors that stabilize sense boundaries, particularly in cases where embedding-based clustering fails due to sense imbalance.




6.2. Model-Specific Behavior


Gemini-2.5-Flash achieves the highest Fuzzy-F-B3 score on SemEval-2013, suggesting that it is particularly effective at modeling overlapping or graded sense membership. In contrast, GPT-5 achieves the highest F-B3 on SemEval-2010, indicating that it is better suited for producing sharper and more discriminative sense boundaries. Although GPT-5 is slightly below Gemini-2.5-Flash on SemEval-2013, it still achieves a high Fuzzy-F-B3 score, indicating that both models are capable of leveraging definition-based refinement effectively.



These differences may stem from variations in model behavior and how semantic information is represented internally. For example, Gemini-2.5-Flash may capture more graded or overlapping semantic distinctions, while GPT-5 may produce more discrete and separable representations.



This interpretation is consistent with the qualitative differences observed in the generated definitions, where Gemini-2.5-Flash tends to merge multiple senses within a single definition, while GPT-5 produces more clearly separated and discriminative definitions.



However, these observations are preliminary, and further investigation is required to determine whether these differences reflect intrinsic model properties or interactions with prompt design and data splits.








	
Performance on SemEval-2013.








We observe that our method achieves relatively lower scores on SemEval-2013 compared to some reference baselines, particularly on fuzzy evaluation metrics.



One possible explanation is that our method relies on hard cluster assignment during the reclassification stage, where each instance is assigned to a single sense. In contrast, SemEval-2013 includes evaluation metrics such as Fuzzy-F-B3, which reward soft or overlapping sense assignments.



As a result, methods that implicitly capture graded or overlapping sense membership may achieve higher scores under these metrics. In contrast, our approach focuses on producing discrete and interpretable sense distinctions, which may lead to lower performance on fuzzy metrics despite maintaining clear semantic boundaries.



This observation highlights a trade-off between interpretability and flexibility in sense modeling, and suggests that incorporating soft assignment mechanisms could be a promising direction for future work.



This is also consistent with the observation that Gemini-2.5-Flash, which tends to produce more overlapping or merged definitions, achieves higher scores on fuzzy evaluation metrics.




6.3. Qualitative Comparison of Generated Definitions


To further analyze the quality of generated definitions, we compare outputs from different LLMs for the same target word under the 9/1 clustering/classification split.



For the lemma late.j, which contains both (i) a “deceased” sense and (ii) an “end of period” sense, the generated definitions are as follows:



GPT-5:



(1) “refers to someone who has recently passed away”



(2) “refers to events occurring towards the end of a period”.



GPT-4o:



(1) “someone who has passed away, often highlighting their accomplishments”



(2) “the latter part of a specified time period”.



Gemini-2.5-Flash:



(1) “relating to a person who is deceased or a time that is past”



(2) “occurring near the end of a specified period or a person’s life”.



We observe that GPT-5 produces more clearly separated and discriminative definitions for each sense. In contrast, GPT-4o tends to generate more verbose and less specific descriptions. Gemini-2.5-Flash partially merges multiple senses within a single definition, which may explain its strong performance in fuzzy evaluation metrics.



These qualitative differences are consistent with the quantitative results, where GPT-5 achieves higher instance-level alignment, while Gemini-2.5-Flash performs better in fuzzy sense modeling.



We use a fixed prompt template across all experiments to ensure consistency. While prompt design may affect LLM outputs, our results are stable across multiple runs. We observe that the standard deviation across runs is small, suggesting that the impact of prompt variation is limited. These observations suggest that the proposed method is robust to prompt variations under the current experimental setup. A systematic analysis of prompt sensitivity is left for future work.



We qualitatively inspect generated definitions and confirm that they capture meaningful and distinguishable semantic concepts across senses. These examples demonstrate that the generated definitions are interpretable and semantically coherent. A full human evaluation is left for future work.




6.4. Interpretation of Baseline Behavior


The strong F-B3 performance of the 1cpl baseline highlights the substantial impact of skewed sense distributions on evaluation metrics. Because the SemEval datasets are dominated by a majority sense, collapsing all instances into a single cluster can yield deceptively high scores. However, since no sense distinction is performed, both NMI and V-M are zero.



WSI-NS, in contrast, achieves very high NMI and V-M values but relatively low F-B3, suggesting that it produces structurally coherent clusters that are poorly aligned with gold sense labels. This indicates that no single metric is sufficient to evaluate WSI systems and that multiple complementary measures are required.



To provide a comprehensive evaluation, we report multiple complementary metrics, including NMI, V-measure, and F-B3. While F-B3 captures instance-level alignment, NMI and V-measure reflect global cluster structure. Therefore, our conclusions are based on consistent trends across multiple metrics, rather than relying on a single evaluation measure. This is particularly important under skewed sense distributions, where instance-level metrics alone may be misleading. This ensures a balanced and reliable assessment of WSI performance.



Compared with the recent reference results reported by Mosolova et al. [38], our method shows a different trade-off. Their strongest clustering-based baselines, such as PolyLM and LSDP, remain competitive on standard WSI benchmarks, while direct LLM-based approaches tend to be weaker and more variable.



In contrast, our framework does not use LLMs for direct clustering; instead, it uses LLM-generated definitions to refine an existing clustering structure.



This suggests that LLMs are more effective as semantic refinement modules than as standalone clustering engines in WSI.




6.5. Statistical Significance Analysis


We conduct paired t-tests on the F-B3 scores for the 9/1 split on both SemEval-2010 and SemEval-2013, comparing GPT-5 and Gemini-2.5-Flash.



The results do not show statistically significant differences (p > 0.05). However, we observe consistent trends across runs, suggesting that the observed performance differences are stable.



Given the small number of runs, statistical power is limited, and further large-scale evaluation is left for future work.




6.6. Role of Prompt Inputs


The ablation study shows that SVM and PMI features provide complementary information. PMI captures global distributional similarity, while SVM keywords emphasize cluster-specific discriminative cues. Their combination yields the most robust performance, confirming that both types of information are necessary for generating useful sense definitions.



Using examples alone leads to higher fuzzy scores but poorer structural alignment, suggesting that surface-level similarity is insufficient for stable sense induction.




6.7. Minority-Sense Clustering


We analyze the results in Table 4 from the perspective of minority-sense clustering. The 1cpl baseline achieves a relatively high F-B3 score (61.96) but has zero NMI and V-M, indicating that all instances are collapsed into a single cluster and that minority senses are completely absorbed into the dominant one.



k-means exhibits non-zero NMI (24.86) but extremely low Fuzzy-F-B3 (31.05), suggesting that it fails to recover instances of minority senses. The HDP achieves higher Fuzzy-F-B3 (58.13) but very low NMI (8.98), indicating that minority senses are not preserved as independent clusters.



WSI-NS achieves very high NMI and V-M (82.56), indicating that it captures the overall sense structure well. However, its relatively low F-B3 (55.21) suggests poor alignment with the answers provided in the dataset, particularly for minority-sense instances.



In contrast, GPT-5 and Gemini-2.5-Flash achieve high values for both NMI and F-B3 (e.g., GPT-5: NMI = 59.34, F-B3 = 80.02; Gemini: NMI = 54.51, F-B3 = 78.17), indicating that minority senses are preserved as distinct clusters while their instances are also correctly recovered.



Overall, effective minority sense clustering requires both structural preservation, as reflected by high NMI, and instance-level alignment, as reflected by high F-B3; our reclassification based on LLM-generated definitions is effective because it improves both aspects simultaneously.




6.8. Implications


Similar challenges of handling distributional shifts without relying on predefined baselines have also been studied in other domains, such as structural health monitoring [39].



Overall, the findings suggest that combining unsupervised clustering with explicit semantic representation via LLM-generated definitions offers a promising direction for addressing long-standing challenges in WSI, particularly dominant-sense bias and minority-sense recovery.





7. Conclusions


In this paper, we proposed a definition-based reclassification framework for word sense induction that integrates LLM-generated sense definitions into the clustering process to balance structural preservation and instance-level alignment.



Experimental results on SemEval-2010 and SemEval-2013 show that our approach outperforms traditional clustering methods and strong baselines in terms of both instance-level metrics (F-B3 and Fuzzy-F-B3) and structural metrics (NMI and V-M). In particular, our method effectively mitigates dominant-sense bias and improves the recovery of minority senses by preserving them as distinct clusters while correctly assigning their instances.



Through comparisons across models and ablation studies on input components, we further demonstrated that both distributional similarity and discriminative information are essential for effective definition generation and reclassification.



These findings suggest that combining unsupervised clustering with explicit semantic representations generated by large language models provides a promising direction for addressing long-standing challenges in word sense induction and related semantic modeling tasks.
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Figure 1. Overview of the proposed method. The pipeline consists of three stages: (1) initial clustering using WSI-NS (Word Sense Induction with neural biLM and Symmetric Patterns), which produces preliminary sense clusters; (2) LLM-based definition generation, where each cluster is converted into a semantic anchor represented as a natural language definition; and (3) definition-guided reclassification, where each test instance is assigned to the most appropriate sense based on these definitions. Arrows indicate the flow of data between components. 
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Figure 2. An example of the initial clustering output provided to the LLM, including cluster-specific keywords and representative example sentences used for sense definition generation. 






Figure 2. An example of the initial clustering output provided to the LLM, including cluster-specific keywords and representative example sentences used for sense definition generation.



[image: Applsci 16 03797 g002]







[image: Applsci 16 03797 g003] 





Figure 3. An example of sense definitions generated by the LLM. 
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Figure 4. Performance across different split settings. Left: SemEval-2010 (F-B3). Right: SemEval-2013 (Fuzzy-F-B3). Error bars indicate standard deviation. 
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Figure 5. Comparison of instance-level performance. Left: SemEval-2010 (F-B3). Right: SemEval-2013 (Fuzzy-F-B3). 
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Table 1. GPT-5 results averaged on SemEval-2013 and SemEval-2010. Bold values indicate the best performance in each column.
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Model

Clustering/Classify

	
SemEval 2013

	
SemEval 2010




	
Fuzzy-NMI

	
Fuzzy-F-B3

	
V-M

	
Paired F-S

	
NMI

	
F-B3






	
1/9

	
20.09 [±3.19]

	
60.27 [±2.17]

	
41.52 [±1.14]

	
60.85 [±1.79]

	
41.52 [±1.14]

	
66.06 [±1.32]




	
2/8

	
14.11 [±0.90]

	
54.50 [±0.48]

	
44.33 [±3.11]

	
62.23 [±2.58]

	
44.33 [±3.11]

	
67.17 [±1.81]




	
3/7

	
15.08 [±1.80]

	
55.17 [±1.45]

	
44.56 [±1.69]

	
63.65 [±0.79]

	
44.56 [±1.69]

	
68.13 [±0.74]




	
4/6

	
14.65 [±1.47]

	
55.13 [±0.67]

	
46.45 [±1.40]

	
64.52 [±1.30]

	
46.45 [±1.40]

	
69.34 [±1.16]




	
5/5

	
14.60 [±1.06]

	
56.57 [±1.10]

	
47.52 [±2.83]

	
64.22 [±1.35]

	
47.52 [±2.83]

	
70.26 [±1.10]




	
6/4

	
14.47 [±1.27]

	
56.37 [±1.27]

	
49.57 [±3.01]

	
64.59 [±2.00]

	
49.57 [±3.01]

	
71.85 [±1.54]




	
7/3

	
17.22 [±2.57]

	
58.71 [±2.21]

	
52.00 [±2.99]

	
64.14 [±2.44]

	
52.00 [±2.99]

	
73.30 [±1.48]




	
8/2

	
17.83 [±2.54]

	
58.73 [±2.48]

	
55.96 [±1.04]

	
62.76 [±2.21]

	
55.96 [±1.04]

	
76.39 [±0.87]




	
9/1

	
16.59 [±2.68]

	
63.07 [±2.01]

	
59.34 [±4.55]

	
54.71 [±1.99]

	
59.34 [±4.55]

	
80.02 [±1.87]











 





Table 2. GPT-4o results averaged on SemEval-2013 and SemEval-2010. Bold values indicate the best performance in each column.
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Model

Clustering/Classify

	
SemEval 2013

	
SemEval 2010




	
Fuzzy-NMI

	
Fuzzy-F-B3

	
V-M

	
Paired F-S

	
NMI

	
F-B3






	
1/9

	
15.05 [±1.24]

	
55.72 [±1.42]

	
15.57 [±0.31]

	
39.27 [±1.48]

	
15.57 [±0.31]

	
46.89 [±1.03]




	
2/8

	
12.16 [±1.18]

	
50.81 [±0.94]

	
16.01 [±1.17]

	
42.76 [±0.97]

	
16.01 [±1.17]

	
48.95 [±0.45]




	
3/7

	
12.91 [±2.31]

	
51.15 [±1.72]

	
17.39 [±0.97]

	
45.10 [±1.24]

	
17.39 [±0.97]

	
51.19 [±0.85]




	
4/6

	
12.05 [±1.29]

	
50.87 [±1.65]

	
20.10 [±0.80]

	
45.37 [±0.72]

	
20.10 [±0.80]

	
52.22 [±0.89]




	
5/5

	
12.09 [±1.79]

	
51.60 [±1.76]

	
24.29 [±0.82]

	
46.44 [±0.67]

	
24.29 [±0.82]

	
54.54 [±0.23]




	
6/4

	
11.46 [±0.98]

	
51.50 [±1.25]

	
28.67 [±2.60]

	
48.18 [±1.08]

	
28.67 [±2.60]

	
57.84 [±1.22]




	
7/3

	
13.49 [±2.32]

	
53.11 [±0.79]

	
33.53 [±2.02]

	
47.96 [±1.71]

	
33.53 [±2.02]

	
60.90 [±1.33]




	
8/2

	
13.83 [±2.23]

	
53.70 [±1.95]

	
41.96 [±2.95]

	
49.02 [±1.89]

	
41.96 [±2.95]

	
67.43 [±0.94]




	
9/1

	
13.08 [±1.79]

	
57.71 [±0.67]

	
50.54 [±6.47]

	
41.76 [±2.38]

	
50.54 [±6.47]

	
73.45 [±2.30]











 





Table 3. Gemini-2.5flash results averaged on SemEval-2013 and SemEval-2010. Bold values indicate the best performance in each column.
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Model

Clustering/Classify

	
SemEval 2013

	
SemEval 2010




	
Fuzzy-NMI

	
Fuzzy-F-B3

	
V-M

	
Paired F-S

	
NMI

	
F-B3






	
1/9

	
19.92 [±2.13]

	
59.81 [±1.32]

	
33.30 [±1.81]

	
55.71 [±1.72]

	
33.30 [±1.81]

	
60.82 [±1.21]




	
2/8

	
15.21 [±0.74]

	
55.00 [±1.06]

	
36.98 [±1.70]

	
59.70 [±1.78]

	
36.98 [±1.70]

	
63.90 [±1.23]




	
3/7

	
16.38 [±1.50]

	
55.87 [±0.82]

	
37.77 [±1.64]

	
62.13 [±1.56]

	
37.77 [±1.64]

	
65.97 [±1.46]




	
4/6

	
15.46 [±1.71]

	
56.61 [±2.16]

	
40.56 [±1.73]

	
62.15 [±1.62]

	
40.56 [±1.73]

	
66.46 [±1.25]




	
5/5

	
14.65 [±1.28]

	
56.61 [±2.28]

	
42.76 [±1.30]

	
62.92 [±1.10]

	
42.76 [±1.30]

	
68.30 [±1.02]




	
6/4

	
16.64 [±2.54]

	
57.82 [±2.36]

	
44.21 [±3.12]

	
62.40 [±1.70]

	
44.21 [±3.12]

	
69.33 [±1.34]




	
7/3

	
16.71 [±2.61]

	
57.99 [±1.79]

	
47.87 [±1.85]

	
63.03 [±1.62]

	
47.87 [±1.85]

	
71.36 [±1.22]




	
8/2

	
17.97 [±1.44]

	
58.52 [±1.04]

	
53.22 [±1.65]

	
62.19 [±0.63]

	
53.22 [±1.65]

	
75.92 [±0.59]




	
9/1

	
17.81 [±2.58]

	
63.68 [±2.26]

	
54.51 [±3.86]

	
52.37 [±2.60]

	
54.51 [±3.86]

	
78.17 [±1.46]











 





Table 4. Comparison on SemEval-2013 and SemEval-2010. The upper block reports our experimental results, while the lower block shows reference results reported by Mosolova et al. [38]. Bold values indicate the best performance in each column. NA indicates that the corresponding result was not reported in the referenced study.






Table 4. Comparison on SemEval-2013 and SemEval-2010. The upper block reports our experimental results, while the lower block shows reference results reported by Mosolova et al. [38]. Bold values indicate the best performance in each column. NA indicates that the corresponding result was not reported in the referenced study.





	
Model

Train/Classify

	
SemEval 2013

	
SemEval 2010




	
Fuzzy-NMI

	
Fuzzy-F-B3

	
V-M

	
Paired F-S

	
NMI

	
F-B3






	
Our experiments




	
k-means

	
16.94

	
31.05

	
24.86

	
47.04

	
24.86

	
52.92




	
HDP

	
8.98

	
58.13

	
11.89

	
54.51

	
11.89

	
58.13




	
1cpl

	
0

	
58.07

	
0

	
60.68

	
0

	
61.96




	
GPT-5 (9/1)

	
16.59 [±2.68]

	
63.07 [±2.01]

	
59.34 [±4.55]

	
54.71 [±1.99]

	
59.34 [±4.55]

	
80.02 [±1.87]




	
GPT-4o (9/1)

	
13.08 [±1.79]

	
57.71 [±0.67]

	
50.54 [±6.47]

	
41.76 [±2.38]

	
50.54 [±6.47]

	
73.45 [±2.30]




	
Gemini-2.5-Flash (9/1)

	
17.81 [±2.58]

	
63.68 [±2.26]

	
54.51 [±3.86]

	
52.37 [±2.60]

	
54.51 [±3.86]

	
78.17 [±1.46]




	
WSI-NS

	
18.11 [±0.32]

	
54.96 [±0.37]

	
12.58 [±0.34]

	
61.81 [±2.33]

	
82.30 [±0.41]

	
55.02 [±0.29]




	
Reported in Mosolova et al. [38]




	
PolyLM-large

	
23.7

	
66.7

	
43.6

	
67.5

	
6.2

	
49.2




	
PolyLM-base

	
23.0

	
65.4

	
41.8

	
66.4

	
6.2

	
49.1




	
LSDP

	
21.1 [±0.6]

	
64.1 [±0.5]

	
38.9 [±1.0]

	
70.7 [±0.4]

	
4.6 [±0.1]

	
52.8 [±0.2]




	
GPT-4o (reported)

	
16.9 [±0.5]

	
58.6 [±1.6]

	
36.3 [±2.0]

	
63.9 [±2.0]

	
7.1 [±0.3]

	
47.7 [±1.9]




	
1cpl (reported)

	
0.0

	
61.23

	
0.0

	
63.5

	
0.0

	
64.1




	
1cpex (reported)

	
6.9

	
NA

	
31.7

	
0

	
19.5

	
8.0











 





Table 5. Compare results on SemEval 2013 and 2010.
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Model

Train/Classify

	
SemEval 2013

	
SemEval 2010




	
Fuzzy-NMI

	
Fuzzy-F-B3

	
V-M

	
Paired F-S

	
NMI

	
F-B3






	
none

	
17.87 [±1.11]

	
58.47 [±0.67]

	
14.54 [±0.69]

	
47.11 [±1.33]

	
14.54 [±0.69]

	
51.63 [±1.01]




	
svm

	
18.95 [±2.49]

	
59.23 [±1.62]

	
13.82 [±1.40]

	
47.56 [±1.55]

	
13.82 [±1.40]

	
52.01 [±1.22]




	
pmi

	
17.88 [±1.11]

	
59.46 [±0.67]

	
14.92 [±2.17]

	
47.37 [±0.95]

	
14.92 [±2.17]

	
51.92 [±0.92]




	
svm and pmi

	
21.57 [±1.08]

	
61.03 [±0.71]

	
13.81 [±0.61]

	
47.43 [±0.88]

	
13.81 [±0.61]

	
52.87 [±0.73]
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