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Abstract

Selecting machine learning models for state-of-health (SOH) prediction in predictive mainte-
nance involves trade-offs among competing criteria, such as predictive accuracy, robustness
to measurement noise, and computational requirements. Although model comparisons
are commonly based primarily on prediction error, this approach may overlook charac-
teristics relevant to practical deployment, particularly in resource-constrained systems.
This work proposes a multi-objective hyperparameter optimization framework for SOH
prediction based on the nondominated sorting genetic algorithm II (NSGA-II), in which
three commonly used prediction models are evaluated and compared: support vector
regression (SVR), long short-term memory (LSTM), and physics-informed neural networks
(PINNS). For each model, NSGA-II optimizes model-specific hyperparameters with respect
to validation RMSE, sensitivity to measurement noise, and inference time. Noise sensitivity
is quantified as the relative increase in RMSE across six Gaussian-noise levels ranging
from 5% to 30%. The framework is evaluated through a case study using the lithium-ion
battery aging dataset from the NASA Prognostics Center of Excellence. The resulting
Pareto-optimal solutions quantify the trade-offs involved in model selection and support
practitioners in identifying configurations that match their specific requirements.

Keywords: predictive maintenance; hyperparameter optimization; trade-off analysis; multi-
objective optimization; state of health; lithium-ion batteries; Pareto frontier

1. Introduction

Industrial assets are subject to degradation mechanisms that may ultimately lead to
failure. Although asset failure is generally undesirable, its consequences can be partic-
ularly severe, motivating proactive measures to mitigate them. Predictive maintenance
addresses this need by seeking to anticipate failures, thereby enhancing safety and reducing
maintenance costs [1].

Predictive maintenance (PdM) relies on specialized systems that perform diagnostic
and prognostic functions [2]. These systems support maintenance decision-making by
enabling timely fault detection and failure prediction. However, their design and devel-
opment pose challenges related to data quality, model selection, system integration, and
real-world applicability.

In practice, model selection is often primarily based on predictive accuracy. However,
this criterion alone may be insufficient for selecting models for predictive maintenance
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systems. Other performance indicators, such as computational efficiency, generalization
across varying operating conditions, and robustness to data imperfections, should also be
considered when selecting a predictive maintenance model, but may be overlooked [3].

To address this limitation, this work investigates multi-objective hyperparameter
optimization for state-of-health (SOH) prediction. Rather than selecting a single hyper-
parameter configuration solely with respect to prediction error, the proposed approach
searches for configurations that represent different trade-offs among prediction error, sen-
sitivity to noisy measurements, and inference time. Three SOH prediction approaches
are considered: support vector regression (SVR), long short-term memory (LSTM), and
physics-informed neural networks (PINNS).

The central hypothesis of this work is that hyperparameter selection should not be con-
sidered independently of the operational requirements of the predictive model. Different
configurations of the same model architecture can exhibit substantially different predictive
accuracy and sensitivity to measurement noise [4]. Consequently, optimizing the hyperpa-
rameters against multiple objectives can identify a set of non-dominated configurations.
This avoids having to select a single configuration based on a single objective.

By considering multiple performance objectives, the framework enables practition-
ers to identify models that align with the specific requirements and constraints of their
application. This multi-objective evaluation facilitates model selection based on multi-
ple performance criteria, thereby supporting predictive maintenance solutions that better
reflect application-specific requirements.

The main contributions of this work include the use of a genetic algorithm in a
multi-objective hyperparameter optimization formulation in which multiple performance
objectives are incorporated directly into the optimization process, yielding a set of non-
dominated configurations that represent different trade-offs among the objectives. Ad-
ditionally, synthetic perturbations are applied to the validation data to evaluate model
sensitivity at six noise levels, ranging from 5% to 30%. From the final non-dominated con-
figurations, representative configurations corresponding to favorable values for individual
objectives are selected and evaluated using additional error and computational metrics,
providing a broader characterization of the selected configurations beyond the objectives
directly optimized.

The remainder of this paper is organized as follows: Section 2 reviews previous work
and existing techniques for SoH prediction. Section 3 presents the theoretical background
required to understand the proposed framework. Section 4 introduces the proposed multi-
objective evaluation framework, which considers various aspects of model performance.
Section 5 discusses the results and their implications for practical predictive maintenance
applications. Finally, Section 6 concludes the paper and outlines potential directions for
future research.

2. Related Work

The trade-off between predictive accuracy and resource constraints makes model
selection an important consideration [5]. No single method consistently outperforms others
across different datasets and applications. Therefore, model comparison should consider
multiple performance criteria when assessing SOH prediction models [3].

Existing studies have also examined trade-offs among performance criteria [6,7],
conducted multi-metric analyses [8,9], and proposed model-selection frameworks [5].
Feature-importance analyses have likewise been investigated [10]. Furthermore, pre-
vious studies provide qualitative comparisons of the advantages and disadvantages
of different SOH prediction models, offering insights into their suitability for specific
applications [11,12].
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2.1. Research Gap and Motivation

Despite the extensive literature on lithium-ion battery SOH prediction, model compar-
isons are often based on a single selected or optimized configuration for each architecture,
with predictive error used as the primary evaluation criterion. This pattern is also evident
in several literature reviews, where the model with the lowest RMSE is identified as the pre-
ferred model primarily on the basis of this metric [13]. While predictive accuracy provides
a straightforward basis for initial comparison, relying on a single metric may be insufficient
for application-specific model selection. Practical considerations, such as computational
requirements in embedded systems, mobile devices, or industrial environments, may not
be explicitly incorporated into the model-selection process [7].

When SOH estimators are considered for deployment beyond the laboratory setting,
purely data-driven models can achieve high accuracy under controlled conditions yet
learn false correlations under noisy operation, causing prediction failures on unseen assets,
while physics—data fusion approaches remain challenged by sparse physical features in
fragmented field data and by nonlinear deviations in late-aging stages [14].

A further limitation is that hyperparameter optimization and model comparison are
often treated as separate problems. A model may appear to perform better based on its
architecture, while its observed performance can also vary with the selected hyperparame-
ters. Consequently, comparing architectures using a single selected configuration may not
fully characterize the trade-offs that arise from different hyperparameter choices. Treat-
ing hyperparameter selection as a multi-objective problem provides a means of explicitly
characterizing these trade-offs rather than reducing them to a single objective value.

Accordingly, this study proposes a systematic, multi-metric evaluation framework
for selecting SOH prediction models in predictive maintenance applications, formulating
hyperparameter selection as a multi-objective optimization problem. The optimization
simultaneously minimizes validation RMSE, noise sensitivity, and inference time. The
resulting non-dominated configurations provide a quantitative representation of the trade-
offs among these objectives for SVR, LSTM, and PINN models. This formulation provides
a quantitative basis for evaluating model configurations according to application-specific
performance requirements rather than relying solely on a single performance criterion.

This work forms part of a broader research line on predictive maintenance system
design. Previous work within this research line has addressed the conceptual phase
of predictive maintenance system development, from gathering needs and stakeholder
expectations to formalizing and prioritizing requirements and proposing a generic logical
architecture [15]. Within the same research line, a decision support system based on Case-
Based Reasoning has also been proposed to retrieve suitable models for different diagnostic
and prognostic functions in predictive maintenance systems [16].

2.2. Current MOO Techniques in Hyperparameter Selection for ML

Hyperparameter optimization (HPO) is an important component of machine learning
workflows, as model performance can depend strongly on the selection of hyperparame-
ters [17]. Traditionally, HPO has been formulated as a single-objective problem, typically
minimizing a performance metric such as prediction error. However, in many practical
applications, including battery state-of-health (SOH) prediction, additional performance
criteria or constraints may also be relevant when evaluating and selecting model config-
urations. This need has motivated the adoption of multi-objective optimization (MOO)
techniques, which seek to approximate the set of Pareto-optimal solutions representing
different trade-offs among competing objectives [18,19].

Several algorithmic approaches have been applied to HPO, ranging from simple
search strategies to model-based and population-based methods. Random search pro-
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vides a competitive baseline and can outperform grid search in high-dimensional search
spaces, particularly when only a subset of hyperparameters has a substantial influence on
performance [20].

More advanced approaches include Bayesian optimization, which builds a prob-
abilistic surrogate model of the objective function to guide the selection of promising
configurations, and evolutionary algorithms (EA), which use population-based search and
can accommodate mixed and hierarchical search spaces [21]. Multi-fidelity methods, such
as Hyperband, can further improve resource allocation by dynamically assigning computa-
tional resources to different configurations based on their observed performance [22].

Additionally, HPO approaches can be extended or adapted to optimize multiple per-
formance criteria simultaneously [23]. Multi-objective formulations have also been adopted
in adjacent battery-management problems, where competing operational objectives such as
degradation, efficiency, and consumption are optimized jointly; however, such formula-
tions do not address the selection of prediction-model configurations and selected metrics
considered in this study [24].

Among state-of-the-art algorithms used for solving multi-objective optimization prob-
lems, NSGA-II is a widely used dominance-based genetic algorithm, which identifies
non-dominated solutions while maintaining diversity along the approximated Pareto
front [25]. Although such MOO methods provide established approaches for handling
competing objectives, their systematic use for hyperparameter selection in lithium-ion
battery SOH prediction remains limited in the reviewed studies [26,27].

3. Theoretical Basis

In this work, a trade-off is defined as a situation in which improving one performance
criterion requires sacrificing performance in at least one other criterion. The proposed
framework represents these criteria as explicit objective functions and identifies non-
dominated configurations.

The prediction problem is formulated as a supervised one-step-ahead regression task.
For forecast example i, the input x; contains the voltage, current, temperature, and cycle
information available through the preceding cycle, while the target y; is the measured
discharge capacity at the next cycle, expressed in ampere-hours (Ah). The LSTM uses a
sequence of preceding-cycle feature vectors; the SVR and PINN use their specified cycle-
level input representations. SOH is derived from capacity for reporting and is not the
quantity optimized during training. Each prediction model approximates the mapping

9i = falxi), 1)

where A denotes the hyperparameter configuration defining the model. The trainable
model parameters are determined during the training process for each configuration A.

3.1. Prediction Model Descriptions

Several machine learning approaches have been investigated for lithium-ion battery
SOH estimation. Data-driven models learn relationships between input variables and SOH
directly from historical operational data, while physics-informed approaches additionally
incorporate physical relationships into the learning formulation [28]. The three prediction
approaches considered in this study (SVR, LSTM, and PINN) represent different ways
of incorporating information into SOH prediction and therefore provide distinct model
configurations for the proposed multi-objective evaluation framework.

Support vector machines (SVMs) are a family of supervised learning methods for
classification and regression. The regression formulation is referred to as support vector
regression (SVR) [29]. A feature mapping P(x) represents nonlinear relationships in a
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transformed feature space. The corresponding kernel is K(x;, x;) = (®(x;), ®(x;)), and the
regression function can be expressed as

f(x) =w'®(x) +b, 2)

with w denoting the weight vector and b the bias term. SVR can be applied to datasets
with relatively small sample sizes and can provide good generalization when the model is
appropriately regularized [29].

In this study, the radial basis function (RBF) kernel is used to represent nonlinear
relationships between the input features. It is defined as

K(xix;) = exp(=7lx —xi]1?), ©)

where < controls the width of the RBF kernel. The SVR training problem with an e-
insensitive loss function is formulated as:

I B
- C 4o 4
wlpézrxl@,* ZHwH * 1‘:1(61 e @

subject to the constraints:

yi—w ®(x;) —b <&+,
wl®(x;) +b—y; <e+¢f, ()
¢i,¢; >0, i=1,...,N,

where C is the regularization parameter, ¢ defines the width of the e-insensitive tube, and ¢;
and ¢} are slack variables that account for deviations outside this tube.

Recurrent neural networks (RNNs) have been widely investigated for battery SOH
prediction. LSTM is a recurrent neural network architecture designed to capture temporal
dependencies through gated memory mechanisms and has been extensively applied to
sequential battery degradation data [30].

LSTM networks introduce memory cells and gated mechanisms, including input,
forget, and output gates, which regulate the flow and retention of information within the
network. This structure facilitates the learning of long-term dependencies while mitigating
the vanishing-gradient problem. These characteristics make LSTM suitable for modeling
sequential dependencies in battery SOH prediction and have contributed to its widespread
use for this task [31].

For a time step t with input X; and previous hidden state H;_1, the standard LSTM
update equations for the forget gate f;, input gate i;, candidate cell state C;, output gate
o, cell state Ct, and hidden state H; are presented in Equations (6)-(11), where Wf, W;, We,
and W, denote the weight matrices, while b Iz b;, be, and b, denote the corresponding bias
vectors. The function o (-) represents the sigmoid activation function, and ® denotes the
Hadamard (element-wise) product.

fi = (Wp - [Hi 1, Xi] + by) ©®)
it = o(W; - [Hi1, X¢] + b;) (7)
Ci = tanh(W, - [H;_1, X¢] + bc) 8)
C=fioCa+ioC )
ot = 0(Wo - [Hi—1, X¢] + bo) (10)
H; = 0o; ® tanh(Cy) (11)
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Physics-informed neural networks (PINNs) incorporate physical knowledge into data-
driven learning by including physics-based relationships in the training formulation. In
battery SOH prediction, this information can be represented through empirical degrada-
tion relationships and state-space dynamics, providing a physics-informed alternative to
approaches based solely on input-output relationships [32-35] additionally, related hybrid
physics—data prognostic frameworks have also been developed for mechanical compo-
nents [36]. The applied formulation differs from detailed electrochemical models, such as
pseudo-two-dimensional (P2D) Newman-type models, by using a reduced representation
of the underlying battery dynamics.

Within this framework, we follow the dual-network architecture proposed in [37], the
implementation separates the scalar prediction from an auxiliary dynamics network. The
solution network F(z; ®) maps the standardized four-feature input to next-cycle capacity
u. Automatic differentiation computes the derivatives of u with respect to the standardized
feature coordinates; the last coordinate is the standardized cycle index. The dynamics
network G(z, u, u;, Vyu; ©) receives the input, output, and derivatives and estimates the
temporal derivative. Both networks are multilayer perceptrons with sine activations in
hidden layers.

The networks are trained using a composite loss function that incorporates data fidelity
and physics-based constraints [37]:

L = Lata +«LppE + ,BEmono (12)

where La, is the batch mean squared error between standardized predicted and measured
capacity , Lppg is the squared residual (u; — G )2 , and Lmono is the batch mean of u;,
penalizing positive capacity change with increasing cycle index . The parameters « and j
weight these terms. In this implementation, the derivatives are with respect to standardized
coordinates and the physics term is a learned residual constraint. The dynamics network
contributes to training but is not called when producing deployed predictions, this implies
that inference uses the solution network F alone. Also, this structure can facilitate transfer
across different battery datasets or operating conditions by separating the representation of
degradation dynamics from the SOH prediction network [37].

3.2. Multiobjective Optimization

Multiobjective optimization (MOO) addresses problems in which multiple, potentially
competing objectives must be optimized simultaneously. Unlike single-objective opti-
mization, which typically seeks a solution that minimizes or maximizes a single objective,
MOO seeks a set of non-dominated solutions representing different trade-offs among the
objectives. A solution is considered Pareto-optimal if no objective can be improved without
degrading at least one other objective. The corresponding set of objective values forms
the Pareto front in the objective space [38]. The general formulation of a multiobjective
optimization problem can be expressed as:

min(fi(A), 2(A), -, fi(A)) (13)
where QO C RP denotes the feasible region of decision vectors, and k > 2 represents
the number of objectives [38]. In the context of predictive-maintenance model selection,
MOO provides a formulation for simultaneously considering competing performance
criteria. This is relevant when model configurations must satisfy different performance
requirements and resource constraints associated with their intended deployment [25].
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Since all objectives are minimized, a solution A? is said to dominate a solution Abif
£i(AY) < £(AY), v, (14)

with strict inequality for at least one objective. The resulting set of non-dominated decision
vectors, referred to as the Pareto-optimal set, is defined as

Pet={A€ Q[N €Q:A <A} (15)
The corresponding Pareto front in the objective space is given by
Prront = P(Pset)- (16)

4. Implementation

A multi-objective hyperparameter optimization framework was implemented for SVR,
LSTM, and PINN. For each model family, a NSGA-II implementation using the pymoo
Python library [39] identifies hyperparameter configurations that simultaneously minimize
validation RMSE, sensitivity to measurement noise, and inference time. The optimization is

performed independently for each model, and the resulting non-dominated configurations
are compared using a common set of evaluation criteria.

4.1. Case Study

State of health (SOH) expresses the remaining battery capacity relative to a reference
capacity. For retrospective reporting, it is defined as

SOH; (%) = CC" x 100,  Cref = maxCj, (17)
ref ]

where C; is the measured or predicted discharge capacity at cycle i and Cy is the maximum

measured discharge capacity over that battery’s recorded life. SOH is therefore reported as

a percentage. The models are trained to predict capacity (C;), measured in Ah.

The study uses data from twelve lithium-ion batteries (BO005, BO006, B0007, B0O018,
B0045, B0046, B0047, B0048, B0053, B0054, B0055, and B0056) from the NASA Prognostics
Center of Excellence (PCoE) dataset [40]. The dataset provides battery records in MATLAB
.mat format, containing measurements collected over repeated charge and discharge cycles.
These files were loaded using SciPy version 1.13.1 under Python version 3.12.3. Each loader
constructs cycle-level records containing battery identifier, cycle index, measured discharge
capacity , and mean voltage, current, and temperature. Rows with missing or non-finite
required values are removed and the remaining rows are sorted by cycle. The feature vector
used by the supplied implementations is [V, I, T, t], where V, I, and T are cycle-level mean
voltage, current, and temperature and ¢ is cycle index. Measured discharge capacity in
ampere-hours (Ah), is the model target. SOH is derived from capacity using Equation (17).

Figure 1 illustrates discharge-phase voltage, current, and temperature signals for
batteries B0018, B0048, and B0056, all from the held-out test split. These measurements are
summarized per cycle to obtain the mean voltage, mean current, and mean temperature
used as model inputs .

The split is performed by battery. The shared split routine permutes batteries sep-
arately within each of three predefined groups and assigns two batteries per group to
training, one to validation, and one to testing. The resulting split is train: BO005, BO006,
B0045, B0046, B0054, B0O053; validation: BO007, B0047, B0055; test: B0018, B0048, BO056.
Cycles from a battery occur in only one partition. Validation data are used for hyperpa-
rameter selection, and test batteries are held out until final evaluation. All models perform
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one-step-ahead prediction, using measurements through cycle t — 1 to predict capacity at
cycle t.

Cycle 10 Cycle 40 Cycle 70 Cycle 100 —— Cycle 130
— A 0 —
¥ / 4] \
‘535 / E/ \ fi
= ) o )
= 30 / 2 TN il
£ 251
= ofl
0 2000 0 2000 0 2000
Time (s) Time (s) Time (s)
(a) B0018
Cycle 10 Cycle 40 Cycle 70
— 0.0
¥ 10 4.0 .
5 = =
% 3 %,3.5— 2 05
g = 5
S =
= 6 = 3.0/ O
<]
=L i i , ~1.04 :
0 5000 0 5000 0 5000
Time (s) Time (s) Time (s)
(b) B0048
Cycle 10 Cycle 40 Cycle 70 Cycle 100
—15 0 M
& 4.0 L .
L E/ \ 7 fl:_/
£ / 351 | g1
& / = N g
2 /AN o =
g / = 3.0 ‘ (@)
<]
=5l ; . X B
0 2000 0 2000 0 2000
Time (s) Time (s) Time (s)
(c) B0056

Figure 1. Discharge-phase input signals for batteries B0018 , B0048, and B0056. Each panel shows
temperature, voltage, and current as functions of time for sampled discharge cycles .

For each candidate, input and target standardization parameters are fitted using

training data forecast rows. For input feature j, the standardized feature values are
calculated as
Xij = Mjtrain

Zl']' = (18)

Uj,train
The population standard deviation is used. Capacity targets are standardized in the
same way and then inverse-transformed to Ah before RMSE and other capacity metrics
are calculated.
Table 1 summarizes the battery-group assignments, data partitions, cycle counts, and
resulting one-step-ahead forecast-pair counts, together with the listed operating conditions.
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It makes explicit which batteries contribute to training, validation, and held-out testing;
each forecast pair uses the preceding cycle as input and the next cycle’s capacity as its target.

Table 1. Battery groups, data partitions, and summary statistics for the NASA PCoE dataset.

Group Battery Split Cycles Pairs Ambient T (°C) Discharge I (A) Cutoff V (V)

B0O005  train 168 167 24 2 2.7
Gl B0006  train 168 167 24 2 25
B0007 val 168 167 24 2 2.2
B0018 test 132 131 24 2 2.5
B0045  train 70 69 4 1 2.0
G B0046  train 69 68 4 1 22
B0047 val 69 68 4 1 25
B0048 test 69 68 4 1 2.7
B0053  train 55 54 4 2 2.0
G3 B0054  train 102 101 4 2 22
B0055 val 102 101 4 2 25
B0056  test 102 101 4 2 2.7

The validation partition is used for candidate scoring and model selection. The held-
out test partition is reserved for final evaluation. SVR is fitted on the training partition
during search and refitted on the combined training and validation data for final testing.
LSTM and PINN candidates are trained for at most 200 epochs with patience 20, retaining
the checkpoint with the lowest validation loss.

The hyperparameter search spaces and fixed model settings used by NSGA-II are
listed in Table 2. The models use the same cycle-level feature types and predict measured
discharge capacity. NSGA-II variables are mapped by model-specific decoders: SVR's
three positive parameters and the LSTM learning rate are represented in logj( space; LSTM
hidden units, batch size, and sequence length are rounded to integers; PINN widths and
batch size are decoded as powers of two, learning rates and loss weights are logjo-coded,
and layer counts are rounded to integers.

Following the multi-objective formulation presented in Section 3, the optimization
problem is defined as

min F(8) = [f1(0), f2(6), f3(6)], (19)

0cQ)

where fi, f>, and f3 denote the validation RMSE, the noise-sensitivity coefficient, and the
inference time, respectively. All three objectives are minimized. Each model family is
optimized independently, and the discrete choice among model families is not included
in the decision vector. The resulting non-dominated configurations are subsequently
compared using a common set of evaluation criteria. The first objective is the validation
root mean squared error. Let y; and §j; denote the measured and predicted capacity in Ah
for held-out forecast example i. The mean measured capacity is defined as

1 Y
y:NZ;yi. (20)

(21)

computed on the clean validation set. Minimizing f; favors configurations that generalize
to held-out batteries in the development partition .
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Equation (21) defines the first objective as the square root of the mean squared capacity-

prediction error on clean validation examples; lower values indicate more accurate predic-

tions on that set.

Table 2. Model configurations and hyperparameter search spaces used by NSGA-IL

Model Parameter Physical Range/Configuration

C [1072,10%]
SVR v [10-°,101]

€ [1073,107 1]
Hidden units H H e {16,...,256}
Learning rate 7 [107%,10~1]
Batch size B Be{8,...,128}

LSTM Sequence length S Se{1,...,30}
LSTM layers 1
Output dropout p 0.2
Solution hidden dim. Hy; {16,32,64,128,256}
Dynamics hidden dim. Hg {16,32,64,128,256}
Learning rate 7 [1074,1072]
Dynamics learning rate 7 [1074,1072]

PINN  PDE weight a [1074,1]
Monotonicity weight [1076,1072]
Solution layers Ly {2,3,4}
Dynamics layers Lg {2,3,4}
Batch size B {8,16,32,64}

Let X, € RN*P denote the validation input matrix in physical feature units and let
0; denote the standard deviation of feature j calculated from eligible training examples .
For a noise level s from the configured set S, expressed as a percentage of the training-set
feature scale, and an independent realization d, the perturbation applied to feature j is

2
e ~ N (0, (355%) > 22)

where i indexes examples, j indexes input features, and 4 indexes the noise realization.

drawn from

Perturbations are applied only to voltage, current, and temperature; cycle index and
capacity target are unchanged. The noisy validation input is given by

ds) _

X% = X+ €qs. (23)

val

Equation (22) specifies zero-mean Gaussian perturbations scaled by each training
feature’s standard deviation, and Equation (23) applies those perturbations to the validation
inputs for each noise realization and level.

Let Ey denote the RMSE on the clean validation set , and let E; denote the mean
noisy-data RMSE at noise level s , averaged over the configured noise realizations. For
each noise level, the relative RMSE increase is calculated with respect to the clean-data
RMSE. The second objective is the arithmetic mean of these relative increases over the six
configured noise levels, S = {5,10, 15,20, 25,30} percent:

#0= 5 5 e e

seS

Equation (24) defines f, as the mean relative RMSE change across the configured noise
levels; its sign indicates whether average error increased or decreased relative to the clean
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validation result. Noise is added to voltage, current, and temperature, while cycle index
and target capacity are unchanged.

The third objective, f3, is inference time. It is measured with a shared timing routine
that uses a batch size of 1, sets PyTorch to one CPU thread, makes 10 warm-up calls, then
records 30 blocks of 20 forward passes. It returns the median of the 30 per-call block means,
converted to milliseconds. Timing excludes feature extraction, data loading, training, and
framework start-up. SVR timing uses the PyTorch support-vector predictor; LSTM timing
uses the recurrent model; PINN timing measures only the solution network F, because the
dynamics network is used as a training constraint but is not part of the deployed prediction
path. For a final reported configuration, timing is repeated using the first held-out test
example under the same protocol.

f3(8) = Tcpy(0). (25)

This model-forward latency is hardware- and runtime-dependent, and does not es-
tablish real-time performance on an embedded battery-management system. Model size,
parameter count, and training time are complementary deployment indicators but are not
included in the three-objective vector. The recorded execution environment is an AMD
Ryzen 5 5600 6-Core processor with Python 3.12.3, PyTorch 2.6.0, and pymoo 0.6.2 [39].

Minimizing f3 is relevant to on-board battery management systems, where predic-
tions must be produced within strict latency constraints. The measured values should be
interpreted as comparative forward-pass times under the stated evaluation setup.

Each candidate is fit on training batteries and scored on validation batteries. LSTM
training minimizes standardized-capacity mean squared error with Adam; its mini-batches
preserve row order. PINN training uses Adam optimizers for the solution and dynamics
networks, with the separately searched learning rates and the loss in the PINN description
above. Neural candidates run for at most 200 epochs with early-stopping patience 20,
and the best validation-loss checkpoint is used for scoring. For all model families, the
generalization gap, in Ah, is calculated as

g = RMSEjyain — RMSE,,;. (26)

A candidate is rejected if |g| > 0.10 Ah, assigning 10° penalty values to all three objectives.

The optimization is performed independently for each model family using NSGA-
II from the pymoo [39] library, with real-valued random sampling, simulated binary
crossover ( probability 0.9, distribution index 15), polynomial mutation (probability 1/#yar,
distribution index 15), duplicate elimination, population size 100, over 50 generations. The
Pareto archive is extracted from all feasible evaluated designs following its elitist nature.
The three searches receive the same evaluation budget.

At each NSGA-II generation, the parent population P; produces an offspring pop-
ulation Q;. The combined population R; = P;U Q; is ranked according to non-
dominated sorting and crowding distance, and the next population P;; is selected from
the resulting fronts.

4.2. Additional Evaluation Metrics

In addition to the three optimization objectives, the final test predictions are summa-
rized using mean absolute error (MAE), mean absolute percentage error (MAPE), and the
coefficient of determination (R?). Let y; and ; denote the measured and predicted capacity
in Ah for held-out forecast example i, and let i be the mean measured capacity defined
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in Equation (20). The metrics are calculated over all held-out examples pooled across the
test batteries:

MAE = 2 lyi = 9il, (27)
MmapE — 100 ~ L2 vi = 9il, (28)
i=1 |y1
R2—-1_ M (29)
S (vi — )2

MAE is reported in Ah, while MAPE is reported in percent. R? compares the model’s
squared prediction error with the error from predicting the pooled test-set mean; values
closer to 1 indicate better fit. The denominator safeguards in Equations (28) and (29)
avoid division by values below 10~!2. Model size and parameter count are auxiliary
implementation-specific indicators. Furthermore, PINN counts and size include the dynam-
ics network, whereas inference latency in Equation (25) measures only the solution network.

5. Results and Discussion

The results are organized into three parts. First, the Pareto fronts are analyzed to
identify the trade-offs among validation RMSE, noise sensitivity, and inference time for
the SVR, PINN, and LSTM models. Second, the hypervolume trajectories are examined to
assess the convergence behavior of the three NSGA-II searches. Third, representative non-
dominated evaluated configurations are compared using balance-oriented selection criteria.
All three optimization objectives are formulated as minimization objectives; therefore,
lower values indicate better performance for the corresponding metric.

5.1. Pareto Frontiers and Objective Trade-Offs

The multi-objective optimization generated a set of feasible non-dominated config-
urations for each model family. The resulting fronts should be interpreted as sets of
alternative compromises.

Figure 2 plots the validation objectives for the feasible non-dominated designs: panel
(a) relates mean RMSE increase to inference latency, (b) relates clean validation RMSE
to latency, (c) relates clean RMSE to noise sensitivity, and (d) shows the three objectives
jointly. Lower values are preferred on each axis; a negative mean RMSE increase means
that the averaged noisy-data RMSE was lower than the clean-data RMSE under this specific
perturbation protocol. The figure shows that the three model families occupy distinct
regions. LSTM includes low-RMSE and low-coefficient configurations but has longer
measured forward latency. SVR achieves comparatively low RMSE over a narrower latency
range, with noticeable variation in its noise sensitivity. PINN has the lowest measured
latency, in part because the inference path times only the solution network and excludes its
auxiliary dynamics network; RMSE also varies among configurations with similar latency.

The RMSE-inference-time projection in Figure 2b emphasizes the separation in mea-
sured forward latency. SVR and PINN configurations are substantially faster than LSTM
configurations. Within each family, similar latencies can correspond to different RMSE
values; thus latency alone is insufficient to infer prediction quality. The broad family-level
separation and within-family spread describe these implementations and search spaces.

The robustness-related projections in Figure 2a,c show that noise sensitivity varies
substantially among non-dominated solutions. Configurations close to zero have smaller
average relative error changes under noise, but this does not imply low clean-data RMSE.
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Figure 2. Combined Pareto sets for SVR , PINN, and LSTM: pairwise objective projections and
three-dimensional objective-space representation. Lower values are preferred for all objectives.

The SVR projections in Figure 3 show a pronounced two-objective trade-off between
RMSE and the mean RMSE increase. In Figure 3c, the lowest-RMSE configurations, with
RMSE between approximately 0.04 and 0.10 Ah, exhibit mean RMSE increases ranging from
approximately 6.59% to 106.01%. Conversely, configurations with mean RMSE increases
close to zero have markedly higher RMSE values. This distribution indicates that, within
the evaluated SVR search space, lower validation RMSE is generally associated with higher
sensitivity to noisy inputs.

Figure 3b contains a dense group of configurations near the low-RMSE and low-
inference-time region. Most of these solutions exhibit similar inference times within the
latency range shown in the figure. This concentration suggests that several hyperparameter
combinations provide similar computational performance while retaining comparatively
low prediction error.

The robustness—inference-time projection in Figure 3a shows substantial variation in
robustness over a comparatively narrow latency interval. Consequently, selecting an SVR
configuration only from RMSE and inference time may conceal a considerable difference in
behavior under noisy inputs.
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Figure 3. SVR Pareto set: pairwise objective projections and three-dimensional objective-space

representation.

The PINN front in Figure 4 spans validation RMSE values of approximately 0.026—
0.149 Ah, a narrower range than the approximately 0.041-0.299 Ah observed for SVR.
Figure 4b shows substantial variation in RMSE among configurations with similar infer-
ence times. The plotted configurations therefore do not establish a monotonic accuracy-
latency relationship: a longer inference time does not consistently correspond to a lower
prediction error.

Figure 4c shows a trade-off between clean-data accuracy and sensitivity to the spec-
ified input perturbations. Configurations in the low-RMSE region exhibit a broad range
of mean RMSE increases, whereas several configurations with higher clean-data RMSE
have smaller relative increases. A small noise-sensitivity coefficient should therefore be
interpreted together with the clean-data RMSE, since a small relative change does not
necessarily indicate accurate predictions. Figure 4a also shows that configurations with
similar inference times can differ substantially in noise sensitivity; inference time alone is
therefore insufficient to characterize their response to noisy inputs.
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Figure 4. PINN Pareto set: pairwise objective projections and three-dimensional objective-space
representation.

Figure 5 confirms that the LSTM configurations incur the largest inference times,
with measured latencies spanning approximately 0.152-0.453 ms and many configurations
near 0.15-0.20 ms. This higher computational cost is accompanied by access to a low-
RMSE region and by mean RMSE increases that are generally lower than those of the
most accurate SVR and PINN configurations. The LSTM family therefore occupies an
accuracy- and robustness-oriented region of the combined objective space, but at a clear
latency penalty.

The relationship between RMSE and inference time in Figure 5b does not follow a
monotonic trade-off relationship. Some of the longest inference times do not correspond to
the lowest RMSE. Hence, the figures do not support the general conclusion that a larger or
slower LSTM necessarily predicts more accurately. Figure 5c shows a clearer tendency for
the mean RMSE increase to decrease as RMSE increases, although substantial dispersion
remains in the low-RMSE region. The recurrent memory gates may contribute to filtering
short-term perturbations, but the present results do not isolate a gate-specific regularization
effect. Demonstrating such a mechanism would require controlled ablation experiments
or an analysis linking the number of units, layers, parameters, and gate activations to
performance under each noise level.

Taken together, the model-specific fronts show that architecture-level conclusions and
hyperparameter-level conclusions must be separated. The combined front supports the con-
clusion that LSTM, SVR , and PINN occupy different latency—accuracy-robustness regimes.
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Figure 5. LSTM Pareto set: pairwise objective projections and three-dimensional objective-space

representation.

5.2. Hypervolume Convergence

The convergence behavior of the optimization was evaluated using the hypervolume
indicator, the volume dominated by the non-dominated solutions relative to a reference
point. To report the hypervolume, a single fixed reference point was shared by all three
families, calculated in the objective units from all feasible evaluation-history points. Each
coordinate is the observed maximum plus 5% of that objective’s observed range. The
cumulative archive includes all feasible candidates evaluated up to each generation, so its
hypervolume is non-decreasing by construction . An increase indicates improvement or ex-
panded coverage relative to this reference point, but does not establish global convergence.

Figure 6 shows an upward trajectory for each cumulative archive. The PINN curve
starts near 0.94 and approaches 0.96; the SVR curve rises from about 0.87 to 0.91; and the
LSTM curve increases from roughly 0.78 to 0.83 across the plotted 0-50 generations. PINN
and SVR gain most of their plotted hypervolume early and then flatten, whereas LSTM
continues with smaller increases later in the run. Under the shared reference point, the
plotted ordering indicates that the PINN archive covers the largest dominated volume
on the joint objective scale; it does not show that PINN is best on every objective or
universally preferable. Because hypervolume is calculated from a cumulative archive, non-
decreasing curves are expected, and flattening indicates little or no additional expansion at
the recorded updates, indicating little additional hypervolume improvement during the
recorded updates.
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Figure 6. Combined cumulative hypervolume trajectories for the SVR, PINN, and LSTM NSGA-II
searches, calculated using the common fixed reference point.

5.3. Representative Pareto Configurations

Although each Pareto front contains multiple non-dominated configurations, a smaller
set of representative solutions is useful for detailed comparison. The intended criteria are
minimum test RMSE, minimum test mean RMSE increase under noise, minimum test
inference time, and minimum Euclidean distance to the ideal point. The distance-based
choice is called balanced; it gives equal geometric weight to the three scaled objectives, not

equal weight in their raw units. The obtained results can be found in Tables 3 and 4.

Table 3. Test performance of selected Pareto configurations.

Model Selection Criterion RMSE (Ah) Mean RMOS E  Inference
Increase (%) (ms)
Balanced 0.0799 5.9011 0.0697
SVR Minimum RMSE 0.0649 50.8558 0.0621
Minimum noise sensitivity 0.2067 2.8000 x 10> 0.0790
Minimum inference time 0.0806 23.4675 0.0586
Balanced 0.0676 4.4153 0.1564
LSTM Minimum RMSE 0.0501 98.8890 0.1539
Minimum noise sensitivity 0.1352 —3.6647 0.1673
Minimum inference time 0.0698 44.3541 0.1499
Balanced 0.0925 1.7455 0.0244
PINN Minimum RMSE 0.0587 66.1320 0.0319
Minimum noise sensitivity 0.1615 —3.2454 0.0342
Minimum inference time 0.1568 —3.1862 0.0235

Within these results, the LSTM minimum-RMSE row has the lowest test RMSE

(0.050109 Ah), while the PINN minimum-inference row has the lowest measured latency
(0.023498 ms). Negative noise-sensitivity coefficients for the LSTM and PINN mean that,
averaged over the six specified test noise levels and three draws per level, noisy-data RMSE
was below clean-data RMSE for those rows. This does not imply zero error or general
robustness to other noise distributions.
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Table 4. Hyperparameter configurations for selected Pareto solutions.

Min. Noi Min. Inf
Model Hyperparameter Balanced Min. RMSE e S oee . erence

Sensitivity Time
C 0.0310 8.7009 0.0105 12.2234
SVR % 0.0732 0.2847 1.4022 x 10~ 1.0460
€ 0.0999 0.0623 0.0461 0.0858
Hidden units 16 16 49 16
LSTM Learning rate 0.0033 0.0685 0.0036 0.0829
Batch size 90 13 79 101
Sequence length 6 1 5 1
Batch size 64 8 32 64
Hidden width 128 128 16 16
Hy
PINN Hidden width 16 16 16 64
Hg
Layers Ly 2 2 2 2
Layers Lg 4 4 3 2
Learning rate % 0.0039 0.0097 0.0037 0.0034
I};eammg rate 0.0006 0.0009 0.0006 0.0014
G
n 0.7316 0.1859 0.7055 0.1819
B 3.6300 x 10~° 0.0037 3.4800 x 10~° 0.0062

The representative results identify distinct performance profiles. The LSTM minimum-
RMSE configuration has the lowest held-out error, while the PINN minimum-inference
configuration has the lowest measured latency. The noise-sensitivity values include
negative test-set relative changes for the selected LSTM and PINN configurations, reflecting
lower average RMSE under the evaluated noisy inputs than under clean inputs . No single
representative configuration minimizes all three objectives simultaneously.

The representative hyperparameters show how selected settings vary across objective
priorities. For the SVR, the balanced, minimum-RMSE , minimum-noise-sensitivity, and

minimume-inference configurations use different combinations of C, <, and ¢ ; the
low-noise-sensitivity solution uses a particularly small . The held-out metrics in Table 3
show that this selection criterion does not imply the lowest clean-data RMSE.

For the LSTM, all four selected configurations use 16 hidden units except the minimum-
noise-sensitivity solution, which uses 49. Sequence lengths range from one to six cycles,
and batch sizes vary from 13 to 101. The learning rate and batch size therefore distinguish
several selected settings even when their hidden-unit counts match.

For the PINN, the balanced and minimum-RMSE configurations share widths of
128/16 and layer counts of 2/4, but differ in batch size, learning rates, and loss weights.
The minimum-noise-sensitivity and minimum-inference configurations use different width
and layer combinations, with different values of « and B.

These differences are important when interpreting the PINN results because the
evaluated architecture contains separate components for the solution and dynamics repre-
sentations. The physics-related computations contribute to the training process, whereas
deployment inference uses the solution network to produce the SOH prediction. Therefore,
the low inference times obtained by the PINN configurations should be interpreted as a
property of the evaluated PINN formulation and deployment procedure rather than as
a general property of PINNs. Changes to the physical formulation or to the deployment
architecture could modify this relationship.
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The reported comparisons illustrate why predictive error alone is insufficient for
evaluating SOH prediction models intended for condition-based monitoring. Configura-
tions selected for low error, robustness, and latency can have different performance on
the other objectives. The Pareto set makes these trade-offs explicit rather than treating the
lowest-RMSE configuration as universally preferable.

The balanced configuration provides an intermediate point between these objectives.
Such a solution need not minimize any individual objective, but it can provide a compro-
mise that satisfies multiple requirements to different degrees.

5.4. Prediction Diagnostics

Figure 7 compares measured and predicted discharge capacity for the selected SVR,
PINN, and LSTM models on held-out batteries. The dashed diagonal marks ideal one-to-
one agreement; systematic displacement from it indicates prediction bias, while scatter
around it reflects prediction error. Figure 8 plots predicted-minus-measured capacity
against target cycle for the same models. Its zero-error reference line makes bias and
cycle-dependent residual patterns visible; residuals distributed around zero without a
systematic trend indicate more consistent errors across battery life.

The battery-specific plots compare measured and predicted capacity-derived SOH
across cycles. Figure 9 shows the trajectories for held-out battery B0018, Figure 10 shows
them for B0048, and Figure 11 shows them for B0056. Comparing each predicted trajectory
with its measured counterpart illustrates how well the selected models track the observed
degradation pattern on each test battery.
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Figure 7. Parity plots for the selected models on the held-out batteries.
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Figure 8. Residuals by target cycle for the selected models on the test batteries.
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Figure 9. Measured and predicted capacity-derived SOH by cycle for held-out battery B0018.
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Figure 10. Measured and predicted capacity-derived SOH by cycle for held-out battery B0048.
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Figure 11. Measured and predicted capacity-derived SOH by cycle for held-out test battery B0056.

The additional held-out metrics for the balanced configurations are summarized in
Table 5.

Table 5. Additional held-out test metrics for the exploratory balanced configurations.

Model MAE (Ah) MAPE (%) R? Model Size (KB) Parameters
SVR 0.0649 4.8806 0.8455 11.6641 598
LSTM 0.0559 42421 0.8894 5.5664 1425
PINN 0.0690 51666 0.7931 5.8203 1490

As defined in Section 4.2, MAE, MAPE, and R? are calculated over all held-out forecast
examples pooled across the three test batteries. Among the exploratory balanced rows,
LSTM has the smallest MAE and MAPE and the largest R?, while PINN has higher errors
and a lower R?. The model-size and parameter-count values follow the model-specific
evaluator definitions in Section 4.2; notably, the PINN measures include its auxiliary
dynamics network, which is excluded from inference timing.

6. Conclusions and Future Work

This study presented a multi-objective framework for evaluating hyperparameter
configurations of lithium-ion battery SOH prediction models based on predictive error,
sensitivity to measurement noise, and inference time. NSGA-II was applied to the SVR,
LSTM, and PINN models to identify non-dominated configurations and characterize the
trade-offs among these objectives.

The evaluated configurations demonstrate that improvements in one performance cri-
terion do not necessarily translate into improvements in the others. The LSTM achieved the
lowest test RMSE (0.0501 Ah) among the minimum-RMSE configurations. For the balanced
configurations, it also obtained the lowest MAE (0.0559 Ah) and MAPE (4.2421%), together
with the highest R? (0.8894). In contrast, the PINN minimum-inference configuration
achieved the shortest measured inference time (0.0235 ms).

Across the test batteries, the parity plots compare measured and predicted capacity,
residuals are predominantly positive for B0018, indicating capacity overestimation, and
negative for B0056, indicating underestimation; B0048 exhibits smaller residuals overall,
although deviations vary across cycles. The capacity-derived SOH predictions reproduce
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the overall degradation trajectories of all three batteries, but smooth out local fluctua-
tions, particularly in BO056. The consistent residual sign across model families suggests
that these biases are associated with battery-specific characteristics rather than a single
model architecture.

The results demonstrate the value of considering multiple optimization objectives
jointly when selecting SOH prediction models for PAM. The resulting Pareto sets support
application-dependent selection according to the relative importance of these criteria. The
reported comparisons are limited to the evaluated configurations, model implementations,
search spaces, NASA PCoE batteries, and CPU architecture. Thus, they provide a compar-
ative assessment of the evaluated model configurations under the same dataset, search
budget, and hardware, offering quantitative evidence to guide application-specific model
selection for PAM.

Future work should extend the evaluation to additional battery datasets, chemistries,
cell formats, and operating conditions, particularly to assess generalization to previously
unseen conditions. The robustness analysis could incorporate experimentally measured
sensor-error distributions and additional perturbation mechanisms. Feature-importance
and feature-selection analyses could further clarify the influence of input representations on
the optimization objectives. Finally, alternative PINN formulations and physical constraints
should be investigated to assess their effects on predictive performance and computational
requirements.
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