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Abstract

Data-driven surrogates could replace phenomenological fracture criteria in structural-scale
shell element simulations, but a recurrent surrogate can operate inside an explicit solver
only if its predictions are independent of the increment count. This condition was tested by
embedding a trained recurrent neural network (RNN) localisation surrogate as the erosion
criterion in an Abaqus finite element material subroutine. A SimpleRNN was compared
against the proposed consistent RNN (ConsRNN), whose transition function makes pre-
dictions converge with increasing increment count. Both were trained on 19,098 bilinear
strain paths from solid-element simulations of one structural steel. At the 400-increment
training resolution, the SimpleRNN was more accurate but drifted with the increment
count, whereas the embedded ConsRNN’s prediction varied by only 1.5% between 400 and
200,000 increments. In a clamped steel plate indented to rupture, the force—displacement
curves coincided to the peak for network sampling intervals differing by over an order
of magnitude. The ConsRNN and an experimentally validated two-factor-scaling (2FS)
criterion for the same steel predicted nearly identical fracture onset and peak force at in-
distinguishable computational cost. No benefit from the surrogate’s history dependence
was demonstrated, because the crack-path elements were loaded nearly proportionally, and
ranking the criteria requires a fracture experiment. The paper’s main contribution is the
embedding of a customised recurrent cell with a non-standard transition function as a live
fracture criterion in a structural-scale explicit FE analysis.

Keywords: consistent recurrent neural networks; surrogate modelling; finite element
method; Abaqus; VUMAT; path-dependent damage prediction; computational mechanics

1. Introduction

Machine learning models are increasingly used as surrogates for the nonlinear relation-
ship between deformation and mechanical response in engineering structures [1-4]. Instead
of solving explicitly defined constitutive relations within finite element (FE) frameworks,
data-driven models learn the input-output mapping directly from simulation data [2],
motivating hybrid frameworks in which individual simulation components [5-9], or even
entire simulation stages [10-13], are replaced by learned surrogates. Such models allow
knowledge gained from expensive simulations to be reused efficiently across analyses, and a
single network formulation can represent multiple material classes through transferable
learned representations [14]. In this spirit, Yatkin and Kérgesaar [15] introduced a mapping
from the deformation history of a material unit, sized to a large shell element (an element
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length five times the sheet thickness in the present application), to its strain localisation
response and demonstrated that this relationship can be learned directly from high-fidelity
simulation data. In the present work, we take this localisation surrogate from offline valida-
tion to deployment, embedding a consistency-preserving recurrent network directly inside
an explicit finite element solver.

Recurrent neural networks (RNNs) are natural candidates for learning such history-
dependent mappings because their internal state advances across loading increments in the
same way an FE solver advances its solution. Unlike fully connected neural networks, which
require deformation history to be represented through hand-crafted state variables [16,17],
recurrent architectures naturally retain historical information within their hidden state and
have been used to learn homogenised constitutive behaviour [5], the response to arbitrary
non-proportional loading paths [18], and parametrised finite element simulations with
varying mesh topologies [19]. However, predictive accuracy alone is insufficient for deploy-
ment as a finite element surrogate. Since explicit FE solvers determine their own increment
sizes, surrogate predictions must remain consistent under temporal refinement. Specialised
recurrent transition functions have therefore been developed to produce consistent estimates
during simulation. Bonatti and Mohr [9] established self-consistency as a fundamental
property of recurrent transition functions intended for use as surrogates inside FEM-based
simulations, and Yatkin et al. [20] showed that any sequential learning architecture de-
ployed as a surrogate must satisfy the truncation and consistency requirements. Of these
two requirements, the present paper examines consistency, which is defined in Section 2.5.

This observation motivated several consistency-preserving recurrent formulations, in-
cluding the linearised minimal state cell (LMSC) [9] and its extensions [21-23]. Our earlier
studies [24-26] extended the localisation surrogate to recurrent architectures, leading to
the consistent recurrent neural network (ConsRNN) [27]. ConsRNN differs in construction
from the LMSC. Namely, LMSC achieves self-consistency by learning a compact internal
state whose update rule embeds physics-motivated variables tailored to the constitutive
response. ConsRNN, in contrast, retains a standard recurrent hidden state and secures
consistency purely through its mathematical design, a norm-scaled convex-combination
state-transition update that can be interpreted as an explicit-Euler discretisation of an arc-
length neural ordinary differential equation (Table 1). Throughout this paper, consistency
in this sense means that the prediction converges under refinement of the discretisation of a
fixed strain path rather than depending on how finely that path is sampled; the property is
stated precisely in Section 2.5. Because consistency follows from the transition function itself
rather than from embedded physical quantities, the property is architecture-intrinsic and
transfers across problem settings, as demonstrated in Yatkin et al. [27] on two independent
datasets. Moreover, ConsRNN produced consistent damage-initiation predictions under
varying increment counts on both synthetic and FEM-generated data, including the elasto-
plastic benchmark of Bonatti and Mohr [28]. A consequence of the ConsRNN construction
is that consistency does not depend on physically interpretable state variables, which is
why the same cell could be applied without modification to two independent datasets, as
in [27]. However, the tradeoff is that the norm-scaled update sacrifices accuracy at a single
fixed increment count in return for consistency across increment counts.

Surrogate deployment goes beyond defining a mapping and training an architecture.
Inside an FE solver, the trained network must execute incrementally while preserving its
internal state across solver-driven time steps. The documented deployment routes rely either
on automated Keras-to-Fortran frameworks, which support standard NN layers [29,30],
or on inference hard-coded directly in Fortran [31,32]. The networks hard-coded in these
works are memoryless and carry no hidden state from one increment to the next. Bonatti
and Mohr [9] implemented the recurrent LMSC in a user material subroutine as a material
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model, whereas the present work embeds a different consistency-preserving recurrent cell,
the ConsRNN, as a fracture criterion in shell elements. The automated route does not
cover the ConsRNN, whose consistency-preserving transition function is non-standard. So
far, the network has been validated only in Python/TensorFlow [27]. We therefore follow
the hard-coding strategy and deploy the ConsRNN. Its architecture is optimised through
Bayesian hyperparameter tuning, and the network is then reimplemented in pure Fortran,
with the learned weights transferred directly into an Abaqus VUMAT. Within a structural-
scale FE simulation, the embedded network serves as the criterion for the path-dependent
onset of ductile fracture in shell elements. Trained on localisation data from high-fidelity
solid-element simulations, the network supplies the shell elements with information how
damage evolves depending on the history of deformation. In empirical 2FS criterion, which
is used in structural calculations for comparison, history effects are included only in the
average sense. The SimpleRNN, a standard ungated recurrent cell, serves as the baseline.
Under solver-driven computation with varying increment sizes, the ConsRNN retains
its consistency but the SimpleRNN does not, so the consistency comes from the network
formulation rather than the embedding itself.

Table 1. Comparison of ConsRNN and SimpleRNN cells in terms of input transformation, normalisa-
tion, and state updates.

Step ConsRNN SimpleRNN
Input Xy = (Aey Ay y) X X = (e1,p 800 P1)
Normalisation s = clip([IX,ll,, 10715, 10%), X, = S—t -

N t
Transition A; = tanh(X,W, + S, W, + by,) S; = tanh(X,W, + S, W, + by)
Update Sp=5 1+ (Ar—51) -5 -
Output (S Woue +by) (S Woue +by)

This paper tests the hypothesis that discretisation consistency is the property that de-
cides whether an RNN can be embedded inside an explicit FE solver. Under this hypothesis,
if the transition function guarantees this property, the damage predictions of the embedded
network are governed by the loading path itself and not by how the solver divides that
path into increments. Section 2 presents the Bayesian hyperparameter optimisation of the
ConsRNN and SimpleRNN architectures, and Section 3 details the pure-Fortran implemen-
tation and the transfer of the learned weights into the Abaqus VUMAT. Section 4 tests the
hypothesis in two different simulation scenarios: a single large shell element under bi-linear
loading path and a plate indented with a rigid cone. Section 5 discusses the main findings
and limitations. Section 6 concludes the paper and outlines future work.

2. Neural Network Model Development and Evaluation

Before deployment within the FEM solver, the proposed NN architectures are first de-
veloped and evaluated through a standard machine learning workflow in Python 3.10/Ten-
sorFlow 2.15. The workflow comprises data analysis, architecture design, Bayesian hy-
perparameter optimisation, and comprehensive qualitative and quantitative performance
evaluation to ensure a reproducible comparison between the candidate models. The fol-
lowing subsections describe each stage of this workflow and motivate the selection of the
architecture used for the subsequent Fortran implementation. Sections 2.1-2.5 cover the
material model, the dataset, the two architectures, and their hyperparameter optimisation,
while the remaining subsections report the offline results used to select the architecture
carried forward to the Fortran implementation.
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2.1. Material Model

All analyses in this paper are performed with the rate-independent, isotropic elastic—
plastic structural steel with yield stress of 0y = 272 MPa. Material follows von Mises yield,
associated flow rule, and isotropic hardening with elastic modulus of E = 200 GPa and
Poisson ratio of v = 0.3. The flow stress is described with modified Swift law

of :K(£p+so)n, (1)

where & is the equivalent plastic strain, and K = 620 MPa, n = 0.2, and ¢, = 0.0162 are the
hardening parameters.

2.2. Path-Dependent Damage Prediction Using the Bilinear Loading Dataset

In [15], fine solid-element simulations were used to understand how in-plane de-
formation history affects damage evolution D and subsequent localisation in the studied
steel material. Bilinear loading paths were defined in terms of the principal major &; and
minor &, plastic strain together with orientation angle cot(¢). A total of 19,098 distinct
bilinear paths, each discretised into 400 increments, were simulated. The paths were gen-
erated by random sampling from continuous parameter ranges rather than on a grid, so
the random split over paths does not place test paths at fixed grid offsets from training
paths; the angle range and segment-length rule are given in [15]. In the present study,
the SimpleRNN and ConsRNN architectures were trained on this dataset, split into 13,367
training, 2866 validation, and 2865 test paths. The validation set guided model selection
during hyperparameter tuning, and final performance was reported on the held-out test set
using the best-trained weights.

Because the sigmoid output of both networks lies between 0 and 1, the damage target
is mapped for training through Equation (2), which takes non-negative damage values into
[0,1), and the predictions are recovered at inference through Equation (3):

f(Dy) =1~ e D (2)

g(f(Dy)) = —log(1—f(D,) +¢€) (3)

Here, € is a small numerical guard that keeps the logarithm bounded as f (D,) — 1. Through-
out this paper, errors on the converted scale are computed on f(D;,), and errors on the
original damage scale are computed on D;.

2.3. Architectures

Our previous study [20] showed that conventional recurrent architectures such as
GRU and LSTM fail to satisfy the consistency requirements of path-dependent deformation
and that their gating mechanisms also complicate a fixed-form Fortran VUMAT implemen-
tation and add computational cost. In contrast, the SimpleRNN and ConsRNN cells each
use a single recurrent transition and are comparably simple, matching in depth, capacity,
and the absence of gating. This makes the SimpleRNN a natural baseline for the proposed
consistency-preserving transition formulation. A single-layer SimpleRNN also proved suffi-
cient to learn the bilinear deformation paths over 400 increments at low computational cost,
so both architectures were restricted to a single recurrent layer. Each was tuned through
repeated training runs.

The two cells differ in their inputs and in transition function that updates the state
vectors (Table 1). At each step ¢, where t indexes the loading increments rather than physical
time, the SimpleRNN takes the accumulated major and minor strains together with the
loading orientation, (¢, €, ¢;), as shown in Figure 1a, where, by the convention used
throughout this work, cot ¢, = Ae, ,/Ae; ;. The ConsRNN architecture takes only the strain
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increments Ae;; = &, — &, 1 and Aey; = &, — &, 1 and normalises them internally,
as shown in Figure 1b. Because the input representation, input dimensionality, and normali-
sation strategy differ as well, the comparison evaluates two complete surrogate formulations
rather than the transition function in isolation. In both cases, the strains are principal plastic
strains. The FE implementation advances the network only on plastic increments, so an
elastic increment leaves the network state and the predicted damage unchanged.

In Table 1, X, denotes the cell input at time step ¢, that is, the strain increments
(Agq 4, Agy ;) for ConsRNN and the accumulated strains with orientation (e; ;, &, ;, ¢;) for
SimpleRNN. Furthermore, X, is its normalised form, s, the guarded Euclidean norm of the
input increment, S, the recurrent state, and A, the transition activation obtained by applying
the tanh nonlinearity to the affine combination of input and previous state. The matrices
W, and W; are the trainable input and recurrent weights, b;, the recurrent bias, W, the
output weight, and b, the output bias. These parameters are learned during training rather
than prescribed analytically. Here, [|X,|l, denotes the Euclidean norm of the input increment
and ¢ the sigmoid function. The bounds entering s, act purely as numerical safeguards,
the lower one against division by zero and the upper one against pathologically large
increments. All strain increments encountered in this work satisfy 107> < X[, < 107,
so s; = [IX;l, throughout, and the state update reduces to the unguarded form used in
Equation (4). The paths considered here have lengths of order unity in principal strain
space and are traversed in hundreds to hundreds of thousands of increments, so s, < 1
throughout and the update is a convex combination of S,_; and A;. Both networks start
from the zero state S, = 0 (Appendix A).

(a) SimpleRNN input: 0.5 - (b) ConsRNN input:
(e1,6,€2,6,0¢) = Dy (Aeyry, Aegy) = Dy

0.5

0.0 0.1 0.2 0.3 0.0 0.1 0.2 0.3

Figure 1. Input representations of the same bilinear loading path for the two architectures in principal
strain space. The empty marker highlights the state of deformation at step . Panel (a) shows the input
to the SimpleRNN and panel (b) the input to the ConsRNN. Both panels depict the same underlying
loading path, but the SimpleRNN encodes it through the accumulated strain state, whereas the
ConsRNN encodes it through the incremental strain difference.

Both formulations share one caveat: neither constrains the predicted damage to be
non-decreasing, since the output in Table 1 is recomputed from the current state at every
step. For the ConsRNN, this follows directly from the update rule, since the state increment

AS; =S, —Siy = (A — Si) Xl (4)

isnegative whenever A; < S;_;, and the SimpleRNN state is equally free to decrease. The pre-
dicted damage D can therefore decrease along a path, which is non-physical, although the
damage target of Section 2.2 is non-decreasing by construction. In addition, at the zero initial
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state Sy = 0, the output mapping returns a small positive offset Dy = —log(1 — o (b,) +¢€),
so every predicted damage history starts from D, rather than from zero. To obtain a non-
decreasing damage measure, the running maximum of the network output is used in all
structural simulations:

D..(t) = nTlgtxD(T). (5)

Since D remains below unity until it first reaches unity, D;, reaches unity at exactly the same
instant, so the instant of element deletion is unchanged, and only the damage values before
deletion differ. D, also does not feed back into the network state, so the discretisation
consistency of the ConsRNN is unaffected. It is, however, a correction applied to the output
rather than to the formulations themselves, and a network whose predicted damage is
non-decreasing by construction while preserving consistency is left for future work.

2.4. SimpleRNN-Based NN Architecture

The first architecture pairs the Keras/TensorFlow [33] SimpleRNN cell, whose update
follows the standard formulation given in Table 1, with a single fully connected output
layer using sigmoid activation. Its inputs are supplied at each time step through the
mapping defined in Figure 1a. Each candidate model was trained for 100 epochs, and the
hyperparameters were tuned through Bayesian optimisation over 20 trials in a joint search
over the learning rate, batch size, and number of hidden units. The trial-by-trial progression
is shown in Figure 2.

x 107 (a) SimpleRNN x 1072

(b) ConsRNN

1.0x1072
° 35 b
35 e
3.0 ° 0.8x102
3.0
qu 25 ®
= [ ] 0.6x1072 g
§ 25 2.0 ° o
3 ° €
2 ° 15 g
< 20 e ’ d 0.4x1072 9
[} Best MSE
Best MSE B 1.0 Learning Rate = 0.01
15 Learning Rate = 0.000034 ° Batch Size = 16 °
Batch Size = 16 b 0.2x107?
P ) o P 05| @ °
1.0 e o ° °,° ° °
0.82x1073 0 0.06x1072
1 1 | I 1 I 1 Il 1 Il
50 100 150 200 250 50 100 150 200 250
Hidden Units 256 Hidden Units 256

Figure 2. Hyperparameter tuning of the (a) SimpleRNN and (b) ConsRNN-based architectures over
20 Bayesian optimisation trials on the validation dataset. Each marker denotes one trial, positioned by
hidden units and validation MSE, coloured by learning rate. The lowest MSE trials are highlighted.
The deployed ConsRNN-B256 differs in batch size and learning rate and was selected for its lower
localisation error on the bilinear FLC paths at increment counts above the 400-increment training
resolution (Table 2).

Table 2. RMSE of the major strain ¢, at localisation relative to the bilinear FLC for ConsRNN-B16 and
ConsRNN-B256. Values in parentheses give the number of paths, out of 40, for which no localisation
is predicted; these are excluded from the RMSE.

cot ¢p; = —0.55, R; = 0.12 cot¢p; = —0.75, R, = 0.4

Increments
ConsRNN-B16 ConsRNN-B256 ConsRNN-B16 ConsRNN-B256
400 0.0103 (1) 0.0183 0.0138 (5) 0.0218 (9)
103 0.1610 (2) 0.0200 0.0884 0.0209 (7)
10* 0.1446 (2) 0.0208 0.0947 0.0202 (7)
10° 0.1453 (2) 0.0209 0.0951 0.0202 (7)
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The best configuration uses 256 hidden units, a learning rate of 3.4 x 10%, and a batch
size of 16, yielding a mean squared error of 0.0010 on the training set and 0.0008 on the
validation set (Figure 2a). The close train—validation agreement indicates a well-conditioned
fit. Generalisation is assessed separately on the held-out test set (Table 3).

Table 3. Test set results of SimpleRNN and ConsRNN-B16 (lowest-validation-MSE configurations)
on the converted scale f (D,) and the original damage scale D,. nRMSE: RMSE normalised by the
range of the true values; P95 abs err: 95th percentile of the absolute error.

Output Type Model RMSE MAE nRMSE MAPE (%) P95 Abs Err R?
Converted Outout SimpleRNN 0.0281 0.0188 0.0289 6.23 0.0586 0.9832
tp ConsRNN-B16  0.0236 0.0150 0.0243 5.40 0.0502 0.9882
Oricinal Damage Output SimpleRNN 0.0616 0.0378 0.0174 7.92 0.1161 0.9784
& & P ConsRNN-B16  0.0440 0.0281 0.0124 6.71 0.0869 0.9890

2.5. ConsRNN-Based NN Architecture

The consistency property of the ConsRNN cell follows from its transition function,
see Table 1. Rather than taking the accumulated strains directly, the cell operates on the
strain increments between successive time steps: it forms a candidate state, subtracts the
previous state, and scales the difference by the Euclidean norm of the input increment before
applying the update. Because each state advance is proportional to the increment norm,
the prediction accumulated over a fixed path converges as the increments are refined rather
than drifting with their number. This property is referred to as discretisation consistency,
or consistency for short: when the same strain path is traversed with different increment
sequences, the predicted final state converges to a common value as the increments are
refined, so the prediction is set by the path and not by how finely it is sampled. It is the
requirement that Bonatti and Mohr [9] term self-consistency; its formal treatment is given
in [20].

The second architecture pairs the ConsRNN cell with a single fully connected output
layer with sigmoid activation. Its inputs are the strain increments supplied through the
mapping in Figure 1b. Training and tuning followed the SimpleRNN protocol: 100 epochs
per candidate and 20 Bayesian-optimisation trials, in a joint search over the number of
hidden units in [32,256], the learning rate on a log-uniform scale over [107°,1072], and the
batch size in [16,256] (Figure 2b). Because the trials of both searches are ranked on the
same validation set, the selected trial is the best found within the search rather than a global
optimum, and the held-out test set is not used until the comparison of Table 3.

The lowest-validation-MSE ConsRNN trial uses 256 hidden units, a learning rate of
1.0 x 1072, and a batch size of 16, with a mean squared error of 0.0006 on both the training
and validation sets. Comparison in Figure 3 shows that the SimpleRNN trials cluster at
low validation MSE, whereas the ConsRNN trials scatter more widely, although the best
ConsRNN trial (0.0006) lies below the best SimpleRNN trial (0.0008).

Two ConsRNN configurations are carried forward, named by their batch size. Both are
among the 20 Bayesian trials in Figure 3, with their learning rates set by the optimisation,
and only these two configurations were compared on the forming-limit paths. ConsRNN-
B16 is the lowest-validation-MSE trial above and serves the fixed-resolution comparison with
the SimpleRNN on the held-out test set (Table 3). ConsRNN-B256, trained with a batch size
of 256, is the configuration embedded in Fortran and used in all finite element results; which
configuration each offline result uses is stated where that result is reported. ConsRNN-
B256 was chosen for deployment because an explicit solver, not the user, sets the number
and size of the increments, so accuracy must hold away from the 400-increment training
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resolution. On the forming-limit paths of Section 2.8, both configurations remain consistent,
but ConsRNN-B16 loses accuracy at the other increment counts, whereas ConsRNN-B256
does not (Table 2). ConsRNN-B256 is therefore not the validation-optimal ConsRNN,

and because its batch size was chosen on the same paths that Section 2.8 reports, those
results are not independent of the selection.

0.035 - 2

—¥— SimpleRNN
- —&—- ConsRNN

0.030 4

0.025 4

0.020 4

0.015 4

Validation MSE

0.010 4

0.005 4

0.000 4

0.0 2.5 5.0 7.5 10.0 125 15.0 17.5

Optimization Trials

Figure 3. Validation mean squared error (MSE) across the 20 Bayesian optimisation trials for the
SimpleRNN and ConsRNN architectures. The SimpleRNN trials vary less, but ConsRNN-B16 reaches
the lowest value of either search (0.0006 versus 0.0008 for the best SimpleRNN trial).

2.6. Held-Out Test-Set Performance

The held-out test set results, summarised in Table 3, are consistent with the hyperpa-
rameter optimisation results on the bilinear loading dataset. For the lowest-validation-MSE
configurations, ConsRNN-B16 yields lower errors than the corresponding SimpleRNN on
all reported metrics and on both output scales. On the converted scale (Equation (2)),
ConsRNN-B16 reduces the RMSE and the MAE while also raising the coefficient of deter-
mination. The same ordering holds on the original damage scale, where ConsRNN-B16
lowers the RMSE and improves R2.

The advantage extends to the tail of the error distribution, since the 95th-percentile
absolute error, which characterises worst-case behaviour across the test paths, is also lower
for ConsRNN-B16 on both scales. These results characterise the two architectures at their
respective validation optima. As noted in Section 2.5, the ConsRNN configuration carried
forward to the VUMAT and all subsequent experiments is ConsRNN-B256, selected for
its accuracy across increment counts rather than for its validation MSE at the training
resolution, based on the two FLC sets of Section 2.8 (Table 2).

To assess the sensitivity of the deployed recurrent surrogates to random initialisa-
tion, the selected SimpleRNN and the deployed ConsRNN-B256 configurations were each
retrained using five independent random seeds while keeping the architecture, hyperparam-
eters, data split, and training procedure fixed. Table 4 reports the test MSE obtained for each
seed together with the mean and standard deviation across the five runs. The ConsRNN

configuration considered here is ConsRNN-B256, used in the subsequent deployment and
discretisation-consistency analyses, whereas the ConsRNN reported in Table 3 is ConsRNN-
B16. ConsRNN-B16 represents the best fixed-resolution predictive configuration, whereas

ConsRNN-B256 was retained for deployment because of its behaviour under changing
increment counts.
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Table 4. Five-seed test MSE results for the selected SimpleRNN and the deployed ConsRNN-B256.
The mean = standard deviation is calculated across the five independent training runs.

Seed Model Converted Output Original Damage Output
0 SimpleRNN 0.000856 0.00433
ConsRNN-B256 0.00224 0.00673
1 SimpleRNN 0.000790 0.00379
ConsRNN-B256 0.00242 0.00677
” SimpleRNN 0.000813 0.00393
ConsRNN-B256 0.00245 0.00700
3 SimpleRNN 0.000736 0.00343
ConsRNN-B256 0.00116 0.00415
4 SimpleRNN 0.000778 0.00378
ConsRNN-B256 0.00140 0.00442
Mean + Std SimpleRNN 0.000795 + 0.000045 0.00385 + 0.00033
- ConsRNN-B256 0.00193 =+ 0.00061 0.00581 + 0.00140

Across the five initialisations (Table 4), the SimpleRNN obtained a lower mean test
MSE than ConsRNN-B256 for both the converted and the original damage output, with a
smaller spread across seeds. The SimpleRNN therefore retains a fixed-resolution accuracy
advantage and exhibits a smaller variation across random initialisations. The motivation
for using the ConsRNN-B256 is consequently not superior fixed-resolution accuracy but its
discretisation-consistency behaviour under changes in the number of increments, which is
examined below.

2.7. Localisation and Damage Predictions for Bilinear Paths

To examine how the predicted localisation points depend on temporal resolution,
we evaluated the selected SimpleRNN and ConsRNN-B256 in Python/TensorFlow along
a single bilinear deformation path, discretised at 400, 1000, 10,000, and 100,000 incre-
ments (Figure 4). The path consists of a first segment of length R; = 0.30 with direction
cot¢; = 0.80 and a second segment of length R, = 0.67 with cot ¢, = 0.60. The ground-
truth localisation point, marked by the empty circle in each panel, is obtained directly
from the finite element simulation of this path, in which localisation occurs at incre-
ment 84,426 of 100,001. The path is held fixed across both panels, so that the only quan-
tity changing between them is the number of increments used to traverse the identical
strain history.

When the increment count changes from 400 to 10, the SimpleRNN prediction moves
away from the ground-truth localisation point, where it stays fixed for higher increment
counts. The ConsRNN predictions, in contrast, remain close to the reference and converge
as the resolution is refined. This behaviour is consistent with the designed discretisation-
consistency property of the norm-scaled ConsRNN update. Because each state advance is
scaled by the norm of the strain increment, the accumulated prediction converges under
refinement towards a value set by the path itself rather than by how finely it is sampled.
This property makes the surrogate usable across the varying step sizes encountered in FE
simulations. The two architectures differ in their input representation, as well as in the
transition function, so this contrast reflects the two complete designs and not the transition
function in isolation.
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Figure 4. Localisation predictions of the SimpleRNN and the ConsRNN-B256 at 400 to 10° increments.
The SimpleRNN prediction shifts away from the ground truth when the increment count changes,
whereas the ConsRNN prediction remains consistent.

2.8. Forming Limit Curve (FLC) Predictions

The two selected architectures, the deployed ConsRNN-B256 and the SimpleRNN,
were used to predict localisation points that define two forming limit curves (FLCs), shown
in Figure 5. Each FLC is traced by fixing the first linear segment and sweeping the direction
of the second segment: the first FLC fixes the first segment at length R; = 0.12 with direction
cot¢; = —0.55 and the second at R; = 0.4 with cot ¢ = —0.75. In both cases, the second
segment is held at fixed length, while its direction cot ¢, is varied across 40 values, each
value yielding one point on the curve. Here, cot¢ = Ae,/Ae; denotes the ratio of the
minor- to major-strain increment, following the convention used throughout this work.
Each path was simulated at 100,000 increments and then downsampled to 10,000, 1000,
and 400 increments for prediction, so that the FLCs probe both accuracy and discretisation
consistency. The ground-truth localisation points were obtained from Marciniak-Kuczynski
(MK) finite element simulations in Abaqus of these bilinear paths as in [15], following
the dataset described in Section 2.2, with the localisation strain read directly from each
simulated path. These reference localisations are plotted alongside the SimpleRNN and
ConsRNN predictions.

As Figure 5 shows, the ConsRNN formulation is substantially less sensitive to incre-
ment count and, for these FLC cases, remains closer to the reference localisation points
across the tested discretisations. The SimpleRNN predictions are nevertheless more
stable than the GRU results reported in our previous study [27], where both architec-
tures used the same accumulated-strain and loading-angle input representation. How-
ever, in the present ConsRNN-SimpleRNN comparison, the models differ in both their
recurrent update and input representation; consequently, the observed difference can-
not be attributed exclusively to the transition function. Table 2 compares the two Con-
sRNN configurations on the same FLC paths. ConsRNN-B16 is more accurate at the
400-increment training resolution, but its error increases by a factor of about 7 to 15 at
the other increment counts, whereas the error of the deployed ConsRNN-B256 remains
between 0.018 and 0.022 across all increment counts. Because that comparison held the
input representation fixed, it points to the recurrent transition structure as one source of
discretisation sensitivity.
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Figure 5. FLC predictions of ConsRNN-B256 (A) and the SimpleRNN (B) for the two first-segment
definitions, cot ¢; = —0.55, R; = 0.12 ((top) row) and cot ¢; = —0.75, R; = 0.4 ((bottom) row). Line
styles denote the increment count; crosses mark the reference localisation points.

2.9. Localisation Predictions for Multilinear Paths

Although both architectures were trained only on bilinear loading paths, the mappings
in Figure 1a,b are defined incrementally, so the networks can be evaluated along paths
with more segments than those seen during training. Whether the predictions remain
accurate is quantified here. For this purpose, we used multilinear paths generated on
the same principles as bilinear paths from [15], where details about each path and the
ground truth localisation point can be found. Therefore, ground truth values are indepen-
dent of the trained models. Localisation points predicted by the current architectures are
shown in Figure 6. For ConsRNN predictions, the -B256 version was used because of its
accuracy across increment counts rather than at the 400-increment training resolution (see
Section 2.5).

On these multilinear paths, the SimpleRNN predicts the localisation points more
accurately than the ConsRNN (Figure 6). At this fixed resolution, the standard state update
of the SimpleRNN is free to fit the training discretisation more closely, and the difference
can be qualitatively interpreted as the accuracy cost of the consistency-preserving update
at a fixed resolution. Yet, such fixed resolution cannot be expected in structural simulations
because the number of increments over which the network is advanced depends on the solver
settings, element edge length, and its deformation characteristics and can thus differ widely
between analyses. This justifies the implementation and deployment of ConsRNN-B256 in
structural simulations reported next.
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Figure 6. Localisation predictions for multilinear paths (two to five segments) from the deployed
ConsRNN-B256 (a) and the SimpleRNN (b) architectures over 400 increments. The black curve with
filled markers is the forming limit curve for proportional loading from [15].

3. Implementation of Neural Networks in VUMAT

Neural networks are typically built and trained in TensorFlow or PyTorch 2.10, whereas
the finite-element simulations in this work are run in Abaqus, where the constitutive
response is supplied through Fortran user subroutines. Bridging the two ecosystems
is not straightforward. Frameworks such as Neural-Fortran [34] and PyTorch-ABAQUS
UMAT [35] have been proposed to couple TensorFlow or PyTorch with Fortran, but they
are built around standard Keras and PyTorch layers, such as convolutional and recurrent
layers. The ConsRNN however uses a non-standard state-update mechanism that these
bridging frameworks cannot directly represent.

Therefore, ConsRNN is reimplemented from scratch, reconstructing each computa-
tional block in Fortran: normalisation, state transition, state update, and damage output.
A similar block-by-block strategy has been adopted in related work [29,31]. This route gives
full control over both the model and its numerical evaluation inside the solver. The work-
flow proceeds in three stages. The models are first trained in TensorFlow, and the trained
weights are exported to text files. The forward pass is then replicated in NumPy from these
weight files and matched against the TensorFlow output. Finally, each block is rewritten in
pure Fortran, with the tensor outputs validated against the NumPy reference at every step.
The result is a self-contained Fortran implementation of ConsRNN that integrates directly
into Abaqus FEM simulations.

The incremental update mechanism of RNNs, in which a state vector is carried as mem-
ory across time steps, makes them well suited to material modelling [9,14,36]. Compared
with Transformers and CNNs, which can also represent deformation history, the recurrent
update offers a practical advantage for this purpose by advancing the state incrementally
without storing or growing a sequence. This matches the structure of an explicit finite-
element solver exactly. At each increment, the RNN applies a transition function and then
computes the output from the updated state, which is the same order of operations Abaqus
performs at each material point.

The forward passes of the SimpleRNN- and ConsRNN-based architectures are sum-
marised as pseudocode in Algorithms Al and A2 (Appendix A), and the complete Python
and Fortran implementations are openly available in the accompanying repository (see the
Data Availability section). For both architectures, the Python and Fortran implementations
were compared block by block on the same input data. This implementation equivalence
check confirms that the Fortran routines reproduce the trained networks and is distinct
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from the discretisation consistency examined in Section 4.2.3. The equivalence of the strain
increments computed inside the solver against the offline reference is verified separately
in Section 4.2.3, where the network is driven by the deformation history produced by the
analysis rather than by prescribed input arrays.

At each sampling instant, set by the prescribed sampling frequency, the ConsRNN
hidden-state vector is kept in the StateEnv variables of the subroutine, together with the
strain increment since the previous sampling instant. The state vector is then updated in
place with the transition function in Table 1, the damage is computed immediately, and both
are stored in StateEnv. Unlike typical TensorFlow implementations, the subroutine does
not assemble a growing input sequence of minor and major strain values and pass it to the
network. ConsRNN therefore works as an incremental, memory-efficient solver that follows
the strain evolution of the finite-element simulation increment by increment. This is the
central objective of the present implementation.

4. Finite-Element-Based Numerical Experiments

Reproducing a forward pass in Fortran is not the same as operating inside a solver,
where the network is driven by solver-chosen increments at a resolution that varies between
elements and between runs, along strain paths never seen during training. Deployment also
exposes behaviour that offline testing cannot reveal, since the subroutine must carry its state
through the solver’s own memory management across thousands of material points without
disrupting the analysis. The embedded surrogate is therefore evaluated in two stages:

1. prescribed bilinear paths in single-element simulations, where the increment count is
varied while the path is held fixed (Section 4.1);

2. element-level damage predictions in a full structural simulation, where each element
follows its own loading path (Section 4.2).

4.1. Single-Element Simulations

Two bilinear loading paths from [26], Paths 2 and 3, were run as single-element
Abaqus/Explicit simulations with the ConsRNN-B256 VUMAT. In the remainder of
Section 4, this deployed configuration is referred to simply as the ConsRNN. Each path is
defined by the lengths and directions of its two linear segments in the same way as the
bilinear paths of Section 2, with the values given in Figure 7. To test whether the localisation
prediction depends on the increment size, each path was traversed with N = 400, 1000,
10,000, 50,000, 100,000, and 200,000 increments, which extends the offline test of Figure 4 to
the embedded network. Figure 7 shows the two paths together with the ratio i/N, where i
is the increment at which the predicted damage reaches unity.

No ground-truth localisation point is used in this comparison, so the reference for
each path is the value to which i/N converges as N increases. The predicted localisation
converges at about two thirds of Path 2 (i/N = 0.65) and near the end of Path 3 (i/N = 0.97).
Relative to these values, the coarsest case, N = 400, deviates by 1.5% for Path 2 and 1.4%
for Path 3, and the deviation decreases monotonically with refinement over the 500-fold
range of increment counts. The N = 400 case is included as the coarsest test because the
elements of the structural analysis accumulate thousands of increments. The embedded
network thus behaves as an incremental solver whose state carries the accumulated damage
between increments, so that the prediction is governed by the loading path rather than by
its temporal discretisation, whether localisation occurs mid-path or near its end.

https://doi.org/10.3390/app162110718


https://doi.org/10.3390/app162110718

Appl. Sci. 2026, 16, 10718

14 of 22

€1 08~ Path 3:
Ris=0.4,0.6
074 d10 = —0.95,0.8
0.6 Path 2: i
Ris=02,0.6 Path 2 Path 3
' N i N i N
F05  ¢12=0.95-06 Darkest 400 264 0.660 393 0.983
. ) 1000 654 0.654 974 0.974
| 04 @ Localization point 10,000 6508 0.651 9696 0.970
50,000 32,526 0.651 48,460 0.969
100,000 65,048 0.650 96,915 0.969
0.3 Lightest 200,000 130,093 0.650 193,825 0.969
.
0 7
@\\ 02 W
<
N
0.1 -
T T T T 1

T T T
-04 -03 -02 -01 00 01 02 03 04
€2

Figure 7. Localisation predictions of ConsRNN-B256 embedded in Abaqus/Explicit for the two
bilinear strain paths in the (e, €;) principal strain plane, evaluated at increment counts from 400 to
200,000. Markers denote the localisation points predicted in the FE simulations, and the corresponding
values of i and i/N are listed in the table. Path names follow [26].

4.2. Rupture of a Steel Plate

In the single-element simulations, the in-plane strains follow a prescribed path. The el-
ements of a structure instead follow histories set by the deformation of the surrounding
structure, which differ from element to element in shape and in the number of plastic incre-
ments. This section examines how the embedded ConsRNN behaves under such histories.

4.2.1. FE Model

The indentation of a bare steel plate by a rigid conical indenter was modelled in
Abaqus/Explicit (Figure 8). The set-up follows the experiment of Alsos and Amdahl [37]
on an unstiffened 1200 mm x 720 mm plate, which was indented until fracture. Their plate
was 5 mm thick, whereas the plate modelled here is 3 mm thick, because this thickness was
used to generate the bilinear forming-limit dataset of [15], on which the ConsRNN was
trained. The plate was discretised with S4R four-node reduced-integration shell elements
with three Gauss integration points through the thickness and an edge length of 15 mm.
The resulting element length-to-thickness ratio of 5 equals the ratio of cell length to sheet
thickness for which the training dataset of [15] was generated.

Rigid indenter (R3D4), m = 1000 kg
Spherical nose R =200 mm
3 7 Base radius 218.8 mm, height 153.2 mm
S 75
Clamped edges (3) ! ZZ;;,Z/'""’,
7

ST 77
Sl Iy,
S 111y,

\ nik %

/— Symmetry edge (ZSYMM)

Steel plate (S4R), t =3 mm

Figure 8. Structural FE model used in the numerical simulations.
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Symmetry was exploited by modelling one half of the plate, 600 mm x 720 mm,
with symmetry conditions on the cut edge and the remaining three edges fully clamped.
The indenter was modelled as a discrete rigid body of R3D4 elements, governed by a
reference node carrying a concentrated mass of 1000 kg. It has a spherical nose of 200 mm
radius that blends into a cone, and it was driven at a constant velocity of 1.2 m/s over a
step time of 0.2 s, giving a prescribed stroke of 240 mm. Contact was enforced through the
general contact algorithm applied to all exterior surfaces, with a hard pressure-overclosure
relation, a Coulomb friction coefficient of 0.3, and a contact damping coefficient of 0.95.

4.2.2. Material Model and Element Erosion

The constitutive behaviour was supplied through a user-defined material subroutine
(VUMAT) that implements the structural steel of Section 2.1, Equation (1), under the plane-
stress assumption appropriate for shell elements. The constitutive equations are integrated
with a plane-stress-consistent return-mapping algorithm, in which the through-thickness
strain component is recovered iteratively so that the zero normal-stress condition is enforced
at every increment. The same subroutine evaluates the erosion criterion, and two criteria
were used. The first is the ConsRNN, implemented as in Algorithm A2 (Appendix A).
The second is the two-factor scaling (2FS) criterion, which depends on the stress triaxiality
and the element length and was validated against experiments in [38,39]. The 2FS criterion
accumulates damage through a linear rule, as the integral of the equivalent plastic strain
increment normalised by the current triaxiality-dependent fracture strain. With either
criterion, an element is deleted when its damage reaches unity.

4.2.3. Consistency at Different Temporal Resolutions

In an explicit structural analysis, all elements share one global time increment, set by
the element stability limit. A fixed mass-scaling factor of 4 was applied at the start of the
step, and the increment remained between 4.4 and 4.7 ps over the 0.2 s of loading, which
took about 45,000 increments. The VUMAT is called at every integration point of the plate
in every increment, but the network is advanced only on plastic increments (Section 2.3),
so the number of network updates differs between integration points. A surrogate used
inside a solver must therefore give predictions that are insensitive to this number.

This requirement was tested in three runs with the ConsRNN as the active erosion cri-
terion, R1, R2, and R3, in which the network was advanced at sampling intervals (Section 3)
of 107* s, 107° s, and every increment, respectively. Over the 0.2 s step, these intervals
allow at most 2000, 20,000, and about 45,000 network updates, which lie within the range of
increment counts tested in Section 4.1. In a fourth run, R4, element erosion was governed by
the 2FS criterion evaluated at every increment, while the ConsRNN was evaluated passively
at the three sampling intervals of R1 to R3 without affecting the solution. The three passive
predictions of R4 are therefore driven by one and the same strain history.

Figure 9a shows the global force-displacement response of the four runs. The curves
of R1, R2, and R3 coincide up to the peak force and differ little on the post-peak branch,
although the sampling interval of the network differs by more than an order of magnitude
between them. The fractured plate at frame 213, an indenter displacement of about 213 mm,
is shown for R4 and R1 in Figure 9b,c. R1 is representative of all three ConsRNN runs,
which gave the same fracture morphology. No element is deleted before the peak force, so
the ConsRNN runs and R4 follow the same solution up to the peak, and only the fracture
onset and the post-peak branch discriminate between the criteria (Figure 9a). Both criteria
predict fracture onset at nearly the same indenter displacement and peak force, and the
fracture paths at frame 213 are similar (Figure 9b,c).
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Figure 9. (a) Global force—-displacement response of the four runs. Fractured plate at frame 213
obtained with (b) the 2FS criterion (R4), with contours of the 2FS damage, and (c¢) the ConsRNN
criterion (R1), with contours of the running maximum D;,,.

To explain the similarities in f-d curve results, Figure 10 plots the principal strain
histories of three elements marked in Figure 9b). Two of these elements were selected on
the evolving crack path (3249 and 2855) and one neighbouring the crack (3016). Figure 10
shows an excellent overlap between the analysis with all three elements deforming along
nearly proportional paths. Under proportional loading, empirical fracture criteria (2FS) are
expected to provide good precision, as fracture strain is given as a function of the average
stress state over the deformation history. The surrogate model, on the other hand, was
developed explicitly to account for the history dependent nature of damage. Since the
2FS criterion used here was calibrated on the same steel from which surrogate training
data were generated [15], it is only encouraging that both criteria give very similar results.
However, limited variations in the deformation history conceal the expected advantage of
a surrogate, a fracture prediction that accounts for changes in the loading path. We note
in passing that although a structure with stronger path changes would separate the two
criteria, this was not pursued because of lack of experimental validation data.
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Figure 10. Principal strain histories at integration point SP3 (middle layer) of the three selected
elements in the four runs. (a) Element 3249 at crack initiation, (b) element 2855 on the propagating
tear, and (c) element 3016 next to the tear.
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While consistency of the solution was already inferred by the excellent overlap of f-d
curves (Figure 9a) and deformation histories (Figure 10) at different temporal resolutions,
it is instructive to provide insight into the actual predicted variable (damage) during the
deformation. For that purpose, Figure 11 shows the passive ConsRNN predictions for
element 2855 in R4. The strain increments fed to the network differ by more than an order
of magnitude between the coarsest and the finest sampling interval (Figure 11a), yet the
three damage histories coincide (Figure 11b). The damage predicted by the ConsRNN
is independent of the temporal resolution at which the solver supplies the strain history,
which is precisely the property required for embedding in an explicit solver. The ConsRNN
damage nevertheless decreases temporarily (Figure 11b), despite the increase in plastic
strain. In the ConsRNN update, the strain increment sets only the size of each state advance,
while its sign is set by A; — S;_;, so the predicted damage decreases whenever the transition
activation falls below the accumulated state (Section 2.3); the running maximum D,
removes this decrease from the reported damage.

(a) ConsRNN input &, and its increments, EL2855 / SP3, R4: 2FS criterion
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Figure 11. Detailed deformation insight of element 2855 through thickness integration point (SP3) in
Run 4 with erosion governed by the 2FS criterion. (a) First principal strain fed to the ConsRNN and its
increments at the three sampling intervals, up to erosion. (b) Damage at the same integration point,
with the 2FS damage D, the passive ConsRNN predictions Dy at the three sampling intervals, and
the running maximum D). Passive means that the network was evaluated without governing erosion.

4.2.4. Computational Overhead

Run times were recorded for R4 and for one ConsRNN run on identical hardware
with four domains and four processors over the same step time of 0.2 s. Both analyses
completed in 45,164 increments, because the mass scaling, which is the same in both, sets
the stable time increment independently of the erosion criterion. The 2FS analysis required
255 s of wall-clock time, against 250 s for the ConsRNN analysis. The two differ by 2% in
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wall-clock time, and on the basis of a single run with each criterion, they are computationally
indistinguishable at this scale.

5. Discussion

The plate simulation does not exercise the history dependence for which the surrogate
was built because elements on the crack path deform along nearly proportional paths.
Therefore, while the agreement in fracture onset indicates that the surrogate can operate
as a fracture criterion in large-shell simulations, it does not demonstrate the expected
advantage of the surrogate.

The choice of the ConsRNN over the SimpleRNN is a choice of consistency over
accuracy at a fixed increment count. In the offline comparison at the 400-increment training
resolution, the SimpleRNN gave a lower mean test MSE over five seeds than the deployed
ConsRNN-B256 (Table 4) and located the localisation points of the multilinear paths more
closely (Section 2.9). At other increment counts, its prediction shifted away from the ground
truth, whereas the ConsRNN-B256 prediction converged as the number of increments
increased (Figure 4) and stayed closer to the reference forming-limit points (Section 2.8).
The comparison therefore demonstrates an accuracy—consistency trade-off between the two
complete surrogate formulations. Because the networks also differ in input representation
(Section 2.3), the comparison does not establish that the transition function alone explains
their differences. Prediction accuracy is expected to improve with training paths that are
more representative of the histories in structures, since the multilinear tests showed a loss of
accuracy away from the bilinear training distribution. The consistency property makes such
training practical, because the paths can be generated and learned at low increment counts
while the trained model is applied at the much higher, solver-determined resolutions of
the simulation.

The assessment is confined to simulation. The ConsRNN was trained on bilinear strain
paths from finite element simulations and evaluated inside a finite element simulation.
It has not yet been used to reproduce a fracture experiment, which is the necessary next
step before the model can be regarded as predictive outside the simulation environment.
The network is also valid for only one ratio of element length to sheet thickness, the ratio
of 5 of the unit cell used to generate the data, and unlike the 2FS criterion, it does not take
the element length as an input. Other ratios require the dataset to be regenerated and the
network retrained. The predicted damage is not monotone, as the decrease for element
2855 shows. The running maximum D; . removes the decrease from the reported damage
without changing the deletion instant, but a formulation that is monotone by construction
and preserves consistency remains to be developed.

Within these limits, the approach transfers. Consistency follows from the transition
function, which embeds no physical quantity, and the VUMAT reads the trained parameters
from separate weight files. Transfer to another metallic material therefore requires no
change to the architecture or to the subroutine, provided that the retrained network keeps
the present input dimension and number of hidden units. The workflow, from training
on high-fidelity finite element data to deployment inside an established finite element
solver through a user subroutine in which the forward pass is hard-coded (Section 3), can
be reproduced from the openly available code and trained weights, and it can serve as a
reference for integrating learned constitutive and damage models into physics-based solvers.

6. Conclusions

This study embedded a consistent recurrent neural network (ConsRNN) surrogate
as a fracture criterion in Abaqus/Explicit shell simulations through a Fortran VUMAT
subroutine, with the weights, hidden state, and incremental update handled inside the
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subroutine rather than through an external coupling interface. The network was trained in
Python/TensorFlow on 19,098 bilinear strain paths, simulated with solid elements in [15],
that describe the onset of localisation in sheet metal. Inside the FE solver, its predictions
were insensitive to the temporal resolution, both on prescribed bilinear paths in single-
element simulations and at the integration points of a clamped plate indented to rupture.
In the plate, the ConsRNN and the 2FS criterion, which was calibrated on the same steel
and has been previously validated against experiments, predicted nearly the same fracture
onset and peak force. While this demonstrates that ConsRNN criterion can be used as an
operational fracture criterion inside structural scale shell element simulations, its physics-
based knowledge about history dependence and how that translates into improved accuracy
in fracture simulations with structural shell elements remains to be shown. The network
is tied to one steel and to an element length-to-thickness ratio of 5. Retraining for another
material needs no change to the architecture or the subroutine.

7. Patents

A US provisional patent application, No. 63/953,756, has been filed covering aspects
of the methodology reported in this manuscript.
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Appendix A. Pseudocode of the Damage-Evolution Networks

Algorithms A1 and A2 summarise the forward passes of the baseline SimpleRNN and
the proposed ConsRNN models as executed at each material point. The notation follows
Table 1: W, and W, denote the input and recurrent weight matrices, W, the output weight,
and b the corresponding biases. The full NumPy and Fortran reference implementations,
the trained model weights, and the Abaqus/Explicit VUMAT deployment codes are openly
available in the repository at https://doi.org/10.5281/zenodo.21207967.
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Algorithm A1 SimpleRNN damage evolution (baseline)

Require: Trained weights W,, W,, W, b; accumulated strain path {(¢; ;, €, ,)}]_;
Ensure: Damage predictions {D,}L,

1: Sg <0 > initialize recurrent state
2: fort =1toT do

3: Aey; =& — €141, Deyp =&y —64 9 [> strain increments
4 ¢, — arccot{ Ay ,/Aey ;) D> loading orientation
5 Xy (e &40 P1)

6: S, « tanh(X,W, + S,_; W, + b) D> full state overwrite
7 Pr < O-(Stwout'i_b)

8 D; « —log(l—p;+¢€)

9: end for

Algorithm A2 ConsRNN damage evolution

Require: Trained weights W,, W,, W, b; incremental strain path {(Ae; ,, Ag, )},
Ensure: Damage predictions {D,}L,
1: S <0 > initialize recurrent state
2: fort =1to T do
3 X« (Aeyy, Aeyy)

4 sy < cip(IXll, 1071, 102) > guarded norm
5: X, — X,/s; D> unit direction of the increment
6: A, —tanh(X,W, +S,_ W, +b)

7: S, < S, 1+ (A —8S;_1)s; D> consistency update
8: Py < U(Stwout + b)

9: Dt‘__log(l_pt+€)
10: end for
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