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Abstract

Automated assessment of second-language (L2) writing supports language teaching and
testing by providing rapid, consistent scores across multiple rubric dimensions. We study
whether small, openly available language models can be turned into reliable analytic raters,
and we introduce PROSE, a rubric-aware, multi-objective fine-tuning method built on
a compact DeBERTa-v3 encoder with low-rank adaptation. PROSE trains a regression
read-out together with a soft-ordinal auxiliary head, and combines a squared-error term
for calibration, a distance-aware soft-ordinal term that respects the ordered rubric bands,
a concordance term that restores the spread of human ratings and improves agreement
with human ratings, and a trait-relational coherence term. On the ELLIPSE corpus of L2
English essays, PROSE raises the quadratic weighted kappa (QWK) from 0.646 for a strong
regression baseline to 0.661—a small but statistically reliable gain under a paired test across
folds (mean difference +0.015—95% CI [0.007,0.023], and paired ¢-test p = 0.007; p = 0.030
after correcting for the overlap between cross-validation training sets), with comparable
error and improvements on all seven scoring dimensions, four of which remain significant
after Holm correction, and on the Write & Improve (BEA-2019) proficiency data, it matches
the strongest baseline on agreement and accuracy and clearly outperforms classification
and pure ordinal training. Zero-shot prompting of three strong large language models
(GPT-5.4, Claude-Sonnet-4-6, DeepSeek-Chat) reaches a kappa of only 0.13 to 0.21 on the
same essays, and a distributional analysis shows that the tested large models produce
compressed score distributions with means below the human mean, while the compact
fine-tuned model reproduces the human score distribution. Further analyses show that
the gain is stable under reasonable changes of the loss weights and holds for truncated
and non-truncated essays and across gender, ethnicity, socioeconomic, and grade groups,
although these analyses also reveal a shared grade-related bias and a reliance on length and
lexical-diversity cues that call for caution in deployment. The results indicate that, for this
task, a task-specific objective applied to a small supervised model is far more effective than
general-purpose models used zero-shot; we are careful to attribute the gap to task-specific
supervision and objective design rather than to model scale alone.

Keywords: automated essay scoring; second-language writing; language assessment;
ordinal regression; parameter-efficient fine-tuning; large language models
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1. Introduction

Writing is one of the most demanding skills for second-language (L2) learners, and
timely feedback on writing quality is central to language teaching, learning, and assessment.
Human rating of learner essays is accurate but slow and expensive, and it is hard to keep
consistent across large cohorts. Automated writing assessment, and automated essay scoring
(AES) in particular, aims to reproduce expert judgements at scale so that learners receive
frequent feedback and teachers can focus their attention where it matters most [1,2]. In
the applied linguistics tradition, the value of such feedback is well documented: written
corrective feedback helps learners notice the gap between their production and the target
norm, and it supports measurable gains in accuracy over time [3-6]. A system that can
score writing along interpretable rubric dimensions is therefore both a grading tool and a
starting point for formative feedback.

Modern AES systems are built on pretrained language models, which map an essay
to a score through a learned regression or classification head [7-10]. Two developments
motivate a fresh look at the problem. First, encoder models such as BERT, RoBERTa, and
DeBERTa [11-14] provide strong text representations that can be adapted cheaply with
low-rank methods [15], which makes it feasible to train and deploy accurate raters on
modest hardware. Second, the arrival of powerful instruction-tuned large language models
(LLMs) has raised the question of whether scoring can be done by prompting alone, with
no task-specific training [16-19]. The evidence so far is mixed. LLMs produce fluent, rubric-
like justifications, yet studies of grammatical error correction and essay scoring report that
they tend to be poorly calibrated against human minimal-edit or rubric references and often
drift toward safe, central judgements [16,19].

This paper asks a focused question: given a small, openly available encoder, what is
the training objective that turns it into a reliable analytic rater of L2 writing? We argue
that three properties of the scoring task should be built into the loss rather than left to a
generic regression head. (i) Rubric bands are ordinal: a band of 3.0 is closer to 3.5 than to
1.0, so the penalty for an error should grow with distance. (ii) Agreement is evaluated
using an ordered-category metric such as quadratic weighted kappa, so the decoded value
must stay calibrated as well as correctly ranked. (iii) Analytic rubrics are relational: the
six ELLIPSE traits (cohesion, syntax, vocabulary, phraseology, grammar, conventions) are
strongly correlated with each other and with the holistic score, and a rater should exploit
this structure instead of scoring each trait in isolation.

We combine these three properties into PROSE (Proficiency Rating via Ordinal Soft-
labels and trait Ensembling), a rubric-aware, multi-objective fine-tuning method. PROSE
places a shared DeBERTa-v3 encoder with low-rank adapters under a set of per-trait heads,
and it trains them with a distance-aware soft-ordinal objective, a squared-error regression
term, a concordance term, and a trait-relational coherence term. Each component is simple
and inexpensive, and each is motivated by one of the three properties above. We deliberately
favour a compact and reproducible design over architectural novelty, because our aim is a
method that works reliably and can be run in a day on a single GPU.

We evaluate PROSE on two openly available L2 writing datasets that require no re-
stricted access: the ELLIPSE corpus of English-language-learner essays with six analytic
traits and a holistic score [20], and the Write & Improve learner data from the BEA-2019
shared task, where each text carries a CEFR proficiency band [21]. On ELLIPSE, PROSE im-
proves quadratic weighted kappa over regression, classification, and pure ordinal baselines,
with comparable error and gains on all seven traits; on Write & Improve, it matches the
strongest baseline and outperforms classification and pure ordinal training. A comparison
with zero-shot prompting of three strong LLMs, evaluated on the same essays, shows a
large gap in favour of the task-specific fine-tuned model and a distributional analysis over
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the full sample explains the gap by showing that the tested LLMs produce compressed
score distributions with means below the human mean.

We state at the outset the scope of our central comparison, because the point recurs
below. Our fine-tuned models are trained on labelled ELLIPSE data, whereas the LLMs are
prompted zero-shot; the comparison therefore measures the combined effect of task-specific
supervision and of the objective we propose and does not isolate model scale as a causal
factor. We draw the narrower conclusion that a small, task-specifically fine-tuned rater is
the more accurate option that is inexpensive to train and run locally under the conditions
tested, and we are explicit throughout about what the experiment does and does not show.

Our contributions are as follows:

1. We formulate automated analytic assessment of L2 writing as a rubric-aware, multi-
objective learning problem, and we identify three task properties (ordinality, calibra-
tion, and trait relations) that a scoring objective should encode.

2. We propose PROSE, a compact method that realises these properties through a regres-
sion read-out with a soft-ordinal auxiliary head, together with a concordance term
that improves agreement with human ratings and a trait-relational coherence term, all
on a shared low-rank-adapted encoder.

3. Onamulti-trait analytic corpus, we report statistically validated improvements (paired
tests and effect sizes across folds) in quadratic weighted kappa over strong baselines,
with comparable error metrics and a gain on each of the seven scoring dimensions; on
a separate proficiency corpus, we detect no significant difference from the regression
baseline; ablations isolate the effect of each component, and a loss-weight sensitivity
analysis together with subgroup analyses by essay length and learner background,
tests how robust the gain is.

4. We provide a controlled comparison against zero-shot prompting of GPT-5.4, Claude-
Sonnet-4-6, and DeepSeek-Chat on an identical essay sample, with full prompt and
decoding details, as well as a quantitative distributional analysis that clarifies why
parameter-efficient fine-tuning of a small model remains the stronger option for
this task.

The remainder of the paper is organised as follows. Section 2 reviews automated writing
assessment, LLM-based scoring, and the ordinal and multi-task learning methods that inform
our design. Section 3 presents PROSE. Section 4 describes datasets, metrics, and implementa-
tion. Section 5 reports results, ablations, the LLM comparison, and the distributional analysis.
Section 6 discusses implications and limitations, and Section 7 concludes.

2. Related Work
2.1. Automated Writing Assessment

Early neural AES replaced hand-engineered features with recurrent and convolutional
encoders trained end to end [7,8], and attention-based recurrent convolutional models
improved the modelling of essay structure [9]. Transformer encoders later became the
default backbone, and much of the recent effort has moved to robustness across prompts
and to analytic, multi-trait scoring rather than a single holistic number [10]. Surveys of the
field document a steady shift from feature engineering to representation learning and a
growing interest in interpretability and fairness [1,2]. A recurring design question is how to
treat the score itself: as a continuous target for regression, as a set of unordered classes, or
as an ordered variable. Regression is the most common choice and is a strong baseline, but
it optimises squared error rather than the agreement metrics for ordered scores on which
systems are usually judged, and it tends to compress predictions toward the centre of the
scale. Classification respects neither the order nor the metric. These tensions are precisely
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what a rubric-aware objective can resolve, and they motivate the multi-objective design
we adopt. Our work sits in this line but focuses on the training objective rather than the
architecture: we keep the backbone deliberately small and ask what loss makes it a reliable
analytic rater. The ELLIPSE corpus we use provides six analytic traits scored by trained
raters and was released to support exactly this kind of study [20].

2.2. Large Language Models for Scoring and Feedback

Instruction-tuned LLMs can be prompted to score essays or to correct and explain
learner errors. Studies in applied linguistics and natural language processing report that
such models produce plausible rubric-style output, yet their agreement with human raters
is uneven and sensitive to prompt design [16-18]. In grammatical error correction, a
systematic comparison of open and commercial models found that they over-correct relative
to gold minimal-edit references and therefore lag supervised systems on reference-based
metrics, despite producing fluent rewrites [19]. These observations motivate our controlled
comparison: rather than assuming that a larger model scores better, we measure zero-
shot LLMs against a fine-tuned compact model on the same essays and the same rubric,
while being explicit that this contrasts zero-shot general-purpose use with task-specific
supervision. Related shared tasks such as BEA-2019 and the ERRANT error-annotation
toolkit standardised evaluation for learner-writing systems and provide the CEFR-labelled
data we use for our second benchmark [21,22].

2.3. Written Corrective Feedback and Assessment in Applied Linguistics

Research on written corrective feedback in second-language acquisition provides
the pedagogical rationale for automated writing assessment. A long line of work shows
that feedback which is specific and consistent helps learners notice the gap between their
production and the target norm and supports gains in accuracy, particularly for well-defined
features of the language [3,4]. The form and focus of feedback matter: studies comparing
direct and indirect feedback, and focused against unfocused feedback, find that learners
respond differently depending on how errors are flagged and explained [5,6]. Analytic
assessment sits upstream of this process. Before a system can decide what feedback to
give, it must form a reliable judgement of where a text stands on each dimension of quality,
and it must do so consistently across many learners. Our work targets this judgement
step, and it treats the analytic trait profile as the interpretable substrate on which formative
feedback can later be built. This connects the machine learning problem of scoring to the
applied-linguistics goal of feedback that is both accurate and actionable.

2.4. Ordinal Regression and Label Structure

Rubric scores are ordered categories, and treating them as unordered classes dis-
cards information. Ordinal regression addresses this by encoding order in the labels or
in the model. Rank-consistent formulations enforce a monotone set of binary decisions
and improve ordinal error [23], while soft label smoothing spreads probability mass to
neighbouring categories in proportion to their distance from the target, which reduces
large mistakes and calibrates the predictive distribution [24]. We adopt a distance-aware
soft-ordinal objective in this spirit as an auxiliary head, and we pair it with a concordance
term [25] so that the read-out score is directly encouraged to agree with human ratings in
location, scale, and rank; we are careful to distinguish this differentiable surrogate from
the quadratic weighted kappa [26] that we use to report agreement (Section 3). Recent
work in Pattern Recognition continues to refine label-structure-aware learning, including
label-semantic guidance for few-shot text classification [27] and prompting-based attention
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for short-text classification [28], which supports the view that how labels and prompts are
encoded is often decisive for text tasks.

2.5. Multi-Task Learning and Parameter-Efficient Adaptation

Analytic scoring is naturally multi-task, since the traits share linguistic evidence. Multi-
task learning improves data efficiency when tasks are related, but it requires care in how
task objectives are balanced. Recent studies propose principled task weighting under
uncertainty [29], progressively sparse multi-task architectures [30], and network Lasso
formulations for personalised multi-task learning [31]. We take a lightweight route: a
shared encoder with per-trait heads and a coherence term that links the traits to the holistic
score, which captures the relational structure without a heavy architecture. For adaptation
we use low-rank tuning [15], which updates a small fraction of parameters and has been
extended to continual and subspace variants [32] and to curvature-aware, trust-region-
guided updates [33]. Prompting is a similarly lightweight route, and self-supervised
visual prompting has been shown to carry a detector across domains without touching the
backbone [34]. Related structure-aware methods have proved effective on other prediction
tasks, including multimodal named-entity recognition [35] and node classification in text-
attributed graphs [36], as well as co-speech gesture generation through entropy-guided
vector-quantised latents [37]. Low-rank tuning keeps our training fast and reproducible on
a single GPU, in line with the goal of a method that can be run in a day.

3. Method

3.1. Overview

PROSE scores an essay along T ordered rubric dimensions. For ELLIPSE, T = 7 (the
holistic Overall score plus six analytic traits), and each dimension takes one of K = 9 bands
in {1.0,1.5, ...,5.0}. For Write & Improve, T = 1 and the label is one of K = 6 CEFR levels
ordered from Al to C2. Figure 1 shows the pipeline. A shared encoder produces one pooled
representation of the essay. Two heads read this representation: a regression head that
outputs the score for each dimension, and an auxiliary soft-ordinal head that predicts a
distribution over the rubric bands and shapes the representation to be ordinally structured.
Training combines four terms that target the properties identified in Section 2: a squared-
error term for calibration, a distance-aware soft-ordinal term for ordinality, a concordance
term that improves agreement with human ratings, and a trait-relational coherence term.
At inference, the score of each dimension is read directly from the regression head.

N . N ( Mult-Obiecti N
. . ulti-Objective
Ordinal Rubric Data Shared LoRA Encoder e
@ Ordinal Training
trainable
L2 learner essays LoRA adapters _ é® l.ll.l.l X a;e®
ELLIPSE: 7 dimensi 9 band: Rt S L
: 7 dimensions x 9 bands score Py coherence
(n = 3911 essays) DeBERTa-v3 layers | | frozen ordinal head
[ (frozen) (G} »
> >
W&l (BEA;2031390)(:)6t CtEFR levels Ve e
(n= exts) pooling —> h £ = Lumso + Mord Lord + Acce Leee + Acoh Leoh
Soft-ordinal targets q,(;_” + inference
(distance-aware smoothing) AW = B- A, rankr =16
SCORE: 1.0+ 0.5¢&(")
& J & J & J

Figure 1. High-level conceptual overview of PROSE (see Figure 2 for the implementation-level
architecture). A shared DeBERTa-v3 encoder with low-rank adapters maps the essay to a pooled
representation, read by a regression head (the score used at inference) and an auxiliary soft-ordinal
head. Training combines a squared-error term, a distance-aware soft-ordinal term, a concordance
term that restores the spread of human ratings, and a trait-relational coherence term that ties the six
analytic traits to the holistic Overall score.
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3.2. Encoder and Heads

We encode the essay with a DeBERTa-v3 model [14] and adapt it with low-rank
adapters (LoRA) [15] of rank r = 16 on the query, key, value, and dense projections, leaving
the pretrained weights frozen. Each adapted projection with frozen weight W, € R jg
replaced by

a
Wx = Wyx + - BAx, A e R, Be R, (1)

where only A and B are trained, and « is a fixed scaling factor. Let H € R be the sequence
of contextual token vectors for an essay of length L, and let m € {0, 1}L be the attention
mask. We use masked mean pooling,
L
_ 21:1 miHi

h=="F—, (2)
i=1 M

followed by dropout. Two linear heads read h. A regression head produces one value
per dimension,
&b = K-Do(w h+b") € [0,K-1], (3)

which is the score used at inference. An auxiliary ordinal head produces per-dimension
logits over the K ordered bands,

20 = Wh + by € RK, (4)
which are normalised into a predictive distribution over the bands,
p? = softmax(z?); (5)

this head is used only during training. We index bands by k € {0, ..., K — 1} and write
y® for the gold band index of dimension . Figure 2 details the full architecture, from the
tokenised essay through the adapted encoder and the two heads to the four loss terms
defined in the following subsections.

5 gold bands y(*)
decode: 1.0+ 0.5¢&") / nearest CEFR level s soft targets ‘h‘;”(ﬂ
B ¥

Linse: squared error vs y(®)

Regression head

DeBERTa-v3-base encoder
é®) = (K—1) a(Wyh)

[ Transformer layers x12 | Lora: CE vs soft target ¢ (7)

—
(frozen) Masked mean
), > l P! pooling + dropout [

He he Soft-ordinal head
P® = softmax(W,h) ‘

L {:wo (frozen)\ﬁ@ (£ = Lo + 0.5 Lora + 05 Lece +0.3 Lecn )

(A (E)—A

B

L2 essay

Lece: 1 — CCC, batch spread

A
Embedding

tokens x1.7, mask m

Leon: Overall vs 3 a;é™)

Figure 2. Implementation-level architecture of PROSE, complementing the conceptual overview
of Figure 1. A frozen DeBERTa-v3-base encoder carries trainable low-rank adapters of rank 16
on the query, key, value, and output projections (inset). Masked mean pooling turns the token
representations into a single vector /1, which is read by the regression head, whose output is the
score used at inference, and by the soft-ordinal head, which is active only during training. The
regression output feeds the squared-error, concordance, and coherence terms; the ordinal head feeds
the soft-ordinal term; and the four terms form the weighted training objective; the three rubric-aware
terms (highlighted) are the contribution of this work.
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3.3. Squared-Error Calibration

The regression head is trained to match the gold band with a squared-error term,

mse =T Z A(t) y(t) (6)

This keeps the read-out score calibrated on the rubric scale, which is what an error metric
such as RMSE and a quadratic weighted agreement metric both reward at the centre of
the scale.

3.4. Distance-Aware Soft-Ordinal Auxiliary

Rubric bands are ordered, so a plain regressor ignores useful structure. We add an
auxiliary objective that trains the ordinal head against a soft target that places mass on
bands in proportion to their proximity to y®,

exp(— (k—y")?/t
= o L2 7)
> ep( = -y /)

where the temperature 7 controls how quickly the target decays with distance [24]. The

ordinal head is trained with the cross-entropy between this soft target and its predic-

L= =3 33 il og! ®
ord T Tk gPk
t=1 k=0

Because the soft target ¥ is fixed with respect to the model parameters, this cross-entropy

tive distribution,

differs from the Kullback-Leibler divergence KL(q" | p'') only by the constant entropy
of gV, so the two are equivalent as training objectives; we use the cross-entropy form
throughout and label the corresponding baseline SOrd (CE) in Section 5. Because the two
heads share the encoder, this term is intended to shape the representation to respect the
order of the bands and thereby to help the regression read-out, without changing how it is
decoded. Empirically its contribution is small and not statistically established (Section 5),
so we regard it as a low-cost regulariser rather than as a main source of the gain.

3.5. Concordance Objective

Minimising squared error tends to shrink the variance of the predictions toward the
mean of the training scores, which compresses score differences at the extremes and can
lower agreement after rounding. We counter this with a concordance term based on Lin’s
concordance correlation coefficient (CCC) [25]. For a batch, let & and y* denote the
predicted and gold scores for dimension t across the batch, with means p, i/, variances sp, sy,
and covariance s,,. The coefficient is

2s

) _— Py
ccc T (9)

and the corresponding loss averages its complement over the dimensions,

Lo = 7 Z —ccc?). (10)

The concordance term rewards predictions whose location, scale, and correlation match the
gold scores, so it encourages the model to reproduce the spread of human ratings and to
rank essays correctly. We stress that CCC is not identical to the quadratic weighted kappa
(QWK): the two are distinct statistics with different constructions, and optimising CCC
does not optimise QWK by definition. We use CCC only as a smooth, differentiable training
surrogate whose location-, scale-, and correlation-matching behaviour is empirically aligned
with the (non-differentiable, band-discretised) QWK we report; the ablation in Section 5
confirms this alignment, as removing L. is the single change that most reduces test QWK.
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3.6. Trait-Relational Coherence

For analytic scoring, the holistic Overall score is not independent of the traits. We
encode this relation directly. Let &V be the decoded Overall value and é@, ..., &1 the
decoded trait values. We learn a convex combination of the traits,

a = softmax(w), weRT-L (11)

where w is a free parameter learned jointly with the model, and require the Overall prediction
to agree with the combination,

Leop = (é<1> - iaj_l é<f>)2. (12)
=2

This term is active only when T > 1, that is, on ELLIPSE. It gives the model a soft consistency
constraint that mirrors how a human rater expects the holistic impression to follow from the
analytic profile. This is a modelling assumption rather than a property guaranteed by the
ELLIPSE rubric; empirically, it is well motivated, as the six analytic traits correlate strongly
with the Overall score in the corpus, but we do not claim the rubric defines Overall as a
linear combination of traits. As the ablation shows, this term does not by itself improve
aggregate agreement, and we retain it for the consistency it enforces at negligible cost rather
than for a predictive gain (Section 5). The learned coefficients a are reported in Section 5.5:
they stay almost exactly uniform in every fold, so in practice, the term ties Overall to the
equally weighted mean of the six traits, and we do not read the coefficients as measures of
trait importance.

3.7. Training Objective

The full objective is a weighted sum,
L= £mse + /\ord ”Cord + /\ccc £ccc + /\coh £c0h/ (13)

with A4 = 0.5, Ao = 0.5, and Ay, = 0.3 in all experiments; the selection of these weights
on validation data only is described in Section 4. Setting A,y = Ace = Acon = 0 recovers
a plain regression model, and switching individual terms on and off isolates their effect;
we study these ablations in Section 5. At inference, we map the read-out score back to the
rubric scale. For ELLIPSE, whose bands run from 1.0 to 5.0 in steps of 0.5, the reported
score is

s =1.0+05e", (14)

and for Write & Improve, the predicted CEFR level is the nearest band index,

7= argmin |¢— k. (15)
ke(0,...,.K~1}
Algorithm 1 summarises one training step. Relative to a plain regression model, the added
components introduce only an auxiliary ordinal head and a set of T — 1 coherence weights,
so the parameter and compute overhead is small, and all of the extra parameters are trained
together with the low-rank adapters.
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Algorithm 1 PROSE training step

1: Input: batch of essays {x,} with gold band indices {y;"}; encoder f, with adapters;
heads W,, W,; weights A4, Accer Acons temperature T

2: hy, < MeanPool(fy(x})) // pooled representation
3: éi(f) — (K=1) c(W,hy); zét) « W,h, // regression read-out and ordinal logits
4 Lypge < meany,, (& — y,)?
5: build soft targets qé” from yét) ; Lora < CE(g, softmax(z))
6: Lo < mean, (1 — CCCeD,yM)y) // over the batch
7. if T > 1 then '

8: a « softmax(w); L, < mean, (éz(:h - Z]TZZ a]»_léé”)Z
9: else

10: Leop < 0
11: end if

122 L« QCmse + /\ordf’Cord + ACCCOCCCC + AcohOC'coh
13: update adapters, heads, and w by AdamW on V.L

4. Experimental Setup
4.1. Datasets

ELLIPSE. The English Language Learner Insight, Proficiency and Skills Evaluation
corpus contains argumentative essays written by L2 English learners in grades 8 to 12, each
scored by trained raters on a holistic Overall dimension and six analytic traits (cohesion,
syntax, vocabulary, phraseology, grammar, and conventions) on a 1.0 to 5.0 scale in steps
of 0.5 [20]. Our experiments use a study dataset of 3911 essays from ELLIPSE, evaluated
with 5-fold cross-validation: each fold serves once as the test set, and within the remaining
data, we hold out 10% as a validation set for model selection. We report the mean and
standard deviation over the five folds. The cross-validation and internal-validation partitions
are generated once with a fixed seed and are shared by every model, so all methods see
identical splits.

Write & Improve (W&I). The Write & Improve learner data from the BEA-2019 shared
task provides short learner texts, each annotated with a CEFR proficiency band [21]. We
map the fine-grained labels to the six standard levels Al, A2, B1, B2, C1, and C2 and
treat proficiency as a six-way ordinal target. We use the official training split of 3000 texts
and evaluate on the 300-text development split, and we report the mean and standard
deviation over three random seeds. This second dataset differs from ELLIPSE in genre,
label granularity, and rating scheme, which tests whether the ordinal components of PROSE
transfer beyond analytic trait scoring.

Sequence length and truncation. All models truncate the tokenised input to the first
512 subword tokens (Section 3). Because this can discard the end of a long essay, we mea-
sured the token-length distribution with the DeBERTa-v3 tokeniser (Table 1). On ELLIPSE,
the median essay is 456 tokens, and 38.5% of essays exceed 512 tokens, so truncation is
not negligible; on W&, the texts are much shorter, and only 2.8% exceed the limit. We
retain the 512-token window for comparability with standard encoder setups and because
it is applied identically to every model, so it does not favour PROSE over the baselines;
Section 5.5 compares performance on truncated and non-truncated essays, and we return
to this as a limitation in Section 6.
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Table 1. Token-length distribution (DeBERTa-v3 tokeniser, including special tokens) and the fraction
of texts exceeding the 512-token window.

Corpus Median Mean 95th Percentile Max % >512

ELLIPSE 456 487 879 1428 38.5%

Write & Improve 204 218 422 2176 2.8%
4.2. Metrics

We report quadratic weighted kappa (QWK), the standard agreement metric for

ordered scores [26], as the primary metric. For K bands it is defined as

T e R 5 i (16

Zi,]- w;; Ej; 7 (K —-1)2

where O;; counts essays with human band i and predicted band j, and E;; is the agreement
expected by chance from the marginal distributions. Continuous predictions are rounded
to the nearest rubric band before computing QWK. We also report Pearson correlation,
root mean squared error (RMSE), and mean absolute error (MAE) between predicted and
gold scores. For ELLIPSE, all metrics are averaged over the seven dimensions, and we
additionally report per-trait QWK. For W&I, we report QWK, accuracy, and MAE over the
six ordinal levels.

Statistical testing. Because every model is trained and evaluated on identical folds,
the design is paired. For the primary metric, we therefore compare PROSE against the
regression baseline with a paired two-sided t-test over the five folds (and, as a distribution-
free check, the Wilcoxon signed-rank test), and we report the mean fold-wise difference
with a 95% confidence interval and the paired effect size (Cohen’s d,). We apply the same
paired comparison to the ablation variants and to the per-trait results. With five folds, the
smallest attainable two-sided Wilcoxon p-value is 0.0625, so we read the signed-rank test
only as a consistency check on the sign of the difference and rely on the t-test and effect
size for inference. Two further cautions apply. First, the five fold-wise estimates are not
independent, because any two folds share three-quarters of their training data, and the
plain paired t-test then understates the variance of the difference. We therefore also report
the corrected resampled t-test of Nadeau and Bengio [38], which estimates the variance
of the mean difference as (1/k + fleq/Mirain)s5 rather than s2/k, where s3 is the sample
variance of the fold-wise differences (here k = 5 and #,.q;/ain = 783/2816). Second, the
per-trait comparisons form a family of seven tests, so we adjust their p-values with the
Holm step-down procedure [39]. We treat the mean-QWK comparison as the single pre-
specified confirmatory test; the per-trait, ablation, sensitivity, and subgroup comparisons are
exploratory and are reported to describe where the effect lies, not to establish further claims.
With only five folds, all of these tests have limited power, and we interpret non-significant
results as inconclusive rather than as evidence of no effect.

4.3. Baselines

We compare PROSE against three fine-tuned baselines that share the same encoder,
adapters, pooling, and training schedule and differ only in the head and loss: a regression
head trained with mean squared error (Reg), a classification head trained with cross-entropy
over the bands (Cls), and a pure soft-ordinal head trained with L 4 alone (SOrd (CE),
the cross-entropy-against-soft-target objective of Section 3). We further compare against
zero-shot prompting of three strong instruction-tuned LLMs, GPT-5.4, Claude-Sonnet-4-6,
and DeepSeek-Chat, which receive the rubric and the essay and are asked to return the
seven scores as JSON, with no task-specific training and temperature set to zero. These
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baselines isolate the effect of the training objective under a fixed architecture; we discuss
the relationship to externally published AES systems, which use different splits and targets,
in Section 6.

4.4. Implementation

All fine-tuned models use DeBERTa-v3-base as the encoder unless stated otherwise.
Table 2 summarises the model configuration and the split between frozen and trainable
parameters, and Table 3 lists the training hyperparameters, which are shared by PROSE
and all fine-tuned baselines. Within each fold, we select the checkpoint with the best
QWK on that fold’s held-out validation subset only; the test fold is never used for model
selection. The selected epoch varies across folds (ranging from epoch 4 to 7 on ELLIPSE),
confirming that selection is driven by validation performance rather than by a fixed schedule.
No preprocessing, tokenisation, or label transformation is fitted on the data: we use the
pretrained tokeniser as released and map labels to band indices by a fixed rule, so there
is no statistic estimated across the pool before cross-validation. Experiments run on a
single NVIDIA A800 GPU, and each cross-validation fold trains in about seven minutes.
Quantitative compute figures are reported in Section 6.

Table 2. Model configuration. The output heads are sized for ELLIPSE (T = 7 dimensions, K = 9
bands); for Write & Improve, there is a single rubric dimension (T = 1, K = 6), and the coherence
weights are dropped.

Component Configuration
Backbone DeBERTa-v3-base
Transformer layers 12

Hidden size d 768

Attention heads 12

Feed-forward size 3072

Backbone parameters (frozen) ~184 M
Low-rank adapters (trainable) ~2.7M

Regression head (trainable)
Soft-ordinal head (trainable)
Coherence weights (trainable)
Trainable share of all parameters

T x (d + 1) parameters

T x K x (d + 1) parameters
T — 1 parameters

z1.50/0

Table 3. Training hyperparameters, shared by PROSE and all fine-tuned baselines.

Hyperparameter Value

Maximum sequence length 512 tokens

LoRA rank r 16

LoRA scaling & 32

Adapted projections query, key, value, dense
Dropout 0.1

Optimiser AdamW

Peak learning rate 2x107°
Learning-rate schedule one-cycle

Epochs 8

Batch size 16

Weight decay 0.01

Precision bfloat16

Soft-ordinal temperature T 1.0

Loss weights A 4, Acccs Acon~ 0.5,0.5, 0.3

Model selection best validation QWK
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Hyperparameter selection. The loss weights (A,.q, Acces Acon) Were chosen by a small
grid over {0.3,0.5,1.0} on the fold-0 validation subset only, before any test fold was examined,
and were then frozen at (0.5,0.5,0.3) for all folds and for both datasets; no per-fold or per-
dataset retuning was performed. We should be precise about what this guarantees. The
fold-0 validation subset is a random 10% of the fold-0 training portion, so it is disjoint from
the fold-0 test set but its essays do appear in the test sets of folds 1-4. Weight selection
therefore never looked at a test fold, but for folds 14 it is not strictly nested. We consider
the resulting optimism small for three reasons: the grid was coarse (three values per
weight), the selection used validation QWK and never test scores, and PROSE also beats
the regression baseline on fold 0, whose test essays had no contact with the selection (0.651
against 0.644). The sensitivity analysis in Section 5.5 adds a fourth: the result changes little
across the grid, so the reported performance does not depend on a lucky choice of weights.
The remaining hyperparameters (LoRA rank, scaling, learning rate, dropout, epochs, batch
size, and the soft-ordinal temperature 7) were set to standard values and held fixed; we
report a sensitivity analysis for T and for encoder scale in Section 5, and a sensitivity analysis
of the three loss weights in Section 5.5.

To keep the comparison fair, every fine-tuned model shares the same data splits,
encoder, adapters, optimiser, schedule, and number of epochs, and differs only in the head
and loss. The cross-validation folds and the internal validation split are drawn with fixed
seeds so that all models see the same partitions, and the reported figures are means over
folds or seeds with standard deviations. For the concordance term, which is estimated
over each mini-batch, we use the same batch size for all models so that the estimate is
computed under identical conditions. The zero-shot large language models are evaluated
on the first 400 essays of the fold-0 test set with a single rubric prompt and temperature zero.
The exact protocol is as follows, so that the experiment can be reproduced. Each model is
queried through an OpenAl-compatible chat interface with the system message carrying a
brief rubric summary and the instruction to return a compact JSON object with the seven
scores, and the user message carrying the essay text truncated to 6000 characters; decoding
uses temperature 0 and a 200-token cap. The returned text is parsed by extracting the first
brace-delimited JSON object and reading the seven fields; a malformed reply triggers up to
three attempts in total, and any remaining failure falls back to the prior mean (3.0), though
in practice, all 400 replies parsed successfully for every model. Parsed scores are clamped
to [1.0,5.0] and rounded to the nearest half band, matching the rubric granularity. The
model identifiers are gpt-5.4, claude-sonnet-4-6, and deepseek-chat, queried in a single
evaluation run; the full prompt text and parser are released with the code (Supplementary
Material S1 and Data Availability). Both datasets can be obtained from the official sources
listed in the Data Availability Statement. Reproducing the saved row-index splits requires
retaining the exact processed input ordering.

5. Results
5.1. Main Results

Table 4 reports the analytic scoring results on ELLIPSE, averaged over the seven rubric
dimensions and five cross-validation folds. PROSE achieves a higher quadratic weighted
kappa than the three fine-tuned baselines, ties the regression baseline on Pearson corre-
lation, and yields numerically lower RMSE and MAE. The QWK improvement over the
regression baseline, although modest in absolute terms (from 0.646 to 0.661), is consistent
and statistically reliable: the mean fold-wise difference is +0.015 with a 95% confidence
interval of [0.007,0.023], a paired t-test gives t(4) = 5.1, p = 0.007, and the paired effect size
is large (d, = 2.3); all five folds improve, so the Wilcoxon signed-rank test attains its n = 5
floor of p = 0.0625. RMSE and Pearson correlation show no statistically significant change
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(RMSE —0.002, p = 0.28; Pearson unchanged, p = 0.72), so we claim an improvement in
agreement with human ratings specifically, not in every metric. Table 5 collects these paired
comparisons. Under the corrected resampled test, which accounts for the overlap between
training folds, the QWK gain remains significant (p = 0.030). In practical terms, the gain
is modest: pooled over all out-of-fold predictions, PROSE places 40.6% of scores in the
exact human band against 40.1% for the regression baseline, and the share within 0.5 score
points is the same (88.9%). The improvement is therefore best read as a consistent shift in
agreement with human ratings rather than as a change that a single teacher would notice
essay by essay. Section 5.5 checks that the gain holds in every fold and on subsets of the
test data. The classification baseline is clearly weaker, which confirms that discarding the
order of the bands wastes signal. The pure soft-ordinal model improves the error metrics
over classification but does not by itself beat regression on kappa, which motivates the
multi-objective design of PROSE. Figure 3a summarises the comparison and adds the root
mean squared error on a second axis, which falls as the agreement rises.

Table 4. Analytic scoring on ELLIPSE (mean + descriptive standard deviation over five folds, seven
dimensions; descriptive standard deviations use divisor ). The upper block reports 5-fold cross-
validation; the lower block reports zero-shot LLMs on the first 400 fold-0 test essays, with PROSE and
Reg re-evaluated on that identical 400-essay subset for a like-for-like comparison (Section 5.2). The
best fine-tuned values are shown in bold; bold in the model column identifies the proposed method.
1: higher is better (QWK and Pearson); |: lower is better (RMSE and MAE). Italic rows separate the
two evaluation settings.

Model QWK 1 Pearson 1 RMSE | MAE |
5-fold cross-validation (full test folds )

Cls (CE) 0.536 £ 0.008 0.684 + 0.005 0.481 + 0.007 0.385 £ 0.004
SOrd (CE) 0.597 £ 0.010 0.693 £ 0.005 0.475 £ 0.005 0.382 £ 0.003
Reg (MSE) 0.646 = 0.006  0.709 + 0.004 0.471 +0.004 0.377 + 0.002
PROSE (full) 0.661 + 0.007 0.709 £ 0.004 0.469 + 0.004 0.375 *+ 0.002
Identical 400-essay fold-0 subset

Reg (MSE), 400 0.616 0.688 0.472 0.379
PROSE (full), 400 0.627 0.687 0.475 0.382
GPT-5.4 (zero-shot) 0.206 0.504 0.996 0.851
DeepSeek-Chat (zero-shot) 0.184 0.512 1.036 0.894
Claude-Sonnet-4-6 (zero-shot) 0.128 0.548 1.358 1.250

Table 5. Paired comparison of PROSE and the regression baseline on ELLIPSE across the five folds. A
is the mean fold-wise difference (PROSE — Reg) with its ordinary paired-t 95% confidence interval; p
is from a paired two-sided f-test; p,; is the Nadeau-Bengio corrected resampled f-test for the three
mean-metric rows and the Holm-adjusted p-value for the seven per-trait rows; d, is the paired effect
size. Per-trait rows are for QWK and are exploratory.

Comparison Reg PROSE A (95% CI) P Pad; d,

QWK (mean) 0.646  0.661 +0.015 [0.007,0.023] 0.007  0.030 228
RMSE (mean) 0.471 0.469 —0.002 [-0.006,0.002] 0.28 046 —0.56
Pearson (mean) 0.709  0.709  —0.000 [—0.003,0.002] 0.72 0.81 —0.18
QWK Opverall 0.713 0.719 +0.006 [-0.001,0.013]  0.063 0.19 1.14

QWK Cohesion 0577  0.599 +0.022 [0.010, 0.034] 0.007  0.037 224
QWK Syntax 0.639 0.655 +0.016 [0.014,0.019]  <0.001 0.001  7.30
QWK Vocabulary  0.622 0.642 +0.020 [-0.007,0.046] 0.11 0.19 0.93
QWK Phraseology  0.657  0.675 +0.018 [0.007,0.029] 0.012 0.047 197
QWK Grammar 0.663 0.676 +0.013 [-0.002,0.027]  0.074 0.19 1.08
QWK Conventions  0.650 0.661 +0.011 [0.006,0.017] 0.004 0.022 273

Table 6 reports proficiency classification on the Write & Improve CEFR data, averaged
over three seeds. This task is easier to rank than analytic trait scoring, because the CEFR
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bands are well separated, and the quadratic weighted kappa is high (~0.85-0.87) for all of
the fine-tuned models, which leaves little room to separate the strongest methods. In this
regime, PROSE is statistically indistinguishable from the regression baseline on agreement
(0.865 against 0.866; paired f-test over the three seeds p = 0.85) and on accuracy (both
0.537), and it clearly outperforms classification and pure ordinal training, whose kappa
values fall to 0.858 and 0.848. We therefore do not claim an improvement over the strongest
baseline on this dataset: the observed difference is small and not statistically significant.
We note that PROSE’s QWK standard deviation across seeds is larger than the regression
baseline’s (0.007 against 0.001; see the per-seed values in Table 6), which we attribute to the
additional loss terms interacting with the small 300-text development set; the conclusion
we draw is the weaker one that the ordinal components can be applied to a different label
scheme, with no statistically significant difference from regression detected in these runs.
Figure 3b shows the same comparison.

(a) ELLIPSE: agreement and error (b) W&I: QWK and accuracy

70 r 0.50 0.88 ~ r 0.56
-8 RMSE (right) 0.661 -8~ Accuracy (right) 0.865
0.646
0.65 r 0.49
>
« 0.597 g
= 0.60 I 0.48 5
o e}
O
<
0554 0336 F0.47
0.50 - - 0.46
Cls SOrd Reg PROSE Cls SOrd Reg PROSE

(c) Banded error breakdown on ELLIPSE (identical 400 fold-0 essays, seven dimensions pooled)

PROSE GPT-5.4 DeepSeek-Chat Claude-Sonnet-4-6
o Ny, , I
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(d) Case study: low-scoring essay (e) Case study: high-scoring essay
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Figure 3. Results overview. (a) ELLIPSE: quadratic weighted kappa of the fine-tuned models (bars,
standard-deviation error bars) with root mean squared error on the right axis. (b) Write & Improve:
quadratic weighted kappa with accuracy on the right axis. (c¢) Banded error on ELLIPSE, pooled
over the seven dimensions: share of scores with absolute errors of 0, 0.5, and at least 1.0 score points,
respectively, for PROSE and the three zero-shot large language models; the fine-tuned and zero-
shot results in this panel are computed on the same 400 fold-0 essays (n = 400 for every system).
(d,e) Illustrative analytic profiles for a low-scoring and a high-scoring essay; PROSE follows the human
profile, while the zero-shot model systematically assigns lower scores. Panels (d,e) are hand-picked
examples (Section 5.6); the distributional evidence for all 400 evaluation essays is in Section 5.6.
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Table 6. Proficiency classification on Write & Improve (CEFR, six ordinal levels). Per-seed QWK is
shown for the three random seeds, followed by the mean + descriptive standard deviation of each
metric (divisor n = 3). Best mean result in bold. 1: higher is better; |: lower is better.

QWK per Seed
Model sl s2 s42 QWK 1 Accuracy 1 MAE |
Cls (CE) 0.858 0.861 0.857 0.858 +£0.002 0.527 £ 0.005 0.524 + 0.004
SOrd (CE) 0.842 0.857 0.845 0.848 +£0.006 0.502 +0.008 0.548 + 0.010
Reg (MSE) 0.867 0.865 0.867 0.866 + 0.001 0.537 + 0.005 0.517 + 0.007
PROSE (full) 0.865 0.873 0.857 0.865+ 0.007 0.537 + 0.007 0.517 + 0.008

5.2. Comparison with Zero-Shot Large Language Models

The lower block of Table 4 reports three strong instruction-tuned models prompted
zero-shot, together with PROSE and the regression baseline re-evaluated on the identical
400 fold-0 essays, so that all five systems are compared on exactly the same texts. On this
common subset, PROSE reaches QWK 0.627 and the regression baseline 0.616; both are
lower than their cross-validation means on this subset, but the ordering of the two fine-
tuned models is the same as in cross-validation (Section 5.5), whereas the three zero-shot
models reach only 0.13 to 0.21. All three zero-shot models trail the task-specific fine-tuned
models by a wide margin on every metric, and their RMSE and MAE are more than twice
as large. This is consistent with reports that large language models are fluent but poorly
calibrated raters [16,19]. Section 6 and the distributional analysis in Section 5.6 explain the
gap: the zero-shot models produce less variable scores and lower mean scores than the
human raters. The result is a practical one, and we state it narrowly: under the conditions
tested, a few-hundred-million-parameter encoder adapted with a small number of trainable
weights on labelled data is a stronger analytic rater than the general-purpose models used
zero-shot. Because the fine-tuned models are supervised on ELLIPSE while the LLMs
are not, this comparison reflects task-specific supervision and objective design together
and does not isolate model scale; the parameter counts of the commercial models are not
publicly disclosed, so we avoid quantifying the scale difference.

5.3. Ablation Study

Table 7 isolates the contribution of each component of PROSE on ELLIPSE, and Figure 4
plots the same numbers. The concordance term is the main driver of the gain in quadratic
weighted kappa: removing it lowers the kappa from 0.661 to 0.652, a paired drop of 0.009
that is statistically significant (p < 0.001, d, = 4.0; p = 0.004 under the corrected resampled
test) and accounts for most of the difference between PROSE and the plain regression
baseline at 0.646. This matches the mechanism seen in the distributional analysis, where
the concordance term keeps the spread of predictions close to that of the human ratings
rather than letting squared error pull them toward the centre. The soft-ordinal auxiliary
contributes a smaller gain, from 0.659 without it to 0.661, that is positive on four of five folds
but does not reach significance under the paired test (A = +0.002, p = 0.07; p = 0.19 under
the corrected test); we therefore describe it as a small and consistent-in-sign gain rather than
a statistically established one. In practical terms, a 0.002 change in QWK is negligible, and
we do not claim that the soft-ordinal term is an important part of the method: it costs one
extra linear head during training and nothing at inference, which is why we keep it, but the
evidence for its benefit is weak. The term is better described as an inexpensive regulariser
with no statistically significant effect detected in this experiment than as a source of the
improvement, and the loss-weight analysis in Section 5.5 is consistent with this reading.
The trait-relational coherence term has a neutral effect on aggregate agreement (removing it
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changes QWK by +0.001, p = 0.18, i.e., not distinguishable from zero); we retain it because
it enforces consistency between the analytic traits and the holistic score at no measurable
cost, and we are explicit that it is included for this consistency rather than for a predictive
gain; as Section 5.5 shows, its learned coefficients remain uniform, so the consistency it
enforces is with the plain average of the traits. In short, the concordance term carries the
statistically supported improvement, the soft-ordinal term adds a small consistent-in-sign
effect, and the coherence term is retained for output consistency. The full combination stays
within one standard deviation of the best tested variant on both agreement and error; these
removal ablations do not establish whether any added term is sufficient on its own.

Table 7. Component ablation on ELLIPSE (mean * descriptive standard deviation over five folds,
using divisor 7). Coh: trait-relational coherence; Ord: soft-ordinal auxiliary; CCC: concordance term.
The last column reports the paired t-test p-value for the change in QWK relative to the full model. A
minus sign denotes removal of a component. Bold identifies the proposed full model and its QWK. 1:
higher is better; |: lower is better.

Variant QWK 1 RMSE | Pearson 1 p vs. Full
PROSE (full) 0.661 + 0.007  0.469 + 0.004 0.709 + 0.004 —

— CCC 0.652 + 0.006 0.468 + 0.004 0.708 + 0.004 0.0009

— Ord 0.659 £ 0.006 0.468 = 0.004 0.710 £ 0.003 0.07

— Coh 0.662 + 0.007  0.468 + 0.004 0.709 £+ 0.004 0.18
Reg (all terms off)  0.646 + 0.006 0.471 + 0.004 0.709 £+ 0.004 0.007

Component ablation (ELLIP086|§1)

PROSE (full) - @
0.652
PROSE — CCC A1 L
0.659
PROSE — Ord A L
0.662
PROSE — Coh ~ @
0.646
Reg (all off) L

T T T T T T
0.640 0.645 0.650 0.655 0.660 0.665
QWK

Figure 4. Component ablation on ELLIPSE. Removing the concordance term costs the most agreement
(and is the only component whose removal significantly lowers QWK), removing the soft-ordinal
term costs a little, and removing the coherence term changes the result within noise. The red point
marks the full model; blue points mark the ablation variants and regression baseline; grey error bars
show descriptive standard deviations across folds.

5.4. Per-Trait Agreement and Sensitivity

Figure 5 reports quadratic weighted kappa for each of the seven ELLIPSE dimensions.
PROSE improves or matches the regression baseline on every trait, so the gains are consistent
rather than concentrated on one dimension; the per-trait paired tests in Table 5 show that
the improvement is individually significant on four traits (Cohesion, Syntax, Phraseology,
Conventions), which remain significant after Holm correction (adjusted p from 0.001 to
0.047) and positive but not significant on the other three. We regard these per-trait results
as exploratory. Table 8 examines two design choices. Using the same three folds (0-2)
for every setting, varying the soft-ordinal temperature 7 over {0.5,1.0,2.0} changes QWK
only slightly (0.658-0.659), while mean RMSE rounds to 0.467 for all three values. The
default does not achieve the highest QWK on these folds, and these results do not establish a
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performance advantage for a particular temperature. On the same folds, replacing the base
encoder with DeBERTa-v3-large changes PROSE QWK from 0.658 to 0.660; the difference
is small relative to the observed fold-to-fold variation. At the larger scale, PROSE and the
regression baseline also have similar QWK, suggesting that comparable performance is
possible with either tested encoder size.

Table 8. Sensitivity of PROSE on ELLIPSE (mean + descriptive standard deviation, divisor n = 3,
over the same folds 0-2): soft-ordinal temperature 7 (top) and encoder scale (bottom). 1: higher is
better; |: lower is better.

Setting QWK 1 RMSE |

T=05 0.659 £ 0.003 0.467 + 0.002
T = 1.0 (default) 0.658 £ 0.005 0.467 £ 0.001
T=20 0.659 + 0.006 0.467 £ 0.001
Reg, DeBERTa-v3-base 0.647 + 0.004 0.469 £ 0.003
PROSE, DeBERTa-v3-base 0.658 £ 0.005 0.467 + 0.001
Reg, DeBERTa-v3-large 0.657 £ 0.005 0.464 + 0.008
PROSE, DeBERTa-v3-large 0.660 £ 0.006 0.466 £ 0.004

Per-trait agreement on ELLIPSE

0.70 +
0.65
=
C 0.60 4
0.55 4
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Figure 5. Per-trait quadratic weighted kappa on ELLIPSE. PROSE improves or matches the regression
baseline on all seven dimensions; see Table 5 for the per-trait fold-wise differences, confidence intervals,
and significance.

5.5. Robustness and Diagnostic Analyses

The analyses in this subsection use per-essay predictions from a re-run of PROSE
and the regression baseline with the same code, seeds, and folds as the main experiments,
extended only to save the test predictions, the token counts, and resource measurements.
The re-run reproduces the original fold-wise QWK to within +0.0006 (Table 9), so the
conclusions below apply to the models reported in Table 4. Pooling the five test folds gives
one out-of-fold prediction for each of the 3911 ELLIPSE essays.

Consistency across folds and evaluation subsets. Table 9 lists QWK by fold. PROSE
is ahead of the regression baseline in all five folds, by between +0.007 (fold 0) and +0.022
(fold 3). On the 400-essay subset used for the LLM comparison, PROSE is also ahead
(0.627 against 0.616; bootstrap 95% interval of the difference [0.001,0.022]), as it is on the
remaining 383 essays of fold 0 (0.673 against 0.669). To see how much a 400-essay sample
can move the comparison, we drew 200 random 400-essay subsets from each test fold (1000
in total): PROSE has the higher QWK in 99.6% of them, with a mean difference of +0.015
and a 90% range of [0.005,0.025]. A subset of this size can therefore shift the difference by
about +0.01, but the sign is stable.
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Table 9. Fold-wise QWK on ELLIPSE for the regression baseline and PROSE (original runs), with the
QWK of the re-runs used for the diagnostic analyses.

Fold 0 Fold 1 Fold 2 Fold 3 Fold 4 Mean

Reg (original) 0.644 0.653 0.644 0.637 0.651 0.646
PROSE (original) 0.651 0.664 0.658 0.659 0.673 0.661
A (PROSE — Reg)  +0.007 +0.010 +0.014 +0.022 +0.022 +0.015

Reg (re-run) 0.644 0.654 0.644 0.636 0.652 0.646
PROSE (re-run) 0.651 0.664 0.658 0.658 0.673 0.661

Sensitivity to the loss weights. Table 10 varies each loss weight while the other two
stay at their default values and also crosses A4 and A on a 3 x 3 grid over {0.25,0.5,1.0}
(Figure 6a). Every configuration is trained on folds 0-2, as for the temperature analysis in
Table 8, and is compared with the default and the regression baseline on the same three
folds. Every one of the ten settings beats the regression baseline on all three folds, and
mean QWK stays between 0.653 and 0.664, against 0.658 for the default and 0.647 for the
baseline, so the gain does not depend on a narrow choice of weights. The weights matter
to different degrees. The coherence weight has no visible effect (0.658 at both 0.1 and
1.0). The soft-ordinal weight has little effect (0.655-0.658 from 0.25 to 1.0), in line with the
ablation. The concordance weight is the one that matters: lowering it to 0.25 reduces QWK
to 0.653-0.655, and raising it to 1.0 increases QWK to 0.660-0.664 at a slightly higher RMSE.
The 3 x 3 grid shows no strong interaction between the ordinal and concordance terms: in
each row, QWK rises with A .., and changing the ordinal weight moves QWK by at most
0.004 at a fixed concordance weight. The default is therefore not the best setting on these
folds. A larger concordance weight would trade a little calibration for agreement, which
matches the trade-off described for 7, but these exploratory comparisons use only three
folds, and we do not re-tune the reported model.

Table 10. Sensitivity of PROSE to the loss weights on ELLIPSE (mean * standard deviation over folds
0-2; the default and Reg rows are computed on the same three folds). Rows vary one weight from
the default (A4, Acccs Acon) = (0.5,0.5,0.3); “Folds > Reg” counts folds in which the configuration
beats the regression baseline, and p is the paired ¢-test against the default. 1: higher is better; |: lower
is better.

Configuration QWK 1 RMSE | Folds > Reg p vs. Default
Default (0.5,0.5,0.3)  0.658 £ 0.006 0.467 £ 0.001 3/3 —
Aorg = 0.25 0.658 + 0.006 0.466 + 0.002 3/3 0.12
Aora = 1.0 0.655 + 0.006 0.468 % 0.005 3/3 0.51
Acce = 0.25 0.655 £ 0.005 0.466 + 0.002 3/3 0.21
Aeee = 1.0 0.662 £ 0.007 0.469 + 0.001 3/3 0.02
Acoh = 0.1 0.658 £ 0.006 0.467 + 0.001 3/3 0.59
Acoh = 1.0 0.658 + 0.005 0.467 + 0.002 3/3 0.67
Aord = Aece = 0.25 0.655 £ 0.007  0.465 + 0.002 3/3 0.06
Aord = 0.25, A =1.0 0.664 + 0.008 0.467 £ 0.002 3/3 0.03
Aord = 1.0, A =025 0.653 £ 0.006 0.470 £+ 0.003 3/3 0.27
Aord = Aeee = 1.0 0.660 + 0.004 0.470 %+ 0.006 3/3 0.34
Reg (all weights 0) 0.647 £ 0.006  0.469 + 0.003 — 0.03

Truncated and non-truncated essays. Of the 3911 essays, 1507 (38.5%) exceed 512 to-
kens and are truncated. Both models score them less accurately (Table 11): QWK falls from
0.656 to 0.634 for PROSE and from 0.640 to 0.620 for the regression baseline, and RMSE
rises by about 0.03. The drop is similar for the two models, so the gain of PROSE over the
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baseline is about the same for long essays (+0.015) as for short ones (+0.016; paired test
across folds p = 0.74). Part of the drop is not caused by truncation itself: long essays have
higher and less variable human scores (mean Overall 3.28 against 2.99), which lowers kappa
for any rater. Among the truncated essays, the share of text that is cut off is not related to
the absolute error (Spearman p = 0.025, p = 0.32). Performance is lower on essays subject
to truncation for both models, but this observational comparison does not isolate the causal
effect of removing the end of an essay; the relative advantage of PROSE is similar in the two
length groups.

Learner subgroups. ELLIPSE records gender, race/ethnicity, socioeconomic status,
and grade. Table 11 reports QWK and mean signed error (prediction minus human score,
averaged over the seven dimensions) for every group with at least 100 essays; smaller
groups are not reported because their estimates are too noisy. PROSE has a higher QWK
than the regression baseline in every group, and in every group, both models over-score
slightly, by 0.06-0.12 score points on average, with PROSE closer to zero. Raw differences
in signed error between groups are not significant for gender, ethnicity, or socioeconomic
status. Because groups differ in their score distributions, and any regressor over-scores
weak writers and under-scores strong ones, we also tested the error after removing its linear
dependence on the human Overall score. On this adjusted error, gender (p = 0.21) and
socioeconomic status (p = 0.95) show no difference, ethnicity is borderline for PROSE
(p = 0.036; regression baseline p = 0.074), with the largest adjusted error, +0.036 points, for
the 286 White students, and grade shows a clear difference for both models (p < 0.001):
after adjustment, grade 11 essays are over-scored by 0.038, and grade 12 essays under-scored
by 0.044 points. The grade effect is observed for both models and is therefore not specific to
the PROSE objective; its underlying cause is not isolated by this analysis, but it is the kind
of systematic difference that a deployment would have to monitor.

Table 11. QWK (mean of seven dimensions) and mean signed error (prediction — human, in score
points) by essay length and learner subgroup from the pooled out-of-fold predictions on all 3911 EL-
LIPSE essays. Groups with fewer than 100 essays are omitted. Italic rows identify grouping variables.
1: higher QWK is better.

QWK 1 Signed Error
Group n Reg PROSE Reg PROSE
Essay length
<512 tokens 2404 0.640 0.656 +0.110 +0.087
>512 tokens (truncated) 1507 0.620 0.634 +0.092 +0.079
Gender
Female 1721 0.662 0.676 +0.097 +0.080
Male 2190 0.631 0.646 +0.108 +0.087
Race fethnicity
Asian/Pacific Islander 482 0.654 0.662 +0.078 +0.067
Black/African American 321 0.642 0.659 +0.091 +0.078
Hispanic/Latino 2767 0.634 0.649 +0.107 +0.085
White 286 0.693 0.713 +0.119 +0.106
Socioeconomic status
Economically disadvantaged 2709 0.626 0.642 +0.109 +0.088
Not economically disadvantaged 1202 0.684 0.695 +0.090 +0.073
Grade
Grade 8 975 0.602 0.618 +0.108 +0.089
Grade 10 214 0.680 0.695 +0.091 +0.071
Grade 11 1377 0.656 0.672 +0.122 +0.107
Grade 12 1319 0.643 0.656 +0.082 +0.057
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Feature-level behaviour. To see which properties of the text the predictions follow,
we correlated the predicted and the human Overall scores with five indices distributed
with ELLIPSE: number of words, sentences, and paragraphs, the measure of textual lexical
diversity (MTLD), and the type-token ratio. PROSE follows the same cues as the human
raters, but more strongly. Its predictions correlate with the number of sentences at p = 0.47
(human scores 0.38) and with MTLD at 0.45 (human 0.35), and the five indices together
explain 35% of the variance of its predictions but only 23% of the variance of the human
scores. The regression baseline behaves the same way. The prediction errors are only weakly
related to these indices (|o| < 0.054), so the models are not simply rewarding length, but
they lean on length and lexical diversity more than human raters do, and an essay that is
long and lexically varied but weak in other respects may be over-scored. This analysis is
global and correlational; it does not explain individual predictions. Checking a learned
predictor against independent, interpretable evidence is common in other data-driven fields,
for example, when candidate biomarkers mined from data are then validated experimen-
tally [40], or when heterogeneous features are mapped into a common representation before
learning [41]; an instance-level attribution analysis of PROSE along these lines is left for
future work.

Learned coherence coefficients. Table 12 reports the coefficients a of the coherence
term. In all five folds, they stay within 0.0006 of the uniform value 1/6 =~ 0.167 at which
they are initialised, and their fold-to-fold standard deviation is below 10~%. They are stable,
but this is because they hardly move: with the small learning rate used for all parameters,
the term in practice ties Overall to the plain average of the six traits. This average is a
reasonable target for ELLIPSE, where the six traits correlate almost equally with Overall
(r = 0.77-0.81; normalised to sum to one, 0.163-0.171), but it differs from the least-squares
weights of Overall on the traits (0.140-0.202), which give more weight to Cohesion, Syntax,
and Vocabulary. The coefficients should therefore not be read as estimates of how much
each trait contributes to the holistic score. What the term does achieve is consistency: the
mean absolute gap between the predicted Overall score and the average of the predicted
traits is 0.035 for PROSE against 0.062 for the regression baseline (human scores: 0.206).
Learning the coefficients with a larger learning rate, or fixing them to empirically estimated
weights, are simple alternatives that we did not test.

(b) Agreement by subgroup (c) Score-adjusted bias
<512 tokens o *—o - m
>512 tokens o - ._'—0—-._.
Female [ o ) - :.D:
(a) QWK vs. loss weights Male e . ==
0.665 Hispanic/Latino - e o - _'—.'._:
0653 0655 0.660 Asian/Pac. Isl. [ 2] - e
(JES) 058 o.c02 || B'ac"m\'/'v:l: oo o : .':_._._._._‘:._.
0,655 (MY (| og50 ~ Econ-disadv. | @@ T ==
Not disadv. [ ] n :‘a:
025 05 1.0 Grade 8 {0—@ . fars )
Acce Grade 10 - ) 1
. o baseline (R Grade 11 oo . i =
I on In 1
o ommentene) o]  ee 1==
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QWK (mean of 7 dimensions) Adjusted signed error (points)

Figure 6. Robustness and diagnostic analyses on ELLIPSE. (a) Mean QWK over folds 0-2 on the
Agrd X Aeee grid (Aon = 0.3); the black rectangle marks the default setting, and the regression baseline
reaches 0.647 on the same folds. (b) QWK of PROSE and the regression baseline by essay length and
learner subgroup (pooled out-of-fold predictions). (¢) Mean signed error after removing its linear
dependence on the human Overall score, by subgroup; error bars are 95% confidence intervals.
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Table 12. Learned coherence coefficients a (mean + standard deviation over five folds) compared
with the trait-Overall correlations in ELLIPSE, normalised to sum to one, and with the normalised
least-squares weights of Overall on the six traits.

Trait Learned a Normalised Normalised OLS
Correlation Weight
Cohesion 0.1664 + 0.00002 0.166 0.184
Syntax 0.1667 + 0.00003 0.171 0.192
Vocabulary 0.1666 + 0.00003 0.167 0.202
Phraseology 0.1672 £ 0.00004 0.169 0.140
Grammar 0.1664 + 0.00002 0.164 0.141
Conventions 0.1668 £ 0.00005 0.163 0.141

5.6. Distributional Analysis and Illustrative Cases

We first assess score compression and downward bias quantitatively over the full
evaluation sample, and only then show hand-picked essays as illustration. Table 13 re-
ports, for the human raters, PROSE, and the three zero-shot models, the mean, standard
deviation, and range of the predicted scores on the identical 400 fold-0 essays for every
system, including the regression baseline, together with the ratio of the prediction standard
deviation to the human standard deviation. The human Overall scores have a standard
deviation of 0.61; PROSE reproduces 0.81 of this spread and keeps its mean close to the
human mean (3.18 against 3.07); the regression baseline behaves similarly (0.80), whereas
the three large models compress the spread to 0.54-0.66 of the human value and shift their
mean well below the human centre, to between 1.84 and 2.42. The pattern is the same when
pooled over all seven traits, where the spread ratio is 0.77 for PROSE, 0.73 for the regression
baseline, and 0.58-0.61 for the zero-shot models. This is direct, selection-free evidence
for the score compression and downward bias we describe: the zero-shot models both
flatten the distribution and score too harshly, which is why their error is several times larger
even though their outputs read as plausible. The banded-error breakdown in Figure 3c,
computed on the identical 400 essays, tells the same story: PROSE places 40% of its scores
in the exact human band and 88% within 0.5 score points, whereas the zero-shot models
reach only 2-13% exact agreement and miss by 1.0 score point or more on roughly half to
four-fifths of essays.

Table 13. Distribution of predicted scores on the identical 400 fold-0 ELLIPSE essays for all systems
(Overall dimension). The standard-deviation ratio is the prediction standard deviation divided by
the human standard deviation on the same data; a value near 1 indicates that the model reproduces
the human spread. The zero-shot models compress the spread and shift the mean downward.

System Mean  Std. Dev. Min Max SD Ratio
Human raters 3.07 0.61 1.0 5.0 1.00
Reg (MSE) 3.18 0.49 1.7 43 0.80
PROSE 3.18 0.50 1.8 42 0.81
GPT-5.4 (zero-shot) 2.42 0.35 1.0 3.5 0.57
DeepSeek-Chat (zero-shot) 2.41 0.33 1.0 3.0 0.54
Claude-Sonnet-4-6 (zero-shot) 1.84 0.40 1.0 35 0.66

Table 14 shows three fold-0 test essays, one from the low, middle, and high end of the
scale, with an excerpt of the learner’s actual text and the band that each system assigns on
every dimension. The essays are listed with their ELLIPSE text identifiers so that the cases
can be located in the public corpus. These three essays are hand-picked, best-agreement
illustrations and are not a basis for any general claim: within each band range, we chose
an essay on which PROSE agrees closely with the human rater, so the table shows the
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fine-tuned model near its best. We include them only to make the score-compression
and downward-bias pattern concrete on readable text; the distributional evidence for all
400 evaluation essays for that behaviour is the distributional analysis of Table 13 and the
banded-error breakdown of Figure 3¢, neither of which involves any favourable selection.
The pattern in these illustrative cases is that PROSE matches six of the seven human bands
exactly in every case, while GPT-5.4 scores each essay between 0.50 and 1.29 score points
too low on average, and the deficit is largest for the strongest writer.

Table 14. Illustrative, best-agreement case-study essays with text excerpts and per-dimension bands
(Overall, Cohesion, Syntax, Vocabulary, Phraseology, Grammar, Conventions). These examples are
selected for close PROSE-human agreement and are not representative of average behaviour; see
Table 13 for the distributional evidence on all 400 evaluation essays. Bold labels identify score groups;
italic text reproduces learner excerpts verbatim. Identifiers refer to the public ELLIPSE corpus. PROSE
scores are rounded to the nearest half band; GPT-5.4 is prompted zero-shot with the rubric.

Over. Cohe. Synt. Voca. Phra. Gram. Conv.

Low (ID 3F4A9ACFEDFB): “for my uncle she death the blood cancer, she ti fight again
for blood cancer for to manage for months agains to fail infectious venereal disease; she go to
hospital ...”

Human 2.0 2.0 2.0 2.0 2.0 1.5 2.0
PROSE 2.0 2.0 2.0 2.0 2.0 2.0 2.0
GPT-5.4 1.5 1.5 1.5 2.0 1.5 1.0 1.0

Middle (ID 009BCCC61C2A): “positive attitude is the key to success. I agree because
you can do anything as long as you put your mind and soul into it and motivation you can
accomplish it ...”

Human 3.0 3.0 3.0 35 35 3.0 3.0
PROSE 3.0 3.0 3.0 3.5 3.0 3.0 3.0
GPT-5.4 25 25 2.0 25 2.0 1.5 1.5

High (ID DC2E6750CDEC): “Nowadays we live in a world where everything has to be
perfect if you wanna fit into this society, therefore humans have made up an exteriotype of
how people are supposed to dress, look, act and live ...”

Human 4.0 3.5 4.0 4.0 4.0 4.0 4.0
PROSE 4.0 4.0 4.0 4.0 4.0 4.0 4.0
GPT-5.4 3.0 3.0 2.5 3.0 25 2.0 2.5

Figure 3c—e makes the behaviour of the systems concrete. Panel (c) reports banded
error on the identical 400 fold-0 essays: PROSE places 40% of its scores in the exact human
band and most of the remainder within 0.5 score points, whereas the three zero-shot models
reach only 2% to 13% exact agreement and miss by 1.0 score point or more on the majority
of essays. Panels (d) and (e) show the illustrative analytic profiles that the systems assign
to the low- and high-scoring essays of Table 14. PROSE tracks the human profile across the
seven dimensions, including the relative strengths and weaknesses within an essay, whereas
the zero-shot model assigns lower scores than the human raters across both profiles. For the
low-scoring essay, the human rater assigns band 2.0 on every dimension except Grammar,
which receives 1.5; PROSE matches six of the seven bands exactly and misses Grammar by
0.5 score points, a mean absolute deviation of 0.07 score points, while the zero-shot model
scores at or below the human band on every dimension and scores Conventions 1.0 score
point too low, giving a mean absolute deviation of 0.50 score points. For the high-scoring
essay, the gap widens. The human profile sits at band 4.0 with a single 3.5 on Cohesion, and
PROSE again matches six of the seven bands exactly, with the same mean absolute deviation
of 0.07 score points; the zero-shot model places the entire profile between bands 2.0 and 3.0
and has a mean absolute deviation of 1.29 score points, substantially underestimating the
proficiency of this writer. These two essays are consistent with the full-sample statistics in
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Table 13, which are the evidence we rely on: PROSE reproduces most of the human spread
and keeps its mean near the human centre, while the large models compress the spread and
shift the mean downward. In other words, the large models both flatten the distribution
and score too harshly, which is why their error is several times larger even though their
outputs read as plausible. This is exactly the failure mode that the concordance term is
designed to avoid, and it explains why a small fine-tuned model gives more useful analytic
feedback than a much larger general-purpose model used zero-shot.

6. Discussion

The central finding of this study is that, for automated analytic assessment of second-
language writing, a small supervised model with a task-specific objective is a far more
effective rater than general-purpose models used zero-shot, and that the gap is driven
by task-specific supervision and objective design rather than by model scale. A compact
encoder with a few million trainable adapter weights, trained with a rubric-aware multi-
objective loss, is a substantially stronger analytic rater than three general-purpose large
language models prompted zero-shot. The gap is not marginal. The fine-tuned model has
higher QWK and Pearson correlation and lower RMSE and MAE; the ablations identify
the concordance term as the principal supported source of the QWK improvement over
plain regression. We are careful not to over-read this comparison: because our models are
supervised on ELLIPSE while the LLMs are not, the experiment does not isolate scale as a
causal factor, and a fairer test of scale alone would fine-tune the large models or provide
them with in-context examples. What our experiment does establish is that, for a narrow
rubric-bound task with abundant labelled data, task-specific adaptation of a small model is
more accurate than zero-shot prompting of the tested large models and inexpensive to train
and run locally.

The distributional analysis clarifies why the zero-shot models struggle. When asked
to place an essay on a rubric they have not been trained to reproduce, the tested large
models produce less variable scores and lower mean scores than the human raters. Score
compression is also observed in a milder form for the squared-error regressor, and it is why
plain regression, although a strong baseline, still benefits from the concordance term in
PROSE, which explicitly rewards matching the spread of human ratings. The observation is
consistent with the wider literature on large language models for learner writing, where
fluent output masks weak calibration against human references [16,18,19]. It also suggests
a complementary role rather than a competitive one: a small calibrated model can supply
reliable scores, while a large model can supply the natural language explanation that turns
a score into feedback.

Our baselines are deliberately controlled variants of a single encoder, which isolates
the effect of the objective but does not place PROSE against the broader state of the art in
AES. A direct numerical comparison with published ELLIPSE systems is difficult because
reported results differ in data splits, target sets (holistic versus analytic), and preprocessing,
and mixing such numbers uncritically would be misleading; for this reason, we restrict our
quantitative comparisons to shared-encoder baselines evaluated on identical folds, and we
treat the zero-shot LLMs as an external reference point. We regard a carefully matched
comparison with recent multi-trait AES systems, re-run on our folds, as the most useful next
step, and we release our folds and code to make such a comparison straightforward. We
acknowledge plainly that, without such a comparison, our results do not show that PROSE
is competitive with the strongest published AES systems. Our conclusions are limited to
the controlled setting we tested: PROSE improves agreement with human ratings over
shared-encoder baselines trained under identical conditions, and task-specific fine-tuning
outperforms the zero-shot models we evaluated.

https://doi.org/10.3390/app162110683


https://doi.org/10.3390/app162110683

Appl. Sci. 2026, 16, 10683

24 of 28

The finding also speaks to a broader assumption in current practice, that a larger
general-purpose model is the natural first choice for any language task. For automated
writing assessment, this assumption does not hold in the zero-shot setting we tested. The
task is narrow, the label space is small and ordered, and what matters is agreement with
a fixed rubric rather than open-ended generation. Under these conditions, a small model
shaped to the task by its objective outperforms a much larger model used off the shelf,
and it is far cheaper to run: only the adapters and the small output heads are trained, a
cross-validation fold completes in about seven minutes on a single GPU, and inference
costs one forward pass per essay, which is substantially cheaper than repeatedly querying a
hosted model; we quantify the training budget, peak memory, and inference throughput
in Table 15 and base the cost argument on the local forward-pass cost rather than on an
undisclosed comparison of model sizes. Keeping the model local also avoids sending learner
writing to an external service, so institutions with limited budgets, or settings where data
cannot leave the premises, can still deploy an accurate analytic rater.

Table 15. Measured compute for the ELLIPSE experiments on a single NVIDIA A800 GPU (bfloat16).
Times are wall-clock training time; inference adds a single forward pass per essay. Peak memory
is the maximum memory allocated by PyTorch in GiB (2% bytes), and throughput is end-to-end
(tokenisation included) at batch size 16 and 512 tokens; both were measured in the re-runs described
in Section 5.5 and are means over the five folds.

Quantity Value

Trainable parameters (adapters + heads) ~2.7 M (=1.5% of the model)
Peak GPU memory, training (PROSE/Reg) 11.4 GiB/11.4 GiB

Peak GPU memory, inference 1.1 GiB

Inference throughput (PROSE/Reg) ~165/~166 essayss~!
Training time per fold (PROSE) ~6.7-7.1 min

Selected epoch (per fold, from validation) 4-7

Four main models x 5 folds (20 runs) ~2.4 GPU-hours
Original ELLIPSE study (incl. ablations, sensitivity; 48 runs)  ~6.9 GPU-hours
Diagnostic re-runs and loss-weight sensitivity (40 runs) ~9.0 GPU-hours
Combined ELLIPSE experiments (88 runs) ~15.9 GPU-hours
Precision/hardware bfloat16/NVIDIA A800

For teaching practice, analytic trait scores are the substrate of formative feedback:
a learner gains more from knowing that grammar lags vocabulary than from a single
holistic number, and written corrective feedback is most useful when it is specific and
consistent [4,5]. A model that produces consistent per-trait scores at negligible cost can
support frequent feedback in classrooms and self-study platforms, with human raters
reserved for high-stakes decisions.

Several limitations qualify these conclusions. First, we evaluate on one corpus per label
scheme; although the two corpora differ in genre and granularity, a broader study across
more learner populations and first-language backgrounds would strengthen the claims.
Second, PROSE produces scores rather than the explanatory comments that constitute full
written corrective feedback; bridging from calibrated scores to useful textual feedback is an
open problem that our results only set up. Third, our subgroup analysis (Section 5.5) is
a first check rather than a fairness audit. It found no gender, ethnicity, or socioeconomic
difference in residual bias that survives conditioning on the human score, apart from a
borderline ethnicity effect, but it did find a grade-related bias shared by PROSE and the
regression baseline, and several groups were too small to analyse. Our feature-level analysis
is also correlational: it shows that predictions depend more strongly on length and lexical
diversity than human scores do, but it does not explain individual predictions. Before any
operational use, the model would need a proper fairness audit on the target population
and an instance-level explanation method, and its scores should not be used for high-stakes
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decisions without human review. Fourth, all inputs are truncated to 512 tokens, and 38.5%
of ELLIPSE essays exceed this length (Table 1); although the truncation is applied identically
to every model and so does not bias the comparison, it is associated with lower absolute
performance on long essays (QWK about 0.02 lower for both models, Section 5.5), and
a longer context window is a natural way to test for further gains. The archive records
processed-row split indices but does not document a complete mapping from the original
ELLIPSE release to the 3911-essay input table, which limits independent reconstruction of
the exact study sample. Finally, our comparison with large language models is limited to
zero-shot prompting; few-shot prompting, chain-of-thought rationales, or fine-tuning of
the large models could narrow the gap, and such a study is needed before any claim about
model scale as such could be made, at a cost in compute that our method avoids.

7. Conclusions

We studied automated analytic assessment of second-language writing and asked what
turns a small, openly available language model into a reliable rater. We argued that three
properties of the task, ordinality, calibration, and trait relations, should be built into the
training objective, and we realised them in PROSE, a compact multi-objective method that
places a regression read-out and a soft-ordinal auxiliary head on a shared low-rank-adapted
DeBERTa-v3 encoder, and trains them with squared error, a distance-aware soft-ordinal
term, a concordance term, and a trait-relational coherence term. On the ELLIPSE analytic
corpus, PROSE improved quadratic weighted kappa over regression, classification, and
pure ordinal baselines by a small but statistically reliable margin (paired t-test p = 0.007;
corrected resampled test p = 0.030), with a gain on each of the seven scoring dimensions,
significant on four after Holm correction; the gain is stable across reasonable loss weights,
essay lengths, and learner subgroups, and the soft-ordinal and coherence terms contribute
little to it; on the Write & Improve CEFR data, where agreement saturates, it matched
the strongest baseline on agreement and accuracy and clearly beat classification and pure
ordinal training. A controlled comparison on an identical essay sample showed that three
strong large language models, prompted zero-shot, fall far short of the fine-tuned compact
model, and a full-sample distributional analysis linked the gap to their compressed score
distributions and lower mean scores. The practical message is that, for this task, task-
specific supervision and a rubric-aware objective applied to a small model are more effective
than zero-shot use of the tested large models and inexpensive to train and run locally;
we draw no conclusion about model scale in isolation, which would require fine-tuning
or in-context adaptation of the large models. These conclusions hold for the controlled
comparisons we ran; we have not compared PROSE with externally published AES systems
on our folds. Future work will extend the approach from scores to explanatory written
corrective feedback, evaluate it across more learner populations, and study how a calibrated
small rater can be paired with a large language model that supplies the explanation. A
calibrated rater can also act as a reward signal for learning feedback-generation policies;
search-based reinforcement learning with neural Monte Carlo tree search and self-play
has handled structured problems such as first-order logic, combinatorial optimisation, and
quantified Boolean formulas [42—44], and a similar approach could train a generator to
produce feedback whose predicted effect on the trait profile is largest.

Supplementary Materials: The following supporting information can be downloaded at https://www.
mdpi.com/article/10.3390/app162110683/s1, Supplementary Material S1 accompanies this manuscript
as a reproducibility archive containing the code, environment specification, random seeds, fold indices,
run configurations, LLM prompt and parser, saved per-run results, and available per-essay predictions.
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