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Highlights

Public health relevance: How does this work relate to a public health issue?
Online video platforms are increasingly used for medical education, yet the variable 

quality of procedural content may affect the reliability of information available to healthcare 
professionals.

Scalable approaches to evaluating online educational content may help identify poten-
tially inadequate or unreliable resources.

Public health significance: Why is this work of significance to public health?
This study provides empirical evidence on how closely a large language model aligns 

with experienced anesthesiologists when evaluating the quality and reliability of ultrasound-
guided regional anesthesia videos.

Although total scores did not differ significantly, agreement with experts was limited, 
and item-level score differences were observed for specific technical and safety-related 
aspects, highlighting important limitations of automated evaluation.

Public health implications: What are the key implications or messages for practitioners, 
policy makers and/or researchers in public health? 

Abstract

Digital video-sharing platforms are widely used in anesthesia education, but the educational 
quality of ultrasound-guided abdominal wall block (UAWB) videos is heterogeneous. This 
cross-sectional study assessed agreement between a large language model (LLM) and 
experienced anesthesiologists in evaluating UAWB videos on YouTube. Seventy-five videos 
covering five UAWB techniques were independently evaluated by two anesthesiologists and 
ChatGPT version 5.2 using a researcher-developed 10-item Educational Content Checklist 
(ECC), DISCERN, the Global Quality Scale (GQS), and JAMA benchmark criteria. The LLM 
received each video’s full transcript, metadata screenshot, and 5–9 procedural screenshots 
rather than the full video. Human–LLM scores were compared using the Wilcoxon signed-
rank test, and agreement was quantified using intraclass correlation coefficients. Total scores 
did not differ significantly for the ECC (median 34 vs. 32; p = 0.168), DISCERN (54 vs. 54;
p = 0.347), GQS (4 vs. 4; p = 0.469), or JAMA criteria (2 vs. 2; p = 0.865). However, 
agreement was limited: moderate for ECC (ICC = 0.576, 95% CI 0.404–0.709) and JAMA 
(ICC = 0.529, 95% CI 0.343–0.674), and poor for GQS (ICC = 0.495, 95% CI 0.303–0.648) and 
DISCERN (ICC = 0.357, 95% CI 0.146–0.538). In exploratory item-level analyses, differences 
emerged in vascular safety, needle technique, and indications. The absence of significant 
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differences in total scores should not be interpreted as equivalence. LLM-assisted pre-
screening is a potential application that requires prospective evaluation, and the present 
findings do not support replacing expert assessment with LLM evaluation, particularly for 
dynamic, safety-critical technical content.

Keywords: regional anesthesia; video recording; artificial intelligence; large language 
models; education; medical; quality assurance; health care; Youtube

1. Introduction
Large language models may have the potential to assist with the initial screening of 

large volumes of online medical educational content; this requires prospective validation, 
and LLMs should not replace expert assessment.

Expert oversight remains particularly important when evaluating dynamic, safety-
critical procedural content, and should be retained in any future AI-assisted quality assess-
ment approach.

Digital educational resources, particularly video-sharing platforms such as YouTube, 
have become an integral component of medical education for residents and practicing 
physicians. This is particularly evident in technically demanding disciplines such as regional 
anesthesia, where trainees frequently rely on procedural videos [1,2].

Ultrasound-guided abdominal wall blocks—such as transversus abdominis plane 
(TAP), rectus sheath (RSB), erector spinae plane (ESP), quadratus lumborum (QL), and 
ilioinguinal–iliohypogastric (II–IH)—are important components of multimodal analgesia; 
for example, TAP block has been shown to reduce postoperative opioid use [3]. How-
ever, safe and effective performance of these techniques requires advanced proficiency in 
sonoanatomy and needle handling [4]. Consequently, ensuring the quality and accuracy of 
educational videos for these procedures is clinically important.

Previous studies have demonstrated considerable variability in the quality and reli-
ability of medical educational videos available on YouTube, often providing incomplete 
or inconsistent information [5–7]. Several validated instruments, including DISCERN, the 
Global Quality Scale (GQS), and the JAMA benchmark criteria, are commonly used to 
evaluate educational quality and information reliability [8]. However, these instruments re-
quire expert manual assessment, which is time-consuming, resource-intensive, and subject 
to inter-rater variability.

Recent advances in large language models (LLMs) have created new opportunities 
for the automated evaluation of medical information and educational resources. However, 
evidence regarding the ability of LLMs to provide evaluations comparable to those of clinical 
experts remains limited, particularly for procedural educational videos in regional anesthe-
sia [9]. Previous studies comparing ChatGPT with human experts in evaluating YouTube 
videos have reported varying results depending on the assessment instruments and clinical 
context. For tonsillectomy videos, accuracy and completeness scores generated by ChatGPT-
4 from transcripts correlated significantly with expert JAMA and DISCERN scores [9]. 
For fall-prevention exercise videos for older adults, GQS scores did not differ significantly, 
whereas ChatGPT-4.5 assigned significantly higher DISCERN scores than the experts [10]. 
For urological cancer videos, no significant differences were found in DISCERN-5 and GQS 
scores, although the repeatability of ChatGPT evaluations was low [11]. A more recent 
study of anesthesia education videos reported strong correlations between ChatGPT-5 
evaluations based on transcripts and metadata and expert scores [12]. However, correlation 
alone does not demonstrate agreement between methods. To our knowledge, no previous 
study has systematically compared LLM-based and expert evaluations of ultrasound-guided 
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abdominal wall block educational videos using multiple quality assessment instruments, 
including a procedure-specific checklist covering safety-critical steps, while providing the 
model with selected visual inputs in addition to transcripts. Therefore, this study aimed 
to determine whether an LLM (ChatGPT, version 5.2) evaluates the educational quality 
and information reliability of ultrasound-guided abdominal wall block videos on YouTube 
differently from experienced anesthesiologists, and to quantify the level of agreement be-
tween the two methods. The evaluation was conducted from the perspective of anesthesia 
trainees and clinicians performing these procedures.

We hypothesized that ChatGPT would demonstrate no significant difference in overall 
evaluation scores but lower agreement with experts in procedure-specific technical domains.

2. Materials and Methods
2.1. Ethics Approval and Reporting Standards

This descriptive cross-sectional study analyzed publicly available YouTube videos 
demonstrating ultrasound-guided abdominal wall blocks. The study was reported in 
accordance with the applicable items of the Strengthening the Reporting of Observational 
Studies in Epidemiology (STROBE) Statement for cross-sectional studies. Because the 
study involved only publicly accessible online content and associated metadata and did not 
include human participants, animals, identifiable personal data, or clinical interventions, 
institutional ethics committee approval and clinical trial registration were not required.

2.2. Video Search Strategy and Selection Process
A systematic search of YouTube was conducted on 23 December 2025, and eligible 

videos were identified and their URLs and characteristics were recorded on the same date 
to minimize variability arising from changes in YouTube content or search rankings over 
time. All expert and LLM evaluations were performed between 24 December 2025 and 6 
January 2026. To reduce the effects of personalized algorithms, all searches were performed 
in incognito mode, with browser history and cookies cleared before each search. Five 
ultrasound-guided abdominal wall blocks were evaluated: transversus abdominis plane 
(TAP), rectus sheath (RSB), erector spinae plane (ESP), quadratus lumborum (QL), and 
ilioinguinal–iliohypogastric (II-IH) nerve blocks. Each block type was searched separately 
using the following predefined keywords: “transversus abdominis plane block ultrasonogra-
phy,” “rectus sheath block ultrasonography,” “erector spinae plane block ultrasonography,” 
“quadratus lumborum block ultrasonography,” and “ilioinguinal iliohypogastric block ul-
trasonography.” Search results were sorted in descending order according to view count. 
Videos were screened according to predefined inclusion and exclusion criteria, and the 
selection process is illustrated in Figure 1. No formal sample size calculation was performed; 
for each of the five UAWB techniques, the 15 most-viewed videos meeting the inclusion 
criteria were selected, yielding a total of 75 videos. View count was used as a sampling 
criterion reflecting the visibility of videos on the platform rather than as an indicator of 
quality; a similar purposive sampling approach has been used in previous content analyses 
of YouTube videos [10,11]. To ensure that each of the five block techniques was equally 
represented in the study sample, 15 videos were selected per technique. As no formal 
sample size calculation was performed, the study should be regarded as exploratory, and 
the sample is not intended to represent all educational videos on YouTube.
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Figure 1. Flow diagram of the study. Flow diagram illustrating the identification, screening, eligibility 
assessment, and final inclusion of YouTube videos related to ultrasound-guided abdominal wall blocks.

2.3. Inclusion and Exclusion Criteria
Videos were included if they provided educational or procedural content related to 

ultrasound-guided TAP, RSB, ESP, QL, or II–IH blocks; had a duration between 1 and 10 min; 
contained English voice narration and a verifiable English transcript; and were published on 
YouTube as original, full-length content. English-language videos were included because 
English is widely used in international medical education and these videos are therefore 
accessible to a broad international audience of trainees and clinicians. The requirement for 
an available transcript ensured that the complete transcript of each video could be used 
in the LLM evaluation. The 1–10 min duration limit was applied to keep the evaluated 
videos within a comparable length range and to facilitate their representation to the LLM 
by a limited number of screenshots. Videos shorter than 1 min or longer than 10 min, silent 
videos or those consisting of visuals only, videos without available transcripts, content 
produced in languages other than English, videos unrelated to the procedure or showing 
discordance between the title and content, as well as duplicate videos or re-uploads of the 
same content, were excluded from the study.

2.4. Video Characteristics and Quantitative Variables
For each included video, several quantitative variables reflecting general video charac-

teristics and viewer engagement were recorded. These variables included video duration 
(minutes), the number of subscribers of the uploading channel, upload time, total view 
count, number of likes, and number of comments. Channel subscriber counts were obtained 
from the YouTube homepage of the respective channels.

Upload time was calculated in months based on the interval between the date the 
video was uploaded to YouTube and the date of data collection.

Viewer engagement was quantified using the engagement rate, which was calculated 
for each video using the following formula: 

Engagement rate (%) = [(Number of likes + Number of comments)/Number of views] × 100

To assess viewing performance over time, the view rate was calculated by dividing the total 
number of views by the number of days elapsed since the video was uploaded:

View rate (views/day) = Total number of views/Number of days since upload
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These quantitative variables were analyzed to evaluate overall video popularity, visi-
bility, and viewer engagement levels.

2.5. Human Expert Evaluation
All videos included in the study were independently evaluated by two anesthesiol-

ogists experienced in ultrasound-guided regional anesthesia. The two evaluators were 
the authors (N.A.E. and E.K.). The evaluators were blinded to each other’s scores and 
to the results of the LLM evaluation. To minimize assessment bias, all evaluations were 
performed independently using predefined scoring criteria, and the LLM was provided 
with a standardized set of inputs for every video (detailed below). Videos were viewed in 
their original format on the YouTube platform using the recorded URLs. Each evaluator 
performed the assessments independently using the predefined scoring criteria. Inter-rater 
agreement was quantified using ICC (two-way mixed-effects, absolute agreement, single 
measures) and ranged from good to excellent across all evaluation scales [13]. ICC = 0.837 
(95% CI 0.718–0.903) for the 10-item structured Educational Content Checklist, ICC = 0.887 
(95% CI 0.827–0.928) for the total DISCERN score, ICC = 0.830 (95% CI 0.744–0.889) for 
GQS, and ICC = 0.904 (95% CI 0.852–0.938) for the JAMA benchmark criteria (all p < 0.001).

2.6. LLM-Based Evaluation
After completion of the human expert evaluations, the same 75 videos were indepen-

dently assessed using a large language model (ChatGPT, version 5.2; OpenAI, San Francisco, 
CA, USA). The model was accessed via the web interface (https://chatgpt.com, Plus sub-
scription) within the study evaluation period (24 December 2025 to 6 January 2026); the API 
was not used. Default model settings were used, as parameters such as temperature cannot 
be adjusted in this interface. The model was provided with a standardized evaluation 
prompt defining the scoring instruments and assessment criteria full prompt reproduced 
verbatim in Supplementary File S1. The same prompt was used for all evaluations. For 
each video, the model received the complete transcript, one metadata screenshot (video 
title, channel name, subscriber count, view count, number of likes, and upload date), and 
5–9 procedural screenshots representing key stages of the procedure. Transcripts were 
obtained from YouTube’s transcript function and used without manual correction to avoid 
researcher influence on the LLM input and to reflect the input available in a real-world 
automated workflow. Screenshots were selected after completion of the expert evaluations 
by an anesthesiologist who was not involved in the expert scoring, according to predefined 
categories: patient and operator positioning, ultrasound probe placement, sonoanatomi-
cal visualization of the target plane and adjacent structures, Doppler imaging of vascular 
structures when applicable, needle approach and visualization of the needle tip, and local 
anesthetic spread (hydrodissection). Screenshot timestamps were not recorded. The same 
anesthesiologist submitted the transcripts and screenshots to the model. Evaluations were 
based on these combined textual and visual inputs, and the model was instructed to rely 
exclusively on the information explicitly provided, without inferring or assuming missing 
details. A new conversation was initiated for each video to prevent contextual carryover 
between evaluations, and no iterative prompting, follow-up instructions, or score revision 
was performed after the initial response. Each video was evaluated once, and repeated 
runs were not performed. The LLM therefore assessed a multimodal representation of 
each video (transcript, metadata, and selected screenshots) rather than the continuous
video itself.
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2.7. Evaluation Scales and Scoring
Both human experts and the LLM independently evaluated all videos using the same 

four assessment tools: the Educational Content Checklist (ECC), DISCERN, the Global Qual-
ity Scale (GQS), and the JAMA benchmark criteria. Given that the evaluation was conducted 
from the perspective of anesthesia trainees and clinicians performing these procedures, the 
instruments were chosen to cover complementary aspects: procedure-specific educational 
content (ECC), information reliability and the quality of treatment-related information 
(DISCERN), overall educational quality (GQS), and source transparency (JAMA).

Educational content quality was assessed using the Educational Content Checklist (ECC). 
The ECC was developed based on published guidelines and previous literature on ultrasound-
guided regional anesthesia and refined through expert consensus to capture procedure-specific 
educational elements not adequately addressed by existing generic educational quality instru-
ments. Its ten items cover indications and positioning, contraindications, sterility and prepara-
tion, sonoanatomy, vascular safety and Doppler use, probe handling and image optimization, 
needle technique, local anesthetic spread, pharmacology and dosing, and complication man-
agement. The checklist was developed by the authors and finalized before any scoring began, 
and it was not modified during the expert or LLM evaluations. Each item was scored on a 
5-point Likert scale (1 = no information, 5 = very good).

Information reliability and the quality of treatment-related content were evaluated 
using the DISCERN instrument [14]. DISCERN is a 16-item instrument originally developed 
to assess written consumer health information on treatment choices; it was used because it is 
frequently applied in studies of YouTube medical videos, allowing comparison with previous 
work, although some of its patient-centered items are of limited relevance to professional 
procedural videos. Overall educational quality was assessed using the Global Quality Scale 
(GQS), scored on a 5-point Likert scale (1 = no information, 5 = very good) [15]. The 
GQS provides a single global rating of overall quality, flow, and usefulness. In addition, 
transparency and reliability indicators were evaluated using the JAMA benchmark criteria, 
including authorship, attribution, disclosure of conflicts of interest, and currency, each 
scored as present (1) or absent (0) [16].

Detailed item definitions and full scoring criteria for all assessment tools are available 
in Supplementary Files S2–S5. Item-level and total scores generated by the LLM were 
recorded separately for each video and compared with human expert evaluations.

2.8. Statistical Analysis
All statistical analyses were performed using IBM SPSS Statistics version 25.0 (IBM 

Corp., Armonk, NY, USA). Continuous variables were presented as median (25th–75th 
percentiles). The normality of data distribution was assessed using the Shapiro–Wilk 
test; distributional characteristics were further supported by examination of histograms 
and skewness and kurtosis values. As the variables were not normally distributed, non-
parametric analyses were performed.

As the same YouTube videos were scored by both human experts and the LLM, com-
parisons were conducted using a paired data structure. For each video, the mean of the 
two experts’ scores was used to represent the human evaluation. Given the lack of normal 
distribution, differences between human and LLM-based evaluations were analyzed us-
ing the Wilcoxon signed-rank test. For each comparison, the Hodges–Lehmann median 
difference and its 95% confidence interval were calculated as a measure of effect size. Anal-
yses were performed separately for each evaluation scale, including the 10-item structured 
Educational Content Checklist, total DISCERN score, GQS, and JAMA benchmark criteria.

In addition, agreement between human expert and LLM-based evaluations (inter-
method agreement) was assessed using ICC (two-way mixed-effects, absolute agreement, 
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single measures; ICC,(A,1)) with 95% confidence intervals for the total scores of each eval-
uation instrument. ICC values were interpreted according to Koo and Li as poor (<0.50), 
moderate (0.50–0.75), good (0.75–0.90), or excellent (>0.90) [13]. Because the study was 
not designed as an equivalence study, a non-significant difference in total scores was not 
interpreted as evidence of equivalence; differences in scores and agreement between meth-
ods were treated as separate questions. Item-level comparisons were performed with the 
Wilcoxon signed-rank test and were considered exploratory; to account for multiple testing, 
p values were adjusted within each instrument using the Holm method [17]; adjusted p 
values are reported for nominally significant items. All statistical tests were two-sided, and 
a p value of <0.05 was considered statistically significant.

3. Results
The general characteristics of the 75 YouTube videos included in the study are summa-

rized in Table 1. The upload time, view count, and quantitative variables reflecting viewer 
engagement showed wide variability across the videos. All quantitative variables were 
reported as median (25th–75th percentiles) and minimum–maximum values.

The results of the comparison between quality evaluations performed by human 
experts and the LLM for the same YouTube videos are presented in Table 2. No statistically 
significant difference was observed between human and LLM-based evaluations with 
respect to the total scores of the 10-item structured Educational Content Checklist (p = 0.168). 
Similarly, no statistically significant differences were found between the two evaluation 
modalities in terms of total DISCERN scores (p = 0.347), GQS scores (p = 0.469), or JAMA 
benchmark scores (p = 0.865).

Table 1. General characteristics of the videos.

Variable Median (25th–75th 
Percentiles) Minimum–Maximum

Subscriber count 8260 (1810–34,300) 3–250,000
Video duration (minutes) 4.13 (2.37–5.38) 1.10–10.00

Upload time (months) 55 (38–82) 1–180
Like count 122 (13–225) 0–3300
View count 14,094 (2211–43,569) 8–381,688

Comment count 3 (0–9) 0–63
Engagement rate (%) 0.85 (0.52–1.29) 0–10.39

View rate (views/day) 10.03 (1.18–24.96) 0.01–180.79
Data are presented as median (25th–75th percentiles) and minimum–maximum values.

Table 2. Comparison of quality assessment scores between human experts and the LLM.

Human Evaluation LLM

Video Evaluation
Parameters Human Experts LLM Paired Difference (95% CI) p Value

Educational Content Score 34 (29–42) 32 (27–40) −1.5 (−3 to 0.5) 0.168
DISCERN Score 54 (47–64) 54 (44–63) −1 (−4.5 to 1.5) 0.347

Global Quality Score 
(GQS) 4 (3–5) 4 (3–4) 0 (−0.5 to 0) 0.469

JAMA Score 2 (2–3) 2 (2–3) 0 (0 to 0) 0.865
Data are presented as median (25th–75th percentiles). Paired differences are expressed as Hodges–
Lehmann median differences with 95% confidence intervals. Comparisons between human expert 
and LLM evaluations were performed using the Wilcoxon signed-rank test. Statistical significance 
was set at p < 0.05. LLM, large language model; CI, confidence interval.
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Item-level analysis of the Educational Content Checklist showed no statistically significant 
differences between human experts and the LLM for most domains (Figure 2). However, 
significant differences (unadjusted p values) were observed for three items. The LLM assigned 
higher scores for appropriateness of indications (p = 0.001), but lower scores for vascular safety 
and Doppler use (p < 0.001) and needle technique (p = 0.003). No significant differences 
were observed for contraindications, sterility and preparation, sonoanatomy, probe handling 
and image optimization, local anesthetic spread (hydrodissection), pharmacology and dosing, 
or complication management (all p > 0.05). After Holm correction, all three items remained 
statistically significant (adjusted p = 0.009, <0.001, and 0.021, respectively).

In the item-level analysis of the DISCERN instrument, no statistically significant dif-
ferences between human experts and the LLM were detected for most items (Figure 3). 
However, nominally significant differences (before correction for multiple comparisons) 
were identified for several items, particularly within the second section assessing the quality 
of treatment-related information.

According to the results of the Wilcoxon signed-rank test (unadjusted p values), the 
LLM assigned significantly lower scores than human experts for the explanation of how 
the treatment works (Item 9; p = 0.003). Similarly, statistically significant differences 
were observed between the two evaluation modalities for the description of treatment 
benefits (Item 10; p = 0.023), explanation of what would happen if no treatment is provided 
(Item 12; p = 0.033), discussion of effects on quality of life (Item 13; p < 0.001), and 
support for shared decision-making (Item 15; p = 0.047). After Holm correction, only 
Item 13 remained statistically significant (adjusted p = 0.007); the difference for Item 9 
was borderline (adjusted p = 0.051), and the differences for Items 10, 12, and 15 were not 
significant (adjusted p = 0.319, 0.426, and 0.564, respectively).

Figure 2. Comparison of item-level educational content scores. Comparison of mean item-level 
educational content scores between the human evaluation and the LLM (ChatGPT, version 5.2) using 
a 5-point Likert scale. LA: local anesthetic. Asterisks indicate items that remained significant after 
Holm correction for multiple comparisons (Wilcoxon signed-rank test).
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In contrast, no statistically significant differences were observed for clarity of aims 
(Item 1), achievement of aims (Item 2), relevance to the topic (Item 3), citation of sources 
(Item 4), currency of information (Item 5; p = 0.064), impartiality (Item 6), provision of 
additional sources of information (Item 7), or discussion of areas of uncertainty (Item 
8). Furthermore, no statistically significant differences were found between human and 
LLM-based evaluations regarding treatment risks (Item 11), alternative treatment options 
(Item 14), or the overall reliability score (Item 16) (all p > 0.05).

Comparisons of JAMA benchmark criterion scores between human expert and LLM 
evaluations are shown in Figure 4. No statistically significant differences were identified for 
any individual JAMA benchmark criterion (all p > 0.05).

Inter-method agreement between human experts and the LLM was evaluated using 
ICC analysis across all evaluation scales. For educational content scores, a moderate level of 
agreement was observed between human experts and the LLM, with an ICC value of 0.576 
(95% CI 0.404–0.709; p < 0.001). Agreement was moderate for the JAMA benchmark criteria 
(ICC = 0.529, 95% CI 0.343–0.674; p < 0.001) and poor for the GQS (ICC = 0.495, 95% 
CI 0.303–0.648; p < 0.001). Agreement was also poor for total DISCERN scores assessing 
information reliability (ICC = 0.357, 95% CI 0.146–0.538; p = 0.001).

Figure 3. Comparison of DISCERN item scores. Comparison of DISCERN item scores between 
human evaluation and the LLM (ChatGPT, version 5.2) using a 5-point Likert scale. Items are labeled 
by content; asterisks indicate items that remained significant after Holm correction for multiple 
comparisons (Wilcoxon signed-rank test).

https://doi.org/10.3390/app162110650

https://doi.org/10.3390/app162110650


Appl. Sci. 2026, 16, 10650 10 of 14

Figure 4. Comparison of JAMA benchmark criteria scores. Comparison of JAMA benchmark criteria 
scores between the human evaluation and the LLM (ChatGPT, version 5.2). Criteria include author-
ship, attribution, disclosure, and currency, each scored as present (1) or absent (0). No criterion 
differed significantly between the two methods (Wilcoxon signed-rank test).

4. Discussion
Total scores for the Educational Content Checklist, DISCERN, GQS, and JAMA cri-

teria showed no statistically significant differences between human experts and the LLM. 
However, the absence of a statistically significant difference in total scores does not indicate 
that the two methods are equivalent; no equivalence analysis was performed. Moreover, 
the poor-to-moderate inter-method agreement shows that similar total scores do not imply 
high agreement in the evaluation of individual videos. These findings partly align with 
previous studies. ChatGPT-derived scores correlated with expert DISCERN and JAMA 
ratings for tonsillectomy videos [9], and no significant differences in DISCERN-5 or GQS 
scores were found for urological cancer videos, although repeatability was low [11]. In 
contrast, for fall-prevention exercise videos, GQS scores were similar, but ChatGPT assigned 
significantly higher DISCERN scores than the experts [10].

The inter-method ICC values, which ranged from poor (DISCERN and GQS) to mod-
erate (ECC and JAMA), indicate that LLM ratings differed from expert ratings at the 
individual-video level, particularly for subjective and patient-centered criteria. Previous 
studies have likewise reported discrepancies in specific instruments despite similar overall 
scores [10] and low repeatability of ChatGPT evaluations [11]. Collectively, although LLMs 
might eventually assist with broad quality screening—a use that was not directly tested in 
this study—these findings do not support replacing human evaluation in critical educational 
and clinical safety assessments.

Importantly, aggregate score similarity does not imply flawless LLM performance. Good-
man et al. reported that although median accuracy was high, only 39.4% of chatbot responses 
received the highest accuracy score, and accuracy correlated only modestly with complete-
ness [18]. Broader systematic reviews of ChatGPT’s reliability for health-related questions 
have similarly reported inconsistent accuracy across studies and underscored the need for 
cautious, supervised use in clinical settings [19]. Furthermore, a meta-analysis in radiology 
reported substantial variability in GPT-based diagnostic accuracy across models and stud-
ies [20]. Consequently, the absence of a significant difference in total scores should not be 
interpreted as equivalence to human expertise in complex or item-specific clinical contexts.

In the item-level analysis of the Educational Content Checklist, no statistically signifi-
cant differences were detected between the LLM and human experts for contraindications, 
sterility and preparation, sonoanatomy, probe handling, local anesthetic spread, pharmacol-
ogy and dosing, and complication management (p > 0.05). In contrast, significantly lower 
scores were assigned by the LLM for vascular safety (Doppler use) and needle technique. 
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For the appropriateness of indications, however, the difference was in the opposite direction, 
with the LLM assigning significantly higher scores than human experts (p = 0.001). The 
lower LLM scores for Doppler use and needle technique may be attributable to its reliance 
on static text and a limited number of screenshots rather than continuous video. Because 
the two methods did not receive identical inputs, these differences cannot be attributed 
solely to the capabilities of the model; these item-level findings should also be regarded as 
exploratory. A comparable study in radiology demonstrated that ChatGPT-4o’s diagnostic 
accuracy was lowest when only static images were provided and improved substantially 
once clinical context was added, indicating that the model draws more diagnostic value 
from structured textual input than from static visual input alone [21]. This may parallel 
our findings: because dynamic, motion-dependent cues are difficult to convey through 
static screenshots, the LLM may have had less informative input in the domains requiring 
temporal interpretation; however, the independent effects of the different input types were 
not measured in this study, so this explanation remains a hypothesis. Thus, no statistically 
significant differences were detected for items related to static anatomical and theoretical 
content, whereas the LLM assigned lower scores for technical details that require interpre-
tation of motion; because the accuracy of anatomical recognition was not tested directly, 
these findings do not demonstrate that the LLM correctly identified these structures.

In DISCERN-based evaluations, no statistically significant differences between the 
LLM and human experts were detected for most items, but the LLM assigned lower scores 
for patient-centered domains, including treatment mechanisms, benefits, consequences of 
non-treatment, effects on quality of life, and shared decision-making (p < 0.05). However, 
after Holm correction, only the difference for effects on quality of life (Item 13) remained 
significant, and these findings should be regarded as exploratory. This discrepancy may 
partly reflect the model’s reliance on information explicitly available in the transcripts and 
selected screenshots; however, the contribution of these input characteristics could not be 
determined in the present study. As technical descriptions predominated in the videos, 
indirect or implicit patient-centered information may not have been adequately captured, 
resulting in lower scores. In addition, DISCERN was originally developed for written 
consumer information on treatment choices, and items addressing the consequences of no 
treatment, effects on quality of life, and shared decision-making are of limited relevance to 
professional procedural videos; this mismatch between instrument and content may also 
have contributed to the differences observed in these domains.

In contrast, human experts are able to integrate implicit contextual cues—such as publi-
cation date, channel credibility, target audience, and clinical context—into their assessments 
based on professional experience. Previous studies have reported that ChatGPT-generated 
medical information may vary in accuracy and completeness and may omit clinically rele-
vant information [18,22]. Taken together, these findings suggest that in instruments centered 
on patient education and decision-making, such as DISCERN, LLM-based evaluations may 
exhibit limited contextual sensitivity. Enhancing the reliability of LLM-based assessments 
in these domains may require models to be trained not only on technical content but also 
on patient communication, clinical decision-making, and medical curriculum-based data.

In the present study, no statistically significant differences were observed between 
human experts and the LLM with respect to the JAMA benchmark criteria. This finding 
suggests that, for explicitly defined and objectively verifiable metadata, total LLM scores 
did not differ significantly from expert scores; however, agreement was only moderate (ICC 
= 0.529, 95% CI 0.343–0.674), and this does not establish that the LLM can substitute for 
expert assessment. Given that JAMA criteria rely largely on transparent information directly 
available within the content, this may explain why total scores did not differ significantly 
in this domain. In a related context, Walker et al. assessed ChatGPT-generated medical 
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information with the modified EQIP tool and found only 60% agreement with clinical 
guideline recommendations, despite fully consistent answers to repeated queries [22].

This study has several limitations. Restricting the analysis to five abdominal wall block 
techniques and to the 15 most-viewed English-language videos of 1–10 min with an available 
transcript for each technique limits the generalizability of the findings; therefore, the results 
should not be generalized to all educational videos on YouTube. The LLM-based evaluation 
relied on transcripts and limited static images rather than full-length videos, potentially con-
straining assessment of dynamic procedural elements. Because experts and the LLM did not 
receive identical inputs, the observed differences cannot be attributed solely to the limitations 
of the model; they may also reflect missing dynamic information in the inputs provided to the 
model. In addition, the independent contributions of transcripts, metadata, and procedural 
screenshots to the LLM evaluations were not investigated. Human–LLM comparisons using 
identical inputs and ablation analyses comparing transcript-only, screenshot-only, metadata-
only, and combined-input conditions, as well as varying numbers of screenshots, should be 
addressed in future research. Transcripts were used without manual correction and may 
therefore contain errors in technical terminology. Although screenshots were selected ac-
cording to predefined categories by an anesthesiologist who was not involved in the expert 
scoring, the selection process involved human judgment, and screenshot timestamps were 
not recorded. In addition, because each video was evaluated only once via the web interface, 
run-to-run variability could not be assessed. Additionally, the relatively small sample size 
may have reduced the ability to detect small differences, and the study was not designed to 
test equivalence; moreover, YouTube’s dynamic search algorithms may yield different video 
results over time. Another limitation is that the Educational Content Checklist (ECC), al-
though developed from published guidelines, the previous literature, and expert consensus 
to evaluate procedure-specific educational content, has not undergone formal psychometric 
validation. Although inter-rater reliability between the two human experts was high (ICC = 
0.837, 95% CI 0.718–0.903), this reflects the consistency of its application rather than evidence 
of construct validity. Therefore, ECC-based findings should be interpreted with caution until 
the instrument is formally validated in independent datasets and different educational settings. 
In addition, the authors who developed the ECC also performed the expert scoring, which may 
have introduced familiarity bias in favor of the expert evaluations. DISCERN was designed 
for consumer information on treatment choices and may not fully suit professional proce-
dural videos. Item-level analyses were exploratory and, despite Holm correction, should be 
interpreted with caution. Finally, the potential use of LLMs for pre-screening was not directly 
evaluated; no screening threshold was defined, and sensitivity, false-negative rates, processing 
time, and cost were not assessed. Future studies should evaluate these performance measures 
using predefined screening thresholds.

5. Conclusions
In this sample of the most-viewed English-language ultrasound-guided abdominal wall 

block training videos with available transcripts on YouTube, no significant differences were 
observed between experienced anesthesiologists and the LLM, which assessed transcripts 
and selected screenshots rather than the full videos, in overall quality and reliability scores. 
Although no statistically significant difference was found in total scores, this finding should 
not be interpreted as evidence of equivalence or interchangeability; agreement between 
the human experts and the LLM was poor or moderate depending on the instrument. In 
exploratory item-level analyses, score differences were observed in clinically important 
safety-related domains, particularly the Doppler-based vascular safety and needle technique, 
where the LLM assigned lower scores than experts; for the appropriateness of indications, 
the model diverged in the opposite direction by scoring more generously than experts. 
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Under the conditions of this study, the findings do not support substituting the LLM for 
expert human judgment in decisions related to procedural training and patient safety. 
LLM-assisted pre-screening combined with expert oversight is a potential application that 
should be tested prospectively, with predefined thresholds and assessment of sensitivity, 
false-negative rates, time, and cost.
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