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Abstract

Apatite rare-earth-element (REE) compositions can discriminate igneous host-rock types,
but systematic comparisons of deep-learning models and alternative REE representations
remain limited, while analyses from shared publications or geological bodies complicate
estimates of generalization. We evaluated four-class classification in a cohort of 4148 apatite
analyses from 76 connected source groups. Six primary models (SVM, RF, XGBoost, MLP,
ResNet, and FT-Transformer) were compared across seven representations derived from
the same 14 REEs. Logistic regression and linear discriminant analysis served as baselines,
and ILR features were examined separately. Source-group-aware nested cross-validation
used five outer and three inner folds, with candidate selection and tuning confined to outer
training groups. The selected procedure achieved a five-seed pooled out-of-fold Macro-F1
of 0.556 (95% source-group bootstrap CI, 0.398-0.652). With Raw inputs, logistic regression
achieved 0.573 (0.436-0.672). Confidence intervals overlap, and paired comparisons after
multiplicity adjustment do not support a reliable ranking of the candidates or a consistent
advantage for deeper architectures or combined representations. Raw, Geo, CLR, and ILR
are alternative representations of the same REE measurements rather than independent
chemical information. Logistic regression using Raw inputs remained competitive, while
transfer to unseen geological sources remains uncertain, especially for classes represented
by few independent sources.

Keywords: apatite; trace elements; host-rock discrimination; machine learning; deep
learning; geochemical representation; source-aware validation

1. Introduction

Apatite occurs widely in igneous, metamorphic, and sedimentary rocks and is a
common accessory mineral. Owing to its crystal structure, St, Y, Mn, Th, U, and the rare
earth elements (REEs) can enter the apatite lattice in substantial amounts, making its trace-
element composition sensitive to the magmatic conditions under which it crystallized [1].
Apatite is therefore regarded as an effective recorder of host-rock properties and magmatic
evolution, and has been applied in provenance tracing, the analysis of magmatic processes,
and the assessment of metallogenic settings.
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Apatite compositions vary in REE patterns, as well as in other trace elements such as Sr,
Mn, Y and Th. Discrimination diagrams, including Sr-Mn, Sr-Y and Th-Ce plots, illustrate
geochemical approaches that use combinations of REE and non-REEs to distinguish host-
rock types [1,2]. The present study focuses on a common 14-element La-Lu REE panel;
Sr, MIn, Y and Th are contextual examples only and were not model predictors. Although
visually intuitive, binary and ternary diagrams represent only a few variables at once and
may give ambiguous classifications when compositions overlap [3]. Machine-learning
methods can instead evaluate multivariate compositional patterns jointly.

In the geosciences, machine learning has been applied to the classification of vari-
ous mineral and geochemical datasets, for example, discriminating Pb—Zn deposit types
from sphalerite trace elements [4], assessing the fertility of porphyry Cu systems from
zircon compositions [5], discriminating deposit types from chlorite compositions [6], and
distinguishing IOCG from IOA deposits from magnetite compositions [7]. For apatite,
machine learning has been used for the discrimination of ore-deposit types [3], the genetic
classification of ore sources [8], and the evaluation of mineralization potential [9]. In the
direction of host-rock discrimination, Han et al. [10] used random forest and artificial neural
networks to discriminate ultramafic, mafic, intermediate, and felsic igneous rocks from
apatite trace elements, establishing the methodological basis for this task.

Deep learning has achieved substantial gains in image recognition [11] and natural
language processing [12], aided in part by residual-network architectures [13]. Geoscience
applications include lithology identification from drill-core and borehole images [14,15]
and three-dimensional mineral prospectivity prediction [16]. These applications motivate
an evaluation of deep models for apatite geochemistry, but do not establish their suitability
for small- to medium-sized tabular datasets.

Apatite trace-element measurements form a table of continuous variables [17], without
the spatial adjacency or natural sequence that characterizes images and time series [18-20].
Consequently, performance gains observed for deep models on structured image or spatial
data may not transfer to this classification setting.

On small- to medium-sized tabular classification tasks, deep models do not consistently
outperform random forests or gradient-boosted trees [19,20]. Their relative performance
depends on dataset and feature structure [19,20]. An apatite-specific comparison there-
fore requires common data partitions, tuning procedures and evaluation criteria across
model families.

More broadly, data-driven modeling of complex multivariate measurements uses
nonlinear feature extraction and learned or engineered representations [18-20]. Recent
industrial-process studies illustrate manifold-learning and dynamic data-driven methods
for nonlinear multivariate systems [21,22]. These dynamic engineering applications pro-
vide methodological context rather than direct evidence for static geological classification.
Deep architectures can model interactions among predictors, whereas alternative input
representations change feature geometry and inductive bias. Their potential value depends
on data structure, source dependence and validation design. Apatite REE measurements
provide a tabular setting for assessing these choices under source-group-aware evaluation.

Existing apatite studies demonstrate the utility of multivariate trace-element data
for supervised classification of deposit types [3], ore sources [8], mineralization poten-
tial [9] and igneous host rocks [10]. However, the geological provenance of analyses also
affects evaluation: records from one publication, sample or geological body can share
characteristics that are unavailable for a genuinely new source.

For four-class host-rock discrimination, a unified source-group-held-out comparison
of conventional and deep tabular models remains limited [10]. Such a comparison is needed
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to assess whether model complexity improves generalization to unseen geological sources,
rather than performance on related records within a source.

Input representation may also influence classification. The 14 measured REE con-
centrations can be used directly (Raw), transformed into geochemical ratios, anomalies
and abundance summaries (Geo) [1,10,23], or expressed as centered log-ratio coordinates
(CLR) [24,25]. Each representation emphasizes different aspects of the same measurements;
their combination does not add independently measured geochemical variables.

Previous apatite studies have generally selected particular elements or feature
sets [3,8-10]. The effect of Raw, Geo and CLR representations and their combinations
across both conventional and deep models has not been established under a common
source-group-held-out evaluation protocol.

This study evaluates four-class igneous host-rock classification with source-group-
aware nested cross-validation. Connected source groups were kept intact within each
training or evaluation partition, so records linked by a publication or identified geological
body did not cross the corresponding split. The primary comparison includes SVM, RF,
XGBoost, MLP, ResNet and FT-Transformer; logistic regression and LDA provide simpler
baselines. Candidate selection and hyperparameter tuning use only the training groups of
each outer fold. We quantify performance and uncertainty for unseen sources and examine
whether model architecture or REE representation yields a consistent improvement.

The seven primary feature schemes comprise the non-empty combinations of Raw, nine
geochemically derived features (Geo) and 14 CLR coordinates. A 13-coordinate isometric
log-ratio (ILR) representation and Raw+ILR are evaluated separately as sensitivity analyses.
Any observed effect of combining representations is interpreted as a change in model input
geometry or inductive bias, not as evidence of additional chemical measurements. We
also describe source-balanced REE patterns and class-specific errors to relate the numerical
comparisons to the geochemical variation represented in the dataset.

2. Materials and Methods
2.1. Data Provenance, Labels and Independent Groups

Dataset assembly started from 3246 records and was expanded through auditable
frozen stages of 3364, 3460, 3704, 3745 and 4180 records. Inclusion required an apatite
analysis with complete, strictly positive La—Lu concentrations, a traceable source record,
an operational host-rock label resolved from source-reported lithology and no duplicate
14-REE vector under the stated rule. These decisions were completed before outer-fold
construction. Two records with conflicting legacy labels were moved to the pending ledger,
yielding the frozen dataset of 4178 analyses. Before primary fold assignment, 30 mafic
analyses associated with the James Ross and Daye cases were conservatively excluded
because their publication/source identifiers overlapped with development records. They
were removed from the evaluation cohort to avoid any shared-source overlap and were not
treated as an independent external test. The resulting development and evaluation cohort
contains 4148 analyses: 1591 felsic (coded acidic in the data), 1514 intermediate, 658 mafic
and 385 ultramafic. Each record is uniquely identified by its analysis_id and retains its
assigned source citation/reference and source_group in the provenance crosswalk. Forty-
one archived source-file/worksheet/row locator tuples were duplicated across 82 records.
A post-archive verification uniquely matched each affected analysis to a record in the
original GEOROC 2024-12 CSV using its complete 14-REE vector; all 82 sample names
also agreed. The verified CSV record numbers and raw-file checksum are provided in
Supplementary Methods and Code S1. The historical locator fields remain unchanged, and
citation and source-group assignments remain many-to-one.
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Operational host-rock labels were assigned before modeling from source-reported
lithological names through the frozen lookup in data/final_frozen_rock_label_mapping.csv;
REE predictor values and retrospective whole-rock compositional thresholds were not used
to derive the labels. The lookup groups dacite, granite and rhyolite as acidic; andesite, dior-
ite, granodiorite, tonalite and related names as intermediate; basalt, dolerite and gabbroic
names as mafic; and clinopyroxenite, hornblendite, peridotite, pyroxenite, kimberlite and
the source-reported pyroxenite-carbonatite entry within the study’s operational ultramafic
class. Thus, granodiorite and tonalite follow the intermediate lookup, whereas pyroxenite—
carbonatite follows the operational ultramafic lookup. These labels reproduce the mapping
actually used in the frozen analysis and should not be interpreted as a new whole-rock
classification scheme. Retaining the compound pyroxenite—carbonatite entry preserves the
target definition used in the frozen four-class evaluation; it does not establish carbonatites
as a separately validated lithological class. Ambiguous, non-target and ore-related descrip-
tions were excluded or retained in the pending ledger; identical REE vectors assigned to
different classes were resolved before dataset freezing. Additional-record deduplication
used the complete 14-REE vector rounded to six decimal places, both against the existing
records and within added records; sample metadata were not required to identify a vector
collision. Analysis IDs were checked separately for uniqueness. Distinct analyses sharing a
sample name were retained but assigned to the same evaluation group. Grain identifiers
were not consistently reported in the source publications and were not inferred from analy-
sis counts. The processed dataset, original rock names, mapping ledger, exclusions and
deduplication scripts accompany the study. The operative rock-name-to-class mapping is
data/final_frozen_rock_label_mapping.csv in Supplementary Methods and Code S1; the
legacy inventories document earlier collection stages and do not define the final cohort.

The validation unit was the connected source_group. All records from one publication
were kept together, and publications linked to the same identified geological body were
merged into a connected group. More specific body and sample keys were retained and
audited. This procedure produced 76 non-overlapping source groups from 78 source
citations in the 4148-record cohort. Five outer folds were fixed before modeling, and
each outer training partition was divided into three group-aware inner folds for tuning.
No source_group, citation, body key or sample-group key appeared in both training
and evaluation partitions of the corresponding fold. Grouping reduces the potential for
source leakage [26], although it cannot recover geological identifiers absent from published
data. Figure 1 contrasts analytical record counts with class-specific source support and
concentration (Tables 1 and 2).

Table 1. Source structure of the source-group-held-out development cohort.

Host-Rock Analyses  Publications Source Localities Body Sample Grains
Class Groups Keys Groups

Felsic/acidic 1591 34 34 64 64 126 Not recorded

Intermediate 1514 38 37 51 52 138 Not recorded
Mafic 658 9 9 17 10 70 Not recorded

Ultramafic 385 16 15 15 15 30 Not recorded

Counts within classes can sum above the overall unique totals because a publication or connected
source may contribute to more than one class. Overall: 4148 analyses, 78 publication citations,
76 connected source groups, 129 locality strings, 123 observed body keys and 364 sample groups.
Grain count is unavailable, not zero. Missing-value sentinels were excluded from locality and
body counts. Original locality and body metadata were unavailable for 204 intermediate-class
analyses, which remained grouped by publication. These counts describe distinct metadata keys, not
independently verified geological bodies.
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Figure 1. Source structure of the 4148-analysis evaluation cohort. (a) Number of apatite analyses
by host-rock class. (b) Number of connected source groups contributing to each class. (c) Share of
class-specific analyses contributed by the largest publication source. Colors identify the same classes
throughout the figure. A connected source group can contribute to multiple classes, so class-specific
group counts do not sum to the 76 unique groups. Record counts are not counts of independent
geological sources.

Table 2. Frozen source-group outer-fold support.

(l):uter Analyses Felsic Intermediate Mafic Ultramafic Test Source
old Groups

0 892 317 232 213 130 5

1 1163 319 566 180 98 14

2 764 319 236 156 53 18

3 676 319 247 58 52 19

4 653 317 233 51 52 20

Every development analysis is evaluated exactly once per seed, in an outer fold containing its entire
source group. Fold-level record support is not the number of independent geological sources. The
numbers of held-out mafic source groups in folds 0—4 were 1, 1, 2, 3 and 2; the corresponding
ultramafic counts were 1, 1, 4, 4 and 5.

2.2. Feature Representations and Preprocessing

Raw comprises the 14 measured REE concentrations in ppm. Geo comprises nine de-
terministic features derived from them: chondrite-normalized La/Yb, La/Sm and Gd/Yb
ratios; Eu and Ce anomalies; LREE and HREE sums; their ratio; and total REE. CI-chondrite
constants follow McDonough and Sun [27]. Eu and Ce anomalies divide normalized Eu
and Ce by the geometric means of their normalized neighboring REE: Sm and Gd for Eu,
and La and Pr for Ce. In the archived feature code, LREE is the sum of La—Sm, whereas
the code-defined feature labeled HREE is the sum of Eu-Lu, including Eu; total REE is the
sum of these two features. This archived label is retained for reproducibility and should
not be interpreted as a redefinition of the conventional geochemical HREE grouping. CLR
subtracts the mean log concentration from each of the 14 log concentrations. Its 14 coordi-
nates sum to zero and have rank 13; they represent a selected REE subcomposition rather
than whole-rock composition. Before feature construction, all 14 REE concentrations were
checked for completeness and nonpositive values. The frozen processed matrix contains no
missing, zero or negative values, and no imputation, zero replacement or pseudo-count
was applied. Publication-specific below-detection-limit flags and replacement metadata

https://doi.org/10.3390/app162010421


https://doi.org/10.3390/app162010421

Appl. Sci. 2026, 16, 10421

6 of 28

are not encoded in the processed matrix, so the treatment of BDL values in the original
source studies cannot be independently reconstructed from this dataset. ILR provides an
orthonormal 13-coordinate log-ratio representation for sensitivity analysis. ILR coordinates
use a sequential Helmert basis in the listed La-to-Lu element order [25]. Table 3 gives the
explicit Geo definitions used in the frozen analysis.

Table 3. Definitions and numerical interpretation of the nine Geo inputs in the archived analysis.

Geo Input

(La/Yb)n

(La/Sm)y

(Gd/Yb)n

Eu/Eu*

Ce/Ce*

LREE sum

HREE sum (archived label)

Definition Interpretation and Units

Relative normalized abundance contrast between La
Ig%; and Yb across the selected REE range. CI-normalized
concentrations; dimensionless.

Relative normalized abundance contrast between La

SL;% and Sm within the lighter-REE segment.
CI-normalized concentrations; dimensionless.
- Relative normalized abundance contrast between Gd
N

Ybn and Yb within the heavier-REE segment.
CI-normalized concentrations; dimensionless.

Eu relative to the geometric mean of normalized Sm

Euy and Gd; 1 denotes no departure from that local
VSmy xGdy geometric interpolation. CI-normalized

concentrations; dimensionless.

Ce relative to the geometric mean of normalized La

Cen and Pr; 1 denotes no departure from that local
vLan xPry geometric interpolation. CI-normalized

concentrations; dimensionless.

Absolute abundance sum of the five listed lighter REE.

La + Ce + Pr + Nd + Sm .
Raw concentrations; ppm.

Absolute abundance sum of the nine listed elements,
Eu+ Gd +Tb + Dy + Ho + Er  including Eu, as implemented in the archive; the label
+Tm+Yb + Lu is not a conventional HREE redefinition. Raw
concentrations; ppm.

Relative abundance of La—Sm versus the code-defined

s LREE sum
LREE/HREE (code-defined) HREE sum Eu-Lu sum. Raw concentration sums; dimensionless.
Total REE LREE sum + HREE sum Total abundance of the 14 measured REEs; Eu is

included exactly once. Raw concentrations; ppm.

N denotes CI-chondrite normalization [27]. The concentrations used as normalizers (ppm), in the
order La, Ce, Pr, Nd, Sm, Eu, Gd, Tb, Dy, Ho, Er, Tm, Yb and Lu, are 0.237, 0.613, 0.0928, 0.457, 0.148,
0.0563, 0.199, 0.0361, 0.246, 0.0546, 0.160, 0.0247, 0.161 and 0.0246. The archived HREE label includes
Eu and is retained solely to identify the implemented predictor. These deterministic transformations
do not add measured chemical information. The definitions reproduce the frozen implementation.
Light blue shading marks the column headings only and does not encode any class or value.

Seven primary schemes were evaluated on identical analyses and folds: Raw
(14 inputs), Geo (9), CLR (14), Raw+Geo (23), Raw+CLR (28), Geo+CLR (23) and
Raw+Geo+CLR (37). ILR-only (13) and Raw+ILR (27) were supplementary schemes ex-
cluded from primary candidate selection. Because Geo, CLR and ILR are computed from
Raw, these inputs differ in representation and potential inductive bias rather than in inde-
pendently measured chemistry. Within each fit, StandardScaler was estimated only from
the fit’s training data for SVM, MLP, ResNet and FI-Transformer. RF, XGBoost, logistic
regression and LDA used unstandardized numeric features in the reported run.

The nine Geo inputs summarize three aspects of the same measured REE vector:
contrasts between selected normalized elements, local departures of Eu and Ce from
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neighboring elements, and absolute abundance summaries (Table 3). Here, the subscript N
denotes division by the corresponding CI-chondrite reference concentration [27], with both
concentrations expressed in ppm. These are numerical descriptions of REE patterns, not
independent measurements or uniquely diagnostic indicators of a magmatic process.

2.3. Models and Source-Aware Evaluation
2.3.1. Model Families and Comparison Roles

The primary model set covers distinct ways of learning relationships within the fixed-
dimensional REE inputs [28-33]. SVM uses a radial basis function kernel to construct
a nonlinear margin-based classifier [29]. RF aggregates randomized decision trees [28],
whereas XGBoost (version 3.4.1) sequentially fits regularized trees using gradient informa-
tion from the classification objective [32]. Their inclusion permits comparison of kernel
learning, bagging and boosting under the same source-held-out partitions rather than
assuming that one learning mechanism is best suited to apatite geochemistry.

The three neural models differ in how they combine the input variables. The imple-
mented MLP stacks fully connected layers with batch normalization, ReLU and dropout
before a four-class output layer [30]. The tabular ResNet adds residual fully connected
blocks after an input projection, providing a comparison with the plain MLP [33]. The
FT-Transformer maps each numerical variable to an affine feature token and combines
those tokens with a class token through a Transformer encoder with GELU feed-forward
activation [31,33]. Its layer-normalized class-token representation is passed to the classifica-
tion head. These descriptions refer to the implementations in the experiment archive; they
do not imply that the models reproduce every setting of the cited reference architectures.

Multinomial logistic regression and shrinkage LDA provide supplementary linear
baselines. They test whether the nonlinear model families offer a clear predictive benefit
under the implemented fitting procedures. Both baselines were evaluated on the same
outer folds and seven representations but were excluded from the primary 42-candidate
selection. The comparison is conditional on the recorded preprocessing and tuning budgets:
in particular, the archived LR/LDA runs used unstandardized inputs, whereas the separate
matched-source LR diagnostic used fold-specific standardization.

2.3.2. Hyperparameter Search and Nested Selection

The primary candidate set crossed SVM, RF, XGBoost, MLP, tabular ResNet and
FT-Transformer with the seven feature schemes, yielding 42 candidates spanning kernel,
tree-ensemble and neural-network methods. For each outer fold and candidate, an Optuna
TPE sampler with a median pruner [34] optimized mean three-fold inner Macro-F1 using
only outer training groups. SVM, RF and XGBoost received 50 trials per outer fold; MLP,
ResNet and FT-Transformer received 100 trials to search their larger hyperparameter spaces.
Trial budgets were fixed before outer-fold evaluation. Search spaces, best trials, fold scores
and SQLite study histories are preserved. Logistic regression and LDA were evaluated as
supplementary baselines with 50 trials per outer fold for each of the seven schemes; they
were excluded from primary 42-way selection. ILR sensitivity was evaluated separately
using the same six primary model families. Table 4 reports the search spaces actually
executed. The TPE sampler used seed 20260718, and the median pruner used five startup
trials. These ranges were checked against all 340 archived Optuna studies.
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Table 4. Actual hyperparameter search spaces and trial budgets per outer fold and representation.

Model
SVM

RF

XGBoost

MLP

ResNet

FT-Transformer

Logistic regression
LDA

Search Space Trials
C: 1072-10° (log); gamma: 10~°-10 (log). 50
Trees: 300-1200 (step 100); depth: {unlimited, 6, 10, 16, 24, 32}; split
size: 2-20; leaf size: 1-10; max_features: {sqrt, log2, 0.5, 0.8, 1.0}.
Trees: 200-1200 (step 100); depth: 3-10; learning rate: 0.01-0.25 (log);

child weight: 0.5-20 (log); row/column fractions: 0.6-1; alpha: 50
1078-10 (log); lambda: 1073-100 (log).
Hidden width: {64,128,256,384,512}; hidden layers: 1-4; batch:
{64,128,256,512}; learning rate: 10~4-5 x 1072 (log); dropout: 0-0.4; 100
weight decay: 1077-1072 (log).
Width: {64,128,256}; residual blocks: 1-4; hidden factor: {2,3,4}; batch:
{64,128,256}; learning rate: 10~#-5 x 1073 (log); dropout: 0-0.4; weight 100
decay: 1077-1072 (log).

Token width: {16,32,64}; heads: {2,4,8}; encoder layers: 1-3;

50

feed-forward factor: {2,3,4}; batch: {64,128,256}; learning rate: 100
10-4-5 x 1073 (log); dropout: 0-0.4; weight decay: 10-7-0.3 (log).

C: 1073-10? (log); penalty fixed at L.2. 50

Shrinkage: {auto,0.1,0.3,0.5,0.8}; solver fixed at Isqr. 50

Ranges and options are reproduced from the archived core.py. Continuous entries marked log are
searched on a logarithmic scale; other continuous ranges are linear. Integer intervals use unit steps
unless stated otherwise, and braces denote categorical options. Trials are budgeted separately for
each model-representation pair in each outer fold. Unspecified software defaults are determined by
the archived environment lock. The larger deep-model budgets do not constitute an equal-compute
comparison. LR/LDA are supplementary and do not enter the primary 42-candidate selection. Light
blue shading marks the column headings only and does not encode any class or value.

For each outer fold, the candidate with the highest inner mean Macro-F1 was recorded
in a selection manifest before outer-fold evaluation. The 42 fixed-candidate outer predic-
tions were then computed. The resulting selected_pipeline therefore estimates the nested
model-and-feature selection procedure, not the maximum of candidate outer-test scores.
The selected pairs for outer folds 0-4 were FI-Transformer+Raw+CLR, ResNet+CLR,
ResNet+Raw+Geo+CLR, ResNet+Raw+Geo and SVM+Geo, respectively. Fixed-candidate
outer predictions were retained for descriptive comparisons and were not used for a sec-
ond selection stage. Figure 2 summarizes the separation between inner selection and
outer evaluation.

For application to new data, the nested outer-fold results characterize the model-and-
feature selection procedure and do not identify a single final fitted classifier. A deployment
configuration would be selected by applying the same three-fold source-group-aware inner
cross-validation to the complete 4148-record development dataset, comparing the same
42 primary model-feature combinations and tuning their hyperparameters with the stated
budgets and mean Macro-F1 criterion. Any exact tie would be resolved using a fixed
candidate order declared before this deployment selection. The configuration would be
frozen using development cross-validation alone; outer-fold scores and new-data labels
would not be used for selection. Its preprocessing would then be fitted on the complete
development dataset and the selected model would be retrained on all development
records. For a neural model, the epoch count would first be determined by the same
training-internal early-stopping rule, followed by refitting from initialization for that fixed
number of epochs on the complete development dataset, including the stopping subset.
The resulting preprocessing and fitted classifier would be frozen and applied unchanged to
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new data. This is a prospective deployment procedure: no single full-development model
was trained or evaluated in the present study, and its performance is not reported here.

Frozen data: 4178 apatite analyses
30 source-sharing holdouts excluded before folds

v

Primary cohort: 4148 analyses / 76 source groups
Publication/body-linked groups remain intact

Repeat for each of five fixed outer folds

~

Outer training groups Outer test groups
Three source-group-aware inner folds Unseen during selection
v

42 primary model-representation candidates
Training-fold preprocessing and Optuna tuning
Select highest mean inner Macro-F1

v v
=\
Seal fold-specific candidate before outer testing Record outer predictions
Refit and evaluate seeds 41-45 No outer-score reselection
\ 4 ‘

Separate descriptive comparisons Pool out-of-fold predictions per seed
42 fixed candidates, LR/LDA, ILR Average five seed-specific scores
Not a second outer-score selection Bootstrap 76 source groups for 95% Cls

Every primary analysis receives one held-out prediction per seed.

Figure 2. Source-group-aware nested evaluation. The 30 source-sharing holdouts were removed
before assigning the five outer folds. Within each outer training partition, three inner source-group
folds were used for tuning and selecting among 42 primary candidates. The fold-specific candidate
was recorded before outer prediction. Five evaluation seeds were then used to estimate the perfor-
mance of the selection procedure. Fixed-candidate, baseline and ILR comparisons were retained
separately; no second selection was made from outer scores.

2.3.3. Training, Initialization and Repeated Evaluation

Five evaluation seeds (41-45) were used for every outer candidate and baseline. Python
3.12, NumPy 2.3.2 and PyTorch 2.8.0+cul28 random generators were seeded for each fit.
Network layers used PyTorch default initialization, except that FT-Transformer tokeniza-
tion weights and the class token were initialized from a zero-mean normal distribution
with standard deviation 0.02, with zero token biases. Neural networks used ReLU-based
MLP/ResNet blocks or attention-based FT-Transformer blocks, AdamW optimization and
inverse-frequency-weighted cross-entropy [35]. A record-level stratified 15% subset of
the current fit’s training fold was used for internal early stopping, with a maximum of
100 epochs and a patience of 12. After selecting the epoch with the highest early-stopping
Macro-F1, each model was refitted for that many epochs on its full current training fold.
The early-stopping subset was drawn entirely from the current training fold and contained
no inner-validation or outer-test records. Logistic regression used L2 regularization, Ibfgs
and balanced class weights; LDA used an Isqr solver with tuned shrinkage. RF and XG-
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Boost used their recorded fold-specific settings. No hyperparameter tuning was based on
outer-test scores.

The 15% record-level subset was used only to monitor optimization and determine
the stopping epoch within the current training partition. Record-level stratification retains
class coverage for this training monitor when some classes have few source groups; it
is not intended to estimate transfer to unseen sources. Because the optimization and
stopping subsets may share source groups, early-stopping Macro-F1 may be optimistic
for new-source transfer and may influence the selected epoch or extent of overfitting.
This distinction does not introduce leakage into the inner-validation or outer-test folds:
their source groups remain separated from the current training partition, including the
stopping subset, and their records or outcomes are not used to determine the epoch. Final
performance is evaluated only on the source-group-held-out outer predictions. Refitting
on the full current training partition restores the stopping records to model fitting without
accessing held-out evaluation data.

2.3.4. Matched Diagnostic of Source Dependence

A matched-cohort diagnostic compared predictions for records from previously ob-
served versus held-out sources. It used Raw inputs and a fixed-logistic-regression specifi-
cation (C=1, balanced class weights), with the same preprocessing rule in both diagnostic
arms: StandardScaler was fitted within each training fold. One five-fold stratified record-
level split and the fixed five source-group folds were applied to the same 4148-record
cohort. Only records whose source appeared in the record-level training fold were retained,
and those same records were scored under both partition policies. This separate fixed-
model diagnostic used fold-specific standardization, unlike the unscaled logistic-regression
baseline in the main comparison. Its scores therefore should not be directly compared with
that baseline as if the fitted preprocessing were identical.

2.4. Metrics, Uncertainty and Paired Inference

The primary endpoint was four-class Macro-F1 computed with all four class labels
fixed, even when a resample lacked a class [36]. Accuracy, balanced accuracy, class-specific
F1 and recall, class support, and confusion matrices were secondary descriptors. Pooled out-
of-fold predictions were first scored separately for each of the five seeds and then averaged.
For confidence intervals, 2000 percentile bootstrap resamples drew the 76 connected source
groups with replacement; each draw retained all analyses and predictions belonging to
its sampled groups. The same source draws were used for all candidate comparisons, so
paired differences remained matched at the independent-source level. For source-level
Friedman and Wilcoxon analyses, four-class Macro-F1 was calculated separately within
each source group and averaged over the five seeds, retaining all four labels and assigning
zero to undefined class scores. These equally weighted source-level scores differ from
the pooled-record Macro-F1 used for point estimates and bootstrap intervals. A repeated-
measures Friedman test described each model-within-scheme and scheme-within-model
family. The archived v2 postprocessing script applied two-sided source-paired Wilcoxon
signed-rank tests with Holm correction within the comparison families. The complete
42-cell matrix is descriptive; comparisons outside these families are exploratory. Bootstrap
intervals are nominal 95% intervals without multiplicity adjustment; they should not be
read as simultaneous confidence intervals for all comparisons. The archived predictions
and postprocessing code permit independent recalculation. These intervals are conditional
on the frozen outer-fold partition and fitted out-of-fold predictions; the bootstrap did not
repeat tuning or training and does not capture the full variability of alternative source-
group partitions.
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2.5. Source-Balanced Descriptive Geochemistry

To connect predictive comparisons with the observed geochemistry, we added a
source-balanced descriptive analysis of the same 4148-analysis cohort (Figure 3). No new
observations were added, and no model was refitted for this analysis. Each of the 14 concen-
trations was divided by the corresponding CI-chondrite value [27]. Geo descriptors were
calculated for each analysis using Table 3, before aggregation. For every source_group—
class_label combination, we calculated the median of each normalized REE and descriptor.
We then summarized these source—class medians within each host-rock class, assigning
equal weight to each contributing source group. Thus, a source with many analyses did
not receive greater weight in these descriptive summaries.
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Figure 3. Source-balanced REE patterns and geochemical indicators for the four operational host-rock
classes. Each descriptor was first summarized by its median within each source-group—class stratum.
(a) Lines are the pointwise medians of CI-chondrite-normalized source-class REE medians; shaded
bands span their interquartile ranges. (b—d) Total REE (ppm), normalized La/Yb and Eu/Eu*: points
show individual source—class medians, boxes span the 25th-75th percentiles, and whiskers extend to
the most extreme values within 1.5 interquartile ranges. All source—class medians, including values
beyond whiskers, are shown. There are 34 felsic, 37 intermediate, 9 mafic and 15 ultramafic strata,
drawn from 76 unique connected groups; some groups contribute to multiple classes. Quantiles were
calculated on untransformed values; logarithmic axes are used only for display. Bands and boxes
describe between-source spread, not confidence intervals or model importance.
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The resulting 95 source—class strata comprised 34 felsic, 37 intermediate, nine mafic
and 15 ultramafic strata, but only 76 unique connected source groups because some groups
contribute to multiple classes. REE curves show pointwise medians and interquartile ranges
across the source—class medians. For total REE, normalized La/Yb and Eu/Eu*, boxplots
show the median and interquartile range, with whiskers at the most extreme observations
within 1.5 interquartile ranges and all source—class medians overlaid. Quantiles were
computed on the original values using linear interpolation; log scaling was used only for
display. These summaries are descriptive and distinct from the pooled-record performance
statistics and source-bootstrap confidence intervals. They were not used to choose features,
tune models or redefine class labels. Figure source tables and the analysis scripts are
provided in the Supplementary Figure Data and Code S2.

3. Results
3.1. Source Coverage and REE Characteristics

The 4148-record cohort included 658 mafic analyses from nine publications and 385 ul-
tramafic analyses from sixteen publications. Source concentration remained substantial:
the largest mafic source contributed 213 of 658 analyses (32.4%), and the largest ultramafic
source contributed 130 of 385 (33.8%). Table 1 reports publication, locality, geological-body
and sample-group counts by class; grain counts could not be recovered. All primary outer
predictions were generated for source groups absent from the corresponding training fold.
Figure 1 shows why analytical sample size and independent-source support should be
considered separately.

Source-balanced REE summaries reveal both class contrasts and substantial overlap
(Figure 3). The median of the source—class total-REE medians was 6380 ppm for felsic,
3937 ppm for intermediate, 3753 ppm for mafic and 3737 ppm for ultramafic apatite. The
respective interquartile ranges were 4061-8478, 2827-5761, 2681-6196 and 1346-7749 ppm.
The four ranges share an overlapping interval, so absolute REE abundance alone does not
provide a clean separation of these classes in the source-balanced summaries.

Relative REE patterns provide a different view. The source-balanced median (La/Yb)y
was 10.75, 19.33, 12.97 and 74.02 for felsic, intermediate, mafic and ultramafic apatite,
respectively. The ultramafic class therefore had the greatest median normalized La-to-Yb
contrast, but its interquartile range was broad (19.27-133.30) and overlapped those of
intermediate and mafic sources. The corresponding Eu/Eu* medians were 0.290, 0.501,
0.737 and 0.923. Felsic sources had the strongest median negative Eu anomaly, whereas the
ultramafic median was closest to unity. The plotted source distributions show that these
central tendencies are not deterministic class boundaries. They describe the operational
classes in this collection rather than a single magmatic differentiation sequence.

3.2. Source-Held-Out Performance and the Matched Diagnostic

The selected nested procedure achieved Macro-F1 0.556 (95% source-group bootstrap
CI, 0.398-0.652), accuracy 0.559 (0.473-0.650) and balanced accuracy 0.564 (0.422-0.675).
The intervals reflect variation among the 76 source groups, including limited minority-class
source representation in some outer folds (Table 5).

The fixed-logistic-regression diagnostic retained 4144 records from 73 groups whose
source was present in the record-level training fold; four records from singleton or otherwise
unseen sources were excluded from both comparison arms. For the retained records,
Macro-F1 was 0.653 (source-group bootstrap CI, 0.515-0.733) under record-level folds and
0.481 (0.357-0.588) under source-group-held-out folds. The paired source-group bootstrap
difference was 0.172 (0.076-0.269). These are fixed-model diagnostic results, distinct from
the tuned nested-procedure estimate.
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Table 5. Nested source-group-held-out procedure: pooled out-of-fold performance.
Metric Estimate 95% Source-Group CI
Macro-F1 0.556 0.398-0.652
Accuracy 0.559 0.473-0.650
Balanced accuracy 0.564 0.422-0.675
Felsic F1 (support 1591) 0.595 0.474-0.689
Intermediate F1 (support 1514) 0.504 0.376-0.622
Mafic F1 (support 658) 0.647 0.171-0.833
Ultramafic F1 (support 385) 0.479 0.149-0.720

SVM

RF

XGBoost

MLP

ResNet

FT-Transformer

Point estimates average five seed-specific pooled source-group-held-out scores. Confidence limits
use 2000 bootstrap resamples of connected source groups, not individual analyses.

3.3. Model and Representation Comparisons

Table 6 and Figure 4 report source-group-held-out Macro-F1 for every fixed primary
candidate. The full matrix is descriptive and was not used to select the final proce-
dure by outer score. The response to a change in representation was not uniform across
model families. ResNet increased from 0.477 with Raw to 0.577 with CLR and 0.602 with
Geo+CLR, whereas RF decreased from 0.491 with Raw to 0.431 with CLR and 0.413 with
Raw+Geo+CLR. MLP changed from 0.491 with Raw to 0.550 with Raw+CLR, but only to
0.502 with all three representations. These patterns describe model-dependent behavior;
the larger values are not used to declare a globally optimal pipeline.

Source-group-held-out Macro-F1

1.0
0.493 0.534 0.479 0.482 0.451 0.457 0.469 =
0.491 0.480 0.431 0.475 0.413 0.432 0.413 - 0.75
0.508 0.461 0.445 0.506 0.457 0.469 0.472
- 0.5
0.491 0.542 0.543 0.519 0.550 0.509 0.502
0.477 0.539 0.577 0.542 0.549 0.602 0.580 - 0.25
0.465 0.559 0.476 0.521 0.586 0.524 0.501
Raw Geo CLR Raw Raw Geo Raw o0
+Geo +CLR +CLR +Geo
+CLR

Figure 4. Descriptive source-group-held-out Macro-F1 for the six primary model families and seven
REE representations. Each cell is the mean of five seed-specific scores calculated from pooled outer-
fold predictions. Model and representation order is fixed, and the color scale spans the full 0-1 metric
range. This matrix was not used to select a final pipeline on outer-fold performance; candidate
selection was confined to the inner folds.

Across 13 prespecified source-level overall comparison families, two unadjusted Fried-
man p values were below 0.05 (models under CLR, 0.039; schemes within FI-Transformer,
0.028). Neither remained below 0.05 after Holm correction across the 13 families. None of
the 231 within-family Wilcoxon pairwise comparisons remained below 0.05 after within-
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family Holm adjustment. The confidence intervals overlap, and the paired comparisons
do not support a reliable ranking of the candidates. Consequently, the visible cell-to-
cell contrasts in Figure 4 are not interpreted as established architecture or representation

advantages. Absence of a detected difference does not establish equivalence.

Table 6. Descriptive source-group-held-out Macro-F1 matrix for the 42 fixed candidates.

Model Raw Geo CLR Raw+Geo Raw+CLR Geo+CLR Raw+Geo+CLR
SVM 0.493 0.534 0.479 0.482 0.451 0.457 0.469
RF 0.491 0.480 0.431 0.475 0413 0.432 0413
XGBoost 0.508 0.461 0.445 0.506 0.457 0.469 0472
MLP 0.491 0.542 0.543 0.519 0.550 0.509 0.502
ResNet 0.477 0.539 0.577 0.542 0.549 0.602 0.580
FT-Transformer 0.465 0.559 0.476 0.521 0.586 0.524 0.501

Each value is the mean of five seed-specific pooled out-of-fold scores. This table does not select the
final pipeline; uncertainty and paired comparisons are reported separately.

3.4. Simple Baselines and ILR Sensitivity

Figure 5 and Table 7 compare the primary models with simpler baselines. With Raw
inputs, logistic regression achieved Macro-F1 0.573 (95% source-group CI, 0.436-0.672),
with a numerically higher point estimate than the six primary models for that represen-
tation; this descriptive difference does not establish a reliable ranking. In an exploratory
baseline comparison using Raw+Geo+CLR, ResNet achieved 0.580 (0.417-0.682) and lo-
gistic regression 0.566 (0.424-0.662); their paired source-bootstrap difference was 0.014
(—0.120 to 0.132). LDA had lower point estimates in these two displayed schemes. Re-
sults for all seven baseline schemes are provided in the prediction archive. ILR-only and
Raw+ILR were excluded from primary selection. Across the six primary model families,
ILR-only Macro-F1 ranged from 0.430 to 0.529, while Raw+ILR ranged from 0.455 to 0.588;
the Raw+ILR estimate for ResNet was 0.588 (95% source-group CI, 0.427-0.682). ILR results
are descriptive because no paired inferential comparisons for these sensitivity schemes
were archived.

Table 7. Simple baselines and primary models under two common representations.

Raw+Geo+CLR Macro-F1

Model Raw Macro-F1 [95% CI] [95% CI]
SVM 0.493 [0.393, 0.588] 0.469 [0.325, 0.563]
RF 0.491 [0.354, 0.576] 0.413[0.298, 0.497]
XGBoost 0.508 [0.378, 0.590] 0.47210.333, 0.574]
MLP 0.491 [0.377, 0.585] 0.502 [0.365, 0.598]
ResNet 0.477 [0.361, 0.574] 0.580[0.417, 0.682]
FT-Transformer 0.465 [0.354, 0.552] 0.501 [0.361, 0.590]
Logistic regression 0.573 [0.436, 0.672] 0.566 [0.424, 0.662]

LDA

0.330 [0.266, 0.403]

0.480 [0.356, 0.567]

Confidence intervals resample the same 76 connected source groups. Baselines are supplemental, not

candidates in the primary 42-way nested selection.
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Figure 5. Source-group-held-out performance of the six primary models and the logistic-regression
(LR) and linear-discriminant-analysis (LDA) baselines under (a) Raw and (b) Raw+Geo+CLR inputs.
Points show the mean of five seed-specific pooled out-of-fold Macro-F1 scores. Horizontal bars are
marginal 95% percentile intervals from 2000 bootstrap resamples of the 76 connected source groups,
retaining all analyses and predictions from each sampled group. These are not simultaneous confi-
dence intervals; overlap alone is not a paired significance test. LR and LDA used the unstandardized
features of the archived baseline procedure.

3.5. Class-Specific Performance and Error Structure

Figure 6 resolves the overall score into the directions of misclassification. Averaged
over seeds, 55.6% of felsic and 52.0% of intermediate analyses were assigned to their true
classes. The dominant off-diagonal transitions were felsic to intermediate (40.2%) and
intermediate to felsic (28.0%). Intermediate analyses were also assigned to mafic (11.8%)
and ultramafic (8.2%) classes. These percentages were obtained by normalizing each seed’s
confusion matrix by the true-class support before averaging, not by treating repeated
predictions as independent observations.

Mafic recall was 71.2%, with its largest error direction toward intermediate (13.6%).
Ultramafic recall was 46.8%, with substantial assignments to mafic (24.7%) and intermediate
(24.2%). The associated F1 estimates were 0.595 for felsic, 0.504 for intermediate, 0.647
for mafic and 0.479 for ultramafic. Source-bootstrap intervals were particularly wide for
mafic (0.171-0.833) and ultramafic (0.149-0.720) F1, consistent with uncertainty from their
limited independent-source support. The highest class point estimate should therefore not
be interpreted as reliably superior transfer performance. The matrix summarizes the nested
selection procedure, whose model-representation pair may differ across outer folds; it is
not a comparison between a single Raw model and a single fused model.
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Figure 6. Error structure and class-specific performance of the nested selected procedure. (a) Row-
normalized confusion matrix: predictions were selected using the candidate selected by inner cross-
validation for each outer fold, normalized separately within each true class and seed, and then
averaged over the five seeds. Entries are percentages and each unrounded row sums to 100%.
(b) Mean seed-specific class F1 and marginal 95% source-group bootstrap intervals. The unique-
analysis support is 1591 felsic, 1514 intermediate, 658 mafic and 385 ultramafic; repeated seeds do not
increase the independent sample size. Confidence intervals resample the 76 connected source groups
rather than individual records.

4. Discussion
4.1. Source Dependence and Generalization

The validation protocol determines which generalization question is answered. A
record-level random split can place related apatite analyses from the same publication or
geological body in both training and test partitions. Source-group-held-out nested valida-
tion instead assesses performance on sources absent during model fitting and selection.
Its Macro-F1 estimate and wide source-group interval indicate substantial uncertainty
in transfer to new geological settings. In the matched fixed-logistic-regression diagnos-
tic, Macro-F1 was 0.653 under record-level folds and 0.481 under source-group-held-out
folds for the same 4144 records from 73 source groups; the paired difference was 0.172
(95% source-group bootstrap CI, 0.076-0.269). This contrast is specific to the fixed diagnostic
and does not establish a causal effect of split policy or generalize across model families.
Independent minority-class sources remain relatively few, and a source group may contain
multiple analyses or classes; neither a larger record count nor repeated evaluation seeds
removes this dependence. Historical record-level results from a different cohort are not
directly comparable.

Literature-compiled apatite REE datasets may also vary with analytical instruments,
laboratories, detection limits, sampling strategies and geological context. Unit harmo-
nization and duplicate removal address only part of this variation and cannot completely
remove potential source effects. Such heterogeneity could influence performance on new
collections, although this analysis does not isolate or attribute bias to any individual factor.
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Source-group-aware validation assesses transfer across the constructed source groups, but
cannot identify the contribution of each factor or eliminate unrecorded heterogeneity.

4.2. Model Complexity and the Role of Simple Baselines

The confidence intervals overlap, and the paired comparisons do not support a reliable
ranking of the candidates. The 42-candidate comparison and simple baselines therefore do
not establish a consistent advantage for deep architectures over a linear model. Logistic
regression was competitive on Raw inputs, while the small point-estimate advantage of
ResNet under Raw+Geo+CLR had a paired interval compatible with either benefit or harm.
The absence of Holm-significant representation contrasts does not imply equivalence, but
it limits claims of a reproducible combined-representation benefit in this dataset. Model
and representation comparisons are most informative when interpreted through the pre-
specified nested procedure and source-level uncertainty rather than the largest descriptive
matrix entry. Thus, the value of evaluating deep tabular architectures and derived geo-
chemical representations in this task lies not in a demonstrated universal performance gain,
but in establishing their behavior under a controlled source-group-held-out comparison.

This distinction matters when deploying a classifier on a new apatite collection. In-
creasing architecture capacity may change how interactions are fitted, but it does not
increase the number of independent source groups. The difference between a complex
model and a linear baseline is therefore a question to test under source separation, rather
than an expected benefit of depth. The unstandardized LR/LDA baselines and unequal Op-
tuna budgets also delimit the comparison: these results characterize the implemented
procedures, not every possible implementation or equally optimized version of each
model family.

For new-data use, the relevant configuration is the one selected within the complete
development dataset by the procedure described in Section 2.3.2, followed by refitting
on all development records. Choosing the most frequent outer-fold configuration or the
largest value in the descriptive outer-score matrix would not implement that procedure.
The reported nested estimate assesses selection followed by source-held-out evaluation; it
is not an external validation of a single full-development classifier.

4.3. REE Patterns and the Effects of Representation

Figure 3 separates absolute abundance from relative REE pattern. The higher source-
balanced median total REE of felsic apatite coexists with substantial overlap among all four
classes. The stronger median negative Eu anomaly in felsic sources and higher normalized
La/Yb in the operational ultramafic class provide more specific descriptions of how the
source distributions differ. These observations motivate examining abundance, ratios and
anomalies together, consistent with the use of apatite geochemistry in earlier discrimination
studies [1,10]. However, the classes comprise different publications and geological settings.
Neither a class median nor a ratio distribution establishes a unique crystallization process,
oxidation state or mineralization history, and we do not infer such mechanisms from
these plots.

Raw retains concentration magnitude, whereas CLR removes a common log-
abundance component and expresses relative REE proportions. Geo ratios and anomalies
encode selected aspects of those proportions, while the abundance sums retain magnitude.
Combining them can alter the geometry presented to a model but cannot supply new
measured chemistry. The contrasting Raw-to-CLR changes for ResNet and RF (Figure 4)
therefore support a representation-dependent response, not a universally beneficial trans-
formation. The source-balanced overlap in Figure 3 also cautions against expecting a single
abundance or anomaly threshold to separate all sources. These descriptive plots and the

https:/ /doi.org/10.3390/app162010421


https://doi.org/10.3390/app162010421

Appl. Sci. 2026, 16, 10421

18 of 28

performance matrix answer different questions: the first describes the input population,
whereas the second evaluates prediction after fitting.

CLR represents only the selected 14-REE subcomposition and has rank 13 because
its coordinates sum to zero [24,25]. The orthonormal ILR sensitivity removes coordinate
redundancy but retains dependence on the chosen element set and source coverage. The
present plots do not provide model attribution. Correlated elements and deterministic
derived variables can distribute apparent importance differently across representations,
so an individual-element ranking would require an explicitly defined, stability-tested
attribution analysis. No SHAP, permutation-importance or causal attribution result is
claimed here. Source-balanced distributions instead supply an empirical geochemical con-
text for the model comparisons without reinstating the former claim that fusion consistently
improves performance.

4.4. Misclassification and Geological Applicability

The largest error exchange is between felsic and intermediate records (Figure 6), which
are also represented by overlapping source-level abundance and normalized-ratio distribu-
tions (Figure 3). This coexistence is compatible with limited separability in the measured
REE space, but the aggregate plots do not establish why any individual analysis was
misclassified. The operational assignment of granodiorite and tonalite to the intermediate
class further defines the boundary being learned. Its interpretation must follow the frozen
lithological lookup rather than an assumed whole-rock compositional threshold.

Errors in the ultramafic class extend toward both mafic and intermediate labels,
despite its larger median normalized La/Yb. Thus, a class-level geochemical contrast
does not guarantee reliable record-level classification on held-out sources. The operational
ultramafic category spans heterogeneous lithologies and contexts, and its limited source
support yields a wide F1 interval. Likewise, the mafic class has the largest F1 point estimate
but is represented by only nine connected groups, including folds with a single held-
out mafic group. These results support reporting uncertainty for individual classes and
avoiding claims that minority-class discrimination is nearly perfect.

For provenance applications, a prediction should be interpreted within the four op-
erational labels and the chemical coverage of the training collection. Unseen lithologies,
analytical settings or REE distributions may fall outside this scope. The current results
do not establish a calibrated out-of-domain detector or an externally validated decision
threshold. Additional independent geological sources would be needed to test such use,
particularly for the underrepresented classes.

4.5. Limitations and Priorities for Further Validation

Several limitations remain. Grain identifiers could not be recovered consistently, and
connected publication/body groups are proxies for independent geological sources. Local-
ity and body metadata vary in precision. In the frozen provenance crosswalk, 41 archived
source-file/worksheet/row tuples were shared by 82 records. A read-only post-archive
comparison with the original GEOROC 2024-12 CSV found one unique full 14-REE-vector
match for every affected analysis, with matching sample names; verified CSV positions are
supplied in the supplement. The historical locator fields remain duplicated, and this check
does not establish the accuracy of every other source metadata field. Source-specific below-
detection-limit flags and handling metadata are also unavailable. The 30 source-sharing
records set aside before fold construction were not evaluated as an independent external
test in the formal prediction archive. After their exclusion, the primary mafic cohort con-
tained gabbroic and doleritic records but no basalt records; transfer to basalt-hosted apatite
was therefore not evaluated. Historical record-level results use a different cohort and are
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contextual rather than a matched estimate of the effect of changing the partition. Moreover,
the operational ultramafic category spans heterogeneous geological contexts, including
carbonatite- and kimberlite-related rocks, mantle xenolith or metasomatic-mantle settings,
and mafic-ultramafic intrusions (Table A1). It is represented by 15 connected source groups
(Table 1) and has class-specific F1 of 0.479 (95% CI, 0.149-0.720; Table 5). This heterogeneity
may affect class separability, but the present analysis does not isolate subtype effects or
establish a cause for the observed performance. The class-level estimates therefore do
not establish carbonatite-specific discrimination or general transfer to carbonatites. Con-
sequently, inference is limited to this apatite 14-REE dataset, the four igneous host-rock
classes, the stated source-group construction and the implemented model procedures.

Interpretability is a further limitation, particularly for the deep-learning models: their
nonlinear interactions are not directly expressed as geochemical decision rules. Neither the
descriptive REE plots nor the presence of logistic-regression baselines establishes which
inputs drive individual predictions. No standardized-CLR coefficient analysis, grouped
permutation importance, SHAP analysis or stability assessment of model attribution was
performed. Correlated REEs, rank-deficient CLR coordinates and deterministic Geo trans-
formations also complicate attribution to individual elements; a coefficient or importance
score would not by itself establish a petrogenetic cause. Future work should examine
standardized log-ratio coefficients in an explicitly specified linear model and grouped
permutation importance for fitted models, with preprocessing confined to training data,
correlated or derived inputs treated jointly, and attribution stability assessed across held-
out source groups. Such work is needed before model predictions can be linked to specific
geochemical controls.

5. Conclusions

Source-group-aware nested evaluation of 4148 apatite analyses from 76 connected
groups yielded Macro-F1 0.556 (95% source-group bootstrap CI, 0.398-0.652) for four-class
igneous host-rock classification. The same-record fixed-logistic-regression diagnostic gave
higher Macro-F1 under record-level than source-held-out splitting (0.653 versus 0.481),
illustrating source dependence in that diagnostic without isolating a universal causal
effect of partition policy. Across the six primary model families and seven representations,
multiplicity-adjusted source-level comparisons did not establish a consistent advantage
for deeper architectures or combined representations; the Raw logistic-regression baseline
remained competitive.

Source-balanced REE summaries add a geochemical view of these results. Total-REE
distributions overlap across the four classes, while normalized La/Yb and Eu anomalies
show differences in their source-level central tendencies and spread. The selected procedure
nevertheless exhibits substantial felsic-intermediate confusion and uncertain transfer for
mafic and ultramafic sources. These observations identify class overlap and source coverage
as priorities for interpretation and future data collection. The study provides a reproducible
comparison of model families and REE representations under source-aware validation,
rather than evidence that greater model complexity or deterministic feature expansion
necessarily improves classification of unseen geological sources.

Supplementary Materials: The following supporting information can be downloaded at: https:
//www.mdpi.com/article/10.3390/app162010421/s1, Supplementary_Methods_and_Code_S1 (ZIP):
Data provenance, host-rock label mapping, GEOROC record crosswalk, feature-reconstruction code
and validation results, and statistical post-processing files; Supplementary_Figure_Data_and_Code_S2
(ZIP): PNG and SVG versions of Figures 1-6 in the main text, machine-readable source tables, figure-
genertion scripts, and validation reports.
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Appendix A. Reproducibility and Analysis Files

The companion archive contains the frozen processed dataset (SHA-256 4c707eff0447a
72fc606alfaaa0b26ac07b347e69cb6d83c56b7b3£f2dd40803), source-provenance and group
manifests, outer-fold selection manifests, 340 Optuna SQLite databases, v2 predic-
tions, the executable runner, core model implementation, configuration and server en-
vironment lock. The statistical script reads the unmodified experiment ZIP (SHA-256
d3a353aa434a89f0600aefc6dbad9115cc00d3079cc57d620b222ffd762e594c) and produces the
reported source-group confidence intervals and paired comparisons. Data-cleaning,
rock-label mapping, exclusion and feature-construction scripts are included in the
Supplementary Files. Evaluation seeds were 41-45; the split/HPO seed was 20260718.
The server reported four NVIDIA RTX 5090 GPUs, driver 580.76.05, PyTorch 2.8.0+cul28
(CUDA 12.8 build) and Optuna 5.0.0; exact package versions are retained in SERVER_
ENVIRONMENT_LOCK.txt. Historical data-preparation scripts document the collection
workflow but still require intermediate inputs and author-specific path settings; they
do not provide a self-contained reconstruction of literature collection, exclusion and co-
hort assembly. Supplementary_Methods_and_Code_S1 now includes the parameterized
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rebuild_features_from_work_dataset.py entry point, which reconstructs and verifies all
36 Geo/CLR/ILR columns directly from the delivered raw La-Lu fields in the archived
work_dataset. This closes the feature-construction check from delivered model inputs,
but not the earlier raw-source collection pipeline. The addendum also distinguishes the
driver-displayed CUDA capability from the archived PyTorch CUDA 12.8 build without
altering the immutable experiment ZIP.

The source-level counts and corresponding primary data publications are listed in
Table Al. Exact source-group assignments and fold-specific model parameters are supplied
in machine-readable form. No global parameter set was selected across the five outer
folds. The accompanying code, configuration, recorded studies and environment lock
specify the implementation used to obtain the reported results. The S2 figure scripts doc-
ument filtering, source—class aggregation and seed-wise confusion-matrix normalization.
Their checks reproduce the selected-procedure performance estimates and intervals before
visualizing them.

Table Al. Source identifiers, record counts, and primary data publications for the 4148-analysis
cohort. Frozen provenance IDs are retained; author-name spellings and other bibliographic details
are corrected against publication metadata. Original archival labels remain in the data files. F, felsic; I,
intermediate; M, mafic; U, ultramafic. The 30 James Ross/Daye holdout records are excluded from
this inventory.

Frozen Source Identifier N Host-Rock Class, n Reference
[21356] LI HE (2014) 5 F5 [37]
[21904] JTIANG XIAO-YAN (2018) 71 F71 [38]
[22246] XIE FUWEI (2018) 62 F 4,158 [39]
[22334] JIANG XIAO-YAN(2018) [GeoReM [11164] ] 48 F30;118 [40]
[22784] YU ZHI-QIANG (2019) 9 Fe6,13 [41]
[23038] BRUAND E. (2019) 37 F9,128 [42]
[23128] LIU ZHI-CHAO (2019) 60 F 60 [43]
[23144] ZAFAR T. (2019) 41 F 41 [44]
[23497] QU PAN (2019) 49 F 49 [45]
[23716] SUN SAI-JUN (2020) 20 F20 [46]
[23994] AZADBAKHT Z. (2020) 78 F65;113 [47]
[24394] YANG FAN (2020) 308 F 308 [48]
[24625] SUN JIN-FENG (2021) 92 F92 [49]
[24991] XING KAI (2021) 20 F12;18 [50]
[25249] ELIWA H. A. (2021) 29 F29 [51]
[25478] ZHANG XIAO-MING (2021) 43 F32;111 [52]
[25559] SEPIDBAR F. (2021) 32 F9,123 [53]
[25693] JING YAN (2022) 40 F 40 [54]
[25726] ZHOU RUN-JIE (2022) 143 F16;1127 [55]
[25840] YUAN YU (2022) 6 F2;,14 [56]
[26205] XU LEI-LUO (2023) 96 F 96 [57]
[26251] MU MAO-SONG (2022) 25 F 25 [58]
[26341] ZHANG HUICHAO (2022) 15 F15 [59]
[26423] ZHAO XU (2022) 78 F78 [60]
[26426] FAN CHAOXI (2023) 14 F9;15 [61]
[26565] LONG XIN-YU (2023) 181 F116;165 [62]
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Frozen Source Identifier N Host-Rock Class, n Reference
[26664] ZHANG XIN (2023) 90 F 45;145 [63]
[26873] LI XIN (2023) 100 F90;110 [64]
[26927] QUAN YI-KANG (2023) 53 F21;132 [65]
[22108] CHEN ZUXING (2018) 18 F18 [66]
[23733] NATHWANI C. L. (2020) 145 F108;137 [67]
[25988] WANG HAIRUO (2022) 207 F47;1160 [68]
[25692] LI XI-YAO (2022) 14 F14 [69]
[26239] SHARPE M. S. (2022) 9 F9 [70]
[21289] LAURENT 0.(2017) [GeoReM [10516] ] 88 188 [71]
[21351] ZHANG CHAO(2013) [GeoReM [7259] ] 5 I13,M2 [72]
[21391] RABBIA O. M. (2017) 4 14 [73]
[22731] XIE FUWEI (2018) 64 164 [74]
[22821] SUN SAI-JUN(2019) [GeoReM [12263] ] 59 159 [75]
[24262] XIA YING (2020) 3 I12,M1 [76]
[24410] XIAO YUANYUAN (2020) 35 135 [77]
[24970] ZHANG LI-PENG (2021) 40 140 [78]
[26328] CAO JINGYA (2023) 14 114 [79]
[26425] ZHOU RUN-JIE (2022) 61 161 [80]
[26836] ZHU QINGBO (2023) 33 133 [81]
[25433] MARFIN A. E. (2021) 12 112 [82]
[25437] XU WEN-GANG (2015) 16 116 [83]
[15778] TANG MING (2012) 22 122 [84]
[26414] WU YA-DONG (2022) 204 1204 [85]
[24549] WANG MENGXI (2020) 155 M 155 [86]
[17673] WU FU-YUAN (2013) 2 U2 [87]
[17934] BUHN B. (2001) 3 Uus3 [88]
[18025] YE HAI-MIN(2013) [GeoReM [7366] | 40 U 40 [89]
[20286] WEIDENDORFER D. (2016) 1 U1l [90]
[24067] VELAZQUEZ SANTANA L. C. (2020) 130 U 130 [91]
[24751] YU KAIZHANG (2021) 5 U5 [92]
[25106] SAVARD J.]. (2021) 4 U4 [93]
[19041] CHENG ZHIGUO (2014) 6 Uueé6 [94]
[8274] BEDINI R. M. (1999) 1 U1l [95]
[16609] ZHOU QIN (2010) 3 Uus3 [96]
[18709] GONZALES-JIMENEZ J. M. (2014) 12 U12 [97]
[22326] BALI E. (2018) 15 U115 [98]
[22894] VILLASECA C. (2018) 32 U32 [99]
[24017] LU JTANGGU (2020) 4 U4 [100]
[27108] HOWARTH G. H. (2023) 29 U 29 [101]
[28431] YAN XIANG-YU (2024) 20 M 20 [102]
[28996] CAO YONGHUA (2024) 98 U 98 [103]
KIEFFER M. A. (2023) 213 M 213 [104]
Gordonbrook dolerite (2026) 31 M 31 [105]
Xing & Wang (2017) American Mineralogist 102, DOI 41 M 41 [106]
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Table Al. Cont.

Frozen Source Identifier N Host-Rock Class, n Reference

Pedersen et al. (2021) Contributions to Mineralogy and

Petrology 176:102, DOI 10.1007 /s00410-021-01861-x 180 M 180 [107]
Rakhimov (2024) Minerals 14:1271, DOI

10.3390/min14121271 15 M5 [108]

[28685] HAO LE-RAN (2024) 48 148 [109]

[28545] GUMSLEY ANNA (2024) 43 143 [110]

[28852] LI YU (2024) 29 129 [111]

[27186] YANG FEI (2024) 29 129 [112]

[27386] TANG PAN (2024) 12 112 [113]

[28723] BRUAND E. (2014) 49 149 [114]
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