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Abstract


In knowledge graph construction tasks, recent research often leverages Large Language Models (LLMs) to enhance the efficiency and accuracy of unstructured data processing. However, current LLMs rely on lexical co-occurrence statistical patterns, making it difficult to capture deep semantic relationships. Furthermore, existing research largely focuses on entity-relation extraction or semantic-level optimization, overlooking the inherent hierarchical logical structures within text paragraphs (e.g., chapter organization, paragraph coherence). This leads to insufficient semantic completeness and damaged structural consistency in the constructed knowledge graphs. To address this dual limitation, we propose LLM-S2KG, a semantic–structural information extraction method that integrates LLMs with semantic correlation analysis. This method achieves synergistic modeling of semantic depth and logical structure by simultaneously performing dual parsing of keywords and structure, discovering and completing semantic associations, and finally integrating these dual graphs for construction. Experiments show that in query tasks, LLM-S2KG improved the F1 score by 0.1183, 0.1412, and 0.0231 compared with KeyBERT, TF-IDF, and LLM-KG, respectively. In fill-in-the-blank QA tasks, it achieved an accuracy of 94.81%; and in open-ended QA tasks, an accuracy of 85.885%, moderately outperforming LLM Triple Extraction (73.308%), LLM Triple Extraction with Source Sentence Augmentation (80.085%), and Chroma Database Import (76.150%). In summary, LLM-S2KG provides a unified modeling paradigm for structured knowledge extraction using LLMs, featuring mutual empowerment and co-evolution of semantics and structure.
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1. Introduction


Knowledge Graphs (KGs), by organizing knowledge in “entity–relation–entity” triples, provide an intuitive representation for modeling relationships in complex domains and are widely applied in tasks such as intelligent Q&A and semantic search [1]. Their construction methods have evolved from manual expert annotation and rule-based extraction to deep learning-based automatic extraction. However, efficiently building high-quality knowledge graphs from unstructured text remains a core challenge: unstructured data often exhibits semantic complexity (e.g., nested concepts), structural diversity (e.g., causal or temporal relations), and dynamic contextual dependencies, leading to KGs constructed by traditional methods having limited coverage, simplified relation types, and difficulty meeting high-precision requirements in specialized domains [2].



In recent years, Large Language Models (LLMs), with their powerful semantic understanding and contextual awareness, have been widely used in knowledge graph construction. LLMs parse implicit semantics through attention mechanisms and learn general patterns from massive data via the “pretrain + fine-tune” paradigm, thereby overcoming some limitations of traditional methods, as seen in medical fields like ChatDoctor [3] and academic semantic parsing [4]. However, LLMs also have inherent limitations: they rely heavily on lexical co-occurrence statistical patterns in training corpora, potentially overlooking deeper logical semantics [5]. For instance, a model might correctly answer “Beijing is the capital of China” due to the frequent co-occurrence of “Beijing” and “capital,” but it might not truly grasp the intrinsic meaning of the concept “capital.” Furthermore, existing LLM-based knowledge graph construction research largely focuses on entity and relation extraction, neglecting the inherent hierarchical structural information within text (e.g., parent–child and sequential relationships between chapters, paragraphs, and titles), which compromises the semantic completeness and structural consistency of the constructed graphs.



To mitigate LLMs’ reliance on lexical co-occurrence, researchers have explored various approaches [6]. One category involves introducing external knowledge (e.g., WordNet ontologies) or improving training objectives (e.g., implicit association training, active forgetting mechanisms) to guide models to learn true factual associations rather than shallow statistical patterns [7]. Another category approaches this from the tokenization level, using random token splitting to enable models to “see” the internal structure of words, thereby enhancing fine-grained semantic understanding [8]. Additionally, techniques such as lexical alignment, knowledge editing, and retrieval augmentation have been employed to correct models’ over-reliance on co-occurrence information. While these methods have achieved success in specific tasks, they generally share a common flaw: they primarily focus on semantic-level optimization, overlooking the text’s inherent hierarchical logical structure. For example, the chapter organization and paragraph coherence in an academic paper contain rich knowledge organization methods, but current approaches often break them down into independent sentences or paragraphs for processing, losing this structural information. Consequently, although the resulting knowledge graphs may be locally semantically enhanced, they lack a global logical skeleton, leading to insufficient semantic completeness and poor structural consistency. Fundamentally, they have not yet escaped the underlying principle of “guessing words based on statistical patterns”—the model still predicts word co-occurrence probabilities rather than truly understanding hierarchical and causal relationships between concepts.



To address these issues, this paper proposes LLM-S2KG, a knowledge graph construction method that synergistically extracts semantics and structure. Its core innovation lies in simultaneously extracting deep semantic association networks and hierarchical structural networks and achieving synergistic modeling of semantic depth and logical structure through dual-graph fusion. Specifically, we first use an LLM for paragraph-level keyword extraction and optimization to form a high-quality set of semantic units. Concurrently, we use the LLM to parse the text into a tree-like JSON structure, accurately capturing “parent–child” hierarchical relationships and “before–after” sequential relationships between chapters and paragraphs. Subsequently, implicit relationships between keywords are mined through vectorization and semantic correlation analysis, and an LLM is used to complete these relationships, constructing a semantic network. Finally, the semantic network and structural network are merged through node alignment to form a unified knowledge graph. This framework not only overcomes LLMs’ reliance on shallow co-occurrence through semantic correlation analysis but also fundamentally improves the semantic completeness and structural consistency of knowledge graphs by explicitly modeling text structure and preserving the logical hierarchy of knowledge. Experimental results show that LLM-S2KG achieves improved performance over the compared baselines under the current experimental settings.




2. Related Work


2.1. Traditional Knowledge Graph Construction Methods


Traditional knowledge graph construction methods are mainly divided into three major categories: manual construction, rule-based automatic extraction, and deep learning-driven methods.



Manual construction methods are typified by expert-led knowledge engineering, where entity categories and relationship frameworks are manually defined to achieve high-precision knowledge accumulation. Examples include WordNet [9] in the English lexicon domain, CYC [10] in the common sense domain, and HowNet [11] in the Chinese-English lexicon domain. Knowledge graphs built using this method are of high quality, but require significant human resources, making them difficult to apply to large-scale knowledge graph construction.



Rule-based methods rely on predefined grammatical templates or regular expressions to extract triple information from semi-structured text. Their effectiveness is highly limited by the completeness of rule design, with typical applications including LRIRL [12], UIMA Ruta [13], and ProPPR [14]. While rule-based methods offer high accuracy and are suitable for processing massive amounts of text, the rule design process is complex and domain-dependent, making them difficult to extend to unstructured text or dynamic data sources from different domains.



Deep learning-driven methods are based on neural network training and can achieve end-to-end text entity and relationship recognition. Joint extraction models using neural networks are mainly divided into three categories: RNN, CNN, and LSTM. RNNs process input sequences step by step, updating hidden layer representations by combining the previous hidden state with the current input, and finally outputting knowledge extraction results based on the hidden state. Typical applications include RNNLogic [15], MHA-RNN [16], and RWKV [17]. CNNs perform convolutional operations on input text to extract local semantic features. After dimensionality reduction by pooling layers, fully connected layers integrate these features and output knowledge extraction results such as entities or relations. Related research includes IntSE [18], CNN-BiGRU [19], and BERT-DGCNN [20]. LSTMs use gating mechanisms and cell states to process input sequences step by step, remembering useful information and forgetting irrelevant information. Finally, they output feature representations containing long-term dependencies via the hidden state to achieve knowledge extraction. Representative works include BiLSTM-CRF [21], CNN-BiLSTM [22], and MaskDGNets [23]. Although deep learning-based knowledge graph construction methods can handle complex semantic information and contextual relationships, they rely on large amounts of annotated data for model training and suffer from poor interpretability, making them difficult to apply in specialized domains lacking annotated data.




2.2. Knowledge Graph Construction Driven by Large Language Models


In recent years, large language models represented by GPT and PaLM have acquired linguistic statistical patterns— particularly lexical co-occurrence models—through pretraining with massive textual corpora. This capability enables them to identify key information in texts, moderately lowering the threshold for acquiring unstructured knowledge. Against this backdrop, knowledge graph construction technologies driven by large language models have evolved through three critical stages: foundational capability exploration, knowledge-enhanced pretraining, and collaborative evolution.



During the initial exploration phase, large language models achieved automatic extraction of entities, relationships, and events from cross-domain, multilingual unstructured texts (such as academic papers and web pages) through zero-shot/small-sample learning, as demonstrated by SbSER [24] and ToNER [25]. However, due to the “hallucination” phenomenon, the extracted results contain noise and logical inconsistencies, necessitating manual verification to ensure knowledge accuracy.



The subsequent research progressed to knowledge-enhanced pretraining and fine-tuning phases. By embedding structured knowledge graphs during model pretraining (e.g., entity linking and relation awareness tasks) or injecting knowledge constraints during domain-specific fine-tuning (e.g., healthcare, finance), high-quality knowledge was explicitly incorporated. This approach moderately enhanced the logical reasoning capabilities of large language models, suppressed hallucination generation, and substantially reduced reliance on manual intervention—as demonstrated by MilChat [26] and KGPT [27]. However, this paradigm remains inherently static and unidirectional, unable to adapt to real-time knowledge evolution, and lacks external knowledge validation mechanisms in the reasoning process.



The current collaborative enhancement phase has established a closed-loop system integrating large language models with knowledge graphs: The graph provides interpretable knowledge support for the model, while the model dynamically updates the graph using real-time data streams (e.g., news and social media). Through self-supervised learning and feedback mechanisms, knowledge verification and error correction are achieved to ensure timeliness and accuracy, as demonstrated by ACL-IJCNLP [28] and DRAGON [29]. This evolution drives knowledge engineering from static construction to a paradigm of intelligent perception and continuous evolution, providing a dynamic knowledge foundation for applications such as intelligent question answering and decision support systems.



Compared with LLM-KG hybrid models such as GraphRAG, RoG, and ToG, the focus of the method presented in this paper is different: the aforementioned models assume an existing knowledge graph and concentrate on “KG-augmented LLM reasoning,” whereas LLM-S2KG focuses on “building a KG from scratch” and explicitly captures document-level structural information (such as chapter hierarchy and paragraph continuity) rather than merely modeling the entity relationship network. The two approaches are complementary, and LLM-S2KG can provide a KG frontend rich in structural information for methods like GraphRAG.



However, existing research still exhibits two critical limitations: (1) Structural information blind spots: Overemphasis on textual semantics while neglecting topological cues in source data (e.g., chapter hierarchy, paragraph logic, list structures) leads to loss of critical contextual relationships between nodes (such as causal and conditional connections). (2) Failure in deep semantic modeling: Large language models rely on lexical co-occurrence probabilities for knowledge acquisition, excelling at processing explicit associations but struggling to comprehend complex logic constrained by domain ontologies, often generating results that conform to linguistic distributions yet contradict domain facts. To address these issues, we propose a “Semantic–Structural Dual Extraction Framework” that simultaneously extracts structural information and semantic features for integration. Additionally, through text vectorization, we calculate semantic associations of keywords in embedded spaces to identify implicit relationships beyond the capture scope of large language models.




2.3. Mitigation Methods for Lexical Co-Occurrence Dependence


To address the limitation that large language models rely on shallow co-occurrence statistics and struggle to model deep semantic relationships when processing vocabulary, researchers have conducted systematic explorations from multiple angles. These include internal model mechanisms, training architecture optimization, and multimodal enhancement.



At the level of internal model mechanisms, researchers first examined tokenization strategies. Their goal was to reduce biases introduced by word co-occurrence at the input stage. Hofmann et al. [30], Yehezkel & Pinter [31], and Bauwens & Delobelle [32] proposed improved tokenization approaches. These methods better preserve morphological information during tokenization and enhance tokenization quality. Regarding internal integration mechanisms within the model, Geva et al. [33] found that the feed-forward network (FFN) layers in Transformers function as key-value memories. These layers can encode factual and linguistic knowledge, providing a physical basis for storing and retrieving lexical concepts. Feucht et al. [34] introduced the concept of an “internal vocabulary.” Their work revealed that the model forms a soft vocabulary by combining multiple vectors. This finding offers a new perspective on how lexical representations are organized and constructed.



At the training architecture level, researchers have developed various mitigation strategies to reduce the model’s dependence on lexical co-occurrence. The first strategy involves continued pretraining. By further training the model on large-scale domain-specific corpora, it acquires deep domain knowledge rather than surface-level co-occurrence patterns. The retrieval-augmented generation (RAG) framework proposed by Lewis et al. [35], the In-Context Retrieval Augmentation by Ram et al. [36], and Self-RAG by Asai et al. [37] all effectively prevent the model from relying solely on word co-occurrence statistics in the training data. The final strategy concerns knowledge editing methods. These approaches directly inject structured facts by locating and modifying specific parameters within the Transformer model. Zhang et al. [38] further discovered that co-occurrence statistics and factual associations are encoded in different Transformer layers. Based on this insight, they designed a strategy to actively forget parameters in middle layers, thereby “unlocking” factual learning. This method mitigates co-occurrence dependence at the parameter level.



Multimodal training provides an alternative pathway for alleviating reliance on lexical co-occurrence. Deitke et al. [39] observed that the Molmo model, after multimodal training, performed worse than its base language model Qwen on the MMLU text-only benchmark. This result suggests that multimodal training may negatively impact certain text-based tasks. Yun et al. [40] conducted targeted comparisons and found that additional visual training did not cause significant differences in syntactic category representations. However, performance diverged on tasks requiring grounding. This indicates that visual information aids specific semantic understanding tasks. Collectively, these studies reveal both the potential and the limitations of multimodal training for enhancing conceptual knowledge deployment and mitigating shallow understanding.



Although the studies mentioned above reduce the model’s dependence on shallow co-occurrence at various levels and improve semantic modeling on specific tasks, they share a common shortcoming. For instance, the arrangement of chapters and the logical transitions between paragraphs in an academic paper contain rich knowledge about information organization. Current methods, however, often fragment this structure into isolated sentences or paragraphs. As a result, critical structural information is lost. Consequently, the constructed knowledge graphs may exhibit enhanced local semantics but lack a global logical framework. This leads to incomplete semantic integrity and poor structural consistency. Fundamentally, the underlying principle remains “word prediction based on statistical patterns.” The model still predicts word co-occurrence probabilities rather than genuinely understanding conceptual hierarchies and causal relationships. To address these issues, we propose the Semantic–Structural Dual Extraction Framework. This framework can jointly extract and integrate semantic features with structural features. Furthermore, it leverages semantic association analysis to identify deep relationships that lie beyond the capabilities of current large language models.




2.4. Semantic Association Analysis


Semantic relatedness analysis quantifies the strength of semantic connections between two textual units. These units can be words, phrases, sentences, or entire documents. Through this quantification, the analysis reconstructs the topological structure of conceptual networks. This process addresses a key limitation of large language models such as GPT-4pro and ChatGLM2. These models often exhibit structural deficiencies when capturing deep, domain-specific semantic associations.



According to Bridge (1998), methods for computing semantic relatedness rely on three fundamental model types.



The first type is the feature-based model, also called the compositional model. This approach represents each concept as a collection of features. Semantic relatedness between concepts is then determined by comparing shared and distinct features across their feature sets. Representative techniques include pointwise mutual information [41] and co-occurrence analysis [42].



The second type is the structural model, also known as the network or graph-based model. Here, concepts are treated as nodes within a large-scale structure. Such structures may include semantic networks, taxonomies, or knowledge graphs. Edges between nodes signify relationships among concepts. Semantic relatedness is computed through techniques like graph matching, spreading activation, or random walks. Examples include WordNet [9] and the Wikipedia-based Bilinear Link Model (WBLM) [43].



The third type is the geometric model, also referred to as the spatial model. In this framework, each concept is represented as a point in an n-dimensional space. Semantic relatedness is inversely proportional to the distance between these points. Common implementations include word embeddings [44] and Latent Semantic Analysis (LSA) [45].



Feature-based and structural models suffer from certain constraints. They rely heavily on manual intervention and static knowledge representations. Their computational cost can also limit scalability. Consequently, they often fall short of meeting the demands for flexible and extensible semantic analysis.



In contrast, the geometric model offers distinct advantages. It provides strong semantic plasticity, favorable dynamic adaptability, and high scalability. These properties enable effective compensation for logical linkages. Moreover, the geometric model can be flexibly refined to address deep semantic association requirements across diverse professional domains.



Therefore, we adopt the geometric model in our approach. We perform vector space calculations on keywords extracted from the association matrix. This method allows us to uncover latent causal links, conditional relationships, or synergistic mechanisms.





3. Method


3.1. Theoretical Framework


The LLM-S2KG method proposed in this study is based on the following theoretical insight: knowledge in unstructured text can be decomposed into two orthogonal yet complementary dimensions—the semantic dimension and the structural dimension.



The semantic dimension captures the intrinsic relationships between concepts (such as causality, coordination, and subordination). Its theoretical foundation lies in distributional semantics, particularly the “distributional hypothesis,” which states that semantic similarity can be measured by the similarity of contextual distributions. However, distributional semantics primarily focuses on co-occurrence statistics and struggles to capture long-range logical dependencies.



The structural dimension, in contrast, corresponds to the discourse logic of the text (such as chapter hierarchy, paragraph order, and list nesting). Its theoretical basis derives from Rhetorical Structure Theory (RST) and discourse parsing theory, which posit that textual coherence depends on an explicit hierarchical framework.



Existing LLM-based knowledge graph construction methods focus only on the semantic dimension (e.g., entity–relation triples) while neglecting the structural dimension, resulting in knowledge graphs that are “semantically rich but logically loose.” The core theoretical hypothesis of this study is that integrating semantic graphs with structural graphs through heterogeneous graph fusion can produce a synergistic enhancement effect: the structural graph provides macro-level navigation semantic relations, while the semantic graph offers fine-grained conceptual connections, enriching the meaning of structural nodes.



This hypothesis can be explained through the theory of multi-view learning in graph theory: graph representations from different views (semantic and structural) contain complementary information. By aligning nodes and fusing edges, a more complete low-dimensional embedding can be obtained. The LLM-S2KG framework is a concrete implementation of this theoretical approach.




3.2. Data Description and Preprocessing


This study uses forest management data from the China National Knowledge Infrastructure (CNKI) and the China National Intellectual Property Administration as its experimental subject. The objective is to validate the effectiveness of the proposed Semantic–Structural Dual Extraction Framework (LLM-S2KG) in constructing domain-specific knowledge graphs for complex professional fields.



The dataset from this domain exhibits several notable characteristics. First, the texts are highly unstructured. This property rigorously tests the model’s capacity to parse complex semantics and uncover implicit structural patterns. Second, the underlying knowledge system integrates multidimensional concepts from ecology, economics, policy, and legal regulations. This integration places elevated demands on deep semantic association mining and logical inference. Third, forest resource management is currently undergoing a critical phase of intelligent transformation. Consequently, there is an urgent need for high-quality knowledge graph support. Traditional methods, however, are constrained by their limited ability to process unstructured text. Their practical effectiveness in this context remains restricted.



Therefore, conducting research within this domain not only helps overcome technical bottlenecks in extreme scenarios. It also enables a systematic evaluation of the robustness and generalization capabilities of the LLM-S2KG methodology.



The corpus utilized in this study comprises two categories: forest management patent data provided by the National Intellectual Property Administration, which is relatively standardized and easily integrable into knowledge graphs; and CNKI journal paper data, which consists of unstructured text with issues such as inconsistent formatting and ambiguous paragraph delimitation, moderately increasing challenges in text comprehension and entity extraction. To address these challenges, we designed a comprehensive data preprocessing workflow (as shown in Figure 1) to enhance raw data quality and facilitate subsequent deep processing.



The original papers obtained from CNKI are in PDF format and can be further categorized into scanned PDFs and text-based PDFs, each requiring distinct processing methods:



For scanned PDF files, direct text extraction is not feasible. The process begins by converting each page into an image sequence, followed by optical character recognition (OCR) using the PyTesseract 0.3.10 [46] software package. The identified text is saved as a TXT file with the same name as the source document. To enhance paragraph clarity, manual verification is conducted to segment the text into paragraphs based on line breaks.



For text-based PDF documents, formatting discrepancies such as font types and sizes often lead to incorrect text segmentation. To address this, the files are first converted to DOC format to preserve stylistic information. The pywin 32 package is then employed to extract attributes, including font names, font sizes, and bolding, for each line of text. Based on these attributes, text segments with identical formatting are merged into unified semantic paragraphs to reconstruct the document’s logical structure. The processed results are uniformly saved to corresponding CSV files matching the original documents, facilitating subsequent structured reading and processing. Through these preprocessing steps, approximately 1300 high-quality text corpora were obtained, laying a solid foundation for subsequent knowledge extraction tasks.




3.3. Overall Framework


We propose a method for constructing a knowledge graph question answering system. This method integrates large language models with semantic relatedness analysis. We refer to it as LLM-S2KG. The core technical pipeline consists of three sequential stages. These stages are the dual-parsing stage, the semantic association mining stage, and the dual-graph fusion stage.



In the dual-parsing stage, we simultaneously extract key semantic units and logical structures from the text. For keyword extraction, we employ a large language model such as Baichuan2. The model performs initial paragraph-level keyword extraction. This output is then refined through a multi-step optimization process. First, prompt engineering is applied to constrain the output format. Second, we conduct instruction-level deduplication, semantic merging, and compound word decomposition. Third, domain-specific filtering rules are applied. These rules eliminate ambiguous terms and generic words. The result is a high-quality keyword set. For structure parsing, we adopt a dynamic segmentation algorithm to handle long texts. The GLM4 model is then utilized to convert the text into a tree-structured JSON format. This representation accurately captures hierarchical and sequential relationships among sections and paragraphs. It provides a structured foundation for the subsequent graph construction.



In the semantic association mining stage, we focus on uncovering deep semantic relationships among keywords. First, the text2vec model [47] is used to vectorize keywords and paragraphs. An association matrix is constructed using cosine similarity calculations. For each keyword, we select the top-N most relevant associated words. This yields a set of preliminary relationship pairs. Next, we introduce a relationship completion mechanism based on the Chroma vector database. For each keyword pair, the mechanism retrieves the most relevant original text fragment as supporting evidence. This evidence is fed into the ChatGLM2 model. The model then generates a specific relationship label, such as “associated with positive effect” or “is a type of.” This step transforms statistical associations into explicit semantic relations. It moderately enhances both the accuracy and interpretability of the extracted relationships.



In the dual-graph fusion stage, the semantic graph and the structural graph generated in the previous stages are merged into a unified knowledge graph. A node alignment strategy is applied. Paragraph nodes from the structural graph are mapped to their corresponding keyword sets in the semantic graph. This process establishes connections between the two heterogeneous networks. During relationship fusion, semantic relations from the semantic graph are prioritized. If a semantic relation is absent, the structural relation inherited from the structural graph is used as a fallback. The final output is a knowledge graph that preserves both rich semantic depth and coherent textual logic. An illustration of this architecture is provided in Figure 2.




3.4. Dual Analysis of Keywords and Structures


The core innovation of the LLM-S2KG method lies in its ability to simultaneously capture both the semantic core and the structural skeleton of the text. This section provides a detailed account of the first step: the dual parsing of keywords and structure. The objective of this step is to extract two types of critical information from unstructured text in parallel. The first type is a set of keywords representing the core concepts of the text. The second type is a tree-structured representation that delineates the logical relationships among paragraphs. This parallel processing strategy ensures that the resulting knowledge graph is both semantically rich and logically coherent.



3.4.1. Keyword Extraction and Optimization


Although traditional keyword extraction methods such as TF-IDF and TextRank are computationally efficient, they operate primarily on surface-level word frequency statistics or graph-based ranking algorithms. These approaches possess a limited capacity to grasp contextual semantics. As a result, the extracted keywords may omit critical entities or include extraneous noise.



To overcome this limitation, we harness the profound prior linguistic knowledge and robust instruction-following capabilities of large language models. Specifically, we implement a three-stage extraction and refinement workflow guided by prompt engineering.



First, the preprocessed text paragraphs are fed into the large language model. We design precise prompt instructions to drive paragraph-level keyword extraction. Example constraints include “keywords should not exceed three words in length,” “extract no more than ten keywords per paragraph,” and “avoid repetitive thematic terms.” This step yields an initial list of candidate keywords.



Second, we subject the model output to a multi-level deduplication process. In the LLM-based deduplication phase, we use prompt directives to prevent explicit repetition. For instance, the model is instructed to retain only one variant from a set such as “forest resource management” and “forest resource operation.” In the rule-based deduplication phase, we apply manually crafted consolidation rules. These rules merge semantically redundant or synonymous expressions. For example, terms like “street greening and beautification” and “urban greenway” are unified under the label “urban greening.” We also perform semantic decomposition on compound keywords. An example would be splitting “tree species diversity” into the distinct units “tree species” and “diversity.”



Third, we apply keyword refinement rules to filter out redundant information. Ambiguous concepts such as “project” and generic terms like “development” are removed. Keywords with weak relevance to the forest management domain are also discarded. Furthermore, keywords are stored in a structured format that retains metadata about their source document and paragraph position. This practice ensures traceability and contextual consistency for subsequent knowledge association steps. An illustration of this process is provided in Figure 3.



By integrating the deep semantic comprehension of LLMs with a rule-driven post-processing strategy, this approach effectively mitigates common pitfalls of traditional keyword extraction. These pitfalls include semantic overgeneralization, redundant noise, and limited domain adaptability. The outcome is a robust semantic foundation for constructing high-quality knowledge graphs, as shown in Figure 4.



Ultimately, we obtain an optimized, high-quality keyword set denoted as K = {k1, k2, …, kn}. This set serves as the foundational keyword nodes for the subsequent phase of semantic association mining.



The knowledge extraction results of the LLM-S2KG method differ from those of traditional LLM triple extraction methods, as shown in Table 1.



Specifically, traditional methods extract triples containing directed edges with specific semantics, where nodes represent entities (including subjects and objects), forming “node–edge–node” triples. For instance, from the sentence “With the significant increase in species richness of forest ecosystems, the corresponding biodiversity index shows an upward trend,” we can extract triples (species richness, promote, biodiversity index), as illustrated in Figure 5a.



In contrast, our method generates triples consisting of two keyword nodes connected by a single undirected edge that is annotated with a symmetric semantic label (e.g., positively correlated). The order of the two nodes does not change the meaning, and the edge label describes the relationship (e.g., “species richness” is positively correlated with “biodiversity index”). From the same example sentence, we extract triples such as (species richness, positively correlated, biodiversity index). This structure directly supports logical reasoning (e.g., causal inference, attribute inheritance) and precise queries (e.g., “Which factors contribute to biodiversity?”). As shown in Figure 5b, this enhances the applicability of LLM-S2KG for dynamic relationship mining in open domains.




3.4.2. Text Structure Analysis


Structured information extraction aims to derive the hierarchical logical framework and contextual relationships from unstructured text. This process involves two stages: tree-structure generation based on a large language model, followed by rule-driven structural relation parsing.



In the tree generation stage, preprocessed document passages are dynamically segmented according to the input length constraints of the glm4-int model—specifically, its maximum token limit. This segmentation ensures that each fragment remains semantically coherent while staying within the model’s processing boundaries. The segmented text is then fed into the glm4-int model. By employing structured generation prompts—for example, “Convert the text into a tree-structured JSON containing headings, paragraphs, and lists”—the model is guided to produce a hierarchically nested macro-structure tree (T) in JSON format. In this tree, each node possesses three core attributes: the ‘tag’ field specifies a semantic label (e.g., h1/h2/h3 for section headings, p for paragraphs, li for list items); the ‘content’ field stores the corresponding textual material; and the ‘children’ array records the list of sub-nodes, thereby forming a multi-level tree-like logical framework. For instance, a chapter heading may encompass subheadings and paragraphs, while a paragraph may contain nested list items.



In the structural relation parsing stage, a rule engine first converts the JSON tree into structured triples. For nodes exhibiting a parent–child relationship—such as an h2 node containing multiple h3 nodes—a “parent–child paragraph” relation is defined. For sibling nodes arranged sequentially at the same level—such as adjacent paragraphs p1 and p2—linear associations of “preceding” and “succeeding” context are established. During cross-fragment analysis, semantic coherence between the final node of one fragment and the initial node of the next is identified to construct a “logical continuation” relation. This preserves the overall integrity of the document’s structure. Finally, hierarchical relations within individual fragments are integrated with continuity associations across fragments to form a global structured knowledge graph covering the entire text. The resulting structured network comprises 88,197 nodes and 287,590 relations, as illustrated in Figure 6.



Through processing by this module, we obtain two key intermediate outputs: a semantically rich keyword set K optimized by LLM, and a tree structure T capturing textual organization logic. These serve as essential inputs for semantic association mining and dual-graph fusion discussed in Section 4.4 and Section 4.5, thereby establishing a robust foundation for the LLM-S2KG method that integrates semantic depth with structural rationality.





3.5. Semantic Relevance Analysis


Following the parallel parsing of keyword set K and text structure tree T, this study proceeds to the second step: the core semantic association mining phase. This stage aims to move beyond simple co-occurrence statistics by quantifying deep semantic relationships between keywords, thereby constructing a semantically rich knowledge network. The process comprises two functional stages: association matrix calculation and relationship completion.



3.5.1. Association Matrix Computation


The Objective of Semantic Relevance Analysis Is to Construct a Knowledge Network by Quantifying Semantic Relationships Between Keywords. This process is divided into two stages: the association matrix computation and semantic relevance screening, followed by relationship completion. During the association matrix computation and semantic relevance screening phase, the text2vec-base-chinese [48] model maps the preprocessed segmented text set (S) and keyword set (K) into high-dimensional semantic vector sets (SV, paragraph vectors) and (KV, keyword vectors). A cosine similarity matrix (C) of size (|K| × |S|) is then constructed, where each element C_ {i, j} represents the semantic similarity between keywords (ki) and paragraphs (sj), calculated as cos (kvi, svj). Based on this matrix, each keyword’s semantic relevance vector is derived from its similarity distribution across all paragraphs. Furthermore, by ranking the similarity scores, the top (n) most relevant keywords (Yi = {y_ {i1}, y_ {i2}, …, y_ {in}}) are selected for each keyword, forming a set of undirected relationship pairs that constitute the initial semantic network, as shown in Algorithm 1.



	Algorithm 1. Semantic Association Analysis



	Require: Sentence set T = {t1, t2, … tn}, Keywords set K = {k1, k2, … km}

Ensure: R (semantic relationship set)

1.  Initialize:

2.  R ←[]

3.  TV ← [] # List of sentence vectors

4.  KV ← [] # List of keyword vectors

5.  # Convert sentences to vectors

6.  for each sentence ti in T do

7.      tvi ← convert_to_vector(ti)

8.      Append tvi to TV

9.  end for

10.   # Convert keywords to vectors

11.   for each keyword ki in K do

12.    kvi ← convert_to_vector(ki)

13.    Append kvi to KV

14.   end for

15.   # Create similarity matrix

16.   C ← create_matrix(len(K), len(T)) # |K| × |T| matrix

17.   for i ← 0 to len(K) − 1 do

18.    for j ← 0 to len(T) − 1 do

19.      C[i][j] ← cosine_similarity(KV[i], TV[j])

20.    end for

21.   end for

22.   # Find semantic associations

23.   for i ← 0 to len(K) − 1 do

24.    # Find top n similar keywords

25.    Yi ← []

26.    sim_scores ← []

27.    for j ← 0 to len(K) − 1 do

28.      if i ≠ j then

29.        score ← cosine_similarity(C[i], C[j]) # Compare row vectors

30.        Append (j, score) to sim_scores

31.     end if

32.    end for

33.    Sort sim_scores by score descending

34.    Yi ← first n indices from sim_scores

35.    ri ← form_relationship(K[i], {K[y] for y in Yi})

36.    R ← R ∪ {ri}

37.   end for

38.   return R









3.5.2. Relationship Completion and Validation


However, the initial network G G, constructed solely based on distributional similarity, may have limitations, such as omitting important long-distance dependencies or implicit logical relationships. To enhance the network’s integrity and accuracy, we introduce large language models (LLMs) for deep reasoning to perform relation completion and validation.



At this stage, the system first utilizes the Chroma vector database [49] to establish a local knowledge base, storing preprocessed text fragments in vectorized form. Through the LangChain [50] framework, interaction between the LLM (ChatGLM2-6B model [51]) and the knowledge base is achieved. For each keyword pair requiring completion (ki, yij), the system retrieves the top-n semantically most relevant text fragments D. The fragment content and keyword pairs are input into the large language model, with prompt templates designed (e.g., “infer the relationship type between keyword A and keyword B”) to drive model-generated relationship names (e.g., “positive correlation”, “interactive relationship”). The standardized relationship set is then output. For example, for the keyword pair (species richness, biodiversity index), the model generates the “positively correlated” relationship based on retrieved fragments such as “increased species richness leads to elevated biodiversity index.” The final structured network comprises 203,205 nodes and 448,153 relationships, as shown in Figure 4.





3.6. Dual Graph Fusion and Construction


Following the preceding steps, we obtained two graph representations derived from the same source text but offering distinct perspectives: the Semantic Association Network (G_sem) and the Structured Knowledge Network (G_struct). While G_sem is rich in deep semantic relationships, it may lack a global logical structure. Conversely, G_struct clearly delineates the narrative flow and logical framework of the text. However, its node granularity is coarser—operating at the paragraph level—and its relation types are relatively generic. The third step of the LLM-S2KG method involves merging these two complementary graphs into a unified, comprehensive, and logically consistent knowledge graph ($G$). This subsection details this dual-graph fusion process.



3.6.1. Node Alignment and Matching


The first step of the fusion process is node alignment, which establishes correspondences between the nodes of the two graphs. This alignment serves as the foundation for dual-graph integration. In this framework, nodes in $G_{sem}$ represent optimized keywords (entities or concepts), while nodes in $G_{struct}$ represent individual text paragraphs. We employ a direct alignment strategy based on the keywords extracted from each paragraph.



During previous processing (Section 3.5.2), each paragraph underwent an LLM-based extraction and optimization process to generate its corresponding keyword set. We now define mapping relationshipM: pi → K_pi, where $p_i$ is a paragraph node in K_p = {k1, k2, …, k_m} is its associated keyword set. This mapping ensures that each paragraph node accurately links to its corresponding entities in the semantic graph. Consequently, it provides a robust basis for subsequent relation fusion.



In practical applications, a single keyword often appears in multiple logically distinct paragraphs. In the fused graph, these keywords function as “hub” nodes that connect diverse structural contexts. This design is a critical mechanism for preserving structural information within our method. Keyword nodes do not conflate the distinct paragraph contexts to which they belong.



Instead, these hubs explicitly link semantically identical concepts that are structurally dispersed throughout the text. By maintaining independent edges from a keyword node to each of its source paragraph nodes, the graph preserves the concept’s occurrence across different textual positions and discourse logics. This “one-to-many” alignment strategy moderately enhances the networked representation of concept reuse and logical associations within the text.




3.6.2. Relationship Fusion


Following node alignment, we proceed to fuse the relations from both graphs. For each paragraph node pi in G_struct, we identify its corresponding keyword set Kpi using the mapping M. The core operation involves establishing explicit edges in the unified knowledge graph $G$ between each paragraph node pi and every associated keyword node km ∈ Kpi.



This process is mathematically formalized as follows: ∀pi∈V(G_struct),∀km∈M(pi), we create an edge e = (pi, relation type, km)$. Relation types, such as “contains core concept” or “discusses topic,” are defined to accurately represent the affiliation between a paragraph and its core semantic units.



Through this mechanism, heterogeneous nodes—paragraphs and keywords—are linked via explicit, semantically defined relations. This integration merges the macro-level textual structure with the micro-level semantic network into a hierarchical, unified graph model. This approach is logically rigorous and relies strictly on the alignment mapping $M$. Ultimately, it effectively facilitates the synergy between structural and semantic information within a single graph.






4. Experiments


We evaluate the performance of LLM-S2KG from the following three aspects:



RQ1: Does LLM-S2KG outperform traditional methods in knowledge retrieval tasks?



RQ2: Can LLM-S2KG improve the accuracy of closed-domain question answering?



RQ3: Does LLM-S2KG demonstrate semantic depth advantages in open-domain complex question answering tasks?



4.1. Dataset


THUCNews Dataset [52]



This dataset comprises 740,000 news documents spanning 14 distinct domains, including finance, education, science & technology, sports, and entertainment. In contrast to specialized literature within the forest management domain, news texts are characterized by their strong colloquialism, diverse and dispersed topics, and inherently loose structure. We specifically selected this dataset to evaluate LLM-S2KG’s cross-domain generalization capability. This involves assessing whether the model can effectively extract semantic and structural information from news texts without any domain adaptation, such as replacing keyword filtering rules or modifying domain-specific examples within prompts. This directly provides evidence to address the question of whether our methodology is exclusively applicable to forest management.



MOOC True/False Question Dataset:



This dataset originates from forest management courses offered on a Chinese MOOC platform, encompassing six distinct courses, including “Introduction to Forestry.” We extracted a total of 424 true/false questions, with their official course answers (“True”/”False”) adopted without any sampling or modification. Since our methodology does not involve parameter training, no division into training and test sets was performed. To ensure impartiality, all comparative methods were evaluated using the identical corpus and LLM parameters. This dataset is specifically utilized for assessing logical verification capabilities in a fill-in-the-blank question format (as depicted in Figure 7).



CNKI Paper Dataset:



Based directly on PDF articles in the field of forest management downloaded from the China National Knowledge Infrastructure (CNKI), a total of 200 high-impact papers were selected. Key excerpts from these core papers—such as central arguments, data-driven conclusions, and methodological descriptions—were manually identified. Following cross-validation, these excerpts were transformed into structured question–answer pairs to construct the final dataset. As only manually curated Q&A pairs were retained, no additional technical processing was required, thereby ensuring high knowledge density and logical coherence. This dataset ultimately supports the evaluation of complex semantic reasoning capabilities in open-domain question answering experiments.




4.2. Comparison Method


Query experiment



In this study, the proposed method is compared with two common baselines that do not require specialized datasets or pretraining:



KeyBERT [53]: A Python library for keyword extraction that leverages BERT to identify keywords and phrases. It generates text embeddings and utilizes cosine similarity to identify terms that most accurately represent the overall document.



TF-IDF [54]: A statistical weighting technique used in information retrieval and text mining to measure a term’s importance within a document relative to a corpus. The TF-IDF value increases with term frequency but is offset by the word’s frequency across the corpus, thereby optimizing search relevance.



LLM-KG: This method utilizes DeepSeek to identify entities and relationships directly from input text to extract structured triples. These triples are systematically organized into a knowledge graph. Finally, the F1 score is calculated to evaluate the graph constructed by the LLM.



Open-Ended Q&A Experiments



LLM triple Extraction: This approach uses large language models (LLMs), such as ChatGLM, to extract triples (e.g., “REDD+ → Mechanism → Financial Incentives”). Reasoning and response generation rely entirely on the semantic relationship chains parsed by the model during knowledge graph construction.



LLM triples + Original Sentence Supplement: Building on triple extraction, this method binds the original source sentences as contextual evidence (e.g., retaining “REDD+ reduces deforestation via financial incentives”). By outputting both triple relations and original text fragments, the method enhances semantic integrity through descriptive supplementation.



Chroma Database Import: The entire text is vectorized and stored in a Chroma database. The system retrieves text segments with the highest similarity to the query (e.g., paragraphs explaining how “species richness enhances biodiversity”). These segments are then processed by an LLM for semantic integration and optimization to produce the final answer.




4.3. Experimental Parameters and Environment


All experiments were conducted in the following environments to ensure reproducibility and comparability of results:



4.3.1. Hardware Environment


Manufacturer: HP (Hewlett-Packard)



City: Changsha



Country: China



Operating system: Windows 11 Professional 22H2



CPU: 12th Gen Intel® Core™ i7-12800HX 2.00 GHz (16-core, 24-thread)



GPU: NVIDIA GeForce RTX 3080 Ti laptop GPU (16 GB GDDR6)



Memory: 64 GB DDR5 4800 MHz



Storage: 2TB NVMe SSD




4.3.2. Software Environment


Programming language: Python 3.9.18



Development environment: PyCharm Professional 2021.3.2



Deep learning framework: PyTorch 2.0.1 + cu 117



Graph database: Neo4j [55] Community Edition 5.12.0



Vector database: ChromaDB 0.4.15



Natural language processing libraries: Transformers 4.35.2, LangChain 0.0.340




4.3.3. Model Parameter Settings


The LLM model used is ChatGLM2-6B, with the following parameter configuration:



max_length = 2048 top_p = 0.7 temperature = 0.95 repetition_



penalty = 1.1 do_sample = True




4.3.4. Hyperparameter Settings


This method involves three key hyperparameters: the number of keyword associations (Top-N), the cosine similarity threshold, and the LLM generation temperature. Drawing on 10, which is a standard depth for evaluating recall performance [56,57]. The cosine similarity threshold is set to 0.7, a value widely used to determine semantic relevance between texts [58]. The LLM generation temperature is set to 0.95, a typical configuration for nucleus sampling that balances generation quality and diversity [59]. This combination of parameters performed well in preliminary validation, and all subsequent experiments are conducted based on these settings.





4.4. Evaluation Metrics


In the query experiment, the F1 score was used as the evaluation metric. The F1 score is calculated based on the precision (P) and recall rate (R) between algorithm results and expected answers. The specific formula is as follows:


  P =    T P   T P + F P     



(1)






  R =    T P   T P + F N     



(2)






  F 1 =    2  R   ∗  P   R + P     



(3)







In the formula, TP represents the percentage of correct answers that fully match the predicted answer in string form; FP indicates the percentage of words present in the predicted answer but absent in the correct answer; FN denotes the percentage of words present in the correct answer but absent in the predicted answer. The F1 score comprehensively evaluates retrieval accuracy and completeness, with values closer to 1 indicating better balance between precision and recall.



For the fill-in-the-blank QA experiments, accuracy is used as the evaluation metric. The calculation procedure is as follows: the system first outputs a judgment of “True” or “False” for each question, and then computes the cosine similarity between the generated answer vector and the standard answer vector (e.g., “False”). If the computed similarity is greater than or equal to a predefined threshold of 0.95 and is consistent with manual verification, the response is considered correct. The overall system accuracy is defined as the proportion of correctly answered samples out of the total number of samples.



In the open-ended QA experiment, we use manual evaluation as the final criterion for accuracy, while employing cosine similarity as an automated auxiliary metric. The specific procedure is as follows: the system-generated answer and the manually written standard answer are converted into high-dimensional semantic vectors, and the cosine similarity between them is calculated. Based on this, the average similarity for all open-ended questions is computed. The final accuracy is determined by the manual evaluation results.




4.5. Results and Analysis


4.5.1. Query Experiment


To evaluate the generalization retrieval capability of LLM-S2KG, this experiment utilized the THUCNews dataset. First, a text2vec-based Chinese model was employed to transform the question set into high-dimensional semantic vectors. We then leveraged Neo4j’s integrated vector search functionality to establish search indices and identify the n nodes most semantically similar to each query. Subsequently, Cypher Query Language (CQL) was applied to locate additional nodes associated with these target nodes, as detailed in Algorithm 2. The final results are summarized in Table 2.



	Algorithm 2. Query Experiment



	Require: query_text: str = Q, knowledge_graph: Graph = (V, E), similarity_threshold: float = n

Ensure: relevant_nodes: Set[str] = R

1.  Initialize:

2.  R ← [] # Initialize related node set

3.  QV ← convert_to_high_dimensional_vector(Q) # Convert query to vector

4.  similarity_scores ← [] # Storage similarity score

5.  for each entity e in V do

6.    # Convert entity description to vector

7.    eV ← convert_to_vector_description(get_description(e))

8.    # Calculate cosine similarity

9.    score ← calculate_cosine_similarity (QV, eV)

10.     Append (e, score) to similarity_scores

11.   end for

12.   # Sort by similarity score descending

13.   sorted_entities ← sort_by_score_descending (similarity_scores)

14.   # Select top n entities

15.   for i ← 0 to min (n, len(sorted_entities)) − 1 do

16.     Add sorted_entities[i].entity to R

17.   end for

18.   return R








The THUCNews dataset encompasses 14 news domains, with textual characteristics—such as short sentences, an inverted pyramid structure, and the absence of explicit section headings—that differ substantially from those of forest management academic papers. Nevertheless, LLM-S2KG achieves consistently stable F1 scores across all subdomains (e.g., finance, education, technology), ranging from 0.82 to 0.86, with a variance below 0.02. In contrast, the F1 scores of KeyBERT and TF-IDF exhibit significant fluctuations across domains (with variances of 0.07 and 0.09, respectively). Notably, in the technology domain, their performance declines sharply due to the sparse co-occurrence of specialized terminology. These findings suggest that LLM-S2KG is relatively insensitive to variations in text type and domain. Its core mechanism—comprising LLM-assisted keyword optimization, semantic association in vector space, and structural parsing—does not rely on domain-specific vocabulary or syntactic patterns, thereby demonstrating strong generalization capability.



In the query experiments, LLM-S2KG demonstrated substantial performance gains. Its F1 score increased by 0.1183 compared with KeyBERT and 0.1412 compared with TF-IDF (Figure 8). This significant improvement can be attributed to three primary factors.



First, LLM-S2KG utilizes a semantic correlation matrix to calculate cosine similarity between keywords and paragraphs. It integrates an LLM to dynamically complete deep-level relationships, accurately capturing the implicit logic of technical terms. For instance, a query for “What is REDD+” returns entities like “REDD R&D Center” alongside “System Dynamics” to reveal causal links. KeyBERT fails to model such dynamic semantics due to its static word vectors. Meanwhile, TF-IDF is limited by word frequency and struggles to distinguish synonyms, such as “forest resource management” versus “forest resource operation.”



Second, LLM-S2KG innovatively integrates a semantic knowledge graph (203,205 nodes) with a structured knowledge graph (88,197 nodes) for multi-dimensional collaborative retrieval. For a query regarding the “National Forestry Fund,” the semantic graph retrieves keywords like “US Forestry Fund.” Simultaneously, the structural graph provides critical evidence, such as funding links from the American Forest & Paper Association. Traditional methods produce fragmented results because they process text in isolation.



Third, domain-specific preprocessing (e.g., synonym merging, stopword removal) further improves robustness. It optimizes long-text segmentation (104–549 characters per segment) and implements refinement rules, such as merging synonyms and removing vague terms like “project.” In contrast, KeyBERT and TF-IDF are often disrupted by high-frequency general terms—like “development”—in lengthy documents.



In summary, LLM-S2KG mitigates some limitations of traditional methods in semantic modeling and structural integration. This is achieved through dynamic semantic completion, dual-graph fusion, and domain-specific optimizations.



As shown in Figure 8, LLM-S2KG outperforms KeyBERT and TF-IDF by 0.1183 and 0.1412 in F1 score, respectively. Three factors explain this gap. Firstly, LLM-S2KG captures the implicit logic of specialized terms (e.g., “REDD+” through semantic association analysis and dynamic relationship inference with large language models like ChatGLM, enabling it to comprehend complex concepts such as “causal relationships between REDD+ and system dynamics.” In contrast, KeyBERT relies on static word vectors lacking deep semantic connections, while TF-IDF, based on word frequency statistics, struggles to differentiate between synonyms and polysemous words.



Secondly, LLM-S2KG integrates the semantic knowledge graph (203k nodes) and the structured knowledge graph (88k nodes), enabling multidimensional retrieval through contextual information (such as the relationships between patent inventors) and global semantic networks (such as the correlation between stand density and diseases). Traditional methods, on the other hand, isolate text fragments, leading to fragmented results. Furthermore, LLM-S2KG optimizes long text processing by preprocessing text fragments (104–549 words) and using domain knowledge bases to filter redundant keywords (such as merging “forest resource management” and “forest resource operation”). In comparison, KeyBERT and TF-IDF are more prone to interference from noise (such as generalized terms like “project”) in long texts.




4.5.2. Fill-in-the-Blank Q&A Experiment


To evaluate the logical verification capabilities of the constructed Knowledge Graph Question Answering (KGQA) system, we conducted tests using MOOC true/false questions. Queries were submitted to the knowledge graph, and the retrieved node information was fed into a Large Language Model (LLM), such as ChatGLM, to generate responses. Following this workflow, the semantic vectors of the answers were quantified. These vectors were compared against similarity metrics for “correct” and “incorrect” labels to determine accuracy.



Experimental results demonstrate superior performance, with an overall accuracy of 94.81% (see Figure 9). This success stems from the systematic optimizations within the LLM-S2KG method. By combining LLM-based keyword extraction with semantic association analysis, the system moves beyond simple co-occurrence statistics. It calculates deep semantic associations—such as logical dependencies and functional links—within the word vector space. Furthermore, it integrates structural relationships between text segments, including contextual coherence and hierarchical partitioning. These enhancements moderately strengthen the system’s semantic parsing capacity for complex queries.




4.5.3. Open-Ended Questioning Experiment


To further validate the practicality of LLM-S2KG, we designed a question–answer test using the CNKI paper dataset. First, we posed questions to the knowledge graph based on the CNKI paper dataset. Subsequently, the retrieved node information was fed into large language models (e.g., ChatGLM) to generate answers. The results are detailed in Table 3.



Experimental results from open-ended Q&A show that the LLM triple extraction method achieved an accuracy of 73.308%. The LLM triple extraction plus original sentence supplementation reached 80.085%, while the Chroma database approach scored 76.150%. In contrast, the LLM-S2KG method demonstrated a significant performance boost, achieving an accuracy of 85.885%.



This performance gap stems primarily from systematic differences in methodological design.



First, LLM-S2KG uses semantic association analysis to uncover deep relationships, such as causality and coordination, between keywords. It also integrates structural information from knowledge graphs to enhance contextual logical reasoning. Conventional LLM triple extraction relies solely on shallow semantic matching. This often overlooks implicit connections between paragraphs, resulting in fragmented answers or semantic drift.



Second, LLM-S2KG incorporates text structure and vectorization during knowledge graph construction. It transforms unstructured text into graph structures featuring “sub-paragraph” and “contextual” relationships. This allows for the explicit modeling of reasoning paths for complex queries. Conversely, the Chroma database relies only on vector similarity retrieval. It is susceptible to surface-level keyword co-occurrence and struggles to capture structured semantic associations.



Additionally, LLM-S2KG employs a two-stage mechanism—semantic association filtering followed by LLM relation completion—to dynamically constrain generation. This approach effectively suppresses LLM hallucinations. For instance, completing relation names based on knowledge graph node associations moderately improves domain adaptability. Pure LLM triple extraction lacks such structured constraints and often generates false associations due to training data bias.



Finally, LLM-S2KG performs refined text segmentation and keyword optimization during preprocessing, including synonym merging and compound word splitting. These steps reduce noise interference. Other methods fail to address redundant expressions adequately, which leads to the loss of critical information.




4.5.4. Ablation Study


To verify the effectiveness of the two core components in the LLM-S2KG framework—semantic association mining and structural parsing—we designed ablation experiments by removing one module at a time and observing the model’s performance on two tasks: MOOC true/false questions and CNKI open-ended QA.



Specifically, the variant “w/o Semantic Association” removes the semantic association mining stage described in Section 3.6, retaining only structural parsing and dual-graph fusion. In this case, the fused graph contains only structural relations between paragraph nodes, such as “parent–child” and “sequential” relationships, without keyword-level semantic edges.



The variant “w/o Structural Parsing” removes the structural parsing stage described in Section 3.4.2 and constructs the knowledge graph solely based on the semantic association network. In this setting, the graph includes only keyword nodes and their undirected semantic relationships, lacking paragraph-level hierarchical information.



The full model includes both components. The experimental results are shown in Table 4.



As shown in Table 4, the full model moderately outperforms both ablation variants on both tasks. Removing the semantic association module leads to a drop of 9.1 percentage points in open QA accuracy and 7.2 percentage points in true/false accuracy, indicating that keyword-level semantic association networks provide fundamental support for complex semantic reasoning and logical judgment.



The performance degradation caused by removing the structural parsing module is even more pronounced (a decrease of 14.6 percentage points in open QA and 10.6 percentage points in true/false questions), providing evidence for the core claim of this work: the inherent hierarchical structure in text is crucial for maintaining the logical integrity of knowledge graphs and supporting cross-sentence reasoning.



These ablation experiments not only confirm the necessity of each component but also clarify their respective functional roles:



The semantic association mining module maps keywords into a high-dimensional semantic space and constructs an undirected relational network, revealing deep semantic relationships beyond simple co-occurrence (e.g., causal or parallel relations). This enables the knowledge graph to answer reasoning questions such as “What is the relationship between A and B?”



The structural parsing module transforms the hierarchical logic in unstructured text into an explicit tree-structured JSON representation and converts it into “parent–child” and “sequential” edges between paragraphs. This preserves the macro-level narrative structure and ensures logical consistency in cross-paragraph and cross-section queries.



The dual-graph fusion module aligns nodes to organically integrate the structural backbone with semantic connections, allowing queries to navigate via structural relations to relevant paragraphs and then expand to fine-grained concepts through semantic relations.



From the perspective of results, the knowledge graph constructed by LLM-S2KG achieves 94.8% accuracy on cloze-style (fact verification) tasks, demonstrating strong capability in verifying factual propositions, and 85.9% accuracy on open-ended QA, moderately outperforming pure LLM-based triple extraction (73.3%). This shows that incorporating structural information substantially enhances cross-sentence reasoning and logical coherence.



Therefore, the significance of this method lies in providing a unified “semantic–structural collaborative” modeling paradigm for structured knowledge extraction using large language models, particularly suitable for constructing knowledge graphs from long documents rich in hierarchical logic, such as academic literature and technical reports.






5. Conclusions


This study addresses core challenges in building Knowledge Graphs (KGs) using Large Language Models (LLMs). LLMs often rely on shallow word co-occurrence and struggle to capture deep semantic logic. Additionally, existing research frequently ignores inherent structural information, such as paragraph hierarchies and sequences. This neglect leads to incomplete semantics and inconsistent structures.



To resolve these issues, we propose LLM-S2KG. This innovative framework merges powerful LLM semantic understanding with fine-grained correlation analysis. The core of the framework involves parallel extraction and fusion of two key information types from unstructured text. One is a deep semantic association network built via LLMs and vectorization. The other is a hierarchical network generated by parsing text logic. These networks integrate into a unified KG that combines semantic depth with textual logic.



The LLM-S2KG workflow consists of three stages. The first stage involves dual parsing of keywords and structures. We use the Baichuan2 model for paragraph-level keyword extraction with strict constraints on length and quantity. Multi-level post-processing, including deduplication and rule-based merging, ensures a high-quality, domain-specific keyword set. For structure, the model dynamically segments text and uses GLM4 to parse it into a tree-like JSON. This captures “parent–child” hierarchies and sequential relationships.



The second stage focuses on semantic mining and completion. We use the text2vec model to map keywords and paragraphs into high-dimensional vector spaces. By calculating cosine similarity, we build an association matrix to select the Top N related words for each keyword. Subsequently, we use a Chroma vector database and ChatGLM2 to generate standardized relationship names, such as “causal association.” This transforms statistical correlations into meaningful semantic links.



In the third stage, we merge the semantic network (over 200,000 nodes) and the structural network (over 80,000 nodes). The resulting unified KG supports complex reasoning.



Multi-dimensional experiments validate the effectiveness of LLM-S2KG. In query tasks using the THUCNews dataset, our method achieved higher F1 scores than KeyBERT and TF-IDF. In cloze-style Q&A tasks using MOOC data, the system reached 94.81% accuracy. In open-ended Q&A using CNKI papers, LLM-S2KG achieved 85.885% accuracy. This performance is higher than baseline methods like standard LLM triple extraction. These results highlight the system’s ability to reduce certain hallucination effects and enhance contextual reasoning.



This research makes three primary contributions. First, it introduces a semantic–structural fusion framework that eliminates structural blind spots. Second, it combines LLM keyword optimization with vector analysis to uncover deep semantics while mitigating hallucinations. Third, it provides empirical evidence for the framework’s effectiveness across multiple tasks. In the process of constructing a knowledge graph, despite the design of multi-level deduplication, semantic merging, rule filtering, and manual verification preprocessing mechanisms, the model may still make errors under ambiguous or vague conditions. The main sources of errors include: hallucinations by LLMs leading to incorrect relationship completion (e.g., misinterpreting “inhibit” as “promote”). We mitigate this through evidence retrieval using the Chroma vector database and constraint prompts, and the structural relationships in the dual graph fusion partially offset the effects of hallucinations; structural parsing ambiguities (e.g., unclear title hierarchy, complex nested lists) are handled through formatting unification and fault-tolerant rules (parent–child paragraphs, context-based relationships), with abnormal structures downgraded to regular paragraphs; node alignment mismatches are addressed by using a “one-to-many” mapping strategy, preserving all possible associations and leaving the selection of edges to subsequent query contexts; OCR noise residue (about 10%) is filtered out during the keyword filtering stage; and vague referential issues (e.g., “it,” “this method”) are currently not addressed by an explicit coreference resolution module, which remains a major limitation.



Despite these results, the study currently focuses only on text data. Future work will expand to multimodal data and deeper prompt engineering. We also plan to explore Graph Neural Networks (GNNs) for dynamic knowledge graph updates. In summary, LLM-S2KG offers a potential alternative paradigm for structured knowledge extraction, improving KG quality for intelligent decision-making systems.
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Figure 1. Preprocessing Process. 
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Figure 2. A knowledge extraction method that integrates LLM keyword extraction, semantic correlation analysis, and LLM relationship completion. 
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Figure 3. Keywords extraction process. 
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Figure 4. Semantic knowledge graph. 
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Figure 5. (a) Traditional triple extraction: directed edge with specific semantics (e.g., species richness → promote → biodiversity index). (b) Our proposed triple extraction: undirected edge with symmetric semantic label (e.g., species richness positively correlated with biodiversity index). 
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Figure 6. Structural knowledge graph. 
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Figure 7. MOOC true/false questions. 
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Figure 8. Comparison of Knowledge Graphs Performance. 
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Figure 9. Accuracy of true or false questions. 
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Table 1. Comparison of Triples.
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	Different Points
	Traditional Method
	Our Method





	Nodes
	Entities
	Keywords



	Edges
	Directed edges
	Undirected edges annotated with symmetric semantic labels (e.g., positively correlated, is_a)










 





Table 2. Vector Query Results.
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	Queries
	Query Results





	What should be done to prepare for the study of forestry economic activities?
	“To gain a more accurate understanding of the research subject, it is necessary to acquire knowledge related to forestry and the principles of forestry technology, as well as conduct comprehensive field investigations. Based on an accurate examination of the actual operational processes, it is also essential to analyze previous research…”, etc.



	Precautions for the erection of manual cableway
	“Before the installation of the manual cableway, the cable shadow must first be cleared according to the design specifications…” “In the production organization process, the logging and branch cutting of registered timber can be synchronized with the horizontal concentration of manual labor…”, etc.



	Market-Based Forest Maturity Theory
	“Market-Based Forest Maturity Theory There is a close relationship between forest management and Market-Based Forest Maturity Theory. Forest management “Market-Based Forest Maturity Theory There is a close relationship between market economic development and Market-Based Forest Maturity Theory Market economic development etc.



	What is ITTO
	“The International Tropical Timber Organization The International Tropical Timber Organization (ITTO) is associated with the International Timber Organization (IMO) ITTO” “80 There is a positive correlation between ITTO and 80.ITTO” “Guidelines for Sustainable Management ITTO is a part of Guidelines for Sustainable Management. ITTO”, etc.










 





Table 3. Comparison of Q&A Results.
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	Method
	Answer Accuracy





	LLM-S2KG
	85.885%



	LLM Triple Extraction
	73.308%



	LLM Triple Extraction + Supplemented with Source Sentence
	80.085%



	Chroma Database Import
	76.150%










 





Table 4. Ablation Study Results.






Table 4. Ablation Study Results.





	Model Variant
	MOOC True/False (Acc)
	CNKI Open QA (Acc)





	w/o Semantic Association
	92.92%
	81.98%



	w/o Structural Parsing
	93.28%
	83.06%



	Full Model
	94.81%
	85.88%
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