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Abstract: Inherited retinal diseases (IRDs) are genetic disorders affecting photoreceptors
and the retinal pigment epithelium, leading to progressive vision loss. Retinitis pigmentosa
(RP), the most common IRD, manifests as night blindness, peripheral vision loss, and
eventually central vision decline. RP is genetically diverse and can be categorized into
non-syndromic and syndromic. Advanced imaging technologies such as fundus autoflu-
orescence (FAF) and spectral-domain optical coherence tomography (SD-OCT) facilitate
diagnosing and managing these conditions. The integration of artificial intelligence in
analyzing retinal images has shown promise in identifying genes associated with RP. This
study used a dataset from Portuguese public hospitals, comprising 2798 FAF images labeled
for syndromic and non-syndromic RP across 66 genes. Three pre-trained models, Inception-
v3, ResNet-50, and VGG-19, were used to classify these images, obtaining an accuracy
of over 80% in the training data and 54%, 56%, and 54% in the test data for all models.
Data preprocessing included class balancing and boosting to address variability in gene
representation. Model performance was evaluated using some main metrics. The findings
demonstrate the effectiveness of deep learning in automatically classifying retinal images
for different RP-associated genes, marking a significant advancement in the diagnostic
capabilities of artificial intelligence and advanced imaging techniques in IRD.

Keywords: machine learning; deep learning; inherited retinal diseases; retinitis pigmentosa;
gene classification

1. Introduction
Inherited retinal diseases (IRDs) are genetic disorders that impair the function of

photoreceptors and the retinal pigment epithelium, often leading to progressive vision
loss and blindness [1,2]. Retinitis pigmentosa (RP) is the most prevalent, characterized by
night blindness, peripheral vision loss, and eventually central vision decline [3]. RP can
be categorized into non-syndromic RP or syndromic RP, and both types can be caused by
various genes, demonstrating this disease’s genetic complexity and variability [4].
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Non-syndromic RP manifests solely in the retina, with clinical features such as bone
spicule-like pigmentation, narrowed retinal arterioles, optic disc pallor, cataracts, and
vitreous cell presence [5]. In contrast, syndromic RP is associated with systemic conditions
affecting other body parts, such as hearing loss in Usher syndrome or kidney issues in
Bardet–Biedl syndrome [2].

Treatment advancements heavily rely on identifying the specific genes responsible
for these conditions. This process involves discovering new genes and screening for
mutations in individuals and families affected by RP [6]. Despite its inherent complexity,
significant strides have been made in identifying the genes and mutations associated with
RP. Depending on the RP subtype and the diagnostic technology employed, mutations can
be detected in up to 80% of cases using state-of-the-art genetic testing [7].

Retinal imaging modalities have revolutionized the diagnosis and management of
IRDs, and technologies such as fundus autofluorescence (FAF) and spectral-domain op-
tical coherence tomography (SD-OCT) enable detailed visualization of retinal structures,
facilitating the identification of disease-specific patterns. FAF, for instance, highlights
lipofuscin accumulation in the retinal pigment epithelium, revealing areas of photoreceptor
dysfunction and oxidative stress [8,9].

Machine learning (ML) models, particularly deep learning techniques, offer promising
solutions for automating the classification of retinal images and identifying genetic vari-
ations associated with RP, being able to analyze vast amounts of imaging data to detect
subtle features indicative of specific genes, potentially enhancing diagnostic accuracy and
accessibility [10].

One notable work in this area is the Eye2Gene study, which achieved an impressive
top-5 accuracy of 85.6% in classifying retinal images based on 36 genes in IRDs from
44,817 scans. The study demonstrated how machine learning could enhance diagnostic
precision, particularly when applied to large datasets. Our study builds upon this by
utilizing a smaller dataset, directly comparing classification performance, and addressing
the challenges posed by smaller datasets [11].

These models’ importance is increased when considering the scarcity of available
public data about these diseases and the existence of different modalities of retinal imaging
that go from fundus photography with 30 degrees of field of view up to Optos Ultra-
Widefield with 200 degrees [12,13].

In this study, we utilized a private dataset provided by two Portuguese public hos-
pitals, which included autofluorescence retinal images from patients with syndromic or
non-syndromic RP and a total of 66 genes. State-of-the-art deep learning models were
applied to classify these images according to the associated causing gene and category of
RP. Additionally, we employed an Explainable AI (XAI) technique known as integrated
gradients (IGs) to generate explanatory maps, helping to identify and mitigate potential
biases in the models [14].

The results demonstrate the efficacy of deep learning in automatically classifying
retinal images for different genes of RP. By integrating IG, we enhanced the interpretability
of the models, providing insights into the decision-making process and ensuring the
reliability of the results. This approach represents a significant step towards improving the
diagnosis and understanding of inherited retinal diseases through advanced imaging and
artificial intelligence.

The purpose of this study is to develop a neural network for genetic identification in
retinitis pigmentosa. The aim is therefore to develop an artificial intelligence tool (model)
for classifying FAF scans in order to identify the associated gene. This will make it possible,
in the future, to predict the genes responsible for this disease quickly and in a non-evasive
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way, and these models, the genetic classifiers, can be used as decision support tools for
health professionals.

2. Materials and Methods
The methodology used in this study follows the standard machine learning steps as

illustrated in Figure 1.
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Figure 1. Methodology pipeline.

The process begins by partitioning the raw dataset (RD) into five trainable folds and
one fold of holdout data, ensuring that only genes with at least five images per fold are
included. This ensures sufficient representation across all folds. The five trainable folds
are then subjected to a data preprocessing pipeline, which includes essential steps, such as
data augmentation to enhance the diversity of the training set and resizing to fit the input
requirements of the model. These preprocessed datasets are used to train the three models,
the Inception-V3 model, the ResNet-50 model, and the VGG19 model, through a 5-fold
cross-validation approach.

Once training is completed, the model’s predictions are evaluated using model en-
semble techniques, which combine the results from all five folds to generate a more robust
prediction. Key metrics such as accuracy, recall, precision, F1-score, ROC-AUC, and the
confusion matrix are calculated to assess the model’s performance.

Additionally, integrated gradient (IG) analysis is applied to the model with the best
accuracy result to help explain the model’s predictions by highlighting the important
features that influenced each decision. The holdout fold is kept untouched until the
final evaluation phase, ensuring that the model’s ability to generalize to unseen data is
thoroughly tested before deployment or further use.

This dataset is the result of a collaborative effort by ophthalmology professionals from
different hospitals, who managed to gather 2798 FAF images annotated for syndromic and
non-syndromic RP. All questions regarding the collection and use of the data, in terms
of ethics, were left to the health professionals who collected them and who maintained
the confidentiality and anonymity of the patients on whom these exams were carried out.
Under no circumstances were the subjects of this study known. The study complied with
the tenets of the Declaration of Helsinki for biomedical research. Institutional Review
Board (IRB)/Ethics Committee approval was obtained from the Departamento de Ensino,
Formação e Investigação (DEFI) of Unidade Saúde Local de Santo António with reference
number 2021.269(216-DEFI/224-CE).



Appl. Sci. 2025, 15, 2181 4 of 13

2.1. Raw Data

Two public hospitals in Portugal provided a collection of 2798 autofluorescence retinal
images. These images were labeled by clinical experts, who categorized them into two pri-
mary groups: non-syndromic retinitis pigmentosa (RP) and syndromic RP. In addition
to the clinical diagnosis, each image was also annotated with the specific mutant gene,
resulting in a dataset encompassing 66 genes linked to syndromic and non-syndromic RP.

The dataset featured images from each patient’s eyes, captured using multiple imaging
modalities to provide a more diverse and comprehensive view of the retina. Some images
were taken with a 30-degree field of view using standard fundus photography, while others
had a wider 55-degree field of view. Additionally, some images were captured using an
Optos Ultra-Wideview camera (Optos plc, Dunfermline, UK), offering a 200-degree field
of view. This variety in imaging techniques added depth to the dataset. It ensured that
different areas of the retina were represented, potentially enhancing the model’s ability to
identify and classify features associated with different genes.

Although the dataset includes images with different fields of view (30, 55, and 200 de-
grees), no distinction was made based on this factor. All images were treated equally during
model training, without any specific consideration for field of view.

2.2. Data Partition

In this step, the raw dataset was partitioned into five equal parts (folds), one of which
was designated as the held-out data for final evaluation, while the remaining five folds
were reserved for training purposes. This partitioning strategy is particularly useful for
cross-validation during the model training.

Additionally, a threshold was established for gene selection, requiring each gene to
have at least five images per fold for inclusion in the study. Genes with insufficient data
were excluded to maintain consistency and avoid skewed results due to limited information,
reducing the original 66 genes to 22 genes considered for this study. This filtering process
helped ensure that only adequately represented genes contributed to the training and
evaluation of the model.

The genes included and the number of samples, separated by syndromic and non-
syndromic, for the training and test sets can be seen in Table 1.

Table 1. Number of samples per class.

Gene Train Test

EYS 419 87
RPGR 311 58
RHO 147 32

RPE65 125 25
NON_S_USH2A 111 22

CNGB1 76 17
NR2E3 39 7

Non-Syndromic PROM1 37 9
PRPF31 37 8
CRB1 31 8

PCARE 28 4
CRCEP290 27 6

PDE6B 26 7
IMPG2 25 7
MERTK 25 7

HGSNAT 23 4
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Table 1. Cont.

Gene Train Test

Syndromic

S_USH2A 133 33
MYO7A 81 18

BBS1 58 18
ARSG 49 9

ADGRV1 48 13
BBS10 30 8

2.3. Data Preprocessing

In the data preprocessing step, data augmentation techniques were used exclusively
on the training folds to create diversity and introduce variations that the model might
encounter in real-world scenarios, such as horizontal flips, brightness changes, and zoom.
These transformations were applied with a 50% probability, ensuring a balance between
the original and augmented images during training. Examples of these augmentations can
be found in Figure 2, which showcases how they modify the images.
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Importantly, no augmentation was applied to the validation fold during training to
ensure that the validation fold provided an accurate representation of how the model would
perform on unseen data without introducing artificial variations from augmentations.

In addition to data augmentation, all images in the training and validation folds were
resized to 299 × 299 pixels. This resizing step was crucial to match the input requirements
of the three architectures of the three models, which were used later in the training pipeline.

2.4. Model Training

For the training phase, we selected three architectures to select the one with the best
results. The Inception-V3, VGG19, and ResNet-50 architectures were selected as base
models, as they offer a relatively small model size, which makes them computationally
efficient while maintaining good performance in classification tasks. These architectures
have been successfully applied in other studies related to ophthalmology, where they have
demonstrated their ability to handle complex image data, including retinal images, with
good results [11,15].

We opted for a 5-fold cross-validation approach primarily because of the size of our
dataset. In small datasets, allocating sufficient data for training and validation can be
challenging without losing valuable information for model learning. Cross-validation
addresses this issue by allowing all data to be used for training and validation across
different iterations, ensuring data were not wasted [16].

Each of the five folds was trained for 50 epochs. The model’s final layer was modified
to match our specific classification task, with 22 output classes corresponding to the different
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genes in our study. We used the Adam optimizer with a learning rate of 0.0001 to optimize
the model’s weights during training.

These three architectures (Inception-v3, ResNet-50, and VGG19) were all trained under
the same conditions, which include the same training and test data. The training process
was also carried out using k-folds (five folds) during the same epochs (50 epochs). The
parameters used, the metrics calculated, and the graphs drawn up were of the same type
to maintain the same conditions for all three architectures. These models were trained for
around 20 h each, using an NVIDIA A100-SXM4-40GB graphics card (NVIDIA Corporation,
Santa Clara, CA, USA) on a server with the Ubuntu 22.04.3 LTS operating system.

2.5. Model Evaluation

As for the evaluation phase of our pipeline, we applied a model ensemble approach
after the 5-fold cross-validation training process. Each fold produced a trained model, and
by combining their outputs, we leveraged the strengths of all five models to predict the
held-out test set. Model ensembling, in this context, helps reduce prediction variance and
improves generalization, as the models are trained on slightly different subsets of the data.
For each test sample, the final prediction was based on an aggregation (such as averaging)
of the predictions made by all five models.

The evaluation of the ensemble model was performed using several important metrics.
These included top-1 accuracy and top-5 accuracy, which are critical in gene classification
tasks, as some genes might be harder to distinguish, and top-5 accuracy gives a more
comprehensive measure of the model’s predictive ability.

We also computed recall, precision, and the F1-score. Recall (sensitivity) measures
how well the model identifies all relevant genes, while precision indicates how many of
the model’s positive predictions were correct. The F1-score, a harmonic mean of precision
and recall, provides a balanced view of the model’s performance, especially in cases
where there is an imbalance between the number of positive and negative cases in the
dataset. This metric proved particularly insightful given the potential imbalance in our
gene classification task.

3. Results
The accuracy for training and validation was monitored for all architectures over the

50 epochs. It was possible to see that for all the models, the accuracy of the training and
validation data increased over the epochs. Values close to 90% (VGG19, Inception-v3) and
above 90% (ResNet50) were obtained for the average training accuracy. In the validation
data, lower values were obtained, with accuracy remaining stable at around 80%. This
clearly distinguishes between the two accuracy metrics for both datasets.

However, the curves for each of the five folders, in all architectures, are closely aligned
(remaining close to 80%), and there are not many differences between the two, showing
consistency in the model’s performance in different validation sets.

The model was trained for 50 epochs, reaching convergence after approximately
30 epochs.

Although there was a degree of overfitting in the training, with the training accuracy
curve consistently higher than the validation accuracies, this does not detract from the
validity of the model’s overall performance. The model’s generalization ability is still
evident, as demonstrated by the strong evaluation metrics obtained for the validation data.

After all the 5-fold models had finished training, we pooled the models for the final
evaluation on the retained test set. The following metrics were recorded: accuracy, recall,
precision, F1-score, AUC, and ROC curve. We also used integrated gradients (IGs) with the
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model with the best metric values as an explainability tool to analyze correct and incorrect
predictions. The metrics obtained for each model in the test dataset can be seen in Table 2.

Table 2. Results of the metrics obtained from the test data.

Metric Inception-v3 ResNet-50 VGG19

Accuracy 0.54 0.56 0.54
Precision 0.58 0.55 0.54

Recall 0.54 0.56 0.54
F1-Score 0.53 0.54 0.52

The metrics obtained show that no model stood out much more than the others. On
the contrary, both models had similar results, judging by the metrics. However, it was the
ResNet-50 model that obtained slightly better results in three of the four metrics calculated
(accuracy, recall, and F1-score), losing only in precision to the Inception-v3 architecture.
It was the ResNet-50 architecture that obtained the best accuracy results, with 56%. The
F1-score, which obtained better results in the ResNet-50 architecture, shows a moderate
balance between precision and recall but also suggests that some gene classes were more
difficult for the model to recover correctly. The VGG19 architecture had the lowest metric
values, although with little difference.

Despite these differences, both architectures obtained very similar behaviors and
results, proving the outcome of the metrics.

Table 3 shows, for each model used, the value obtained for each metric for each gene
class. The highest values obtained by each model for the respective metrics for each class
are highlighted to give a better understanding of the results obtained.

Table 3. Results for each class for the different models.

Inception-v3 ResNet-50 VGG19
Gene Prec * Rec * F1 * AUC * Prec Rec F1 AUC Prec Rec F1 AUC Sup *

N
on

-S
yn

dr
om

ic

EYS 0.56 0.66 0.61 0.88 0.64 0.68 0.66 0.91 0.60 0.75 0.66 0.91 87
RPGR 0.77 0.64 0.70 0.88 0.63 0.57 0.60 0.84 0.62 0.62 0.62 0.87 58
RHO 0.48 0.31 0.38 0.81 0.46 0.34 0.39 0.69 0.33 0.28 0.31 0.72 32

RPE65 0.86 1.00 0.93 1.00 0.71 1.00 0.83 1.00 0.63 0.96 0.76 1.00 25
NON_S_USH2A 0.26 0.73 0.38 0.93 0.36 0.73 0.48 0.92 0.37 0.64 0.47 0.93 22

CNGB1 0.45 0.53 0.49 0.88 0.50 0.29 0.37 0.86 0.21 0.18 0.19 0.85 17
NR2E3 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 7
PROM1 0.75 0.33 0.46 0.85 0.50 0.44 0.47 0.9 0.75 0.33 0.46 0.95 9
PRPF31 0.00 0.00 0.00 0.23 0.00 0.00 0.00 0.47 0.00 0.00 0.00 0.42 8
CRB1 0.25 0.12 0.17 0.91 0.14 0.12 0.13 0.76 0.50 0.12 0.20 0.83 8

PCARE 0.00 0.00 0.00 0.97 0.33 1.00 0.50 0.99 0.14 0.50 0.22 0.98 4
CEP290 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 1.00 6
PDE6B 0.00 0.00 0.00 0.73 0.00 0.00 0.00 0.74 0.00 0.00 0.00 0.82 7
IMPG2 1.00 0.14 0.25 0.9 0.00 0.00 0.00 0.96 0.50 0.29 0.36 0.92 7
MERTK 0.00 0.00 0.00 0.91 0.00 0.00 0.00 0.95 0.00 0.00 0.00 0.84 7

HGSNAT 0.67 0.50 0.57 0.91 0.00 0.00 0.00 0.93 1.00 0.25 0.40 0.8 4

Sy
nd

ro
m

ic

S_USH2A 0.47 0.64 0.54 0.88 0.48 0.76 0.59 0.91 0.59 0.61 0.60 0.89 33
MYO7A 1.00 0.44 0.62 0.94 0.90 0.5 0.64 0.97 0.70 0.39 0.50 0.93 18

BBS1 0.54 0.39 0.45 0.86 0.40 0.44 0.42 0.79 0.54 0.39 0.45 0.87 18
ARSG 0.53 1.00 0.69 1.00 0.90 1.00 0.95 1.00 1.00 1.00 1.00 1.00 9

ADGRV1 0.50 0.08 0.13 0.83 0.67 0.31 0.42 0.81 0.25 0.15 0.19 0.91 13
BBS10 1.00 0.12 0.22 0.85 1.00 0.38 0.55 0.88 1.00 0.38 0.55 0.74 8

Note: For each gene, the highest values of each metric for each model are highlighted in bold. * Legend:
Prec—precision; Rec—recall; F1—F1-score; AUC—area under the curve; Sup—support.

Some gene classes obtained maximum values for the metrics, even though these classes
were trained with a small amount of training data. On the other hand, some classes were
trained with a larger amount of data, but the dog models achieved an accuracy of over 77%.

This table also shows the existence of classes that obtained values of 0% for all metrics.
With these metric values, these classes were trained with a small amount of data.
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By analyzing the confusion matrices in Figures 3–5, it is possible to draw better
conclusions from these results through deeper analysis, which provides a clear view of how
each gene was classified. In the Inception-v3 model, most of the true positives are correctly
aligned along the diagonal, showing that the model performed well for many classes of
genes. This suggests that genes with more training samples were classified accurately.
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Interpretation with Integrated Gradients (IGs)

Explainability and interpretability are crucial when developing machine learning mod-
els in healthcare, as clinicians and researchers require more than just predictive accuracy.
To this end, we applied integrated gradients (IGs) to understand better how the model
arrived at its predictions.

Two IG visualizations were generated: one for a correct prediction and another for a
wrong prediction (Figures 6 and 7). Each of these examples compares the original image,
the IG mask highlighting important features, and the overlap.
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The IG overlay highlights the regions that the model used to decide. In the case of
a correct prediction, retinal areas with pathological changes were highlighted, namely
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around vascular arcades and outside the central macula. The IG visualization effectively
demonstrates the model’s ability to focus on the relevant retinal features associated with
the target gene, giving confidence in the biological plausibility of the model’s decision-
making process.

However, when looking at a wrong prediction, the IG visualization still shows that the
model valued areas of the retina preserved by the disease, i.e., areas without pathological
changes, as seen in this example within the vascular arcades excluding the altered fovea.
This suggests that the model did not use the same regions to make the predictions, although
it is expected that the model will focus on potentially relevant areas of the image. This
behavior may reflect the global representations learned, which did not allow the model
to learn the areas it should pay attention to due to the small number of samples it had
available to train. As a result, the model’s difficulty in separating classes of similar genes
increases. This insight further supports the need for an expanded dataset to represent
underperforming gene classes better.

4. Discussion
From the results obtained in this study, it can be seen that quite satisfactory results

were obtained for some classes of genes, not only with a large representation in the dataset
but also some classes with a smaller representation. However, it was in the less represented
classes where the worst results were obtained. Table 1 above shows the distribution of
the data for each gene used in both training and testing the models. This is important
to visualize because we are dealing with a very unbalanced dataset, with no fair balance
between the representation of each class of genes, either in training or testing.

The model struggled with less represented genes, where classification errors are
more evident. Classification performance was notably better for classes with more data,
highlighting the challenge of working with unbalanced datasets and their effect on the
model’s overall accuracy.

In the ResNet-50 model, when we evaluated the test data, we obtained similar results
to those obtained with the VGG19 model. The model learned to correctly identify some
classes, obtaining 100% correct answers in the test data. However, it was not in the most
representative classes of the training data (which can be verified by the number of test
samples) that it obtained the best results. This could mean that the model learned more
easily to identify some genes, even with a smaller training sample, than other genes with
larger samples.

It can also be seen that the model’s performance on some classes of genes was quite
satisfactory, with an accuracy of over 60%. However, the low amount of data used in
training influences the results, as in classes trained with less data, the accuracy is lower,
reaching 0% accuracy in some gene classes. Thus, some genes may be more difficult to
identify than others, making removing revealing features from the model more complicated.

This same behavior is also observed in the VGG19 architecture; this model could
classify other genes, which was the previous model’s low classification accuracy. However,
the low amount of data in some training classes negatively influenced the accuracy of the
hits in the test data, although in some classes with little data, the percentage of hits was
100%. This only reinforces the theory that some classes need more data for the model to
extract features from the data and classify more accurately.

Another key indicator of the model’s performance is the ROC curve for each of the
22 gene classes. The AUC obtained for each gene class (Table 3), most of which are close
to, and even higher than, 0.9, reflects the model’s ability to distinguish between most
gene classes. This suggests that, for most genes, the model can reliably separate positive
from negative cases. However, specific classes of genes have an AUC of less than 0.54,
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revealing a significant difficulty in the model’s ability to classify this class correctly. The
low AUC suggests that the model could not effectively differentiate this gene from the
others, probably due to a lack of distinctive features in the images or an insufficient number
of representative samples.

Although these results are promising, they suggest that there is still a lot of room
for improvement, not only in the methods used but also in balancing and increasing the
data used to train the models. This solution is a proposal that has potential for future
work, particularly in improving accuracy and, consequently, forecasting results. As such, it
could become a useful tool in the future to help health professionals detect and identify
the diagnosis and the gene. This will save time and resources as they will already have a
prediction of the gene they will need to carry out traditional genetic tests on, avoiding the
need to test them all.

The limitations found in this study influenced the results obtained from the accuracy
of the model and its ability to generalize. This was reflected in the confusion matrices in
which some classes of genes were very difficult to classify correctly. This limitation in this
study was the small size of the dataset because retinitis pigmentosa is a rare disease, and
there are not a lot of data available to train the models, and there are even less data when we
try to classify into gene classes. Therefore, the small amount of data available for training
and the large imbalance between gene classes was the greatest difficulty encountered in
this study, which was reflected in the results obtained, which were lower than expected.

As for future work and in order to achieve better results, one approach that could
be considered is the possibility of more partnerships in order to obtain more data and
thus increase the dataset and try to increase the representativeness of the less represented
classes, balancing it fairly. Another approach could be to use data augmentation techniques
based on generative models to generate high-quality, high-fidelity synthetic data of the
less represented classes. These methods could generate realistic images of less represented
classes of genes and balance the dataset more fairly, increasing the representativeness of
genes. As for the models, we used more recent architecture, such as transformer-based
architectures, to see if they would help improve the results obtained.

5. Conclusions
This study highlights the significant progress in classifying retinal images associated

with retinitis pigmentosa (RP) using deep learning techniques. Three models were used
(Inception-v3, ResNet-50, and VGG19) to verify the most efficient approach for the problem
in question. The results showed that the models performed similarly, with approximately
80% accuracy in training validation. However, the ResNet-50 model was the one that
obtained slightly better results across all the metrics. These results underestimate the
model’s effectiveness in distinguishing between various genes linked to RP despite the
challenges posed by the variability of the dataset and the representation of genes.

Integrating data preprocessing techniques, such as balancing and class augmentation,
was crucial in improving the model’s performance. In addition, the application of integrated
gradients (IGs) provided valuable information on the model’s decision-making process,
validating its focus on relevant retinal features. This interpretability is crucial to ensure the
reliability and biological relevance of the model’s predictions.

The observed performance metrics indicate that while the model performs well in
classifying genes with ample training data, there is room for improvement in handling
less represented gene classes. The lower recall and F1-score for certain genes highlight
the impact of data imbalance on the model’s effectiveness. The ROC curve analysis, with
a mean AUC of 0.91, further confirms the model’s strong ability to differentiate between
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most gene classes. However, one gene showed notably lower AUC, suggesting more
representative samples were needed.

Analysis of the confusion matrices clearly showed that the model could correctly clas-
sify some of the less representative classes in the test data. Unlike other more representative
classes, despite having more data to classify in the test, they were also trained with more
data and obtained much lower percentages of correctness.

On the other hand, the less representative classes were also the ones with the worst
results on the test data, with some of them obtaining 0% correct.

Thus, more data is needed for these results, but some of the classes will be more easily
identified by the model, even with little representation in the training, than others.

Our future work will focus on expanding the dataset to include a broader range
of genes and images, particularly targeting those with fewer samples. This expansion
aims to improve the model’s generalizability and address current limitations. Additionally,
exploring more advanced deep learning architectures and further enhancing interpretability
methods will be important in refining the model’s accuracy and applicability.

By advancing artificial intelligence in retinal imaging, we strive to contribute to the
early and accurate diagnosis of inherited retinal diseases. This progress holds promise for
improving clinical practices and patient outcomes through more precise genetic analysis
and personalized treatment approaches. Our continued commitment to research and
collaboration with medical institutions will be essential in realizing the full potential of
AI-driven tools in healthcare.
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IG Integrated gradients
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