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Abstract

Photovoltaic power generation prediction is crucial for the effective integration of renew-
able energy into the grid, real-time grid balancing, and the optimization of energy storage
systems. However, PV power generation is highly dependent on environmental factors
such as weather conditions. Photovoltaic power generation prediction is crucial for the
effective integration of renewable energy into the grid, real-time grid balancing, and the op-
timization of energy storage systems. However, PV power generation is highly dependent
on environmental factors such as weather conditions. Effectively integrating environmental
information remains a major challenge for photovoltaic power forecasting. This study
proposes a hybrid deep learning model that incorporates an adaptive neural network to
capture the latent relationships between PV power generation and environmental variables,
thereby enhancing forecasting accuracy. The adaptive graph neural network employs
a data-driven directed graph structure, where TCN and variable interaction layers are
alternately stacked to better model the spatiotemporal coupling among variables for long-
term PV output forecasting. The proposed model was evaluated on three sites located
in different regions, with a fixed input length of 96 and output horizons ranging from
96 to 768 steps. Compared with state-of-the-art baselines, the model achieved average
improvements of 2.19% and 1.57% in MSE and MAE at a 384-step horizon, and 2.81% and
2.47% at a 768-step horizon, respectively, demonstrating superior performance in long-term
PV output forecasting tasks.

Keywords: photovoltaic power generation; graph neural network; photovoltaic power
forecasting; power grid

1. Introduction

The global demand for energy has continued to rise gradually and significantly in
recent years. The excessive exploitation and consumption of fossil fuels has resulted
in substantial air pollution and other environmental issues [1]. With the intensifying
global energy crisis, renewable energy sources such as photovoltaic (PV) power generation,
wind energy, and hydropower have garnered significant worldwide attention for their
environmentally friendly attributes such as low-carbon emissions and cleanliness, which
contribute to the mitigation of environmental pollution issues [2]. Among these, PV
power generation, as one of the most widely adopted renewable energy technologies,
plays a crucial role in ensuring the continuous, stable, and economical operation of power
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systems [3]. According to statistics, the global renewable energy capacity increased by
260 GW in 2020, with solar photovoltaics accounting for nearly half of this expansion [4].

Thee accurate forecasting of PV power output enables smart grids to efficiently man-
age and integrate solar energy generation [5]. PV power forecasting in smart grids can
be practically applied from four perspectives. First, energy management enables grid
operators to plan and adjust power supply to reliably meet demand. By accurately pre-
dicting renewable energy generation, operators dynamically regulate electricity supply
in real-time, reduce the risk of blackouts, and enhance grid reliability. Second, long-term
planning for future capacity requirements supports informed investment decisions in grid
infrastructure. Third, forecasting assists in energy market operations by helping to set
prices and facilitating renewable energy credit trading. Finally, risk management involves
identifying potential supply disruptions and taking appropriate measures to minimize their
impact [6]. However, PV power production is highly susceptible to weather conditions and
other environmental factors, exhibiting inherent intermittency, volatility, and randomness.
These characteristics pose considerable challenges to achieving high-precision PV power
prediction and smart control.

Numerous researchers have been actively engaged in the study of photovoltaic PV
power forecasting. PV power forecasting methods can be generally categorized into
physical models, statistical learning methods, and machine learning models [7]. Physical
models establish mathematical relationships between PV power output and solar radiation,
typically calculated using numerical weather prediction or satellite-derived models [8].
These approaches require detailed considerations such as PV system location, panel tilt
angle and orientation as well as weather conditions. However, the effectiveness of physical
methods is often constrained by model complexity and computational burden, particularly
for high-precision modeling [9]. Statistical methods establish mathematical models by
extracting patterns of variation from historical data. Compared with physical models,
these approaches are generally more suitable for short-term forecasting [10]. Existing
statistics-based time series methods have been applied to capture correlations in PV power
curves, including exponential smoothing [11], ARMA [12], ARIMA [13], and SARIMA [14].
Although these methods are computationally efficient, their simple structures limit their
ability to model complex nonlinear relationships.

With the rapid advancement of machine learning and deep learning technologies,
statistical methods have been gradually supplanted by deep learning approaches. In con-
trast to traditional methods, deep learning methods exhibit stronger nonlinear modeling
capabilities and adaptability. They are better equipped to handle complex time series
data [15]. The mainstream methods for PV power prediction can be classified into models
based on RNN and CNN. For instance, LSTM and BiLSTM, two improved versions de-
rived from RNN, are employed to extract the inherent temporal relationships within PV
sequences [16]. Wang et al. [17] enhanced the LSTM model for PV power prediction by
incorporating a frequency domain decomposition method, and this approach demonstrated
superior prediction performance. Agga et al. [18] proposed CNN-LSTM and ConvLSTM
models to forecast the power generation of PV power plants. The results indicated that
both CNN-LSTM and ConvLSTM outperformed the LSTM model. Additionally, TCN, a
novel convolutional architecture designed for sequential modeling, has shown excellent
performance in PV power generation prediction and has been proven to outperform deep
learning models such as CNN and LSTM [19]. Xiang et al. [20] introduced a hybrid model
combining TCN and LSTM and found that it was more effective in capturing the complex
long-term dependencies of spatial and temporal features compared with the CNN-LSTM
model. Previous studies on PV power generation prediction using TCN typically involved
constructing models by integrating shallow TCN with LSTM. Nevertheless, shallow TCN
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might not be able to capture the latent temporal patterns and fine-grained temporal infor-
mation in PV sequences [21]. Moreover, previous methods often relied on a single neural
network to extract the spatial relationships among variables, overlooking the fact that the
spatial and temporal relationships in multivariate time series are intertwined.

Different forms of neural networks such as CNN [22], RNN [23], and Transformer [24]
were applied in photovoltaic power generation prediction. These neural networks have
shown significant advantages in modeling real-world time series data. However, one of
the major limitations of the above methods is that they do not model the hidden spatial
relationships between time series [25]. The environmental factors of multi-variable PV se-
quences interact with each other and change over time [26]. Photovoltaic power generation
is influenced by environmental factors such as solar irradiance, temperature, humidity, and
wind speed.

A graph is a type of data structure that can naturally model complex relationships
among a set of entities in real-world scenarios. In practice, many types of data inherently
exhibit graph-like properties, such as social networks and e-commerce user—item interac-
tions. In fact, numerous time series are spatiotemporally correlated in nature [27]. For such
time series, modeling them in the form of networks or graphs can effectively leverage both
the data itself and its spatial dependencies to improve the forecasting accuracy. In recent
years, GNNs have emerged as a powerful tool for modeling real-world time series data,
capable of capturing complex intervariable and temporal relationships. This approach has
gained widespread attention and application in the field of traffic prediction [28] and PV
forecasting. Hasnat et al. [29] proposed a graph attention network (GAT)-based solar power
forecasting framework constructed according to geographical distances. The framework
adapts to prediction horizons ranging from several minutes to multiple days by adjusting
individual modules within the architecture. Graph neural networks (GNNs) have been
widely employed in forecasting for distributed photovoltaic (PV) power stations, where
graph structures are used to represent the relationships among distributed sites. Wang
et al. [30] developed a domain-adversarial graph neural network-based method for ultra-
short-term distributed PV power forecasting, addressing the challenge of data scarcity that
arises in virtual power plants due to newly constructed sites or data-sharing limitations.
Wang et al. [31] further proposed a dynamic graph network for ultra-short-term distributed
PV power forecasting based on a shape—amplitude loss function. In this approach, dynamic
graphical data are used to represent interstation correlations, and a dynamic graph network
is constructed as the forecasting model. Lin et al. [32] introduced a novel end-to-end deep
learning model for the short-term probabilistic forecasting of regional PV generation. The
model employed a directed graph-based dynamic spatial convolutional graph neural net-
work, in which multi-source inputs are used to determine the contribution of one PV station
to another. Wang et al. [33] also proposed a domain-adversarial graph neural network
approach that utilized a GNN encoder to extract spatial features and capture inter-site
spatial correlations, thereby improving ultra-short-term distributed PV forecasting under
data-scarce conditions. GNNs have become powerful tools for learning non-Euclidean data
representations [34], providing new ideas for modeling real-world time series data and
capturing the relationships between different variables in multivariable sequences. Com-
bining GNNs with existing time series frameworks is expected to further improve model
performance [25]. Han et al. [35] combined the attention mechanism with an adaptive
graph neural network to achieve accurate building energy consumption forecasting and op-
timize energy structure design. Gao et al. [36] proposed an attention-driven spatiotemporal
hybrid model that integrated multi-graph structures and attention-based feature fusion
to enhance both single-site and multi-site PV power forecasting performance. This paper
proposes a PV power generation prediction model based on adaptive GNN, which takes
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environmental factors into account and inputs them together with photovoltaic power
generation data into the model for prediction. In addition, unlike most existing works
that focused on short-term forecasting, this work showed a significant improvement in the
long-term forecasting results, which is more important to real-world PV applications. The
main contributions of this work are summarized as follows:

(1) A customized graph neural network (GNN) architecture was designed to model
the hidden relationship between photovoltaic power generation and environmental
factors. The proposed model is a structure where TCN and MLP layers alternate
with graph neural network layers, which is conducive to capturing the coupled
spatiotemporal features in the data while paying attention to both the global change
patterns and local trends of photovoltaic power generation.

(2) An adaptive graph neural network was used to learn the latent variable relationships
from the data. Compared with related works, using directed graphs in long-span
prediction tasks can better model the interrelationships between variables in real
scenarios, thereby improving the prediction accuracy of the model.

(3) The proposed method was applied to the real-world photovoltaic power generation
prediction of three photovoltaic power sites. In the prediction tasks of the three
stations, the proposed model achieved the highest prediction accuracy at prediction
steps of 384 and 768, demonstrating good robustness and significant superiority
in capturing the peaks, troughs, and fluctuations in long-term photovoltaic power
generation.

2. Methodology
2.1. Problem Formulation

This study addressed a multivariate time series forecasting problem, leveraging
PV power generation data and environmental information to predict multi-step PV
power output at target sites. Let x; € RN denote the multivariate values at time step
t with dimension N, where x;[i] €= R represents the value of the i-th variable at time
t. The historical sequence of multivariate observations over p time steps is denoted as
X = {xp_1,%p_2,...,%}, and the target future sequence to be predicted is represented as
Y ={x1,%0,...,%m}.

From a graph-based perspective, this work treated each variable in the multivariate
time series as a node in a graph. The relationships between variables were characterized by
an adjacency matrix. The graph G = (V, E, A) was constructed to model the dependencies
among the N multivariate variables, where V is the set of nodes, E is the set of edges

(each representing a relationship between two nodes), and A € RN*N

is the adjacency
matrix used to quantitatively describe these relationships. The adjacency matrix is defined
as follows:

1)

0 else

{ Lif(v;,v;)) € Eand i #j
Aij:

The task of photovoltaic (PV) power forecasting in this study was defined as follows:
given a fixed-length lookback window of size T, the goal is to perform the multi-step
forecasting of PV power generation over the next L time steps.

{fol/xT—Z/- . ~/x0} = {X1,x2, .. .,XI}

2.2. Proposed Model

The proposed model in this work is shown in Figure 1 and has a two-stage architec-
ture. In the first stage, an adaptive GNN framework is employed to facilitate interactions
among variables. This adaptive GNN can automatically extract relationships between node
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variables from the data to construct an adjacency matrix. Using the adaptively learned
adjacency matrix, the framework integrates PV power generation with other environmen-
tal variables. The resulting interactively enhanced time series data are then fed into the
forecasting module. The forecasting module employs both continuous and interval sam-
pling strategies to extract both local and global temporal features, enabling multi-horizon
predictions of PV power generation.

GNN Module Forecasting Module

NodeEmbedding |—>| GraphConstruction

Continuous sampling

¢

a

GNNBlock »| IEBlock A Linear
\—/‘ Residual connection <L
Me—
5 __,l ConviD |—> TCM GCM F»»?M -
o Interval sampling

Skip connection

N

Figure 1. Proposed model.

2.3. GNN Module

This study employed an adaptive GNN [37], which is capable of capturing hidden
relationships among variables (Figure 2). The architecture primarily consists of a graph
construction layer, graph convolutional layers, and temporal convolutional layers. The
graph construction layer was designed to generate an adjacency matrix that represents
node-to-node connections and captures latent relationships between variables, thereby
providing a foundational graph structure for subsequent graph convolutional operations.
The graph convolutional layers and temporal convolutional layers are responsible for
capturing spatial and temporal dependencies, respectively, working in concert to model
complex real-world spatiotemporal interactions.
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Figure 2. GNN module.

The temporal convolutional layer comprises multiple TCNs and adopts an inception-
style strategy for selecting convolutional kernel sizes. Outputs from four two-dimensional
convolutional filters with different kernel sizes were concatenated to enhance multi-scale
feature extraction. In order to align with periodic temporal patterns, a time module
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incorporating four filters with kernel sizes of 1 X 2,1 x 3,1 x 6, and 1 x 7 was used. These
filter sizes were chosen to comprehensively cover major cyclical frequencies in the temporal
domain.

The graph construction layer generates an initial adjacency matrix via node embedding
and further refines it through adaptive learning, thereby capturing hidden relationships
among nodes in multivariate time series. This process can be formalized as follows:

Ey = Embedding(nodes, dim) ()

E, = Embedding(nodes, dim) 3)

M; = tanh(«E16) 4)

M, = tanh(«Eq16) (5)

A = ReLU(tanh(a(MyMI — MyMT))) (6)
idx = argtopk(A) (7)

where E; and E, represent randomly initialized node embeddings, which are learnable
during training. 6; and 6, are model parameters that are also optimized through the
training process. « is a hyperparameter, manually set, that controls the saturation rate of
the node embeddings.

The graph convolutional layer integrates the information of each node with that of its
neighbors by separately processing spatial dependencies using a forward adjacency matrix
and a reverse adjacency matrix. The processed representations are then fused. During this
integration, changes in any node may dynamically influence the states of other nodes. The
procedure for handling both the inflow and outflow of information for each node in the
graph convolution module is formulated as follows:

Dj=1+ Zj Ajj (8)
A=DYA+1I) 9)
H® = gH;, + (1-)AH*) (10)
K
Hout = ) HOWW (11)
i=0

2.4. Forecasting Module

The prediction module employs a lightweight MLP network [38]. This module pro-
cesses the data transformed by the GNN module through both interval sampling and
continuous sampling strategies. Both the sampling and prediction steps utilize an informa-
tion exchange block (IEBlock) to capture long-term evolutionary trends and fine-grained
local variations in the photovoltaic power generation sequence.

The IEBlock operates on a 2D matrix of shape F1x W, where F1 represents the temporal
dimension and W denotes the channel dimension. It outputs another matrix of shape F2x W
(where F2 is a hyperparameter dependent on the desired output feature dimension), as
illustrated in Figure 3. The procedure for processing time series within IEBlock is as follows:
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Let Z = (zij) 1 denote the 2D input matrix processed by each IEBlock. The i-th

. ) T
column is denoted as z; = (zy;,z0;, - - - ,zHi)T, and the j-th row as z; = (zjl,z]-z, .. .,zjw) .

For each column, a mapping R'! = Rf (where f < F1) is applied to perform temporal
feature extraction. This process is formalized as follows:

z!; = MLP(z,) (12)

Subsequently, column-wise processing is applied to transform R" = R", extracting
inter-channel features. This procedure is formalized as follows:

z, = MLP(z}) (13)

Finally, the temporal features undergo an output transformation Rf = RF?, where
F2 > f. This process is formalized as follows:

7% = MLP(z") (14)

3. Datasets and Evaluation Metrics
3.1. Data Description

The data utilized in this study originated from solar power plant datasets collected
via a SCADA system by Chen et al. [39]. The power plants are situated in North, Central,
and Northwest China, covering diverse climatic and geographic conditions. With installed
capacities ranging from 30 MW to 200 MW, the dataset comprises power generation
measurements sampled at 15 min intervals over a 24-month period. Three sites were
selected from the dataset to evaluate the robustness of the proposed model. The datasets
from Site 1 and Site 2 contained outliers and were used to assess the model’s stability. The
data were partitioned into training, testing, and validation sets following a 7:2:1 ratio. All
three sites shared identical feature sets. The features are detailed in Table 1.

Table 1. Abbreviations, descriptions, and units of the features.

Abbreviation Variable Description Units
TSI Total solar irradiance W/m?2
DNI Direct normal irradiance W/m?2
GHI Global horizontal irradiance W/m?
AT Air temperature °C

AP Air pressure hpa
RH Relative humidity %

P Photovoltaic power MW

generation
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3.2. Evaluation Metrics

To compare the predictive performance among different models, this study employed
two evaluation metrics: mean squared error (MSE) and mean absolute error (MAE), defined

as follows:
1 2
MSE = —)  (#i = i) (15)
i=1
1 n
MAE = ) |#i = il (16)
i=1

where §j; denotes the predicted value generated by the model and y; represents the corre-
sponding true value.

4. Experiments and Discussion
4.1. Overall Prediction Results

The proposed model was compared against CNN_LSTM, Transformer [40], Auto-
former [41], Informer [42], Crossformer [43], MTGNN, LightTS, and GWNet [44]. In all
experiments, the input length was fixed at 96 steps, and forecasting horizons were set to 96,
192, 384, and 768 steps, respectively, with a temporal resolution of 15 min.

Tables 2-4 list the MSE and MAE values obtained by different methods across dif-
ferent horizons at the three sites. Bold denotes the best results and underline denotes
the second-best results, respectively. As shown, the proposed model achieved favorable
predictive performance across all forecasting horizons at the three sites. It demonstrated
particularly superior results at the 384 and 768-step horizons, outperforming all other com-
pared models. Crossformer consistently outperformed other models at the 96 and 192-step
horizons, indicating its strength in short-term forecasting. Among all Transformer variants,
Crossformer exhibited superior performance at every horizon, which can be attributed
to its dedicated module for capturing temporal patterns and inter-variable correlations,
thereby improving the prediction accuracy. In contrast, GWNet overly emphasized the
extraction of spatial information while failing to adequately incorporate crucial temporal
patterns, resulting in relatively lower accuracy. These results demonstrate that models
simultaneously capturing both spatial and temporal dimensions consistently outperformed
those modeling only a single dimension. In general, the proposed model ranked among
the top two performers across all models at 96 and 192-step horizons and achieved the
best forecasting results at 384 and 768 steps, demonstrating strong robustness. Compared
with the strongest baseline model, it yielded average improvements in MSE and MAE of
2.19% and 1.57% at the 384-step horizon, and 2.81% and 2.47% at the 768-step horizon,
respectively, and the relatively lower short-term forecasting performance compared with
Crossformer may be attributed to the two-stage attention module in Crossformer, where the
multi-head attention mechanism enables finer modeling of short temporal dependencies.
In contrast, the proposed model focuses more on leveraging multidimensional variable
information, which is more advantageous for capturing long-term temporal dependencies
and thus enhances long-horizon forecasting performance.

To evaluate the stability of the model, we conducted 15 repeated runs without fixing
the random seed on datasets from three different sites, with prediction horizons ranging
from 96 to 768 steps. MSE and MAE were statistically aggregated, and 95% confidence
intervals were calculated for the model’s performance at each site. The resulting confidence
intervals are presented in Table 5, the model exhibited relatively small overall errors across
multiple prediction horizons and all three site datasets, demonstrating satisfactory stability.
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Table 2. The results of site 1.

Horizon96 Horizon192 Horizon384 Horizon768

Methods MSE MAE MSE MAE MSE MAE MSE MAE
MTGNN 0.817 0.523 1.087 0.633 1.282 0.714 1.472 0.822
Autoformer 1.397 0.812 1.375 0.785 1.578 0.862 1.709 0.903
Transformer 0917 0.612 1.405 0.766 1.515 0.855 1.606 0.865
LightTS 0.855 0.542 1.086 0.647 1.330 0.729 1.563 0.803
Crossformer 0.767 0.485 1.031 0.603 1.267 0.743 1.502 0.820
Informer 1.356 0.799 1.515 0.877 1.763 0.947 1.953 0.999
CNN_LSTM 1.099 0.664 1.303 0.731 1.418 0.758 1.578 0.801
GWNet 0.994 0.567 1.341 0.691 1.652 0.787 1.827 0.844
Proposed 0.816 0.521 1.058 0.621 1.240 0.703 1.447 0.798

Table 3. The results of site 2.

Horizon96 Horizon192 Horizon384 Horizon768

Methods MSE MAE MSE MAE MSE MAE MSE MAE
MTGNN 0.870 0.425 0.853 0.455 0.963 0.505 1.024 0.500
Autoformer 1.374 0.733 1.456 0.734 1.325 0.695 1.285 0.644
Transformer 1.003 0.568 1.116 0.663 1.464 0.755 1.297 0.676
LightTS 0.828 0.417 0.946 0.470 1.025 0.502 1.105 0.522
Crossformer 0.772 0.408 0.893 0.481 0.939 0.537 1.058 0.513
Informer 1.352 0.711 1.372 0.720 1.576 0.821 1.701 0.831
CNN_LSTM 1.041 0.584 1.007 0.570 0.997 0.550 1.151 0.577
GWNet 0.933 0.446 1.040 0.484 1.163 0.547 1.334 0.585
Proposed 0.812 0.416 0.870 0.463 0.926 0.488 0.986 0473

Table 4. The results of site 3.

Horizon96 Horizon192 Horizon384 Horizon768

Methods MSE MAE MSE MAE MSE MAE MSE MAE
MTGNN 0.867 0.634 0.855 0.640 1.063 0.718 1.013 0.696
Autoformer 1.038 0.766 1.244 0.846 1.066 0.792 1.271 0.865
Transformer 0.871 0.663 0.892 0.656 1.119 0.716 1.054 0.714
LightTS 0.904 0.663 1.015 0.709 1.094 0.741 1.156 0.762
Crossformer 0.766 0.478 1.031 0.603 1.326 0.704 1.493 0.776
Informer 1.312 0.834 1.395 0.885 1.676 0.968 1.823 1.037
CNN_LSTM 0.932 0.654 0.988 0.700 1.297 0.787 1.332 0.804
GWNet 0.807 0.605 0.973 0.669 1.169 0.734 1.217 0.749
Proposed 0.771 0.602 0.816 0.635 1.032 0.702 0.985 0.687

Table 5. Statistical analysis of model performance variability.

Horizon 96 192 384 768
Metric MSE MAE MSE MAE MSE MAE MSE MAE
1 0.814 £0.010 0.522 +0.006 1240 £0.022 0.703 +£0.010 1.447 +£0.027 0.798 £0.015 1.240 +£0.022 0.703 £ 0.010
2 0.812 +0.026 0419 £0.011 0926 £0.012 0.488 +0.011  0.999 £0.013 0487 £0.012 0.926 +0.012 0.488 + 0.011
3 0.771 £0.025 0.602 £0.009 1.032+£0.013 0.704 +0.005 0.985 £ 0.020 0.688 £0.006  1.032 +0.013  0.704 & 0.005

As indicated by the above results, the proposed model demonstrated strong perfor-
mance in long-term forecasting tasks. We visualized the predicted and true PV power
curves for the forecasting horizon of 768 steps. The top five baseline models, along with
the proposed model, are compared in Figures 4-6. While all models showed comparable
capability in capturing the overall trends in power generation, the proposed model exhib-
ited notably superior performance in identifying the peaks, troughs, and fluctuations of the
PV power output. Compared with the baseline models, its predictions during periods of
power variation aligned more closely with the true values, indicating s higher accuracy in
both trend capture and fine-grained variation modeling. These characteristics highlight
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the model’s strong adaptability and high predictive accuracy when handling complex and
dynamically changing long-term time series data.
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4.2. Effect of the Correlation Coefficient k on Forecasting Accuracy

As shown in Equation (7), the correlation coefficient k determines the number of
relevant variables selected for the proposed model. To investigate the impact of the number
of input variables on model performance, we evaluated the model on the dataset from
site 3 using correlation coefficient values ranging from 1 to 7. The results are presented in
Table 6. The model achieved the best overall performance across all prediction horizons
when k = 4, particularly for longer forecasting horizons of 384 and 768 steps. An excessive
number of input variables introduced noise and interfered with the model’s ability to
extract salient features, thereby reducing the predictive accuracy. Conversely, too few
variables provided insufficient information, also leading to performance degradation. For
shorter forecasting horizons, smaller values of k yielded better results. This indicates that
in short-term prediction tasks, a larger number of correlated variables may distract the
model from capturing essential temporal patterns, resulting in decreased accuracy.

Table 6. Prediction results with different numbers of input variables.

K Horizon96 Horizon192 Horizon384 Horizon768
MSE MAE MSE MAE MSE MAE MSE MAE
1 0.745 0.594 0.827 0.635 1.047 0.711 1.053 0.704
2 0.744 0.592 0.808 0.628 1.045 0.714 1.013 0.694
3 0.735 0.592 0.807 0.635 1.061 0.716 0.992 0.688
4 0.771 0.602 0.800 0.630 1.035 0.706 0.985 0.687
5 0.778 0.607 0.825 0.640 1.061 0.718 1.002 0.693
6 0.779 0.606 0.833 0.638 1.062 0.718 1.028 0.699
7 0.820 0.627 0.861 0.653 1.068 0.720 1.039 0.703
4.3. Impact of the Adjacency Matrix
To evaluate the impact of graph on prediction accuracy, we conducted experiments on
the dataset from site 3, comparing three configurations: directed graph, undirected graph,
and no graph structure. The model was tested across forecasting horizons ranging from
96 to 768 steps. Results are presented in Table 7. As the prediction horizon increased, the
proposed model using the directed graph demonstrated progressively better performance,
followed by the undirected graph configuration. This result indicates that the undirected
graphs are inadequate for modeling complex variable relationships in longer-term forecast-
ing tasks. In longer-horizon forecasting, the underlying relationships between variables are
likely unidirectional, for instance, environmental factors such as weather conditions affect
PV power generation, but the PV output does not influence environmental variables, while
the directed graph effectively captures such directional dependencies, thereby enhancing
the prediction accuracy. Compared with using an undirected graph, the proposed model
with a directed graph improved the MSE and MAE by 0.67% and 0.99% at the 384-step
horizon and 1.12% and 0.58% at the 768-step horizon, respectively.
Table 7. Prediction results using different adjacency matrices.
Tvpe Horizon9%6 Horizon192 Horizon384 Horizon768
P MSE MAE MSE MAE MSE MAE MSE MAE
Direct 0.771 0.602 0.816 0.635 1.032 0.704 0.985 0.687
Undirect 0.758 0.599 0.813 0.634 1.039 0.711 0.996 0.691
None 0.753 0.597 0.827 0.642 1.082 0.726 1.043 0.701

4.4. Computational Efficiency Analysis

The computational efficiency and resource consumption of the model directly influence
the real-time scheduling speed and deployment of photovoltaic (PV) systems, serving as
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critical factors for maintaining stable and continuous power output. In this section, a
comprehensive evaluation of the model’s computational efficiency and resource utilization
was conducted. The experiments employed the torchinfo.sum function to report each
model’s architectural statistics including the number of parameters (Param), computational
complexity (MACs), memory consumption (Memory), and iteration time per training step
(Train-time); the results are presented in Table 8.

Table 8. Computational efficiency comparison of different methods.

Method Params Memory (MB) MACs (M) Traln'-Tlme
(s/iter)
LightTS 83,930 0.320167542 0.090806 0.0226
CNN_LSTM 814,144 3.105712891 14.731904 0.0211
Transformer 864,135 3.296413422 269860.2787 0.4286
Informer 901,191 3.437770844 256598.0943 0.1056
GWNet 1,404,224 5.098876953 277.673152 0.2300
MTGNN 1,521,568 5.780517578 64.460928 0.0589
Crossformer 3,027,428 11.37586975 71.13578 0.1989
Autoformer 35,879,197 7.774822235 75.135751 0.5964
Proposed 1,520,141 5.769996643 63.944918 0.0650

RANK(Proposed) 6 6 3 4

As shown in Table 8, the proposed model exhibited relatively larger parameter counts
and memory consumption; however, its computational complexity (MACs) and itera-
tion time per training step were comparatively small, ranking just after the lightweight
CNN_LSTM and LightTS models. In conjunction with Table 2, it can be observed that al-
though the proposed model sacrificed a certain amount of training time and computational
resources, it achieved a substantial improvement in forecasting performance compared
with the baseline models. This moderate increase in computational cost, accompanied by a
significant enhancement in predictive accuracy, is therefore considered worthwhile.

5. Conclusions

This study presented a long-term photovoltaic (PV) power forecasting model based on
customized graph neural networks (GNNs) designed to capture complex spatiotemporal
dependencies among multiple variables and to leverage environmental information for
enhanced predictive accuracy. The model’s performance was evaluated using MSE and
MAE across datasets from three PV power sites. The main experiments and findings are as
follows:

(1) Superior accuracy and robustness: Compared with baseline models, the proposed
model achieved the highest accuracy and demonstrated stronger robustness in fore-
casting horizons of 384 and 768 steps. It improved the MSE and MAE by an average
of 2.19% and 1.57% at the 384-step horizon, and 2.81% and 2.47% at the 768-step
horizon, respectively, relative to the best-performing baseline. Furthermore, models
that captured hidden inter-variable relationships consistently outperformed those
focusing solely on temporal patterns or spatial relationships.

(2) Enhanced long-term predictive capability: To more intuitively demonstrate the
model’s predictive performance in long-term photovoltaic (PV) power forecasting,
the predicted and true power curves for the 76-step horizon were visualized. The
proposed model showed significant advantages in capturing the peak, trough, and
fluctuation patterns compared with all baseline models, achieving superior fitting
performance.
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(3) Impact of correlation coefficient k: The correlation coefficient k determines the number
of relevant variables used for prediction, and an optimal value of k exists. The
model achieved its best performance when k = 4, particularly for longer forecasting
horizons of 384 and 768 steps. An excessive number of relevant variables introduced
informational noise, while too few variables led to the insufficient utilization of
contextual information. Both extremes resulted in decreased prediction accuracy

(4) Impact of correlation coefficient k: The type of graph structure also notably affects the
forecasting performance. Incorporating graph information improved the accuracy in
longer-horizon predictions. Compared with using an undirected graph, the proposed
model with a directed graph achieved the best results at 384 and 768 steps, improving
the MSE and MAE by 0.67% and 0.99% at the 384-step horizon and 1.12% and 0.58%
at the 768-step horizon, respectively.

The proposed GNN-based framework integrates environmental information to ad-
dress the challenge of accuracy degradation in long-term PV power forecasting, demonstrat-
ing strong robustness, adaptability, and scalability in complex and dynamic environments.

Despite the promising performance of the proposed model, certain limitations remain.
In particular, the adjacency matrix employed by the adaptive graph neural network is
dynamic and may lack sufficient stability, limiting its ability to fully capture and explain
the relationships between PV power generation and the surrounding environmental factors.
In future work, we will further explore the interpretability of graph-based models. These
efforts aim to facilitate optimal PV installation planning by comprehensively incorporating
environmental information, thereby maximizing the power generation efficiency.
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