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Abstract

Deep learning (DL) and machine learning (ML) models have been successfully applied
across multiple domains, but generic architectures often underperform without domain-
specific adaptation. This study presents A-BERT, a BERT-based model fine-tuned on a dataset
of aviation and aircraft-related academic publications, enabling accurate classification into
14 thematic categories. The temporal evolution of publication counts in each category was
then modeled using ARIMA to forecast future research trends in the aviation sector. As a
proof of concept, A-BERT outperformed the baseline BERT in several key metrics, offering a
reliable approach for large-scale, domain-specific literature classification. Forecast validation
through walk-forward testing across multiple time windows yielded Root Mean Square Error
(RMSE) values below 2% for all categories, confirming high predictive reliability within this
controlled setting. While the framework demonstrates the potential of combining domain-
specific text classification with validated time series forecasting, its extension to operational
aviation datasets will require further adaptation and external validation.

Keywords: aviation; deep learning; data labeling; management; AI; BERT; ARIMA; artificial
intelligence

1. Introduction
The use of deep learning (DL) in the aviation sector has the potential to transform how

data is managed across the industry. DL offers advances that enhance the safety, reliability,
and efficiency of air operations, maintenance, design, and other aviation subfields. Enabling
the automation of complex tasks and faster decision-making provides a powerful tool for
modern aviation.

The aviation ecosystem generates vast amounts of information every day, including
sensor outputs from aircraft, maintenance records, weather data, and passenger interactions.
Historically, the analysis of this data relied on traditional statistical methods and predictive
models. These approaches were often insufficient to capture the full complexity and detail
of the information produced [1]. In contrast, DL can identify intricate patterns and extract
meaningful insights from large datasets, overcoming many of these limitations. Advanced
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DL models can uncover relationships that conventional methods miss, offering valuable
contributions to accident prevention. These insights support the creation of more effective
safety policies, playing a key role in strengthening aviation safety standards and protecting
both lives and resources [2].

Handling the complexity of aviation data presents significant challenges for organiza-
tions such as government authorities, airlines, airframe manufacturers, and aviation service
providers, including operators, maintenance, and training organizations. As noted in [3],
data models are typically designed to represent and manage the information produced,
used, and stored by these entities. However, the challenge is compounded by the fact that
various data providers use distinct data models, leading to difficulties in data exchange
across different organizational lines.

This way, DL and machine learning (ML), as key drivers of artificial intelligence (AI),
provide robust solutions to manage and classify the large volumes of data generated within
the aviation ecosystem. In addition to reducing errors in data handling and improving
safety, DL and ML help automate repetitive or labor-intensive tasks, increasing efficiency
across the sector [4].

Among DL advances, Bidirectional Encoder Representations from Transformers
(BERT), developed by researchers at Google [5], is a widely used pre-trained language repre-
sentation model for general-purpose natural language understanding. BERT has achieved
strong performance across multiple evaluation metrics, including precision, accuracy, and
F1 score. While the model is versatile, domain-specific applications often require additional
fine-tuning. In this study, the integration of BERT-based classification with Autoregressive
Integrated Moving Average (ARIMA) forecasting is particularly relevant, as it bridges
textual data analysis with temporal trend prediction. The ARIMA model, a widely used sta-
tistical technique, analyzes time series data to extract insights and predict future trends [6].
When combined with BERT-labeled data, ARIMA not only improves forecast accuracy but
also provides a more comprehensive foundation for evidence-based decision-making in
aviation. Indeed, planning is a cornerstone of the aviation ecosystem. Effective planning
is critical for allocating resources and ensuring operational readiness. Much of aviation
planning and safety analysis relies on time series data [6,7]. Time series models provide
interpretability by uncovering underlying trends and patterns from historical data. Adding
DL or ML classification before time series analysis further improves robustness against
outliers and noise, which is essential for reliable forecasting in aviation operations.

Prior studies in aviation-related natural language processing (NLP) have mainly fo-
cused on binary or small-scale multi-class problems, often restricted to a limited number
of categories [8–10]. To the best of our knowledge, no studies have attempted large-scale
classification across a broad and semantically overlapping taxonomy of 14 aviation themes.
This research gap underscores the need for domain-adapted models capable of distinguish-
ing between conceptually similar topics in aviation literature. Transformer-based models
like SciBERT [11] and RoBERTa [12] have shown strong performance in other domain-
specific classification tasks, but their application to aviation remains limited. In contrast,
this study adapts BERT directly to a broad aviation taxonomy, enabling classification across
14 semantically overlapping categories. For this purpose, a novel adaptation of the BERT
model [5] to aviation data is introduced, resulting in the Aviation BERT (A-BERT), designed
explicitly for the comprehension and management of aviation-related information. This is
achieved by employing many labels for classification and assessing their efficacy within the
entire aviation ecosystem context. Subsequently, because forecasting is crucial to ensure
the readiness and safety of the aviation ecosystem, this study also applies the ARIMA
model to forecast future trends across various classes for the upcoming years up to 2029.
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This methodology offers potential benefits for aviation stakeholders by enhancing data
classification accuracy and facilitating proactive decision-making based on trend forecasts.

1.1. Main Contributions

The main contributions of this study include (i) the adaptation of the BERT to the aviation
domain, resulting in A-BERT, a model capable of classifying scientific articles with high preci-
sion in 14 specific categories; (ii) the integration of A-BERT outputs with ARIMA forecasting,
allowing prediction of publication trends until 2029; (iii) the application of Walk-Forward
Validation for temporal forecast validation, demonstrating robustness with Root Mean Square
Error (RMSE) in all classes; and (iv) the demonstration that this hybrid framework can support
not only document categorization but also research monitoring and strategic planning in
the aviation sector. It is important to emphasize that this work is conceived as a proof of
concept, aiming to validate the combined methodology of domain-specific NLP classification
with statistical time series forecasting in a controlled academic literature setting. The primary
goal is to assess feasibility and methodological soundness before extending the approach to
operational aviation datasets, which may present additional challenges such as heterogeneous
formats, incomplete records, and domain-specific terminology.

1.2. Paper Structure

This paper is structured as follows: Section 2 provides a comprehensive review of
relevant literature, Section 3 delineates the methodology employed, Section 4 presents
and discusses the results and the limitations of this study, and Section 5 offers concluding
remarks and suggestions for future research endeavors.

2. Literature Review
DL is a subset of ML that uses artificial neural networks with multiple layers of neurons

for feature extraction and transformation [13]. Neural networks mimic the structure and
function of the human brain by processing data through interconnected nodes or neurons,
which are nonlinear processing units [14,15]. Each successive layer of neurons uses the
output of the previous layer to create a hierarchical representation, enabling the model
to learn hierarchies of information and complex patterns in data and extract increasingly
complex features from the raw input data [16].

In [17], the authors state that deep learning (DL) represents a robust set of techniques
that have transformed how computers learn and make predictions about data. Its influ-
ence is evident across multiple fields, continually expanding the possibilities of artificial
intelligence [18,19]. The rapid development of DL methods [17] and transformer-based
models [20] has resulted in significant improvements in the accuracy and efficiency of vari-
ous computational tasks. Its success mainly stems from its ability to handle large datasets
and perform sophisticated feature extraction without manual intervention [16,18,19]. DL
powers AI systems [13], and, in recent years, it has played a key role in advancing natural
language processing (NLP), facilitating the automatic extraction of meaningful features
from raw text and boosting the performance of tasks like text classification and summariza-
tion [21,22]. Its versatility allows it to be applied across many domains beyond NLP, such
as image and voice recognition [13,16], metagenomics [18], and quantitative finance [19],
where it supports pattern recognition and predictive modeling.

Google researchers developed the original BERT model in 2018 [5], and their most
advanced model achieved an accuracy of 87.07% and an F1 score of 93.2%. The BERT model
has significantly influenced multiple fields, enhancing the understanding of NLP contextual
relationships. In radiology [23], the use of BERT has been crucial in sorting and extracting
information from medical reports, with applications spanning computed tomography



Appl. Sci. 2025, 15, 9403 4 of 22

scans and X-ray interpretation, indicating its potential to improve diagnostic accuracy
and patient care. Similarly, in the construction industry [24], BERT applied in clause
classification has revealed superior performance compared to traditional machine learning
methods, aiding in risk management and specification review processes. Additionally,
the BERT architecture was employed for sentiment analysis, showing a quantitative link
between company news and stock price movements, reflecting its ability to grasp nuances of
human psychology [25]. The model’s efficiency is also clear in processing morphologically
rich languages, outperforming baseline machine learning algorithms without extensive
preprocessing [26]. Moreover, BERT’s use in automatically classifying online advertising
texts highlights its versatility across different sectors [27].

2.1. Some Applications of DL and ML in Aviation

(a) Safety and Incident Analysis

Deep learning has also achieved significant breakthroughs in the aviation industry, pro-
viding innovative solutions and enhancements across various applications—from incident [28]
and accident analysis [29] to optimizing aerodynamic systems [30]. In [31], the authors em-
phasize the advantages of deep-learning-based time series models in analyzing and predicting
aviation accidents, highlighting their predictive accuracy and potential to enhance safety mea-
sures. Similarly, ref. [32] discusses how deep learning enhances satellite navigation monitoring
in civil aviation, particularly by predicting possible degradations through trend detection.
Additionally, refs. [2,3,33] have developed machine learning models that analyze security data
from public networks and classify human factor risks, thereby improving the processing and
accuracy of the results. Furthermore, the incorporation of deep learning for aviation safety
has been extensive. In [34], models utilizing data from reports by the National Transportation
Safety Board (NTSB) have been created to forecast aircraft accidents and damages, demon-
strating the role of deep learning in proactive safety management. Another vital application
involves detecting foreign objects on runways, where deep learning systems have proven
highly accurate, as discussed by [35], helping to prevent potential accidents.

(b) Flight Operations and Training

In the field of training and flight operations [36], a machine learning pipeline has been
created to classify flight difficulty using pilots’ physiological data, aiming to automate
instruction in legacy Air Force systems and represent a step toward more advanced training
environments. The potential to enhance passenger experience through autonomous and
self-service systems has been examined by [37], which states that these technologies can
increase efficiency and focus on user experience. In [38], an automated system for perceiving
aircraft taxiing behavior was created by combining laser sensors with machine learning
models. Tested in a real environment, the system was able to identify aircraft types with
80% accuracy based on the width of the landing gear, as well as analyze speed fluctuations
and lateral deviations during taxiing. The findings offer valuable insights for improving
runway design and airport operational management.

(c) Maintenance and Monitoring

Automated data tagging in aviation is a vital area where ML and DL algorithms have
shown great promise [39]. The aviation industry produces large amounts of data, requiring
efficient and accurate labeling for various uses, including aircraft diagnostics/prognosis,
predictive maintenance, and flight data monitoring [40]. The use of ML and DL in aviation
aims not only to improve operational efficiency but also to detect unsafe behaviors and
violations of operational standards through analyzing flight data [41] and incident/accident
reports [2,26,42]. Recent progress in multi-objective optimization for flight scheduling, such
as the model proposed by [43], shows significant potential for lowering fleet operating costs
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while keeping planning practical. This approach combines time constraints with fuzzy logic
and employs the NSGA-II algorithm to solve large-scale problems efficiently, which is espe-
cially beneficial for small and medium-sized airlines. The results highlight the importance
of flexible, scalable, and metaheuristic-based frameworks in transportation systems.

Interestingly, although the use of these technologies in aviation is increasing, the
literature shows that automated labeling is a broader classification issue that goes beyond
aviation [44]. It is a supervised machine learning task that often faces a shortage of fully
labeled data, which is a significant challenge in industrial settings due to high manual
labeling costs [45]. This highlights the need to develop robust automated labeling methods
that can cut labor and costs while ensuring high accuracy.

2.2. Forecasting and Predictive Modeling

ML and DL models, including hybrid approaches, are increasingly used for aviation data
forecasting and analysis. Time series models like ARIMA provide interpretable trend analysis
and forecasting capabilities for various applications [6,7]. ARIMA models have been widely
used to predict inflation based on the Consumer Price Index, enabling statistical comparisons
that favor certain specifications over others [46]. In the context of equipment monitoring,
they have proven effective in predicting the temperature of electrical equipment [47] and
mechanical vibrations [48], offering a reliable method to anticipate needs and implement
predictive maintenance. In the aviation sector, they have been applied to air traffic volume
and accident forecasting, with subset ARIMA models showing higher accuracy in short-term
predictions [6,7]. Their application also extends to climate change studies, analyzing and
forecasting environmental time series, often in combination with seasonal ARIMA models and
exogenous variables [49]. Additional studies have assessed the robustness of ARIMA under
different noise levels in time series, identifying the threshold where predictive capacity dimin-
ishes and emphasizing the importance of data preprocessing to ensure reliable predictions [50].
Furthermore, the integration of ARIMA with advanced algorithms, such as long-term memory
neural networks, has improved accuracy in predicting satellite telemetry data [51].

In aviation, combining ARIMA models with deep learning (DL) approaches has
become more critical because both methods complement each other in handling complex
patterns. While DL excels at finding nonlinear relationships in factors like weather, traffic,
and predictive maintenance [52], ARIMA remains strong in modeling and forecasting
trends and seasonality [53]. This teamwork has been explored in research that merges
ARIMA with neural networks to improve air traffic data prediction, producing better results
than ARIMA alone [52]. Similar methods include hybridizing ARIMA with probabilistic
neural networks, which boost predictive accuracy in areas like financial markets and may
also apply to the complexities of aviation data [54]. Additionally, adaptive ARIMA models
have been used on telecommunications data (which, like aviation data, involves growth
and uncertainty), showing improved performance over methods relying only on neural
networks [55]. This highlights how vital adaptability is for operational planning and
resource management in the industry.

3. Methodology
3.1. Data Collection and Labeling

The proposed A-BERT + ARIMA pipeline was created as a proof of concept, using an
extensive collection of scholarly publications as a substitute for aviation-related textual data.
This design provides a controlled and repeatable environment to evaluate the combined
classification and forecasting approach, while recognizing that real-world operational
datasets might include additional complexities such as varied formats, incomplete records,
and specialized terminology.
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The initial stage involves collecting aviation data. To evaluate how well the A-BERT
model learns from aviation-related terminology, academic articles published between 2000
and 2024 were collected from the Web of Science database that have “Aviation” or “Aircraft”
as keywords. Table 1 shows the distribution of academic articles containing either of these
keywords, categorized by publication year. For each article, the title, keywords, journal,
and publication year were extracted, resulting in a total of 45,823 articles collected.

Table 1. Collected papers from Web of Science.

Year No.
Papers Year No.

Papers Year No.
Papers Year No.

Papers Year No.
Papers

2000 1437 2005 1636 2010 1980 2015 1943 2020 1895

2001 1498 2006 1716 2011 1876 2016 1962 2021 1964

2002 1429 2007 1858 2012 1973 2017 1962 2022 1967

2003 1439 2008 1954 2013 1900 2018 1953 2023 1977

2004 1671 2009 1918 2014 1981 2019 1961 2024 1973

The next step was to define the thematic categories for the aviation dataset. Fourteen
labels were chosen: Aerodynamics, Defense, Design, Emerging Technologies, Maintenance,
Management, Manufacturing, Operations, Propulsion, Remotely Piloted Aircraft System
(RPAS), Reliability, Safety, Structures, and Sustainability. Training began with a dataset of
1876 articles, each carefully labeled by hand. To balance the classes, an equal number of
training examples was assigned to each category, except for Management, which received
extra manual labeling due to its broader scope and higher variability. Figure 1 shows the
composition of the training dataset, emphasizing that Management had the most labeled
instances. Despite these measures, as shown later in the confusion matrix (Figure 2), this
class remains the most difficult for the model, mainly due to overlapping themes with
categories like Operations and Safety.

Figure 1. Labeled data for A-BERT model training.
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Figure 2. Data preprocessing pipeline flowchart.

3.2. Data Preprocessing Pipeline and Validation

The data preprocessing and training workflow is shown in Figure 2. The steps were as
follows:

(i) Text tokenization using the Hugging Face bert-base-uncased tokenizer with padding=True,
truncation=True, max_length=512, and return_tensors=“tf”.

(ii) Vector representation obtained from the [CLS] token of the final hidden state of the
BERT encoder.

(iii) Data balancing performed with SMOTE (Synthetic Minority Oversampling Technique,
random_state=42).

(iv) Dataset splitting into 80% training and 20% testing sets (random_state=42).
(v) Model training with two strategies:

a. One-shot method using LogisticRegression (max_iter=1000) optimized via
GridSearchCV (param_grid={“C”:[0.001, 0.01, 0.1, 1, 10, 100]}, cv=5).

b. Epochs method using SGDClassifier (loss=“log_loss”, learning_rate=“constant”,
eta0=0.01, max_iter=1, tol=None, random_state=42) trained for 500 epochs via
incremental partial_fit.

(vi) Evaluation with macro-averaged precision, recall, F1 score, and ROC–AUC. Learning
curves were computed with cv=5 and scoring=“accuracy”.

A stratified 80/20 train–test split was used for both training strategies to maintain
class distribution. Model hyperparameters were optimized through cross-validation within
the training set. Performance was evaluated on the held-out test set, ensuring no data
leakage. The tables with detailed hyperparameters for both methods (a and b) are shown
in Appendix A.

3.3. Forecasting with ARIMA

Once the dataset (45,823 articles) has been labeled by A-BERT, a statistical analysis
is conducted using the Autoregressive Integrated Moving Average (ARIMA) model to
identify and project temporal patterns within each category. ARIMA is primarily known
for its ability to capture trends in time series data, helping stakeholders anticipate emerging
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topics and resource needs, particularly in complex sequential data scenarios [56]. This
time series model was chosen because the annual publication counts for each category
showed mainly linear trends without strong seasonal patterns, making it a reliable and
straightforward option. Its interpretable coefficients and well-established methodology
provide clarity and dependability in forecasting. Also, the dataset covers 25 years of annual
counts, which limits the advantages of more data-heavy deep learning models like Long
Short-Term Memory (LSTM) and transformer-based architectures.

The ARIMA model is formulated by:

Xt = ϕ1Yt−1 + ϕ2Yt−2 + · · ·+ ϕpYt−p + θ1et−1 + θ2et−2 + · · ·+ θqet−q + et (1)

where Xt represents the input from the developed DL/ML models; Yt−1, 2, p are the previous
historical time series data; ϕ1,2,p are the autoregressive coefficients; et−1,2,q are the previous
errors in the time series; and θ1,2q are the moving average coefficients [12]. The Walk-
Forward Validation technique, based on sequential moving windows, was applied by
training on 15-year periods and testing on the subsequent 5 years: (i) historical data from
2000 to 2014 and forecast for 2015–2019; (ii) 2001–2015 → 2016–2020; (iii) 2002–2016 →
2017–2021; (iv) 2003–2017 → 2018–2022; (v) 2004–2018 → 2019–2023; and (vi) 2005–2019
→ 2020–2024. This approach allows assessing the predictive capacity of the model in each
category. For each test window, the Root Mean Square Error (RMSE) was calculated as:

RMSE =

√
1
n

n

∑
t=1

(yt − ŷt)
2 (2)

where yt represents the observed value, ŷt the predicted value, and n the number of
observations [57]; the RMSE values were then expressed as percentages relative to the total
number of articles for each class, providing a normalized measure of forecasting error and
enabling intuitive comparison of forecast quality across classes with different magnitudes
and frequencies.

With the information categorized, the model is then used to forecast each class from
2025 to 2029. Additionally, the Mann–Kendall trend test was applied to the ARIMA model
to evaluate the presence of significant trends (increasing or decreasing) in the errors pro-
duced by the model’s predictions throughout the process [58]. In other words, the ARIMA
uses the historical counts of articles per class as input. Based on the historical frequency
of these classes, ARIMA can then forecast the number of articles in each class up to 2029.
This forecasting capability is essential for anticipating emerging topics, developments,
and research priorities within the aviation sector. By combining A-BERT’s deep learning
capabilities for classification with ARIMA’s statistical time series forecasting, this method
not only predicts scholarly output in specific aviation domains but also supports strategic
decision-making and resource allocation based on projected data.

4. Results and Discussion
The complete dataset was run on an Intel Pentium i5 processor (4 cores at 2.11 GHz)

with 32 GB of RAM. This configuration, although modest compared to typical deep learning
environments, is reported as the actual computational resource available during this study.
While more powerful hardware could potentially reduce training time, the methodology,
dataset, and model parameters are fully specified, ensuring the reproducibility of results
regardless of processing speed.

To further evaluate the performance of A-BERT and explore potential improvements,
a Random Forest (RF) classifier was added as a baseline model, using the same pipeline
and methodology applied to A-BERT to ensure a fair comparison [59]. The RF and A-BERT
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models took approximately 48 and 79 min, respectively, to finish the classification task.
Performance metrics comparing both models across the 14 categories are summarized
in Table 2.

Table 2. Performance indicators comparing A-BERT and RF.

Class
A-BERT Random Forest

F1 Score AUC Precision Accuracy F1 Score AUC Precision Accuracy

Aerodynamics 0.89 0.97

87.6% 87.3%

0.90 1.00

87.2% 86.5%

Defense 0.95 1.00 0.96 1.00

Design 0.83 0.97 0.79 0.98

Emerging
Technologies 0.89 1.00 0.89 1.00

Maintenance 0.89 0.97 0.85 0.98

Management 0.65 0.92 0.65 0.97

Manufacturing 0.90 0.99 0.91 0.99

Operations 0.81 0.98 0.80 0.98

Propulsion 0.90 0.99 0.91 1.00

RPAS 0.93 0.98 0.97 1.00

Reliability 0.89 0.97 0.92 0.99

Safety 0.89 0.99 0.87 0.99

Structures 0.89 0.98 0.85 0.99

Sustainability 0.91 0.99 0.84 0.99

4.1. Discussion of the Results

The A-BERT model maintains superior overall performance compared to the Random
Forest (RF) baseline, with slightly higher precision (87.6%), accuracy (87.3%), and consistent
F1 score and AUC across nearly all 14 categories. Although it requires longer training time
due to its transformer-based architecture, A-BERT’s performance advantage—especially in
complex or less separable classes—justifies the computational overhead when classifica-
tion reliability is crucial. This aligns with recent findings showing that transformer-based
models, while more computationally demanding than traditional approaches, provide
significant gains in accuracy and predictability in classification tasks [60]. Figure 3 displays
the Normalized Confusion Matrix for all labeled data. The A-BERT model demonstrates
strong classification ability, with most classes correctly identified in over 80% of cases. The
main exception is the Management class, which, despite additional manual labeling to
address data imbalance (as shown in Figure 1), remains the most challenging category for
the model. A closer look at the confusion matrix shows that most Management misclassifi-
cations occur with semantically related categories, such as Operations (18%) and Safety
(8%), indicating that thematic overlap is the key factor affecting performance. This pattern
is consistent across multiple evaluation metrics—including F1 score, AUC, precision, and
accuracy—which collectively confirm the lower separability of this class.

The Receiver Operating Characteristics (ROC) curve and the Area Under the Curve
(AUC) are essential tools for evaluating a model’s effectiveness. As a probability curve,
the ROC and the AUC offer insight into a model’s ability to distinguish between different
classes. This means that a model’s success in correctly predicting class X as class X and
class Y as class Y is directly related to the AUC value. For example, in the context of
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Aerodynamics, a higher AUC indicates a greater ability of the model to differentiate the
“Aerodynamics” class from others.

 

Figure 3. Normalized Confusion Matrix from A-BERT training dataset.

It is also important to note that a high-performing model exhibits an AUC value close
to 1, indicating a substantial measure of separability. When a model’s AUC measures 0.5,
it signifies an inability to distinguish between different classes; the model is operating on
a purely random basis. The ROC and AUC values for each studied class are shown in
Figure 4, and it can be seen that the A-BERT model’s ROC and AUC metrics demonstrate
excellent performance in classifying all classes except Management.

Figure 4. ROC curve from A-BERT training dataset.
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Another important performance analysis tool is the precision–recall curve. Precision
indicates how confidently a model predicts the positive class as positive; recall measures
the model’s ability to identify different instances of the positive class within the dataset.
Therefore, the precision–recall curve summarizes the balance between the true positive
rate and the positive predictive value, which is crucial when a predictive model is used at
various probability thresholds. The precision–recall curve for the A-BERT model using the
Aviation dataset is shown in Figure 5. It is evident that, even though A-BERT was trained
with a “One-Shot” approach, it handles the 14 classes very well, with the “Management”
class having the weakest performance.

Figure 5. Precision–recall curve from A-BERT training dataset.

Figure 6 presents the evolution of accuracy, AUC, precision, and recall, comparing
A-BERT and RF models, over 500 training epochs. Both models continued to perform very
well under this training regime, with overall metrics remaining very similar. The most
notable difference was a slight increase in precision. Specifically, A-BERT achieved higher
accuracy (0.8459 vs. 0.8123) and recall (0.9414 vs. 0.9088), while RF exhibited slightly higher
precision (0.8937 vs. 0.8832, a difference of 1.05 percentage points) and marginally better
AUC (0.9799 vs. 0.9782). Overall, A-BERT maintains competitive performance across all
metrics, with a clear advantage in recall, which is particularly relevant for tasks where
minimizing false negatives is critical.

Figure 7 presents the historical data and predictions generated by the ARIMA model,
built based on the Walk-Forward Validation technique, where the Root Mean Square Error
(RMSE) values demonstrate a low margin of error in the ARIMA model predictions, with
all results below 4%. This metric indicates high predictive accuracy, especially in categories
such as Reliability (0.50%), Defense (0.64%), and RPAS (0.66%). Even in the classes with
the highest variation, such as Design (3.44%) and Emerging Technologies (2.46%), errors
remain within acceptable limits. This approach allowed us to evaluate the consistency of
the model over time and its predictive robustness for different periods.
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Figure 6. Comparison between A-BERT and RF: accuracy (a), AUC (b), precision (c), and recall
(d) over 500 epochs.

Table 3 provides a consolidated overview of all data, including the classifications from
the A-BERT model and forecasts from the ARIMA model up to 2029. The analysis of the
classified A-BERT data shows statistically significant trends (p < 0.05, Mann–Kendall trend
test) in categories where there is a decreasing trend in the number of articles for Defense,
Design, Safety, Structures, and Sustainability and an increasing trend for Aerodynamics,
Emerging Technologies, Propulsion, and RPAS. Categories such as Maintenance, Man-
agement, Manufacturing, Operations, and Reliability, although not statistically significant
(p > 0.05), display low forecast error rates. It is important to note that the reported RMSE
percentages reflect the average deviation of predicted values compared to the actual total
number of articles per class, thus providing a standardized measure of forecast accuracy.
Additionally, to assess the temporal behavior of the model’s residuals and identify poten-
tial directional bias, the Mann–Kendall trend test was applied to the forecast errors. The
lack of statistically significant trends in several classes supports the temporal reliability
and consistency of the ARIMA forecasts. This may be because the ARIMA model can
adapt to irregular but bounded fluctuations, even without a monotonic trend, by capturing
weak seasonality, short-term shocks, and autocorrelated structures in time series [61]. See
Figure A2 of Appendix B.
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Figure 7. A-BERT’s results for different classes: (a) Aerodynamics, (b) Defense, (c) Design, (d) Emerg-
ing Technologies, (e) Maintenance, (f) Management, (g) Manufacturing, (h) Operations, (i) Propulsion,
(j) RPAS, (k) Reliability, (l) Safety, (m) Structures, (n) Sustainability.

If the number of published articles is indicative of knowledge transfer to the industry,
it is possible to observe a decrease in Management, Sustainability, Defense, Design, and
Safety. In addition to the impact of automation and analytical tools, fluctuations in funding
priorities, regulatory changes, evolving research interests, and broader socio-economic or
geopolitical factors should be considered when interpreting trends in publication output
within these domains. Applying the same correlation analysis, there is an anticipated
increase in demand within the domains of Aerodynamics, Emerging Technologies, and
Propulsion. While the surge in Emerging Technologies can be attributed to advancements
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in areas such as AI, Blockchain, and machine learning, the uptick in Aerodynamics and
Propulsion may be linked to the optimization of aircraft, the development of new engines,
the exploration of alternative fuels, and advancements in these technologies in general.

Table 3. Consolidated form for A-BERT + ARIMA.

Class/Years 2000 2001 2002 2003 2004 2005 2006 2007 2008 2009 2010 2011 2012 2013 2014

Aerodynamics 55 64 51 75 60 94 91 83 80 95 127 108 118 143 130

Defense 66 87 76 83 126 100 70 99 115 85 108 70 79 74 69

Design 170 124 123 114 141 169 139 148 132 141 151 159 139 145 154

Emerging
Technologies 71 82 89 77 110 95 115 122 140 135 112 105 138 163 156

Maintenance 59 71 75 88 67 75 100 95 116 117 124 102 104 102 105

Management 199 208 194 205 216 203 211 226 269 211 240 300 266 231 304

Manufacturing 50 56 65 59 55 56 67 61 52 53 72 50 63 62 67

Operations 81 96 58 69 65 68 76 70 77 76 95 84 106 99 82

Propulsion 84 79 102 66 105 97 73 114 104 117 125 109 139 154 132

RPAS 61 37 42 53 73 71 61 93 102 53 71 86 99 86 88

Reliability 39 59 45 63 76 53 78 87 91 122 97 123 97 88 82

Safety 121 131 134 137 167 155 167 182 168 172 177 158 164 134 156

Structures 189 222 226 233 220 233 291 279 302 323 262 248 258 234 234

Sustainability 192 181 149 122 189 167 175 199 205 218 219 174 203 185 222

Class/Years 2015 2016 2017 2018 2019 2020 2021 2022 2023 2024 2025 2026 2027 2028 2029

Aerodynamics 179 183 175 171 193 222 189 189 209 172 189 186 182 187 183

Defense 64 55 54 47 47 52 47 59 38 41 49 42 43 45 43

Design 112 99 141 105 114 88 93 92 73 99 90 91 91 91 91

Emerging
Technologies 137 203 159 193 201 184 212 224 238 268 253 257 259 256 258

Maintenance 109 88 103 98 79 78 78 92 79 94 89 87 89 89 89

Management 302 280 272 274 202 217 241 246 184 136 180 191 164 167 180

Manufacturing 83 88 87 97 78 80 82 66 63 72 70 67 69 69 69

Operations 100 101 86 86 93 100 102 69 97 71 77 85 70 85 73

Propulsion 170 146 183 169 222 222 248 269 316 305 341 343 368 376 395

RPAS 125 101 91 99 84 91 94 105 82 80 94 93 87 88 91

Reliability 102 77 84 76 87 61 74 67 77 60 74 62 73 62 72

Safety 112 126 112 139 143 105 128 97 108 73 87 69 75 66 69

Structures 205 222 241 226 238 233 208 208 217 361 313 262 275 293 290

Sustainability 143 193 174 173 180 162 168 184 196 141 174 171 170 170 170

4.2. Limitations

The proposed A-BERT + ARIMA framework demonstrated strong performance in clas-
sifying the aviation-related literature and forecasting publication trends; however, several
limitations should be acknowledged. First, the dataset comprised exclusively academic
publications, without incorporating operational or proprietary aviation industry data. This
constrains the immediate applicability of the results to real-world contexts, where data sources,
formats, and temporal dynamics may differ substantially. We also acknowledge that apply-
ing the model to more specific or operationally relevant data—such as sub-domains within
aerodynamics (e.g., subsonic or hypersonic aerodynamics)—would require retraining with
appropriately representative datasets, as well as external validation using industry data, fund-
ing statistics, or adoption metrics to substantiate strategic planning claims. Furthermore, the



Appl. Sci. 2025, 15, 9403 16 of 22

scarcity of large, representative, and standardized aviation datasets limits the generalizability
of the approach, and the classification accuracy of A-BERT remains dependent on the quality
and consistency of annotated data, which may not be ensured in practical industry settings.

From a forecasting perspective, ARIMA was well-suited to the predominantly linear
and non-seasonal trends observed—supported by Walk-Forward Validation results show-
ing RMSE values below 2% in all classes, as demonstrated in Figure A2 of Appendix B.
Nonetheless, its performance may deteriorate in the presence of complex nonlinear dynam-
ics or pronounced seasonality. In such scenarios, alternative forecasting approaches, such
as Long Short-Term Memory (LSTM) networks, transformer-based architectures, or hybrid
statistical–machine learning models, could potentially offer improved predictive accuracy.

Finally, thematic overlap between semantically related categories—particularly Man-
agement, Operations, and Safety—remains a classification challenge. Future research could
address this limitation through hierarchical or multi-label classification strategies, which
may enhance model performance in domains with high conceptual proximity.

5. Conclusions
This study introduced the A-BERT + ARIMA hybrid framework, which combines a

domain-specific adaptation of BERT for classifying aviation-related literature with statis-
tical time series forecasting. A-BERT effectively categorized 45,823 scholarly articles into
14 thematic groups, surpassing the original BERT model on several key metrics. However,
the Management category remained the most challenging due to overlapping themes with
related categories. The subsequent use of ARIMA enabled accurate forecasting of publi-
cation trends up to 2029, with RMSE values consistently below 2% across all categories,
demonstrating the robustness of the proposed approach.

These results demonstrate the framework’s potential for supporting evidence-based
strategic planning, skills prediction, and research monitoring in the aviation industry.
Although designed as a proof of concept, the A-BERT + ARIMA framework also offers a
repeatable methodological template that can be applied to operational datasets, combined
with hybrid forecasting techniques, and adapted for multi-label or hierarchical classification
to address overlapping thematic areas better. By exploring these future directions, the
framework can be further enhanced into a robust decision-support tool for industry and
policy-making in aviation.
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Abbreviations
The following abbreviations are used in this manuscript:

A-BERT Aviation Bidirectional Encoder Representations for Transformers
AI Artificial Intelligence
ARIMA Auto Regressive Integrated Moving Average
AUC Area Under the Curve
BERT Bidirectional Encoder Representations for Transformers
CNN Convolutional Neural Networks
DL Deep Learning
LSTM Long Short-Term Memory
ML Machine Learning
NLP Natural Language Processing
NTSB National Transportation Safety Board
RF Random Forest
RMSE Root Mean Square Error
RNN Recurrent Neural Networks
RoBERTa Robustly Optimized Bidirectional Encoder Representations from Transformers
ROC Receiver Operating Characteristic
RPAS Remotely Piloted Aircraft System
SciBERT Scientific Bidirectional Encoder Representations for Transformers

Appendix A
The following tables present the detailed hyperparameters for both classification ap-

proaches (by one-shot and by epoch), as defined and applied within the scope of this research.

Table A1. One-shot method.

Component Parameter Value

Tokenizer (Hugging Face) model_id bert-base-uncased

Tokenizer call

padding True

truncation True

max_length 512

return_tensors “tf”

BERT encoder model_id bert-base-uncased

Encoding function batch_size 16

Encoding/pooling pooling [CLS] token (last_hidden_state[:,0,:])

SMOTE random_state 42

Train/test split
test_size 0.2

random_state 42

LogisticRegression max_iter 1000

GridSearchCV
param_grid {‘C’: [0.001, 0.01, 0.1, 1, 10, 100]}

cv 5

Prediction (probabilities) batch_size 16

Precision metric average “macro”

Learning curve

cv 5

scoring “accuracy”

n_jobs −1

train_sizes np.linspace(0.1, 1.0, 5)
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Table A2. Epochs method.

Component Parameter Value

Tokenizer (Hugging Face) model_id bert-base-uncased

Tokenizer call

padding True

truncation True

max_length 512

return_tensors “tf”

BERT encoder model_id bert-base-uncased

Encoding function batch_size 16

Encoding/pooling pooling [CLS] token (last_hidden_state[:,0,:])

SMOTE random_state 42

Train/test split
test_size 0.2

random_state 42

SGDClassifier

loss ‘log_loss’

max_iter 1

tol None

learning_rate ‘constant’

eta0 0.01

random_state 42

SGD training loop epochs 500

SGD partial_fit classes np.unique(labels)

Appendix B
Figure A2 illustrates the results and performances of the time series classified by the

A-BERT model, with projections extended to the year 2029. The results obtained show
the effectiveness of the ARIMA model, with consistently low RMSE values, which are
all less than 2%. Categories such as Manufacturing (0.72%), Maintenance (0.82%), and
Operations (0.83%) stand out, which demonstrate high stability and predictability. Even in
more volatile classes such as Structures (1.72%) and Management (1.68%), errors remain
within acceptable limits. These results confirm the strength of the A-BERT + ARIMA hybrid
model for monitoring trends and offering strategic insights in the aviation domain.

   
(a)  (b) 

   
(c)  (d) 

 
(e)  (f) 

(g)  (h) 

Figure A1. Cont.
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Figure A2. Cont.
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(i)  (j) 

(k)  (l) 

(m)  (n) 

Figure A2. A-BERT’s results and performances for different classes, forecasting 2025–2029: (a) Aero-
dynamics, (b) Defense, (c) Design, (d) Emerging Technologies, (e) Maintenance, (f) Management,
(g) Manufacturing, (h) Operations, (i) Propulsion, (j) RPAS, (k) Reliability, (l) Safety, (m) Structures,
(n) Sustainability.
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