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Abstract: Road undulations have a significant impact on path lengths and energy consump-
tion, so rough-terrain path planning for unmanned vehicles is of great research importance
for performing more tasks with limited energy. This paper proposes a Deep Q-Network
(DQN)-based path-planning method, which shapes the reward by introducing a slope
penalty function and a terrain penalty function. For the problem of the low exploration
efficiency of the ε-greedy strategy, a hybrid exploration strategy combining stochastic explo-
ration and the A* algorithm is proposed, after which the agent is trained on rough terrain.
The results show that the algorithm can efficiently plan energy-saving paths, converge
quickly, and compared with the traditional A* algorithm and RRT algorithm, performs
better under three-dimensional terrain and can choose paths more rationally.

Keywords: reinforcement learning; A* algorithm; path planning; DQN

1. Introduction
With the continuous development of artificial intelligence [1–6], autonomous driving

has become the future trend. Path planning, as the key to autonomous driving navigation, is
an extremely important research area in industry and academia. Traditional path-planning
algorithms include graph search-based planning and sampling-based planning. Graph
search-based algorithms include Dijkstra [7], A* [8], and their improved algorithms [9,10].
Sampling-based algorithms include Rapidly-Exploring Random Trees (RRTs) [11–13], the
Probabilistic Roadmap Method (PRM) [14], etc. In the current era, autonomous driving faces
increasingly complex and diverse scenarios. Traditional path-planning algorithms, such as
graph-based or sampling-based approaches, are effective in structured environments but
often fail to adequately address new challenges arising from high-dimensional, rugged, and
dynamic terrains. Issues such as energy consumption optimization, adaptability to complex
terrain features, and computational efficiency become critical. The Ant Colony Algorithm
(ACO) [15,16] is a typical three-dimensional path-planning method, and its pheromone
with certain memory function is a significant advantage, but the three-dimensional path
planning of self-driving cars is more likely to encounter uneven, multi-peak and valley,
multi-obstruction geographic environment conditions, and it is not able to completely
solve the three-dimensional-environment path-planning problem. In addition, intelligent
optimization algorithms such as the Genetic Algorithm (GA) [17] and Particle Swarm
Algorithm (PSO) [18,19] have been used in rough-terrain path planning. But to adapt to
rugged terrain, additional terrain-related costs need to be added to the fitting function,
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which makes the search multi-objective and more complex, slowing down convergence.
Moreover, the GA and PSO usually incorporate multiple features of the terrain into the
cost function, which may lead to a local optimal solution problem due to rough terrain and
complex search space.

Regarding rugged-terrain path planning, most studies have focused on obstacle avoid-
ance and safety to ensure that the vehicle does not skid, roll over, etc. For example, consider-
ing roll dynamics and actuator dynamics, some scholars have proposed an observer-based
vehicle control scheme [20]. Hongqing Tian et al. considered the risk of cross-country
terrains and weighed the safety and efficiency of driving to propose a three-dimensional
path-planning algorithm based on a kind of potential field-based RRT* algorithm (PF-
RRT*) [21], which improves the trajectory quality. However, these methods ignore the
global characteristics of paths. These studies on rough-path-planning methods for ground
vehicles have either focused on accessibility and traveling efficiency or on real-time, local-
ized path planning. Fewer path-planning methods study the tradeoff between the traveling
distance and energy consumption under rough road conditions.

The global path planning for rough terrain pays more attention to the energy con-
sumption. For example, Congcai Shen et al. proposed a three-phase global-path-planning
algorithm for self-driving vehicles on off-road terrain [22]. Nathan Goulet et al. proposed a
global path planner that considers the energy consumption of variable-terrain turns [23],
which improves the energy prediction by increasing the turn energy cost with better per-
formance. Haojie Zhang et al. proposed energy-efficient path planning for self-driving
ground vehicles based on Ackermann steering based on the A* search algorithm [24]. Raja
and Dutta proposed a path-planning method for wheeled mobile robots in rough-terrain
environments, which mainly consists of a combination of the A* algorithm and the artificial
potential field method [25]. A* can handle different slope levels by adding slope-dependent
costs or constraints, but this requires the careful tuning of the heuristic and cost func-
tions. And such traditional algorithms are very time-consuming in large-scale exploration,
especially when the map is very large.

Deep reinforcement learning (DRL) is an artificial intelligence method that combines
the perceptual capabilities of deep learning and the decision-making capabilities of rein-
forcement learning. The trained neural network can make decisions based on the system
situation and guide the unmanned vehicle in choosing a better path according to the strat-
egy. With the development of deep reinforcement learning algorithms, more and more
scholars have begun to use them to solve the problem of path planning. For example, H.
Hu et al. proposed a DRL-based navigation method that has been used to navigate robots
on flat surfaces with dynamic obstacles for navigation [26]. However, this method only
considers flat terrain and does not apply to rugged terrain. For rugged terrain, S. Josef and
A. Degani proposed a localized path-planning methodology using a deep reinforcement
learning approach for vehicle safety planning [27]. R. O. Chavez-Garcia et al. proposed
a learning-based planning method for predicting the passability of mobile ground robot
roads on unstructured terrain [28]. Wulfmeier et al. proposed a maximum entropy-based
nonlinear inverse reinforcement learning (IRL) framework to more accurately deal with
corner situations in the environment, such as staircases, slopes, and underpasses [29].
Zhang et al. used deep reinforcement learning (DRL) to develop and train a DRL network
that uses raw perceptual data from the robot’s on-board sensors to determine a set of
local navigational operations to be performed by the mobile robot, solving the problem
of navigating the robot in a cluttered environment with unknown rugged terrain [30].
However, these methods focus on obstacle avoidance and safety, do not consider energy
consumption, and are not applicable to global path planning for large off-road terrains.
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One of the main challenges in path planning for non-flat terrain lies in the accurate
modeling of complex terrain features and the design of effective heuristic functions to
guide the search process. Since traditional heuristic algorithms have a limited ability to
represent intricate environmental features, it is often difficult to handle non-flat terrain.
In this paper, the passability, tradeoff distance, and energy consumption are taken into
account. We address this limitation by utilizing the powerful inference capabilities of DRL
to perform path planning on rugged terrain. In this paper, a rough-terrain path-planning
algorithm called A-DQN is proposed. Compared with traditional search-based global-path-
planning algorithms such as A*, the advantages of A-DQN are that it eliminates the need
for heuristic function design on complex terrain, avoids overestimating or underestimating
costs, and utilizes the network’s reasoning ability, resulting in much shorter decision times
than those of traditional search-based global-path-planning algorithms. In addition, during
the training period, we used a hybrid training strategy to accelerate the training process.
Our main contributions are as follows:

• We consider an unmanned vehicle as an agent and construct a model including states,
actions, rewards, and strategies;

• We construct an energy consumption model about the slope and consider the energy
consumption and the constraints of different classified terrains through a reward
function;

• We used a hybrid exploration strategy combining A* and stochastic exploration to
accelerate the training process. The effectiveness of the algorithm was verified by
simulation analysis.

The rest of the sections of our paper are organized as follows. In the second section,
the energy consumption model suitable for the agent in this paper is constructed according
to the force analysis of the vehicle on the slope. The third section introduces the theory of
the DQN algorithm and then introduces our A-DQN algorithm and its applicability on
rough terrain for the research problem in this paper. In the fourth section, we describe the
simulation and verification of the algorithm. We trained the agent and compared it with a
variety of traditional path-planning algorithms on rough terrain to verify the rationality
of the proposed algorithm. In the fifth section, we summarize the work of this paper
and show the rationality of the exploration strategy proposed by the algorithm in this
paper. Compared with the traditional path-planning algorithm, the proposed method has
better path quality. The proposed approach is particularly suitable for scenarios involving
self-driving cars performing energy-sensitive tasks, such as global-path-planning tasks in
mountainous areas, on uneven terrain, or in large, rugged areas.

2. Model Construction
Considering that when an unmanned vehicle is traveling in a three-dimensional

environment without a road network, its planning path is constrained to go to an uneven,
peaky, and obstructed geographic environment, it is especially important to model the slope
and energy consumption. In this paper, an unmanned vehicle is considered as an agent. The
goal of this paper is to enable the agent to find a reasonable path to reach the target location
within a specified step length. By this we mean that it can effectively select the appropriate
terrain, including balancing the path length and energy consumption and avoiding difficult
terrain. As for the calculation of the energy consumption for rough terrain, the slope is
usually considered, and the slope and energy consumption are calculated as follows.

2.1. Distance Calculation

In path planning, the Manhattan distance or Euclidean distance is usually used to
calculate the distance between two nodes. As this paper is concerned with non-flat terrain,
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the Euclidean distance is used to calculate the distance between node i and node j. The 3D
distance between node i and node j is denoted as follows:

D3(i, j) =
√
(xi − xj)

2 + (yi − yj)
2 + (zi − zj)

2 (1)

The two-dimensional distance between node i and node j is denoted as follows:

D2(i, j) =
√
(xi − xj)

2 + (yi − yj)
2 (2)

The path length when the whole path has n sampling points is as follows:

Dtotal =
n−1

∑
i=1

D3(i, i + 1) (3)

2.2. Slope Calculation

In this paper, we plan a path that balances the path length and energy consumption
on three-dimensional terrain, so the slope angle is introduced. The slope represents the
degree of smoothness of the surface unit and is usually defined as the ratio of the elevation
difference to its horizontal distance, and the slope angle is calculated as follows:

θ = arctan
zi − zj√

(xi − xj)
2 + (yi − yj)

2
(4)

2.3. Energy Consumption Model

The main energy consumption of the vehicle during driving comes from the air
resistance, tire rolling resistance, gravity, acceleration energy consumption, and braking
energy consumption. Assuming that the vehicle travels at a constant speed, the vehicle
force analysis is shown in Figure 1; then, we calculate the following:

F = Fr + mg sin θ + Fa

= frr(s)mg cos θ + mg sin θ + 1
2 ρAcDv2 (5)

where Fr is the tire rolling resistance; Fa is the air resistance; m is the mass of the car; frr(s) is
the rolling resistance coefficient, and the value in this paper is 0.01; g is the acceleration of
gravity; θ is the angle of the gradient; ρ is the air density; A is the area of the car’s front
surface; cD is the coefficient of resistance; and v is the average speed between nodes. Its
energy consumption is finally converted into work performed to overcome tire resistance
(Er), work performed to overcome gravity (Eg), and work performed to overcome air
resistance (Ea). Then, the energy consumption of a car when traveling a distance of d uphill
and downhill can be expressed as follows:

Eud = Eudr + Euda + Eg = frr(s)mg cos θ · d +
1
2

ρAcDv2 · d + mg sin θ · d (6)

where Eudr and Euda represent the work performed to overcome tire resistance and air
resistance when going uphill and downhill, respectively. The energy consumption of a car
when traveling at a constant speed on a flat road can be expressed as follows:

E f = E f r + E f a = frr(s)mg · d + mg sin θ · d +
1
2

ρAcDv2 · d (7)
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where Efr and Efa represent the work performed to overcome air resistance and tire resis-
tance when driving on a flat road. To eliminate the effect of different vehicles, this paper
defines the uphill and downhill unit energy consumption as follows:

Es =
Eud
E f

(8)

Its unit is u/m, where ‘u’ is a standardized energy unit defined as multiples of joules, and
the unit energy consumption varies for different vehicles going up- and downhill. When
traveling at 45 km/h, the work performed to overcome air resistance is about one-quarter
of the work performed to overcome tire resistance; i.e., Euda = E f a =

1
4 E f r. Therefore, the

unit energy consumption of the uphill and downhill is as follows:

Es = 0.8 cos θ + 80 sin θ + 0.2 (9)

Therefore, the energy consumption between two neighboring nodes (i, j) can be expressed
as follows:

E(i, j) = max(D3(i, j) · Es, 0) (10)

The total path energy consumption when the whole path has stable n sampling points is
as follows:

Etotal =
n−1

∑
i=1

E(i, i+1) (11)

Figure 1. Force analysis of unmanned vehicle in uniform motion.

3. Path-Planning Algorithm Design
This section introduces the fundamentals of the Deep Q-Network (DQN) algorithm,

followed by a detailed presentation of the proposed A-DQN algorithm specifically designed
for heuristic exploration in complex terrain environments.

3.1. Description of the Problem

The purpose of path planning is to find a suitable path for the robot to move. The
path-planning result path can be expressed as Equation (12):

path = {(x1, y1, z1), (x2, y2, z2), . . . , (xT , yT , zT)} (12)

where (x, y, z) denotes the specific coordinates on the path, and T denotes the number of
search steps. The path-planning task based on reinforcement learning methods requires the
process to be modeled as a Markovian decision process (MDP) with Markovian properties,
where the MDP consists of tuples ⟨S, A, P, R, γ⟩, S is a finite set of states, A is a finite set
of actions, P is a state transfer probability matrix, R is a reward function, and γ ∈ [0, 1] is a
decay factor. The basic model of reinforcement learning is shown in Figure 2. The agent
interacts with the environment, and at each time step, the agent receives a state (st) from
the state space (S) eventually, the agent chooses to act on the environment by selecting an
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action (at) from the action space (A) to enter into a new state (st+1), and the environment
feeds back the reward (rt) to the agent. The goal is to enable the agent to learn the optimal
strategy (π) to maximize the future cumulative reward (Ut). The policy (π) is a mapping of
states to actions:

Ut = rt + γ ·
n

∑
k=t+1

γk−t−1 · rk (13)

The path is determined by the search trajectory made by the policy (π) in T time steps.

Figure 2. The basic model of reinforcement learning.

3.2. Principle of the DQN Algorithm

The deep reinforcement learning DQN algorithm combines reinforcement learning
and neural networks. The DQN [31] is based on the traditional Q-learning algorithm.
The goal of Q-learning is to learn an action-value function that assigns a value to each
state–action pair. The goal of the DQN algorithm is to approximate the optimal action-value
function (Q*(s, a)) using deep neural networks:

Q(s, a, ω) ≈ rt + γmax
at+1

Q ∗ (st+1, at+1, ω) (14)

where ω represents the neural network weight parameter of the Deep Q-Network. Its loss
function is the mean-square deviation of the output value from the target value:

L(ω) = E[(rt + γmax
at+1

Q ∗ (st+1, at+1, ω)−Q(s, a, ω))2] (15)

The DQN uses Stochastic Gradient Descent (SGD) to update the parameters to achieve
the end-to-end optimization objective. The typical DQN uses two networks with the
same structure but different parameter update frequencies, an online network for current
value estimation and decision making, and a target value network to stabilize the learning
process. The parameters of the target network are copied from the current-value network
after several rounds of training and are used to compute the target Q-value.

3.3. Design of A-DQN Algorithm Based on Heuristic Exploration
3.3.1. State Space

The state space can be divided into four parts, as shown in Equation (20). This
paper uses a 50 × 50 map; therefore, each of these four components is represented as a
50 × 50 matrix:

• Pose indicates the current position of the agent;
• Elevation represents the actual elevation value of each grid point;
• Goal indicates the location of the target point;
• Terrain is a static representation containing terrain-type labels (tterrain) at each grid

point, classified by traversability. In this paper, the grass label is tterrain = 0 and the
mud label is tterrain = 1:
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st =


Pose

Elevation
Goal

Terrain

(16)

3.3.2. Action Spaces and Reward Functions

An action space is the set of all possible actions selected by an agent on a map. Action
space is divided into discrete action space and continuous action space. This paper pays
more attention to the global-path-planning effect of large-scale elevation raster maps, and
the DQN works in discrete action space, so we use discrete action space in this paper. The
action space of the agent includes eight actions, namely, front, back, left, right, left front,
left back, right front, and right back, which are denoted by the numbers 0–7 (i.e., A ∈ {0, 1,
2, . . ., 7}).

In reinforcement learning, a reward function is used to represent how good or bad
the selected action is in a given state, helping the agent learn how to optimize its behavior
through trial and error to maximize long-term gains. The reward function directly affects
the learning process of an agent by guiding it to choose a better behavioral strategy through
reward or punishment. A well-designed reward function is the basis for achieving effective
learning and optimizing the behavior of an agent.

In this paper, we aim to balance the path length and energy consumption, so we take
information including the distance, number of steps, and slope to design the combination
reward. In order to ensure that the agent moves closer and closer to the target point, the
reward (r1) is set at about the distance from the current point (Pc) to the target point (Pd),
and the larger the distance, the larger the penalty:

r1 = −D2(Pc, Pd)/50 (17)

In order to make the agent travel route smoother and for the tradeoff between the path
and energy consumption, a slope penalty is used to evaluate the slope:

r2 = −E(Pc, Pc+1) · k1 (18)

The terrain penalty is defined according to the terrain-type label (tterrain) as follows:

r3 = −k2 · tterrain (19)

Upon reaching the goal, an additional reward is provided: r4 = 50 × k1. The total reward
return is calculated as follows:

return = r1 + r2 + r3 + r4 (20)

3.3.3. Neural Network Architecture

The neural network used in this paper has a four-layer structure: the first two layers
are convolutional layers, and the last two layers are fully connected layers. The structure of
the neural network is shown in Figure 3. The convolutional layers are suitable for extracting
features from image pixels and matrices, as well as for recognizing certain underlying
patterns. The number of neurons must be adjusted with the size of the input matrix, with
larger matrices requiring more neurons and smaller matrices requiring fewer neurons. The
fully connected layer fits a large amount of input information based on a linear relationship
and outputs the final result. The number of neurons in the fully connected layer depends
on the number of neurons in the previous layer. The input of the neural network in this
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paper is a four-channel graph (4 × 50 × 50). The four channels represent the elevation map,
unmanned vehicle position, end point position, and terrain level. The first convolutional
layer contains eight convolution kernels of a 3× 3 size, which are convolved to obtain eight
50× 50 feature maps, and the convolution step is 1 and the padding is 1 in the convolutional
operation. The second convolution layer contains 16 convolution kernels of a 3 × 3 size,
which are convolved to obtain eight 50 × 50 feature maps, and the convolution step is 1
and the padding is 1. The second convolutional layer contains 16 convolutional kernels of a
3 × 3 size, which are convolved to obtain 16 50 × 50 feature maps; the first fully connected
layer has 40,000 nodes, and the 16 matrices output from the second convolutional layer
are transformed and spliced into a one-dimensional vector of a 1 × 40,000 size; the second
fully connected layer contains 256 nodes, and the output layer has 8 nodes representing the
Q-values of eight actions.

Figure 3. Neural network architecture diagram.

3.3.4. Hybrid Exploration Strategy Based on A*

A* is the classical heuristic-based path-planning algorithm that determines paths
based on heuristic information. The core of the A* algorithm lies in its evaluation function,
f(n) = g(n) + h(n), where n denotes the current node, g(n) is the actual cost from the starting
node to the current node (n), and h(n) is the heuristically estimated cost from the current
node (n) to the goal node.

The ε-greedy strategy is often used for random exploration in DQN algorithms. How-
ever, for large-scale maps, the training data are huge, and this exploration strategy is
randomized, resulting in an increase in the difficulty of the environment. The direct use of
traditional DQN algorithms cannot solve the problem of the large training data of neural
networks and the difficulty of the environment to be explored, the algorithm convergence
speed is slow, and so on. In order to make the exploration both directional and random, this
paper adopts the hybrid exploration strategy method (A-DQN) that combines the random
strategy and A*-based exploration strategy, and the specific pseudo-code of the A-DQN
algorithm is shown in Algorithm 1. The first 30% of the training rounds take the actions
decided by the A* algorithm with a probability of 0.5, the random decisions are made with a
probability of 0.01, and the rest of the actions are decided by the neural network. From 30%
to 80% of the training round, the A* algorithm’s decision probability gradually decreases to
0, and in the last 20% of the training round, the A* algorithm’s decision probability always
remains 0.

The hybrid exploration strategy integrates heuristic guidance from the A* algorithm
and stochastic exploration from traditional DRL methods. Initially, A* provides directional
guidance, significantly reducing the convergence difficulty. As training progresses, the
stochastic exploration component increasingly dominates, allowing for a comprehensive
exploration of the state space. This balance effectively addresses the exploration efficiency
issues inherent in standard DRL methods, particularly on large-scale terrain.
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Algorithm 1. A-DQN Algorithm pseudo-code

1:Initialize environment env and agent
2: for i_episode in range
3: state, reward, done = env.reset()
4: while not done and env.steps_counter < max_step
5: training_strategy←− select_training_strategy(i_episode)
6: if training_strategy = ‘A*’ then
7: action←− select_action_by_A*(state)
8: else if training_strategy = ‘random’ then
9: action←− select_action_random(state)
10: else
11: action←− agent.take_action(state)
12: end if
13: next_state, reward, done←− env.step(state,action)
14: replay_buffer.add(state, action, reward, next_state, done)
15: if replay_buffer.size ≥minimal_size then
16: agent.update(reply_buffer.sample(batch_size))
17: end if
18: end while
19: end for
20: save agent

4. Simulation Experiment
In this section, we describe the simulation experiments conducted to evaluate the

performance of the proposed A-DQN method, comparing it with other classical algorithms
in terms of computational efficiency and path optimization.

4.1. Training Setup

The hardware used in this simulation experiment included Intel® Xeon® CPU, 128 G
RAM (Intel Corporation, Santa Clara, CA, USA), and NVIDIA GeForce GTX 1080 Ti (NVIDIA
Corporation, Santa Clara, CA, USA). The platform was built based on Gym, and the results are
presented in the MATLAB 2016b software environment. In order to verify the performance
of the A-DQN algorithm, in this study, the simulation map with a 5000 m × 5000 m area
and an elevation value of [0, 300] m was sampled as a 50 × 50 elevation raster map for
the experiments; i.e., the x and y axis range was [0, 50], the z-axis range was [0, 3], and the
width of the grid point was 100 m. A map of the simulation experiment is shown in Figure 4.
After several trials with random starting and ending points in different rounds, the A-DQN
algorithm hyperparameters were determined, as shown in Table 1.

Table 1. Hyperparameters of the A-DQN algorithm.

Parameter Meaning Value

γ Attenuation factor 0.99
Learning_rate Learning rate 0.0001

Episodes Number of training rounds 8000
Replay_memory Memory pool size 20,000

Max_step Maximum number of steps per episodes 150
Batch_size Batch size of memory replay 64

k1 Slope penalty intensity factor 4
k2 Terrain penalty intensity factor 10
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(a) Map 1 (b) Map 2 (c) Map 3 

Figure 4. Map of simulation experiment.

4.2. Simulation Results and Analysis

In order to verify the path and energy consumption balance effect, the terrain parame-
ters were all set to 0 and the speed was set to 45 km/h at a constant speed for training at
first. The variations in the reward with the training rounds of Map 1, Map 2, and Map 3 are
shown in Figure 5a,c,e. A total of 200 sets of starting and ending points were randomly
selected for testing, and the reward curves of the test rounds are shown in Figure 5b,d,f.

 
(a) Training process of Map 1 (b) Testing process of Map 1 

 
(c) Training process of Map 2 (d) Testing process of Map 2 

  
(e) Training process of Map 3 (f) Testing process of Map 3 

Figure 5. A-DQN algorithm reward change curve (light color: original rewards; dark color: rewards
smoothed by moving average).
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The simulation results of the A-DQN were compared with the RRT, A* algorithm,
and Dijkstra algorithm. The numerical statistics of the results of 200 tests under different
maps and different algorithms are shown in Table 2. The cost in the Dijkstra algorithm is
computed as the sum of the three-dimensional distance and the energy consumption from
the starting point to the current point, with the energy consumption calculated according
to Equation (11). In the A* algorithm, the heuristic function calculates distance based on
the intersection line between the vertical plane formed by the current point and the goal
point and the terrain surface. The energy consumption along this path is also determined
using Equation (11). Since the energy consumption of a path is as important as the distance
traveled, a direct comparison is made by summing the two, with paths with smaller sums
indicating better global properties.

Table 2. Statistics of 200 test results.

Map Algorithm Mean
Distance (m)

Mean
Energy (u) Sum Mean

Time (s)

Map 1

A-DQN 3717.2798 ± 282.39 11,223.2752 ± 3392.35 14,940.5550 0.23 ± 0.04

Dijkstra 4113.0482 ± 257.26 11,093.0519 ± 3392.44 15,206.1001 87.79 ± 0.07

A* 4109.1041 ± 223.35 11,099.4611 ± 3376.78 15,208.5652 56.08 ± 1.64

RRT 5255.3713 ± 427.61 23,606.0725 ± 3528.53 28,861.4438 201.41 ± 258.18

Map 2

A-DQN 4139.8562 ± 331.12 11,934.2752 ± 3476.42 16,074.1314 0.23 ± 0.07

Dijkstra 4451.9524 ± 278.43 11,785.6741 ± 3295.34 16,237.6265 102.12 ± 0.24

A* 4452.0589 ± 245.31 11,788.0265 ± 3338.57 11,230.0854 65.66 ± 3.06

RRT 4923.7144 ± 400.08 22,933.5654 ± 3427.93 27,857.2798 242.03 ± 307.56

Map 3

A-DQN 3956.2568 ± 301.13 11,697.7548 ± 3428.97 15,654.0116 0.22 ± 0.03

Dijkstra 4248.2987 ± 265.70 11,516.4835 ± 3219.78 15,764.7822 97.12 ± 0.03

A* 4249.9691 ± 230.60 11,521.2658 ± 3262.39 115,771.2349 54.30 ± 1.09

RRT 4863.5697 ± 395.15 20,514.6567 ± 3065.51 25,378.2264 209.85 ± 248.27

From the results, it can be seen that the A-DQN is superfast and the least time-
consuming to plan, with an average time of about 0.23 s in the Map 1 scenario. Also, its
path quality is comparable to that of the Dijkstra and A* algorithms. Although the Dijkstra
algorithm path quality is high, it takes more time because of the large-scale search. The A*
algorithm takes less time than the Dijkstra algorithm, as it explores through the designed
heuristic function. Overall, the A-DQN maintains both the decision time and path quality.

Taking Map 1 as an example, three sets of typical test results were selected to show
the comparison of the paths planned using the A* algorithm, RRT algorithm, and global
path planner in the Dijkstra. The paths are shown in Figures 6–8. The quantitative results
are shown in Tables 3–5.

Table 3. Comparison of test 1 path results.

Test 1

Arithmetic Distance (m) Energy (u) Sum Time (s)

A-DQN 4607.9942 10,140.0362 1.4748 × 104 0.22
Dijkstra 5050.3762 10,020.6006 1.5071 × 104 197.63

A* 4850.982 10,046.57526 1.4898 × 104 167.94
RRT 5255.3713 25,210.7808 3.0466 × 104 213.69
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Table 4. Comparison of test 2 path results.

Test 2

Arithmetic Distance (m) Energy (u) Sum Time (s)

A-DQN 4518.2799 15,580.0503 2.0098 × 104 0.23
Dijkstra 4868.6638 15,319.1458 2.0188 × 104 85.72

A* 4868.6638 15,319.1458 2.0188 × 104 42.67
RRT 6050.9644 30,981.1138 3.7032 × 104 158.12

Table 5. Comparison of test 3 path results.

Test 3

Arithmetic Distance (m) Energy (u) Sum Time (s)

A-DQN 4293.9799 10,076.9074 1.4371 × 104 0.22
Dijkstra 4434.5732 10,014.551 1.4449 × 104 63.60

A* 4434.5732 10,014.551 1.4449 × 104 29.19
RRT 4426.41 21,454.6406 2.5881 × 104 199.36

Test 1 

 A-DQN  Dijkstra  A*  RRT 

 

Figure 6. Test 1 path diagram: (a) A-DQN (red), Dijkstra (blue) 3D view of the planning path. (b) A*
(yellow), RRT (black) 3D view of the planning path. (c) A-DQN (red), Dijkstra (blue) 2D view of the
planning path. (d) A* (yellow), RRT (black) 2D view of the planning path.
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Test 2 

 A-DQN  Dijkstra  A*  RRT 

 

Figure 7. Test 2 path diagram: (a) A-DQN (red), Dijkstra (blue) 3D view of the planning path. (b) A*
(yellow), RRT (black) 3D view of the planning path. (c) A-DQN (red), Dijkstra (blue) 2D view of the
planning path. (d) A* (yellow), RRT (black) 2D view of the planning path.

From the quantitative results of the randomized test, as shown in Tables 3–5, it can
be seen that that the paths planned by the A* algorithm and Dijkstra algorithm are very
close to each other and, in some scenarios, plan the same paths; the RRT algorithm path
length and energy consumption are relatively large. The A-DQN algorithm in this paper
is very close to the path quality of the Dijkstra and A* algorithms and, in most cases,
prefers to choose the routes with lower gradients and fewer uphill slopes to save energy.
As shown in Table 4, the A* algorithm resulted in a path length of 4868.66 m and energy
consumption of 15,319.1458 u. The path planned by A* is the same as that of Dijkstra. The
energy consumption of the paths planned by both is minimal. This is because the global
path planner from Dijkstra constructs a cost map, allowing it to plan paths with lower total
energy consumption, as shown in Table 5, with the lowest energy consumption at 10,014.551
u. However, the Dijkstra algorithm is very time-consuming due to its large search range.
The A* algorithm has a much shorter planning time compared to the Dijkstra algorithm.
As shown in Table 5, A* takes about half as long as Dijkstra. This is due to the fact that A*
performs a heuristic search. However, the heuristic function in the rugged-terrain design
for A* is complex. The RRT algorithm can cover a large area in high-dimensional space,
but its randomness leads to its poor performance in rugged scenes, as seen in Table 3,
with a path length of 5255.3713 m and an energy consumption of 25,210.7808 u, both at
their largest. It cannot be directly used in the planning of undulating paths and usually
consumes more resources.
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Test 3 

 A-DQN  Dijkstra  A*  RRT 

 

Figure 8. Test 3 path diagram: (a) A-DQN (red), Dijkstra (blue) 3D view of the planning path. (b) A*
(yellow), RRT (black) 3D view of the planning path. (c) A-DQN (red), Dijkstra (blue) 2D view of the
planning path. (d) A* (yellow), RRT (black) 2D view of the planning path.

The paths planned by the proposed A-DQN algorithm closely match those of the
Dijkstra algorithm, and in some cases, it performs better at balancing the path length and
energy consumption. Once trained, the neural network can quickly plan paths through
inference, avoiding extensive searching, and improves the efficiency of path planning.

To verify the ability of the terrain recognition, a 5 × 5 range of muddy ground was set
in Map 1, and the muddy ground range of 10 × 10 was set in Map 2 and Map 3, as shown
in Figure 9. After setting up the muddy-terrain region, the agent underwent 8000 episodes
of training. A 200-round test was conducted, and the training convergence curve and test
results are shown in Figure 10.

  
(a) map1 (b) map 2 (c) map 3 

Figure 9. Map with 10 × 10 range of muddy ground.
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(a) Training process of Map 1 (b) Testing process of Map 1

 

(c) Training process of Map 2 (d) Testing process of Map 2 

  

(e) Training process of Map 3 (f) Testing process of Map 3 

Figure 10. A-DQN algorithm reward change curve after muddy-ground setting (light color: original
rewards; dark color: rewards smoothed by moving average).

Taking Map 1 as an example, the start point and end point for testing were randomly
selected. Several sets of representative starting and finishing points were compared with the
training results in the original map, and the results are shown in Figure 11. As can be seen
from Figure 11a, the 5 × 5 mud field was set in the valley terrain. The comparison between
Figure 11b,c shows that the agent’s driving path effectively avoided this 5 × 5 mud range
and learned to go around the mud, which indicates that the A-DQN algorithm effectively
recognized the terrain. In addition, the agent also chose the route with less uphill in the
bypassed driving path. Thus, it is evident that the A-DQN algorithm effectively selects
energy-efficient paths and demonstrates reliable terrain recognition, which proves the
rationality and effectiveness of the algorithm.
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(a) 

(b) (c) 

Figure 11. Comparison of paths before and after mud land setting of Map 1: (a) three-dimensional
view of the muddy area; (b) test path map when mud land parameter is 0; (c) test path map when
mud land parameter is 1.

5. Conclusions
In this paper, we have studied the global-path-planning problem for unmanned vehi-

cles operating on rough terrains. We propose the A-DQN algorithm to model unmanned
vehicles as agents, constructing a model that includes states, actions, rewards, and strate-
gies, and taking into account constraints on energy consumption and different classified
terrains through the reward function. The proposed method effectively solves the problem
of the difficult convergence of the ground training due to the large size of the search map
through the integration of deep reinforcement learning and heuristic exploration. The
experimental results demonstrate rapid convergence, effective terrain recognition, and
superior path quality compared to the traditional A*, Dijkstra, and RRT algorithms.

However, the proposed A-DQN method has certain limitations. Firstly, the extensive
training process is computationally demanding, particularly for large-scale rough envi-
ronments. Secondly, the algorithm’s performance is sensitive to the parameters chosen
in the reward function, which necessitates manual tuning for an optimal performance
across different terrains. Our future work will focus on the development of adaptive
reward mechanisms that can automatically adjust parameters according to environmental
conditions. Future work will include extensive field tests to validate the algorithm on
real-world terrains.
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