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Abstract


This article presents research work on an intelligent system that was developed to monitor and continuously evaluate the quality of metal powder distribution in the laser powder bed fusion (LPBF) 3D printing process. The 3D printer that was used to carry out the work was equipped with an industrial vision system to capture images immediately after spreading powder on the work field. The powder distribution tests showed that the most common defects were identified as an insufficiently thick layer of powder applied to the working field (super elevation), unevenly distributed powder as a result of recoater vibration (so called recoater hopping), and its wear (so called recoater streaking). In the first stage of research, a set of training data (images) was collected. Then, the implementation of the machine learning process was prepared in the Roboflow environment. After that, the learning, validation, and prediction process was carried out several times using the selected machine learning model (YOLO model implemented in a Python environment) in order to select the most effective parameters. The study showed that deep machine learning can be effectively used to identify defects in powder distribution during the laser powder bed fusion (LPBF) process.
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1. Introduction


Powder bed fusion (PBF) is established additive manufacturing group of processes, which include, among others, laser powder bed fusion (LPBF), electron beam melting (EBM) and multi-jet fusion (MJF). This layer-by-layer fabrication process involves the selective melting of a powder bed, enabling the creation of components with geometries that are difficult or impossible to achieve with traditional manufacturing techniques. The technology has become increasingly adopted by the end user. Although the acquisition cost of a professional 3D printer is still high, the adoption is facilitated by the emergence of outsourcing services, which provide remote professional printing, advanced materials, and expertise for clients needing high-quality parts [1]. The applications of 3D printing have been documented across industries ranging from gas turbines engines parts [2] to medical implants [3] and copies of cultural heritage object [4]. This technology has advanced even further with 4D printing, which introduces time as a functional element, allowing printed objects to change shape or properties in response to stimuli like heat or moisture [5].



Laser powder bed fusion (LPBF) is affected by many parameters, including laser parameters, the scanning strategy, the powder spreading method, and support design, and still needs optimalization [6]. In this article, the focus is laid on powder spreading. The quality and integrity of the final product are highly dependent on the quality of the powder layer, which is described by its uniformity and packing density. The laser powder thickness and the laser scanning parameters are correlated through the volumetric energy density, as defined by Equation (1):


   E v  =   P  v · d · t     



(1)




where P stands for output laser power (W), v stands for scan speed (mm/s), d stands for scan spacing (µm), and t stands for layer height of the powder (µm) [7].



During the process, the powder layer may be disturbed due to, for example, recoater damage, changes in powder morphology, or the unevenness of the molten layer [8]. These disturbances can alter the recoater gap, causing the powder spreading process to either undercoat or overcoat. Improper powder spreading can lead to variations in volumetric energy density, causing incomplete melting or inadequate fusion between powder particles, which increases the porosity levels in the final part [9]. Therefore, an optimal powder layer should have consistent and uniform packing density and a relatively smooth surface finish, minimizing the discrepancies between the actual and theoretical layer thicknesses [10]. Numerous studies have been conducted to optimize powder spreading techniques, both numerical and experimental [11,12]. The investigations concerned, among others, the shape of the recoater [13], the powder size distribution [14], or the blade velocity and height [15]. Recently, machine vision inspections are applied to effectively monitor the LPBF forming process as a safe, reliable, and highly automated non-contact technology. Integrating vision systems with dedicated algorithms facilitates in situ detection of various defects in the powder bed, including recoater hopping, recoater striking, incomplete spreading, and super-elevation [16].



The analysis of these defects can provide detailed insights into the origin of both small and large flaws, enabling a comprehensive analysis of defect distribution throughout the process and can be used to optimize process parameters [17]. Bartlett et al. [18] have shown that powder bed anomalies directly correlate with the likelihood of defect formation. In addition, as the severity of the powder bed errors increases (indicated by the larger size of the error), the probability of defect formation also significantly rises. The simplest solution to identify powder defects like blade wear was proposed by Craeghs et al. [19]. It is based on the analysis of the deviation from the mean line profile that is defined as an average of the pixel brightness of five vertical lines in the image of a powder bed [19]. The algorithm was further developed by Korzeniowski et al. [20] to identify a greater spectrum of defects. However, this method does not provide coverage of the entire powder platform.



Yin et al. [21] identified recoater hopping as the most common and challenging defect to detect. Recoater hopping occurs when the recoater blade either slightly strikes the already sintered part just beneath the powder layer during its movement or vibrates during operation [22]. To accurately extract defect features, various local binary patterns (LBP) operators were tested, and the multi-block local binary pattern (MB-LBP) was identified as the most promising [21]. Scime et al. [16] applied the bag of keypoints machine learning algorithm to autonomously detect and classify significant anomalies related to the powder spreading process in an EOS LPBF machine. It allowed the location of regions within the final part that may contain macroscopic (millimeter-scale) flaws [22]. This algorithm was further refined to enhance the precision of defect localization [16]. Despite these advancements, challenges remain in achieving robust and reliable defect recognition systems.



Factors such as the variability in powder material properties and environmental conditions can affect the accuracy of defect detection. Moreover, the high volume of data generated during LPBF necessitates efficient data processing and analysis techniques to enable real-time decision-making. According to Liu et al. [23], deep learning object detectors are mainly classified into two types: two-stage and single-stage detectors. Two-stage detectors involve a preprocessing step to generate object proposals before classification and bounding box regression. In contrast, single-stage detectors operate end-to-end without this step, making them more computationally efficient and faster, ideal for real-time applications on resource-constrained devices. Two stage object detectors include among others: region-based CNN (R-CNN), fast R-CNN, and faster R-CNN. One-stage detectors include single shot detector (SSD), deconvolutional single shot detector (DSSD), and YOLO [24]. One of the examples of one-stage detectors is You Only Look Once (YOLO), initially introduced by Redmon et al. in 2016 [25], which later evolved for better accuracy. It has been successfully used in real-time applications like weed detection in cotton production systems [26] or weak surface defect detection for plastic bottles in a production line [27].



The comparison of RetinaNet, single shot multibox detector (SSD), and YOLO in the recognition of pills at the hospital [28] demonstrated that RetinaNet has a higher mean average precision (MAP) but runs at only a third of YOLO v3’s frames per second (FPS), limiting its real-time use. In addition, SSD lags in both MAP and FPS. Similar conclusion were drawn by Du et al. [29]. YOLO outperformed faster R-CNN with ResNet offering excellent balance of speed and accuracy [29]. Based on this characteristic, the YOLO algorithm is often successfully applied in real-time applications in additive manufacturing [24,30].



However, the algorithm requires time-consuming image annotation; therefore, the large language models (LLMs) are starting to be tested [31]. This research conducts the first comprehensive performance evaluation of state-of-the-art YOLO object detectors for identifying multiple powder bed defect appearing during powder bed fusion. This research is anticipated to advance future studies on machine vision-based systems for monitoring powder beds.




2. Materials and Methods


2.1. Vision System and Data Collection


The custom test set-up was built for powder feeding testing [20]. The powder was supplied via a vertical feeding platform and spread on the 80 mm build platform using a blade. The entire setup was controlled using a Siemens (Munich, Germany) S7-1200 PLC and HMI panel, which allows for precise control over layer thickness, recoater speed, and the powder feed rate. The detailed desperation of the used setup is given in [20]. The video system utilized for testing comprised the following components: a Balluff (Neuhausen, Germany) BVS002C industrial camera, a C-mount KOWA (Nagoya, Japan) HR964SR lens with a 35 mm focal length, and a Balluff BAE000K ring LED illuminator. The camera was securely mounted in a fixed position above the powder feeding and spreading mechanism. The Balluff BVS002C camera offers a significant advantage with its built-in graphics processor, real-time operating system, and BALLUFF Cockpit 2.0 software, enabling webserver-based communication. Following the programming stage, the camera functions autonomously, eliminating the need for connection to a PC or industrial computer. The camera’s development environment supports image capture, region of interest (ROI) definition, and various image processing operations, including filtering, geometric measurements, and barcode recognition.



The built-in graphics processor further enables the application and execution of classification algorithms. The camera comes standard with Profinet, EthernetIP, IO-link communication interfaces, and traditional digital IO ports operating at 0–24 V logic. One of these ports is configured as a trigger, allowing the camera to capture images at a precise moment, rather than in continuous mode, based on a hardware- or software-defined signal (e.g., the specific position of the powder feeder). The digital signal can be generated directly by a limit switch or a controller. Additionally, the camera software facilitates communication with an FTP server, where captured images are automatically uploaded. This configuration allowed for the collection of a substantial amount of image data (dataset) without requiring operator presence.




2.2. Preparation of the Training Dataset for Learning the Model–Roboflow


The Roboflow platform was chosen to preprocess the dataset. Roboflow offers a comprehensive data management tool designed for the preparation, organization, and augmentation of image datasets utilized in machine learning applications. As a web-based application, it allows users to access its functionalities without the need for local software installation. Data are stored in the cloud, facilitating access and modification from multiple computers. A fundamental component of the Roboflow platform is its capability for data preprocessing and augmentation. Data preprocessing enables modifications to the dataset, removal of redundant information, and adaptation to specific tasks, thereby reducing training time and enhancing model efficiency. In the context of the implemented project, data preprocessing was utilized to resize images and filter out those labeled as null because an excess of such images can adversely impact the model training process.



The dataset preparation commenced with the acquisition of images depicting samples utilized in the selective laser melting process. The dataset included images representing three distinct defect types encountered in the process: super-elevation, marks induced by recoater vibration, and marks resulting from recoater streaking (Figure 1). Initially, the images were organized into folders on a local computer.



After the images were imported into the project, the process of annotating the defects to be detected commenced (Figure 2). Each image was manually annotated by delineating the contours of the visible defects. This contour-based annotation method allowed for precise definition of defect areas, resulting in more accurate training outcomes and precise interpretation of the marked regions by the model. Bounding boxes were found to be less precise, particularly for defects with irregular shapes. Once a defect area was annotated, it was assigned the appropriate class. During the labeling process, adjusting the contrast and brightness of the images proved essential for more accurate defect area annotation.



After all images in the uploaded folder were annotated, a new folder was uploaded, and the defect marking process was repeated.



Following the annotation of all images, the dataset was partitioned. A critical aspect of preparing the training dataset is the proper classification of the data into three primary subsets:



Training set—This subset constitutes the largest portion of the dataset and is utilized for training the model. The model learns by identifying relationships between input data and corresponding responses. This set includes all classes introduced during the image classification process. In this project, the training set comprised approximately 70% of the total dataset.



Validation set—The validation set is essential for assessing the performance of the trained model. The data in this set are excluded from the training phase. Evaluating the model’s performance on the validation set enables fine-tuning of critical parameters and determining the optimal stopping point for training when satisfactory results are achieved. In the implemented project, the validation set constituted approximately 20% of the total dataset.



Test set—This subset is utilized for the final evaluation of the model’s performance following the training and validation phases. It provides an assessment of the model’s predictive capability on new, previously unseen data. In this project, the test set represented approximately 10% of the total dataset.



The project used an augmentation process (Figure 3) to generate additional samples. The images were rotated three times by an angle of 90 degrees. A change of ±25% in brightness and ±5% in exposure was applied. The decision to select these particular parameters for augmentation was made due to the presence of similar lighting and positioning conditions in the real production process. Each class contains approximately 250 images that have been augmented. The free version of the platform allows the dataset to be enlarged by three times through the use of augmentation. This technique allows the training dataset to be increased to improve the model’s ability and efficiency.




2.3. Selection of the Machine Learning Model and Libraries Necessary to Implement the Learning Process—YOLOv8


For the project, the YOLOv8 model was selected to evaluate the powder distribution process during 3D printing performed using the laser powder bed fusion (LPBF) method. This model, developed by Ultralytics, leverages deep learning algorithms for object detection and segmentation. YOLO (You Only Look Once) is an algorithm that processes entire images in a single pass, rather than dividing them into smaller segments. The architecture of the YOLOv8 model comprises multiple neural networks, each designed to perform specific tasks, subsequently passing the results to downstream algorithms.



The YOLOv8 model employs a convolutional neural network (CNN) structured into two primary components:



Backbone: This component is responsible for extracting features from images and reducing their resolution to facilitate further processing using downstream algorithms. The model employs a pyramid network to detect objects of various sizes and scales within the image. This task is executed through convolutional networks that filter data segments and enhance relevant features. These networks comprise several cooperating layers that collectively process spatial data.



	
Convolutional layers: These layers apply sets of filters (kernels) to process regions of the input data, detecting relevant features and patterns.



	
Activation layers: These layers apply activation functions to introduce non-linearity, enabling the model to learn more complex relationships in the data.



	
Pooling layers: These layers reduce the dimensionality of the image data, which improves learning efficiency and simplifies the model.



	
Dropout layers: These layers mitigate overfitting by randomly resetting neuron values during training, effectively discarding random units.



	
Flattening layers: These layers transform the feature maps generated by previous layers into single vectors, which are then passed to the fully connected layers.






Head: This component is responsible for object detection, processing the information provided by the preceding convolutional layers to determine the locations and assign appropriate classes to the detected objects. The algorithm outputs information in the form of location loss (bounding box loss) and classification loss (classification loss). Location loss quantifies the error between the predicted coordinates of the bounding box around the object and the actual coordinates provided in the training data. Classification loss measures the error between the predicted and actual classes of the detected objects.



The Google Colaboratory platform was selected for implementing the machine learning process. This platform leverages cloud computing resources to facilitate work with the Python programming language. It is based on the Jupyter Notebook environment, enabling code execution in discrete steps, which simplifies fault diagnosis.




2.4. Learning Process to Detect Selected Defects During the Powder Distribution Process


The learning process was divided into several stages: setting up the Google Colaboratory environment, installing the necessary libraries for the project, and adjusting the machine learning parameters to optimize learning outcomes. The configuration of the Google Colaboratory environment commenced with the creation of a “new notebook” for the project. Subsequently, the appropriate GPU and execution environment type were selected. The code execution was conducted in the Python 3 environment, and the training process of the YOLOv8 model utilized the Tesla V100-SXM2 GPU.



One of the important add-ons used in this project is the Ultralytics package, which contains the libraries necessary for training the model. This package includes various libraries that perform specific functions, such as implementing the YOLOv8 model, monitoring the training process, visualizing results, and creating graphs to display the process outcomes. The package incorporates popular libraries used in deep learning, computer vision, and data management, including PyTorch, OpenCV, TensorFlow, Pandas, and SciPy. The code generated by the Roboflow package was then entered in the Python environment to download the prepared training dataset. The downloaded data were transferred from the notebook’s temporary memory to Google Drive to avoid re-downloading the same files if the model’s training parameters were modified and the model needed to be re-trained.



One crucial issue for the model training process was that it was necessary to establish key learning parameters that significantly impact the effectiveness and efficiency of the process. The YOLOv8 models offer a range of initial settings, the most important of which include the following [32,33]:




	
Model: This parameter defines the chosen model and its size. For this project, the yolov8n.pt (nano) model was used, representing the smallest version available in the YOLOv8 model series. This choice was justified by the size of the training dataset and the expected duration of the learning process, with an emphasis on minimizing training time.



	
Task: This parameter configures the task performed by the model, allowing the selection of detection, classification, or segmentation. In the project, the detection mode was selected.



	
Mode: This specifies the task mode of the model, with three main modes available, including train (training), val (validation), and predict (prediction).



	
Data: This argument includes the path to the training data. In the project, this was the path to the data.yaml file in the training set generated by Roboflow, which contains further paths for each mode implemented.



	
Imgsz: This parameter specifies the size of the input images. It was set to 640, according to the resolution of the prepared images in the training dataset.



	
Batch size: This parameter determines the number of training examples processed concurrently during a single training iteration for weight adjustment. Altering this parameter influences the frequency of weight updates by the algorithm, thereby impacting the efficiency and duration of the training process.



	
Epochs: This parameter defines the number of complete passes through the entire training set. After each epoch, the optimization algorithm adjusts the model’s weights to minimize the loss function on the training data. This parameter has the most significant impact on the model’s learning outcomes.



	
Patience: This parameter is the number of epochs after which the algorithm is to stop the learning process if there is no noticeable improvement.








The model learning process began after setting up the environment, adjusting the appropriate training parameters, and downloading the training dataset prepared with Roboflow. The instruction for running the training of the YOLOv8 model is presented below:


[image: Applsci 14 11718 i001]

The access path pointed to the data.yaml file (see above), which contained the exact paths to the folders storing the prepared training data images and their corresponding labels. The data.yaml file acts as a navigator, directing the model to the appropriate folders depending on the selected mode of operation.



The initialization of the YOLOv8 model is presented in Figure 4.



The model learning process began after setting up the environment, adjusting the appropriate training parameters, and downloading the training dataset prepared with Roboflow. The access path pointed to the data.yaml file, which contained the exact paths to the folders storing the prepared training data images and their corresponding labels. The data.yaml file acts as a navigator, directing the model to the appropriate folders depending on the selected mode of operation.



In the subsequent stage, the validation process was initiated. The initial model was replaced with the model generated after the training phase. Upon executing the code, the algorithm performed validation using the validation set to fine-tune the model and produce a further analysis of the process results. Figure 5a presents the collected validation results, which include a folder containing confusion matrices. Figure 5b shows the F1 Curve, a harmonic mean of precision and recall for object detection over different confidence thresholds; the P-Curve, which plots the precision of object detection as a function of different confidence thresholds; PR Curve, which plots the precision–recall curve for object detection; and the R Curve, which reflects the recall of object detection across confidence thresholds. Figure 5c collects the images with defects marked with bounding rectangles (for general overview).





3. Results


The analysis of the results was conducted on three models, each trained with different training parameter settings to identify the most effective model for detecting defects in the powder spreading process preceding selective laser melting. The primary variable adjusted during training was the number of epochs, while other parameters remained constant. Each model underwent training for a different number of epochs.



The first model was trained for 10 epochs (Figure 6). The second model was configured to train for 300 epochs, but the use of a patience parameter halted the training at 217 epochs due to the absence of significant improvement over 30 consecutive epochs (Figure 6b). The third model completed the full training process of 600 epochs without employing the patience parameter, allowing it to progress through all training stages (Figure 6c).



Initially, the normalized confusion matrix generated during model training was examined. This matrix presents the percentages of objects correctly predicted according to their assigned labels, objects misclassified as background, and objects assigned incorrect labels.



The model with the smallest number of epochs (10 epochs) showed the highest number of errors made during class prediction in the training process. Recoater vibration was predicted adequately, but images related to recoater streaking were recognized at 53%. Images containing super-elevation were predicted in accordance at 81%, an unsatisfactory result compared to the other models, as shown in Figure 6a.



The model with 217 epochs successfully predicted images containing traces caused by recoater vibration. Images containing super-elevation were recognized at 93%, which is satisfactory. A decrease in performance was noted for images associated with recoater streaking, which were recognized at 62%, as shown in Figure 6b. The predictions shown were significantly more accurate compared to the model trained for 10 epochs.



The model trained for 600 epochs exhibited results comparable to those of the model trained for 217 epochs. However, the accuracy of image predictions related to recoater failure was lower. Specifically, the model predicted the class of the recoater streaking with an accuracy of 44%, which is considered low given the number of epochs completed, as illustrated in Figure 6c.



Next, the graphs of the location loss (box_loss) and classification loss (cls_loss) functions were analyzed. These graphs are crucial for evaluating the training process and determining the final outcomes. They provide insights into the model’s fit and help identify the presence of underfitting or overfitting. Overfitting occurs when a model undergoes excessive training on the training data, leading it to memorize specific details and adjust weights to optimize performance on that data. This over-specialization reduces the model’s ability to generalize, diminishing its effectiveness on new data, such as the test set or other unseen data.



Underfitting happens when a model is too simplistic to capture the underlying complexity of the data. Underfitted models exhibit poor performance on both the training and test datasets. This condition can arise from an insufficient training duration, preventing the model from identifying relevant patterns in the data and adjusting weights appropriately to perform the task effectively.



When analyzing the graphs of the location loss function, the presence of underfitting was found for a model that had been trained for 10 epochs. The underfitting was found based on the divergent values of the control points presented by the graphs (Figure 7a). The values of the loss function were significantly higher than for the other models, which was due to an insufficient number of training epochs. The graphs for the other two models showed similar trends, but the model trained for 600 epochs achieved the lowest values of the location loss function on the training dataset (Figure 7c). The values presented for the validation set converged, both for the model trained for 217 epochs (Figure 7b) and for 600 epochs.



Analysis of the graphs of the classification loss function confirmed the presence of underclassification occurrence in the model trained for 10 epochs (Figure 8a). The values of classification errors were significantly higher compared to the other models. The characteristics of the other graphs were very similar, both for the model trained for 217 epochs (Figure 8b) and for the model trained for 600 epochs (Figure 8c), which allowed them to be considered correct, due to the convergence of the classification loss function values to zero in both cases.



Based on the analysis, it was decided to exclude the model trained for 10 epochs from further consideration. The model did not meet the anticipated criteria and demonstrated ineffectiveness in fulfilling the assigned task. The primary issue stemmed from the limited number of epochs, leading to inadequate model fitting.



The subsequent phase in the results analysis involved comparing individual images from the test set to assess the performance of two models. Specifically, the evaluation focused on images used in the detection process by models trained for 217 epochs and 600 epochs. Variations between the two models were identified during the analysis. The model trained for 217 epochs demonstrated notably superior capability in accurately identifying traces associated with recoater streaking. Across the majority of images scrutinized, this model exhibited higher confidence levels in detecting the specified defects attributed to all analyzed defects. Figure 9 shows the results of prediction (probability of detecting analyzed defects).




4. Conclusions


This study demonstrated the significant potential of utilizing the YOLO (You Only Look Once) library for defect detection in powder bed fusion (PBF) 3D printing. The research began with the printing process, during which images were captured to identify and highlight various defects. These defects were categorized into three primary types: recoater vibration, super-elevation, and recoater streaking. The defective regions in the images were then annotated and assigned corresponding labels. Following this, the dataset was divided into training, validation, and test subsets, and data augmentation techniques were applied to expand the training dataset, enhancing the performance of the machine learning model. Finally, code was developed to automate the retrieval of the prepared training dataset, facilitating the subsequent steps in the machine learning pipeline.



In the subsequent phase, an appropriate machine learning model was selected, and the training process was executed. Key tasks included integrating the Google Colaboratory environment for model training; downloading the necessary libraries (YOLO) and prepared training dataset; configuring the relevant parameters and file paths for the training process; validating the training outcomes; conducting evaluations using the test set; and ultimately saving the results of training, validation, and model predictions to the local system. Following the training, a comparative analysis was performed on three models trained with different configurations. This analysis involved comparing confusion matrices, examining graphs of the localization and classification loss functions, and evaluating images from the test set that were subjected to the prediction process. Based on this analysis, the most effective model was identified and selected for further implementation in the project.



Based on the analysis and observations from the model development process, the following conclusions were drawn:




	
Increasing the size of the training dataset enhances the algorithm’s efficiency and its ability to detect patterns in specific data.



	
Insufficient training epochs can lead to underfitting, where the model fails to adequately perform the assigned task due to inadequate learning.



	
By monitoring the training process, it is possible to identify the point at which the model’s performance plateaus, beyond which continued training results in diminishing returns. Recognizing this point is crucial for the optimal allocation of computational resources. In this particular case, performance improvements ceased after 217 epochs, indicating that further training was unnecessary.



	
The model consistently achieved satisfactory results, with accuracy ranging from approximately 90% to 95%. However, the confusion matrix revealed that the model exhibited the lowest confidence in predicting defects related to recoater damage. This issue may stem from the variability in the appearance of recoater damage, which made it challenging for the model to discern clear patterns and relationships. The described limitations of the developed system will be the subject of detailed improvements in the near future. A extended training dataset will be generated that will include defects resulting from recoater streaking.



	
Based on the conducted research and obtained results, there is potential to increase the efficiency of defect detection, particularly for recoater streaking. In the next iteration, the plan is to develop an algorithm using a larger dataset, which will be the focus of further work.








To sum up, currently, the powder bed is not directly monitored, and the focused is laid on checking the powder parameters before the process. The proposed algorithm provides the possibility to supervise the process and later relate the occurring defects to the course of the process, which is particularly important in the case of powders with low flowability. The further development of the bed defect-monitoring algorithm and its integration into existing 3D printers demand the integration of the camera into the optical path of the laser and validation of the results. The detection might be influenced by material properties and environmental factors, so more data will be needed. Additionally, leveraging data augmentation for rare defects is demanded. These adaptations would make the algorithm more versatile, improving its application across diverse 3D printing methods.
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Figure 1. Example of sample defects: (a) correct, (b) super-elevation, (c) recoater damage, and (d) recoater vibration. 
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Figure 2. Defect labeling in the Roboflow environment: (a) super-elevation, (b) recoater streaking, (c) recoater vibration, and (d) no defect. 
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Figure 3. Augmentation process: original sample (a) and sample after augmentation (b) (rotation and contrast changed). 
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Figure 4. Initialization of the YOLOv8 model in the Google Colaboratory environment. 
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Figure 5. Validation data example: confusion matrix (a), overview for F1-Curve, P-Curve, PR-Curve, R-Curve, general overview for images with defects. 
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Figure 6. Confusion matrix for a model with 10 epochs (a), 217 epochs (b), and 600 epochs (c). 
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Figure 7. Graphs showing the dependence of the classification loss function values on the epoch implemented for each model: model trained for 10 epochs (a), model trained for 217 epochs (b), and model trained for 600 epochs (c). 
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Figure 8. Graphs showing the dependence of the value of the location loss function on the epoch realized for each model: (a) model trained for 10 epochs, (b) model trained for 217 epochs, and (c) model trained for 600 epochs. 
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Figure 9. Probability of detecting analyzed defects: recoater vibration (a), super-elevation (b), and recoater streaking (c). 
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