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Abstract: High dynamic range imaging is an important field in computer vision. Compared with
general low dynamic range (LDR) images, high dynamic range (HDR) images represent a larger
luminance range, making the images closer to the real scene. In this paper, we propose an approach
for HDR image reconstruction from a single LDR image based on histogram learning. First, the
dynamic range of an LDR image is expanded to an extended dynamic range (EDR) image. Then,
histogram learning is established to predict the intensity distribution of an HDR image of the EDR
image. Next, we use histogram matching to reallocate pixel intensities. The final HDR image is
generated through regional adjustment using reinforcement learning. By decomposing low-frequency
and high-frequency information, the proposed network can predict the lost high-frequency details
while expanding the intensity ranges. We conduct the experiments based on HDR-Real and HDR-EYE
datasets. The quantitative and qualitative evaluations have demonstrated the effectiveness of the
proposed approach compared to the previous methods.

Keywords: high dynamic range image; image histogram; reinforcement learning; tone mapping

1. Introduction

As imaging technology advances, image quality has improved significantly over the
past few decades. The ultimate goal is to present images of real scenes that are directly
visible to the human eye. Although several aspects of visual sensing capabilities, such as
image resolution, color accuracy, and optical sharpness, have been enriched, the luminance
range of current imaging devices is still limited compared to the human visual system. This
is mainly due to the adaptability of visual perception to large illumination changes, but
photosensitive elements can only collect a fixed amount of light. Moreover, although high
dynamic range (HDR) cameras can be used for directly capturing HDR images, they can
still not cover the entire dynamic range of a scene. Therefore, it is essential to generate an
HDR to increase the contrast of image content to achieve colorful scene representation.

The dynamic range of an image represents the ratio between the maximum and
minimum measurable light intensities. Low dynamic range (LDR) images record 8 bits of
information for each channel of each pixel. In general, it lacks sufficient quantization levels
to cover wide intensity variations. The presented dynamic range is much lower than the
real scene and cannot meet our needs for image visual effects.
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Several approaches [1–4] have been proposed for reconstructing HDR images that
can record richer light and dark changes. An image acquisition technique [1] is to take
multiple images with different exposure values in the same scene, also called bracketed
exposure images, and combine these images into an HDR image. Although this technique
can effectively produce HDR images, it may be affected by scene changes in dynamic
scenes, making it difficult to achieve desirable results. It is also limited by the difficulty in
obtaining bracketed exposure images and cannot be directly applied to existing images.
Several approaches [2,4] focused on solving the problem of object shaking and artifacts
when shooting bracketed exposure images. However, the techniques of using multiple
images are still inconvenient in data acquisition and application.

One way to generate an HDR is to extend a single LDR image to its HDR counterpart.
The so-called LDR2HDR technique utilizes an inverse tone mapping operator to extend
the dynamic range [5–7]. For the last decade, convolutional neural networks (CNNs) have
been intensively studied in LDR2HDR algorithms [8,9]. These reconstruction approaches
for HDR images have greatly improved their practicality and improved the problems of
previous methods. However, reconstructing an HDR image from a single LDR image is
always a challenging task.

In this paper, we propose a two-stage approach for reconstructing an HDR image from
an LDR image using histogram learning. In the first stage, we first perform a preliminary
dynamic range extension on the input LDR image to an extended dynamic range (EDR)
image. Then, we use a neural network to learn the changes from EDR image histograms to
HDR image histograms. Next, we predict an HDR histogram of the EDR image through
cumulative histogram learning. Finally, we use the predicted HDR histogram to perform
histogram matching on the EDR image to generate the first-stage HDR output image.
In the second stage, the final HDR image is reconstructed using reinforcement learning
with pixel-level rewards for local consistency adjustment. Hence, we can obtain favorable
HDR image quality using the proposed approach. For applications, several vision systems
require an HDR camera for capturing high-quality images including autonomous mobile
robots, autonomous guided vehicles, smart traffic management systems, etc.

The contributions of the proposed approach are summarized below: (a) we propose
an efficient two-stage LDR2HDR approach with histogram expansion and pixel allocation;
(b) we introduce a histogram learning approach to predict the intensity distribution of a
single LDR image; and (c) we use reinforcement learning to perform pixel-wise adjustments
on histogram-matched HDR images.

2. Related Works

Several methods [5,7,8,10–13] have been intensively studied to extend a single LDR
image to an HDR image. Lin and Kao [5] presented a bit slicing approach combined with
stereo matching algorithms for HDR images reconstructed from multiple exposures. Their
approach can achieve comparable bad pixel rates on stereo matching using only the most
significant 16 bits of an HDR image encoding per pixel. This approach demonstrated
desirable results compared to the previous methods. Rempel et al. [7] proposed a reverse
tone mapping algorithm for reconstructing the HDR of videos and images from LDR
contents for viewing on HDR displays. Their algorithm was efficient to work in real time
and no user input was required. Moreover, this method did not produce disturbing artifacts
and the visual quality of the HDR output image was good.

For learning-based approaches, Eilertsen et al. [10] proposed a fully convolutional
hybrid dynamic range autoencoder to predict HDR values in saturated regions to recover
the loss of detail. Their approach can predict information lost in saturated image areas to
reconstruct an HDR image from a single LDR image. The results demonstrated that this
approach can reconstruct visually convincing HDR results in a wide range of situations
compared to existing methods. Santos et al. [12] presented a learning-based technique to
reconstruct an HDR image by recovering the saturated pixels of an input LDR image. They
proposed a feature masking mechanism to reduce the influences of saturated areas and
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adopted a perceptual loss function to synthesize images with visually pleasant textures.
Their approach can address ambiguity during training, checkerboard, and halo artifacts.
Inspired by the LDR image formation pipeline, Liu et al. [11] proposed a technique to
reverse the steps of LDR image formation to gradually restore HDR images that are close
to the real scene. This approach proposed to learn three specialized CNNs to reverse
three steps including dynamic range clipping, non-linear mapping from a camera response
function, and quantization. Alternatively, a data-driven learning method [14] was proposed
to reconstruct information lost from the original image due to quantization, dynamic range
cropping, tone mapping, or gamma correction. This technique reconstructed an HDR image
from an LDR image using deep CNNs.

Lightweight deep neural network models have increasingly attracted much atten-
tion due to the demand for real-time processing capabilities. Wu et al. [13] proposed a
lightweight CNN to reconstruct an HDR image from a single LDR image. They used
up-sampling blocks in the decoder to alleviate artifacts while maintaining computational
speed. Their approach can recover the lost information in saturated regions and reconstruct
HDR images of high quality. Guo and Jiang [15] presented an approach to improve HDR
reconstruction for legacy content through camera pipeline modeling. They proposed a
lightweight deep neural network (DNN) for legacy standard dynamic range (SDR) images
containing unreproducible historical scenes. The results showed that this approach can
achieve appealing performance with minimal computational cost. Cao et al. [16] presented
a brightness-adaptive model based on deep learning to produce an HDR image for one
single LDR image. They proposed an inverse tone mapping model based on brightness
adaptive kernel prediction. The LDR image was first convolved with an adaptive kernel
and then reweighted to obtain HDR results. The results showed that this approach outper-
forms the previous methods. To simultaneously solve the image super-resolution problem,
Kim et al. [17] proposed a joint image tone mapping and super-resolution framework using
a multi-purpose CNN structure. This approach can reconstruct fine details by decomposing
the input image and focusing on the low-frequency and high-frequency layers. Moreover,
they applied location-variant operations to enhance local contrast. This approach can
obtain good quality results with increased contrast and details.

3. Proposed Approach

The flowchart of the proposed two-stage approach is shown in Figure 1. In the first
stage, our approach first applies pixel multiplication, image upsampling, and downsam-
pling to convert an input 8-bit LDR image into a 12-bit EDR image. For the EDR image,
we calculate the cumulative distribution function (CDF) of the intensity histogram. Subse-
quently, to learn the intensity distribution of HDR images, 16-bit ground-truth HDR images
are converted to their 12-bit representations and used as ground truths for EDR histogram
reshaping. We use a deep neural network to learn the differences between cumulative
histograms of EDR-HDR image pairs and thus predict target histograms of HDR images
from EDR images. Using the prediction as a reference for histogram matching, we can
obtain a 12-bit HDR image with intensity distribution updates. In the second stage, the
obtained 12-bit HDR image is converted to a 16-bit HDR image with intensity scaling
(multiplied by 24). Then, reinforcement learning and pixel rewards are used to fine-tune
intensity values for reconstructing the final 16-bit HDR image.

3.1. LDR2EDR

To produce a 12-bit EDR image from an 8-bit LDR image (LDR2EDR), we first multiply
the intensity of each pixel by 24. That is, the dynamic range extends from [0, 255] to [0, 4095].
To fill the empty bins in the histogram of the EDR image resulting from direct scaling,
the image is upsampled using bicubic interpolation to obtain a continuous histogram
distribution. The bicubic interpolation technique considers 22 × 22 pixels (16 samples)
nearest to a new pixel to be determined and computes the new pixel value through the
weighted average of the pixel values of these 16 samples. The weight of each sample is
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determined by the distance to the new pixel. We use the following interpolation weight
kernel to perform the convolution operation.

W(i) =


(α + 2)|i|3 − (α + 3)|i|2 + 1, for |i| ≤ 1

α|i|3 − 5α|i|2 + 8α|i| − 4α, for 1 < |i| < 2
0, otherwise

. (1)

where i denotes the generic sample, α is −0.5 or −0.75, and α determines the performance
of the kernel. Note that W(0) = 1 and W(n) = 0 when n is a nonzero integer. The pixel
intensity f (x, y) of the new image is then given by

f (x, y) = ∑3
i=0 ∑3

j=0 f
(

xi, yj
)
W(x − xi)W

(
y − yj

)
. (2)

where f (x, y) is the interpolation function, W is the interpolation kernel, and f
(
xi, yj

)
′s are

the samples.
By upsampling the image, the empty bins of the histogram are filled, but the image

resolution is increased by a factor of 24. To restore the original image size, a downsampling
operation is performed by the pixel intensity average over a 4 × 4 region. This reduces
image size while avoiding the appearance of moiré pattern. After the proposed LDR2EDR
calculation, the image histogram maintains the original distribution, and the image dynamic
range is expanded to 212. As shown in Figure 2, the histogram obtained by LDR2EDR
can eliminate the saturation that appeared in the original image. This is key to further
extending the dynamic range in the intensity saturation regions.
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3.2. EDR2HDR by Cumulative Histogram Learning

To produce a 12-bit HDR image from a 12-bit EDR image (EDR2HDR), we introduce a
cumulative histogram learning technique based on deep neural networks. The basic idea
is to learn pixel intensity distribution changes from EDR-HDR image pairs. To learn the
intensity distribution of HDR images, we first convert 16-bit ground-truth HDR images
into their 12-bit representations using proportional normalization as ground truths for
histogram learning. Figure 3 demonstrates the histograms and CDFs of 12-bit EDR and
HDR images, respectively. From the histogram of the EDR image, dark areas accumulate a
large number of pixels, resulting in low contrast in the areas. The histogram of the HDR
image is relatively flat and spreads out a wider range of pixel intensities to provide better
contrast and details. Therefore, if we can change the pixel distribution of an EDR image
such that its histogram is similar to the histogram of an HDR image, we can generate an
HDR image with good contrast and details.
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Depending on the scene environment and camera settings, distributions of image
histograms can be different. Therefore, it cannot formulate closed-form conversions be-
tween 12-bit EDR and HDR images. In the proposed approach, we introduce a technique
for learning histogram transformations using deep neural networks. Due to the diversity
of image histograms, learning directly from the intensity distributions cannot provide
stable data for network training. However, the cumulative distribution histogram (or
cumulative histogram) has simplicity and monotonically increasing properties. It is also
within a fixed range, which facilitates data normalization and is suitable for model training.
Nevertheless, the image intensity distribution can be reconstructed from the predicted
cumulative histogram.

The proposed cumulative histogram learning architecture uses a fully connected neural
network with four hidden layers. Both the input and output layers have 4096 neurons
covering 212 different intensity values. Each hidden layer contains 8192 neurons and uses a
rectified linear unit (ReLU) as the activation function. We added dropouts to the last two
hidden layers and the dropout rate is set to 0.5. Although the model is relatively simple,
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it can effectively avoid overfitting and improve generalization ability. An issue related to
the network output is the necessity of monotonically increasing, which guarantees non-
negative values appearing in the image histogram. To ensure that this characteristic is
maintained, the output cumulative curves are smoothed by a Savitzky–Golay filter [18] and
then adjusted to produce monotonic constraints. Figure 4 shows the cumulative histogram
results using curve smoothing and monotonic constraint. Figure 4a is the original output
CDF and the corresponding histogram. The accumulation curve smoothed by the Savitzky–
Golay filter and its image histogram are shown in Figure 4b. Although the slight jitter in
the original curve prediction is alleviated, the histogram still contains negative values. To
incorporate the monotonically increasing constraint, we force the first-order derivative of
the curve to be nonnegative at any point. For two consecutive bins, if the cumulative value
on the right is smaller, it is replaced by the cumulative value on the left. The processed
curve is then used as the cumulative histogram and converted back to an image histogram.
Figure 4c shows the final cumulative distribution and image histogram for this cumulative
learning stage.

Appl. Sci. 2024, 14, x FOR PEER REVIEW 6 of 15 
 

Depending on the scene environment and camera settings, distributions of image his-
tograms can be different. Therefore, it cannot formulate closed-form conversions between 
12-bit EDR and HDR images. In the proposed approach, we introduce a technique for 
learning histogram transformations using deep neural networks. Due to the diversity of 
image histograms, learning directly from the intensity distributions cannot provide stable 
data for network training. However, the cumulative distribution histogram (or cumulative 
histogram) has simplicity and monotonically increasing properties. It is also within a fixed 
range, which facilitates data normalization and is suitable for model training. Neverthe-
less, the image intensity distribution can be reconstructed from the predicted cumulative 
histogram. 

The proposed cumulative histogram learning architecture uses a fully connected neu-
ral network with four hidden layers. Both the input and output layers have 4096 neurons 
covering 212 different intensity values. Each hidden layer contains 8192 neurons and uses 
a rectified linear unit (ReLU) as the activation function. We added dropouts to the last two 
hidden layers and the dropout rate is set to 0.5. Although the model is relatively simple, 
it can effectively avoid overfitting and improve generalization ability. An issue related to 
the network output is the necessity of monotonically increasing, which guarantees non-
negative values appearing in the image histogram. To ensure that this characteristic is 
maintained, the output cumulative curves are smoothed by a Savitzky–Golay filter [18] 
and then adjusted to produce monotonic constraints. Figure 4 shows the cumulative his-
togram results using curve smoothing and monotonic constraint. Figure 4a is the original 
output CDF and the corresponding histogram. The accumulation curve smoothed by the 
Savitzky–Golay filter and its image histogram are shown in Figure 4b. Although the slight 
jitter in the original curve prediction is alleviated, the histogram still contains negative 
values. To incorporate the monotonically increasing constraint, we force the first-order 
derivative of the curve to be nonnegative at any point. For two consecutive bins, if the 
cumulative value on the right is smaller, it is replaced by the cumulative value on the left. 
The processed curve is then used as the cumulative histogram and converted back to an 
image histogram. Figure 4c shows the final cumulative distribution and image histogram 
for this cumulative learning stage. 

 
Figure 4. The cumulative histogram results. (a) Original output CDF and the corresponding histo-
gram; (b) CDF and the corresponding histogram after curve smoothing; (c) CDF and the correspond-
ing histogram after curve smoothing and monotonic constraint. 

Figure 4. The cumulative histogram results. (a) Original output CDF and the corresponding his-
togram; (b) CDF and the corresponding histogram after curve smoothing; (c) CDF and the corre-
sponding histogram after curve smoothing and monotonic constraint.

The proposed network is trained by minimizing the mean square error (MSE) between
the input and target cumulative histograms. We set the batch size to 16, train for 300 epochs,
and store the optimal weights during training. The adaptive moment estimation (ADAM)
optimizer [19] is used with an initial learning rate of 0.001. The input images are resized
to 512 × 512 for training and the cumulative histogram data are divided by 262,144 to
normalize into the [0, 1] range. This also improves the convergence speed of the model. We
do not use any common data enhancement methods, such as image rotation or horizontal
flipping because the histogram distribution does not change. However, the data can be
augmented by adjusting the image using various image formation pipelines.

After using the deep neural network, the predicted 12-bit HDR histogram can be
obtained. Then, we use the 12-bit EDR image and the predicted 12-bit HDR histogram to
perform histogram matching to derive the 12-bit HDR image. Figure 5 shows the histogram
matching results. Figure 5a shows an LDR image, Figure 5b illustrates the resulting 12-bit
HDR image (tone mapped) after histogram matching, and Figure 5c is the corresponding
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16-bit HDR image (tone mapped) of Figure 5a as the ground-truth image. Compared with
the original LDR image, the contrast adjusted according to the target histogram generated
by cumulative distribution learning provides consistent details in dark and bright areas.
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3.3. Fine-Tuning with Reinforcement Learning

After histogram matching, the 12-bit EDR and HDR images have similar pixel inten-
sity distributions. However, due to the limited capabilities of the histogram for image
representation, some details may still be lacking. To improve the consistency of regional
pixel intensities, reinforcement learning is used to fine-tune the image in the spatial domain.
The resulting 12-bit HDR image is first converted to its 16-bit HDR representation by multi-
plying all pixel intensities by 24 for subsequent fine-tuning. The multi-agent reinforcement
learning architecture, PixelRL, is used for image adjustment [20]. PixelRL modifies the
asynchronous advantage actor critic (A3C) architecture into a fully convolutional form. It
takes each pixel as an agent to gradually modify the image intensity through a pre-defined
set of actions and find the optimal strategy that minimizes the squared error between the
resulting image and the ground truth.

We use Chainer [21] and ChainerRL [22] to construct network architectures for deep re-
inforcement learning. The 16-bit HDR representation converted from the 12-bit HDR image
is used as the input image I (s(0)), where s is the state of the agent and the corresponding16-
bit HDR image of the original LDR image is the ground truth Itarget. During training
and testing, the agent selects appropriate actions for intensity adjustments from the set
of actions listed in Table 1. In Table 1, we define a set of actions for image denoising
and restoration that the agent can execute. These actions are empirically decided and are
classical image-filtering algorithms. Our approach can select the adequate action in the
action set to adjust the pixel value. After adjustment, the resulting image can be obtained.
We include several classic image filters and values up/down in the action set. The reward
is given by

rt
i =

(
Itarget
i − s(t)i

)2
−

(
Itarget
i − s(t+1)

i

)2
, (3)
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where Itarget
i is the i-th pixel intensity of the ground truth. It calculates the squared error

between the ground truth and the current image being decreased by action a(t)i . Therefore,
maximizing the total reward is equivalent to minimizing the squared error between the
final image stmax and the ground truth Itarget.

Table 1. The action set used by the agents for training and testing.

Action Filter Size Parameter

1 box filter 5 × 5 -
2 bilateral filter 5 × 5 σc = 1.0, σS = 5.0
3 bilateral filter 5 × 5 σc = 0.1, σS = 5.0
4 median filter 5 × 5
5 Gaussian filter 5 × 5 σ = 1.5
6 Gaussian filter 5 × 5 σ = 0.5
7 pixel intensity + = 1 -
8 pixel intensity − = 1 -
9 pixel intensity + = 10 -
10 pixel intensity − = 10 -
11 pixel intensity + = 100 -

12 pixel intensity − =
100 -

13 do nothing -

For training hyper-parameters, we use a batch size of 32 and perform data augmenta-
tion with 70 × 70 random cropping, horizontal image flipping, and random rotation. The
ADAM optimizer and the polynomial learning rate strategy are used in the training process.
The initial learning rate is set to 10−3 and is decreased by (episode/max_episode)0.9 in each
episode. We set the maximum episode max_episode to 3000, the length of each episode
t_max to 15, and store weights every 20 episodes to select the best results.

4. Results

In the experiments, the proposed approach was implemented on a PC with a 64-bit
Windows operating system and an Intel Core i7-9700 @ 3.00 GHz CPU with 16 G memory
(Intel Corporation, Santa Clara, CA, USA). The used graphics card was an NVIDIA GeForce
RTX 2070 SUPER (NVIDIA Corporation, Santa Clara, CA, USA). Our approach was also
run on a computer with a 64-bit Ubuntu 18.04.6 LTS operating system and an AMD Ryzen 7
5800X CPU with 16 G memory (AMD, Santa Clara, CA, USA). We used an NVIDIA GeForce
RTX 3090 graphics card (NVIDIA Corporation, Santa Clara, CA, USA). The proposed
algorithm was mainly written in Python (version 3.10.0.) programming language.

We used the HDR-Real dataset as the training data [11] and the HDR-EYE dataset
as the testing data [23]. The image resolution was 512 × 512. There were 9786 training
image pairs and 46 testing image pairs in the original dataset. We established a subset
by removing extreme images with a large proportion of overexposed and underexposed
areas to improve learning performance. More specifically, if the number of pixels with
intensity values greater than 249 or less than 6 exceeded 25% of the total pixels, the image
was removed from the subset. After selection, there were 5673 image pairs in the HDR-Real
training subset. For stage 1, we used the entire set of the HDR-Real dataset to extract
histogram information for histogram learning because we only expanded an input 8-bit
LDR image to a 12-bit HDR image. For stage 2, we converted a 12-bit HDR image to a
16-bit HDR image. We used a subset of the HDR-Real dataset for training to improve the
performance of reinforcement learning.

First, the experiments were conducted in two stages. In the first stage, image his-
tograms were extracted from the complete dataset for training. After predicting the his-
togram of the HDR image, we performed histogram matching on the EDR image to obtain
a 12-bit HDR image. In the second stage, the pixel values of the resulting 12-bit HDR image
were multiplied by 24 and then adjusted pixel-by-pixel using a reinforcement learning
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framework to obtain a 16-bit HDR image. Figure 6 shows the resulting images of the
proposed approach. In Figure 6, the left column shows LDR images, the second column
shows the resulting 12-bit HDR images of stage 1, the third column shows the resulting
16-bit HDR images of stage 2, and the right column illustrates the ground-truth HDR
images. Note that the second, third, and right columns of Figure 6 were tone-mapped
representations. From the results, the proposed approach can reconstruct the desirable
HDR images with high quality.
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Figure 6. The resulting images of the proposed approach. The left column shows LDR images,
the second column shows the resulting 12-bit HDR images of stage 1, the third column shows the
resulting 16-bit HDR images of stage 2, and the right column illustrates the ground-truth HDR images.
From the results, the proposed approach can reconstruct the desirable HDR images with high quality.

For the resulting HDR images, we used the mean-opinion-score of quality (QMOS)
score from HDR-VDP-2 [24] for evaluation. The range of QMOS was 0 to 100. The higher
the value, the better the image quality. Using 16-bit ground-truth HDR images as the
reference images, the QMOS scores on the two stages of test datasets were 61.29 ± 2.71 and
61.54 ± 2.55, respectively. This represented a 0.25 improvement in the QMOS score given
by the adjustment in the second stage. In addition, we adopted the peak signal-to-noise
ratio (PSNR) and the structural similarity index (SSIM) [25] as performance metrics for
quantitative comparison. Table 2 shows the evaluation results of the original images and
the resulting images of the two stages. Both PSNR and SSIM evaluation metrics were
significantly improved in the first stage. The results showed that the proposed approach
can effectively learn the intensity distribution of the HDR and redistribute image intensity
appropriately. In stage 2, through pixel-by-pixel adjustments based on reinforcement
learning, PSNR and SSIM were further improved by 0.273 and 0.013, respectively.
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We selected four images from the HDR-EYE dataset for illustration. Figure 7 shows
the input LDR images in the left column, our output HDR results in the middle column,
and ground-truth HDR images in the right column. Images were converted to grayscale
representations to better demonstrate contrast enhancement. As shown in the left column
of Figure 7, the original images were partially underexposed, resulting in the loss of
detailed textures. For example, the tree trunks in the first image, the stairs in the second
image, building shadows in the third image, and the shadows under the parasols in the
fourth image. All these difficult-to-identify details were greatly improved by the proposed
technique, as shown in the middle column images of Figure 7. By redistributing pixel
intensities based on predicted HDR histograms, pixels that were originally accumulated
in dark areas due to underexposure can be more reasonably allocated. In the first result,
the textures of the tree trunks became clearly visible and the changes in light and shadow
on the building became more vivid. The second and third results were also improved for
underexposure of stairs and building shadows. In the final result, the textural details of the
building were clearly visible in the shadows and the seating areas under the parasols were
no longer dark.
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Table 2. PSNR and SSIM evaluation results of original images and the resulting images of the two
stages on tone-mapped images.

Input Image Stage 1 Stage 2

PSNR 14.218 19.314 19.587
SSIM 0.560 0.711 0.724

In the last experiment, we compared the proposed approach with previous CNN-based
methods, including HDRCNN [10], DrTMO [8], ExpandNet [14], and SingleHDR [11]. For
existing works, pre-trained weights provided by the authors were used. The evaluation
was performed on the HDR-EYE dataset to create HDR images. Table 3 shows the PSNR
and SSIM scores on the tone-mapped images. We used 46 images for evaluation. The table
shows that our approach can provide comparable results to the previous methods. In the
PSNR metric, our results were better than HDRCNN and DrTMO. The proposed technique
also performed better than HDRCNN in SSIM.

Table 3. Comparison of the proposed approach with the previous methods.

PSNR SSIM

HDRCNN [10] 17.782 0.683
DrTMO [8] 18.515 0.731

ExpandNet [14] 20.387 0.729
SingleHDR [11] 21.895 0.774

The Proposed Approach 19.587 0.724

Figures 8–11 show the tone-mapped results of single-image HDR reconstruction
obtained through the previous methods and the proposed approach. Some underexposed
areas were successfully reconstructed in all images, but some minor differences existed in
hue and lightness. HDRCNN tended to variegate the image, but can also over-enhanced
dark areas, resulting in a loss of contrast. The output from DrTMO, on the other hand, had
blurred and washed-out tones and failed to faithfully represent the true colors of the scene.
ExpandNet and SingleHDR cannot recover locally underexposed areas well. As shown in
the results, the images obtained using the proposed approach restored details in dark areas,
preserved contrast, and provided vivid color information.

For qualitative comparison, Figures 8–11 were evaluated qualitatively by 36 subjects.
The subjects assessed the resulting images generated by the previous methods and our
approach by assigning a score from 1 (poor) to 5 (good). Table 4 shows the average scores of
the resulting images for the approaches. The average scores of HDRCNN [10], DrTMO [8],
ExpandNet [14], SingleHDR [11], and the proposed approach were 3.25, 3.26, 3.74, 3.86,
and 3.63, respectively. Our approach was better than HDRCNN and DrTMO, but slightly
worse than ExpandNet and SingleHDR. Hence, the proposed approach can maintain a
certain quality for reconstructing comparable HDR images.

Table 4. Qualitative evaluation.

Average Score

HDRCNN [10] 3.25
DrTMO [8] 3.26

ExpandNet [14] 3.74
SingleHDR [11] 3.86

The Proposed Approach 3.63
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5. Conclusions

We have proposed a two-stage approach for reconstructing an HDR image from a
single LDR image-based histogram learning. We introduce a cumulative histogram learning
technique based on deep neural networks for dynamic range expansion. The proposed
approach predicts HDR intensity distributions from LDR histograms and reallocates image
pixels through histogram matching. HDR images are then reconstructed using reinforce-
ment learning and pixel-level rewards for local consistency adjustments. The experiments
are conducted on HDR-Real and HDR-EYE datasets. The quantitative evaluations on
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HDR-VDP-2, PSNR, and SSIM demonstrate the effectiveness of the proposed approach
compared to the previous methods. In addition, the qualitative evaluations show that the
proposed approach can maintain a certain quality for reconstructing comparable HDR
images. Hence, we can obtain favorable HDR images.

In the proposed approach, we use a network architecture with only fully connected
layers for histogram learning. This architecture needs a large number of parameters and
takes a lot of memory. We will develop a more suitable network architecture for experiments
and test the proposed approach on different datasets [24]. Moreover, the proposed approach
processes the three color channels separately in the RGB color space and then merges them
into one color image. However, it may cause chromatic aberration in the resulting images.
We will perform joint learning on all channels of images for improvement.
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