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Abstract: Automated assessment of surgical skills is crucial for the successful training of junior
surgeons. Twenty-three medical students followed a structured training curriculum on a laparoscopic
virtual reality (VR) simulator. Three surgical tasks with significant educational merit were considered
(Tasks 5, 6, and 7). We evaluated seven machine learning (ML) models for classifying the students’
trials into two and three classes based on the progress of training (Beginning vs. End and Beginning
vs. Middle vs. End). Additionally, we evaluated the same ML framework and a deep learning
approach (LSTM) for predicting the remaining number of trials required to complete the training
proficiently. A model-agnostic technique from the domain of explainable artificial intelligence (XAI)
was also utilized to obtain interpretations of the employed black-box ML classifiers. For 2-class
classification, the best model showed an accuracy of 97.1%, 96.9%, and 75.7% for Task 5, 6, and 7,
respectively, whereas for 3-class classification, the corresponding accuracy was 96.3%, 95.9%, and
99.7%, respectively. The best regression algorithm was LSTM with a Mean Absolute Error of 4 (Task
5) and 3.6 trials (Tasks 6, 7). According to XAI, the kinematic parameters have a stronger impact on
the classification decision than the goal-oriented metrics.

Keywords: minimally invasive surgery; machine learning; VR simulator; skills assessment

1. Introduction

Minimally invasive surgery (MIS) has become popular for specific surgical procedures,
particularly those targeting the abdomen, such as laparoscopic surgery. Performing such
procedures requires greater dexterity due to the elongated instruments employed and
the constrained working space. Moreover, surgeons face additional challenges such as a
two-dimensional view of the operation field and minimized depth perception. Given these
unique challenges, training programs and skills assessment methodologies for aspiring
surgeons must accommodate the acquisition of these specialized skills while maintain-
ing objectivity to ensure patient safety. In recent years, a variety of approaches have been
employed in laparoscopy training. Initially, box trainers, which consisted of a box with aper-
tures for trocar insertion to simulate the abdominal cavity, were utilized. Advancements led
to the evolution of Physical Reality Surgical Simulators, where basic boxes were replaced
with models of human torsos to provide a more realistic training environment [1,2].

To enhance the training experience further, Virtual Reality (VR) simulators were devel-
oped, integrating custom laparoscopic instruments, display monitors, and haptic feedback
devices [3–5]. These devices marked a significant advancement in laparoscopy training by
enabling the capture of specific metrics during training sessions using specialized hardware.
Hence, an automated assessment can be formulated, allowing for personalized guidance for
trainees throughout their training procedure. The most common approach for automated
skills assessment involves the analysis of hand and tool motion data generated from the
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simulator by employing machine learning (ML) algorithms [6,7]. An alternative approach
for gathering kinematic data involves the use of external sensors mounted on the instru-
ments or the surgeons’ hands [8–10]. A new approach, emerging in recent years, involves
deep learning models for analyzing kinematic data [11–14] or video recordings [15].

In the past, a few studies have applied ML for skills assessment using the performance
metrics generated by the VR simulator as the input. For example, in neurosurgery training,
Bissonnette et al. used the simulator’s data to develop ML models for classifying skilled and
novice trainees [16]. The support vector machine (SVM) algorithm exhibited the highest
accuracy in this task. However, due to the experimental protocol employed, not all available
instruments were utilized, resulting in an incomplete representation of psychomotor skills.
Similarly, Siyar et al. constructed an ML model to classify experts vs. novices [17]. Again,
SVM achieved the highest accuracy using 15 out of 150 performance metrics generated
by the simulator. Winkler-Schwartz et al. created models to classify participants into four
classes (experts, seniors, juniors, or students). Among the four ML algorithms employed,
the k-Nearest Neighbor achieved the highest accuracy [18]. In another study, Topalli et al.
utilized performance metrics generated by a computer-based endoscopic simulator to
classify participants into novices and experts [19]. Among the used ML algorithms, the
AdaBoostMI classifier showed superior performance for either all or selected metrics as
the input.

In pursuit of optimal performance and a deeper understanding of surgical skill acqui-
sition, recent efforts have implemented deep learning models. Mirchi et al. successfully
trained an artificial neural network using input data from the Sim-Ortho VR simulator to
classify participants into three distinct categories. Despite the promising results, the VR
simulator allows only for one-handed maneuvers, thus disregarding important informa-
tion about bimanual dexterity [20]. Moreover, Moglia et al. utilized output data from a
robotic-assisted surgery VR simulator to develop an ensemble deep neural network (DNN)
for predicting the number of attempts and training time required to attain proficiency. The
ensemble DNN demonstrated superior performance compared to other ML algorithms,
except in cases where Random Forest and Gradient-Boosted Regression Tree algorithms
achieved comparable scores [21].

In the aforementioned studies, several limitations can be identified. When utilizing
box trainers, external sensors must be attached to the instruments to collect kinematic data.
However, these sensors are not always available and can restrict surgeons’ hand movements.
For VR simulators, access to the API kinematic acquisition module is essential to collect
kinematic data, but this is not always provided by the owning company. Additionally,
interpreting the recorded data by VR simulators poses challenges for both students and
instructors, prompting the need to process performance metrics to extract meaningful
features. Furthermore, VR simulators lack the ability to provide students with a clear
understanding of their training progress, as they do not indicate the number of remaining
trials needed to successfully complete a training course and advance to the next level.
Moreover, another limitation relates to the ground-truth labeling method. The majority of
skill assessment studies are based on self-proclaimed skills [22] and skill-levels defined by
arbitrary thresholds on performance scores evaluated by experts [23]. Some other studies
aim to classify junior vs. senior residents, but the exposure to laparoscopy training is not
uniform to all the participants within each group [24].

In contrast to the previous studies where trainees are classified into different skill
levels (e.g., novices, intermediates, and experts), in this work, we considered an alternative
approach. The developed framework provides students with valuable information during
their training on the VR simulator about their progress and the current skill level achieved.
Similar studies have also highlighted the significance of intra-training feedback since it
provides immediate information to the trainee about the skill level achieved as well as the
improvements needed to successfully complete the training curriculum [25].

The developed framework involves three different experiments. The first experiment
involved the use of a binary classification model to classify students at the Beginning vs.
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End of laparoscopic training. The second experiment performed a three-class classification
among students at the Beginning vs. Middle vs. End of training. Lastly, the third experi-
ment involved the development of a regression model that aimed to predict the remaining
number of trials required to complete training on a laparoscopic task at a proficient level.
Using these models, our research aims to make a valuable contribution to the domain of sur-
gical education and training. We aspire to offer a comprehensive framework for evaluating
and guiding the progression of medical students while they acquire key laparoscopic skills.
These models have the potential to improve training methodologies, provide personalized
learning paths, and elevate the overall quality of surgical education.

2. Materials and Methods
2.1. VR Simulator and Data Acquisition

The input data originated from 23 medical students with no prior experience in la-
paroscopy or VR simulation. The students followed a structured VR simulation curriculum
during their undergraduate training at the Surgical Simulation Center of Athens University
Medical School (AKISA), University General Hospital “Attikon”, Greece. The employed
VR simulator was the LAP MentorTM laparoscopic simulator (Surgical Science, Göteborg,
Sweden). The training tasks are integral components of the module ‘Laparoscopic Skills
1’, which comprises nine distinct tasks with each one focusing on a specific laparoscopic
skill. The tasks are of increasing difficulty, starting from Task 1 where the student needs to
locate ten balls using a camera, all through to Task 9 where the student needs to translocate
objects using both hands. For this study, we identified three tasks indicative of the ac-
quired surgical skills and with important educational value. Task 5 (Clipping and Grasping,
Figure 1a) centers on the objective of securely holding and sealing leaking ducts within
specific-colored segments, utilizing a pair of instruments. Task 6 (Two-Handed Maneuvers,
Figure 1b) engages students in locating balls within a jelly-like substance and transferring
them into a designated basket using a pair of instruments. Task 7 (Cutting, Figure 1c)
requires safely cutting a circular shape without causing any damage, with the aid of two
instruments (scissors and a grasper).
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Two important studies have examined the construct validity of the tasks included
in the simulator’s psychomotor skills module (‘Laparoscopic Skills 1’) [26,27]. Task 5,
followed by Tasks 6 and 7, has the most confirmed construct validity on more than one
parameter. The postulated reason for this is the complexity of the tasks, which is translated
into a greater number of maneuvers. Contrary to binary metrics (e.g., task completion)
and scale parameters with a small range of values (e.g., number of dropped objects), other
performance metrics such as the number of movements and number of cutting maneuvers
can follow the progress of skill acquisition more reliably, as depicted in the learning curves
published in [26,27]. Moreover, metrics with higher and more varying values comprise a
favorable substrate for computational analysis, including AI algorithms.

The students’ progress through the module adheres to a structured curriculum de-
signed by the surgical education board of the simulation center based on the training
guidelines proposed in [26]. Specifically, advancement through the tasks is contingent
upon the successful completion of the previous task (starting from Task 1 and continuing
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sequentially up to Task 9). Failure to complete a task requires the student to restart the
module from Task 1. This process is reiterated until the student successfully completes all
module tasks by performing two consecutive successful trials in every task. Hence, each
student concludes the module at their individual pace, with the number of attempts not
being constrained.

It should be noted that the successful completion of a particular task is signified by
several task-specific educational goals imposed by the educational curriculum. Specifically,
the VR simulator provides an assessment report with a large number of task-specific per-
formance metrics (Supplementary Materials, Table S1). In accordance with the educational
objectives, the board has chosen a limited set of metrics for each task and established
thresholds for each one. These thresholds, detailed in Table 1, delineate the criteria that a
student must satisfy to consider a task as ‘successfully completed’.

Table 1. Thresholds for performance metrics that determine the successful completion of a training trial.

Task Metric Value

5
Total number of movements ≤70

Number of clipped ducts ≥9
Number of lost clips <1

6
Total number of movements ≤50

Number of lost balls which miss the basket <1

7 Total Number of cutting maneuvers ≤20

2.2. Experiments

Based on the performance metrics provided by the VR simulator, various datasets
were derived to address the goals of the three experiments. Table 2 provides a statistical
overview of the training trials performed by the participants. Firstly, we developed a binary
classification model to differentiate the trials that are close to the Beginning (B) or the End
(E) of the training progress. Hence, this dataset included 3 trials randomly selected from
the Beginning and another 3 trials from the End of training of each participant (N1 = 138
trials in total). The borderline between the two classes was different for each subject and it
was defined by the median (‘middle’) training attempt, splitting the student’s trials into
two equal subsets.

Table 2. Ground-truth data statistics. Number (#) of trials performed by the subjects for each surgical
task (SD: standard deviation).

Metric (# Trials) Task 5 Task 6 Task 7

Minimum 9 14 6
Maximum 52 57 34

Median 23 23 16
Mean ± SD 25 ± 11 26 ± 10 17 ± 7

The second experiment aimed to classify student trials into three classes: the Beginning
(B), Middle (M), and End (E) of training. For this purpose, the training trials of each subject
were first split into three equal parts. Then, each of the three classes included 3 random
trials from each part, so the total number of trials for this dataset was N2 = 207.

For the two classification experiments, the datasets were balanced across classes, and
they are representative of the individualized training phases (classes) of a trainee on a
particular surgical task. Moreover, in the context of surgical training if, for example, some
student wants to start training on a particular task, the prior probability of being classified
into one of the two/three training classes is essentially equal. In this context, our ML
framework will be able to provide feedback to the trainee about his/her expertise level via
the inferred training phase (class).
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The third experiment focused on online regression to highlight the assessment process
from a different perspective. In particular, the goal here was to provide a prediction for the
remaining number of trials (RNT) required by a subject to successfully complete a training
task. The prediction was generated throughout the entire training process, starting from
the very first trial of each subject. For this experiment, we utilized metrics from all available
trials separately for each task (NTask5 = 437, NTask6 = 503, NTask7 = 313).

2.3. Dimensionality Reduction

The VR simulator generates numerous performance metrics (Task 5: 26, Task 6: 18,
and Task 7: 16) with different scaling ranges. To improve the training process, the collected
data were subjected to z-normalization, a statistical technique that centers the data around
a mean of zero and scales it to have a standard deviation of one. Furthermore, several
performance metrics present significant correlations. Consequently, we employed two dif-
ferent techniques for dimensionality reduction. The first method was Principal Component
Analysis (PCA), which transforms the data into a new coordinate system linearly. The PCA
method provided feature vectors with 6–7 dimensions (depending on the surgical task and
training fold) that accounted for >95% of the total variance.

The second approach involved feature selection based on Fisher’s score. Using the
Fisher criterion, the features are ranked in descending order according to how well they
can differentiate between different classes. In this study, we defined those that were present
within the top six features as ‘best features’ (according to Fisher’s score), for at least half
of the training folds for the first experiment (2-class classification). This process provided
about 6–7 ideal features (depending on the surgical task), as shown in Table 3.

Table 3. ‘Best features’ selected via the Fisher’s score. ‘✓’ denotes whether the metric is included in
the corresponding task.

Description Abbreviation Task 5 Task 6 Task 7

Accuracy rate—cuts without injury (%) CutsNoInj ✓
Average speed of right instrument movement (cm/s) Speed-R ✓ ✓
Average speed of left instrument movement (cm/s) Speed-L ✓

Economy of movement -grasper (%) EOM-G ✓
Economy of movement—left instrument (%) EOM-L ✓

Ideal path length of clipper (cm) IPL-C ✓
Ideal path length of grasper (cm) IPL-G ✓

Ideal path length of left instrument (cm) IPL-L ✓
Number of exposed green balls that are collected #GreenB ✓

Number of clipped ducts #ClipD ✓
Number of movements of left instrument #Move-L ✓ ✓

Number of movements of right instrument #Move-R ✓
Number of lost balls which miss the basket #LostB ✓

Number of cutting maneuvers performed without causing injury #CuttM-NoInj ✓
Relevant path length—clipper (cm) RPL-C ✓

Safe retraction—overstretch (%) SafeRetr ✓
Trial number TN ✓

2.4. Algorithms

We employed various ML algorithms that have been applied for similar applications
in the past, such as skill classification based on kinematic data [28] and regression tasks in
the clinical surgery domain [29,30]. For the two classification experiments we employed
the k Nearest Neighbor (kNN), Linear Discriminant Analysis (LDA), Gaussian Naive Bayes
(GNB), Quadratic Discriminant Analysis (QDA), Logistic Regression (LR), Random Forest
(RF), and Support Vector Machine (SVM) methods.

For the regression experiment, we employed the following regression algorithms:
Support Vector Regressor (SVR) with three kernels (Linear, RBF, and Polynomial), Linear
Regression (LinR), Second-degree Polynomial Regression (PolR), Random Forest (RF),
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kNN regression (kNNR), and XGBoost (XGB). In addition, we applied a deep learning
approach based on the LSTM network, which has shown promising performance in similar
predictions tasks in surgical research [31]. The input (feature vectors) and output (RNT)
were the same as that of the ML models and the RNT predictions were also generated in
‘real time’ (i.e., without using information from forthcoming trials). A significant advantage
of LSTM is that it can handle long-term dependencies by removing or adding information
to its internal cell state as the information flows from one trial to the next one. In this study,
we employed an LSTM network with 256 units and a dense layer with one node and linear
activation for RNT prediction. The dense layer’s weights are shared across the multiple
trial steps, whereas at each trial, the LSTM output was forwarded to the dense layer for
generating the current prediction.

For kNN, we used the Euclidian distance with k = 1 (first nearest neighbor). For RF, the
number of estimators was set to one hundred while leaving the decision tree’s maximum
depth unspecified. For SVM, we employed two kernels for the classification task (linear
and radial basis function (RBF)) and three kernels for the regression task (linear, RBF, and
polynomial), leading essentially to two and three SVM variations, respectively. The kernel
parameter gamma was set to 1/(# features) and the penalty C = 1 in all runs. For XGB, the
maximum depth was set at 6 and the learning rate at 0.3. The LTSM network was trained
for 30 epochs with batch size 1, learning rate = 0.001, Adam optimization, and the Huber
loss function. Due to the limited size of the dataset, we did not employ an extra validation
set for parameter fine tuning. Instead, the parameters of the models were set according
to those proposed in similar studies, and when not available, to the default ones in the
employed scikit-learn library.

For the regression experiment, we also evaluated a naive approach based on the
historical data of the trials performed by all subjects. For a particular surgical task, the
remaining number of trials (RNT) required to successfully complete training by some
subject (i) is computed based on the difference between the current training trial (ti) and
the median of the trials performed by all subjects in this task, as follows:

RNTi = max(0, medT − ti), (1)

where medT denotes the median of the trials performed by all subjects in a particular task
and the max(., .) operator simply ensures that RNTi is always nonnegative.

All models were implemented in Python 3.8 using the scikit-learn library (ML algo-
rithms) and TensorFlow platform (LSTM model).

2.5. Evaluation Protocol

To assess the effectiveness of the models developed for each experiment, cross-
validation techniques were implemented. In the case of the first two experiments (classifi-
cation), twenty folds of stratified random sampling were performed. This involved data
segregation into subgroups based on the ground truth labels, data shuffling and splitting
into two sets, 75% for training and 25% for testing. For the third experiment (regression),
random subsampling was utilized to split the data into two datasets twenty times (train
and test), maintaining the same proportions as the classification experiments.

In addition to cross-validation, specific evaluation metrics were chosen for each exper-
iment to quantify the models’ performance. For the classification experiments, a confusion
matrix was computed for each model providing a representation of the algorithm’s predic-
tions compared to the ground truth. In the 2-class classification, the positive class denotes
the Beginning of training, and the negative class represents the End of training. In addition
to the confusion matrix, the algorithms’ performance was evaluated using the following
metrics: accuracy, specificity, and sensitivity.



Appl. Sci. 2024, 14, 9677 7 of 16

For the third experiment, we used the Mean Absolute Error (MAE), which calculates,
for each subject, the mean of the absolute differences between the model predictions and
the corresponding target values (Equation (2)).

MAE =
1
n∑i|yi − ŷi|, (2)

where yi denotes the predicted RNT after a specific training session i, ŷi denotes the ground
truth RNT, and n is the subject’s total number of attempts during training.

Figure 2 provides a visual overview of the overall experimental design followed in
this study.
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3. Results
3.1. Classification Experiments

Table 4 shows the results for the 2-class classification based on PCA for the three surgi-
cal tasks. Overall, the accuracy for Tasks 5 and 6 is higher than for Task 7. The specificity,
representing the true negative rate, is superior to the sensitivity across all tasks, denoting
better classification for the End of training class. When analyzing each task separately, the
performance differences across the algorithms are minor, but certain algorithms present
better performance. Specifically, in Task 5, SVM (Linear) is the best-performing algorithm
with an accuracy of 97.1%, while LDA shows the lowest accuracy (89.2%). Additionally,
QDA achieves the highest sensitivity (98.1%), whereas LDA exhibits superior specificity
(99.2%). In Task 6, SVM (Linear) maintains the highest accuracy (96.9%) while GNB scores
the lowest accuracy (92.5%). SVM (Linear) demonstrates the highest specificity (98.9%),
while RF and QDA excel in sensitivity (95.3%). In Task 7, lower performance scores are
presented across all models. LDA scored the highest accuracy (75.7%) while LR performed
the poorest (63.6%). In terms of specificity, LDA outperforms the other algorithms (87.8%),
whereas QDA achieves the highest sensitivity (81.1%).

Table 5 presents the results for the 2-class classification experiment, utilizing Fisher’s
score, which seem aligned with those based on PCA, but with slightly lower values. Accu-
racy is higher for Tasks 5 and 6 compared to Task 7. Furthermore, sensitivity percentages
are consistently higher than specificity across all tasks, indicating superior classification
ability for the Beginning of the training class. For Task 5, the best performing algorithm
is LR (93.6%) while QDA has the lowest performance (83.6%). Similarly, for Task 7, LR
achieves the highest accuracy (72.1%), while QDA the lowest one (52.9%). Lastly, SVM
(RBF) stands out as the best performing algorithm in Task 6, achieving an accuracy of
95.3%.
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Table 4. Mean performance comparison for 2-class classification based on PCA (Tasks 5, 6, and 7).
Best row-wise results are in bold.

Task Evaluation
Metric kNN LDA QDA LR GNB RF SVM

(Linear)
SVM
(RBF)

5
Accuracy 95.1 89.2 94.3 94.4 93.2 93.1 97.1 94.7
Specificity 95.0 99.2 90.6 95.6 95.3 94.6 98.6 98.1
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Table 5. Mean performance comparison for 2-class classification based on Fisher’s score (Tasks 5, 6,
and 7). Best results row-wise are shown in bold.

Task Evaluation
Metric kNN LDA QDA LR GNB RF SVM

(Linear)
SVM
(RBF)

5
Accuracy 90.7 91.4 83.2 93.6 91.9 92.6 92.8 92.8
Specificity 89.7 95.3 70.8 91.7 93.1 93.6 91.1 95.3
Sensitivity 91.7 87.5 95.6 95.6 90.8 91.7 94.4 90.3

6
Accuracy 93.9 92.8 82.2 95.1 91.8 94.4 94.6 95.3
Specificity 92.5 93.1 84.2 94.2 90.0 92.8 92.8 95.0
Sensitivity 95.3 92.5 80.0 96.1 93.6 96.1 96.4 95.6

7
Accuracy 63.3 70.8 52.9 72.1 55.0 68.5 71.9 67.9
Specificity 66.7 82.2 8.9 79.4 19.4 73.6 81.1 80.3
Sensitivity 60.0 59.4 96.9 64.7 90.6 63.3 63.1 55.6

Figure 3 presents the normalized confusion matrices for the most effective algorithm,
based on PCA, for the 2-class classification experiment. The matrices, which were generated
by summing the raw confusion matrices from the twenty folds, reveal better classification
performance for the End of the training class across all three tasks. The confusion matrices
of all other algorithms can be found in the Supplementary Materials, Figure S1.
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The results for the 3-class classification (Table 6) were produced following a specific
experimental protocol. Initially, the feature dimensionality was reduced using Fisher’s
score, resulting in 6–7 final features including the feature Trial number. Further reduction
was performed based on PCA, resulting in 4–6 principal components.
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Table 6. Mean performance comparison for 3-class classification (Tasks 5, 6, and 7). Best results
row-wise are shown in bold.

Task Evaluation
Metric kNN LDA QDA LR GNB RF SVM

(Linear)
SVM
(RBF)

5
Accuracy 89.9 96.3 94.8 94.8 94.0 85.7 95.7 90.8
Specificity 95.0 98.2 97.3 97.3 97.0 93.0 97.8 95.5
Sensitivity 90.0 96.3 94.7 94.7 94.0 85.9 95.7 91.0

6
Accuracy 90.9 95.9 91.7 91.7 94.4 86.5 94.4 91.7
Specificity 95.3 82.7 96.0 96.0 97.3 93.2 97.2 96.2
Sensitivity 90.7 96.0 92.0 92.0 94.6 86.4 94.3 92.0

7
Accuracy 81.0 99.7 78.6 78.6 98.7 82.5 98.8 93.6
Specificity 90.4 99.8 89.3 89.3 99.3 91.1 99.3 96.8
Sensitivity 80.7 99.7 78.6 78.6 98.7 82.1 98.7 93.7

Across all three tasks, accuracy consistently exceeds 80%, with the top-performing
algorithms achieving at least 96%. Once again, specificity outweighs sensitivity. Specifically,
for Tasks 5, 6, and 7, the best-performing algorithm is LDA, achieving accuracies of 96.3%,
95.9%, and 99.7%, respectively. LDA also shows the highest sensitivity in all three tasks
(96.3%, 96.0%, and 99.7%, respectively), and for Tasks 5 and 7, LDA achieves the highest
specificity (98.2% and 99.8%, respectively). In Task 6, the highest specificity is presented by
GNB (97.3%).

Figure 4 presents the normalized confusion matrices for the best-performing algo-
rithm for the 3-class classification experiment. Task 5 demonstrates superior classification
performance for the Middle of training class, while both the Middle of training and End of
training classes are perfectly classified in Task 7. In contrast, the Beginning of training class
shows better classification performance in Task 6. The confusion matrices of all of the other
algorithms can be found in Supplementary Materials, Figure S2.
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3.2. Regression Experiment

Table 7 shows the results for the regression experiments. For each technique, the MAE
is presented as mean ± SD (standard deviation) over the 20 test-set folds. In addition, the
table includes the MAE for fast learners (short training sessions) and slow learners (long
training sessions). The distinction was based on the total number of trials of the trainee
(NTi) with respect to the median number of trials (mdNT): for fast learners NTi < mdNT
and for slow learners NTi ≥ mdNT (mdNT = 23, 23, and 16 for Task 5, 6, and 7, respectively).
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Table 7. RNT prediction results (mean ± SD MAE) for the three surgical tasks and for all, short, and
long training sessions. The best MAE is shown in bold.

Task Algorithm MAE (All) MAE (Short) MAE (Long)

5

SVR (Linear) 5.7 ± 1.1 6.6 ± 2.7 4.9 ± 1.2
SVR (RBF) 5.4 ± 0.9 5.6 ± 2.1 5.3 ± 1.2
SVR (Poly) 5.8 ± 0.6 5.2 ± 1.1 6.5 ± 1.3

kNNR 6.6 ± 1.2 6.7 ± 2.1 6.4 ± 0.9
PolR 9.0 ± 5.0 9.2 ± 4.4 8.6 ± 6.0
LinR 5.8 ± 1.3 7.2 ± 3.0 4.7 ± 1.1
RF 5.5 ± 1.3 6.3 ± 2.7 4.8 ± 0.9

XGB 5.7 ± 1.2 6.7 ± 2.6 4.8 ± 1.0
LSTM 4.0 ± 1.1 2.6 ± 0.9 4.8 ± 1.7

Naïve approach 7.0 ± 1.1 8.3 ± 2.8 6.0 ± 2.6

6

SVR (Linear) 4.3 ± 0.8 4.8 ± 1.6 3.8 ± 1.0
SVR (RBF) 4.3 ± 0.7 4.2 ± 1.3 4.5 ± 1.1
SVR (Poly) 6.1 ± 0.9 5.4 ± 0.9 6.7 ± 1.3

kNNR 5.4 ± 0.6 5.4 ± 1.1 5.2 ± 0.7
PolR 4.9 ± 1.0 5.5 ± 2.1 4.3 ± 1.1
LinR 4.3 ± 0.8 4.9 ± 1.6 3.8 ± 1.0
RF 4.3 ± 0.6 4.6 ± 1.2 4.1 ± 0.9

XGB 4.7 ± 0.6 4.9 ± 1.4 4.1 ± 0.9
LSTM 3.6 ± 0.8 2.4 ± 1.0 4.6 ± 1.4

Naïve approach 5.5 ± 0.9 5.1 ± 1.6 5.9 ± 1.8

7

SVR (Linear) 4.0 ± 0.8 4.6 ± 1.4 3.4 ± 0.6
SVR (RBF) 3.6 ± 0.6 3.9 ± 1.1 3.2 ± 0.5
SVR (Poly) 4.1 ± 0.8 3.7 ± 0.8 4.4 ± 1.5

kNNR 4.7 ± 0.6 4.8 ± 0.9 4.5 ± 0.5
PolR 4.5 ± 1.1 5.0 ± 1.7 4.0 ± 1.2
LinR 3.9 ± 0.8 4.6 ± 1.5 3.3 ± 0.6
RF 3.8 ± 0.7 4.3 ± 1.3 3.3 ± 0.5

XGB 4.1 ± 0.7 4.8 ± 1.3 3.5 ± 0.6
LSTM 3.6 ± 0.7 2.8 ± 1.6 4.6 ± 1.6

Naïve approach 4.1 ± 1.0 5.0 ± 1.8 3.2 ± 1.1

Regarding the results for all training sessions, most of the ML algorithms show a MAE
value close to 5.4–5.8 for Task 5, 4.3–4.9 for Task 6, and 3.6–4.1 for Task 7. SVR shows the
best performance among the ML techniques with MAE = 5.4 (Task 5), 4.3 (Task 6), and 3.6
(Task 7). The naïve approach, which is based only on historical data, seems to have the
lowest performance for Task 5 (MAE = 7) and Task 6 (MAE = 5.5), whereas for Task 7, it
is almost comparable to the ML algorithms (MAE = 4.1). The LSTM model presents the
best performance against all other techniques with MAE = 4.0 (Task 5), 3.6 (Task 6), and 3.6
(Task 7). These values correspond to error percentages of 17.4% for Task 5, 15.7% for Task 6,
and 22.5% for Task 7, which are calculated based on the median number of trials for each
task as presented in Table 2.

For short training sessions, all ML algorithms exhibit an MAE similar to the MAE for
all training sessions (MAE = 5.2–6.3 for Task 5, MAE = 4.2–4.9 for Task 6, and MAE = 3.7–4.8
for Task 7). Again, SVR is the best performing ML algorithm with MAE = 5.2 (Task 5), 4.2
(Task 6), and 3.7 (Task 7). In contrast to all training sessions, the naïve approach shows the
lowest performance for Task 7 (MAE = 5.0), while for Task 5 (MAE = 8.3) and 6 (MAE = 5.1),
the performance is comparable to some ML algorithms. The LSTM model outperforms all
other algorithms with MAE = 2.6 (Task 5), 3.6 (Task 6), and 3.6 (Task 7) corresponding to
error percentages of 11.3% for Task 5, 15.7% for Task 6, and 22.5% for Task 7.

For long training sessions, most ML algorithms achieve MAE values close to 4.7–5.3
(Task 5), 3.8–4.6 (Task 6), and 3.2–4.0 (Task 7). The best performing algorithms for Tasks
5, 6, and 7 are LinR (MAE = 4.7; 20.4% error), LinR/SVR (MAE = 3.8; 16.5% error), and
SVR/Naïve (MAE = 3.2; 20.0% error), respectively. For Task 5, the LSTM model is slightly
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worse than LinR, whereas for Tasks 6 and 7, it is significantly worse than the best ML
models. However, as described previously, LSTM shows the best overall performance in all
three surgical Tasks, irrespective of the number of training trials.

3.3. Model Explainability

Given the superior performance of the ML models in the classification tasks, we moved
a step further toward explaining the overall models’ behavior and prediction outcomes via
explainable artificial intelligence (XAI). XAI refers to techniques that provide human users
with the ability to comprehend and derive rational decisions about the overall performance
of an AI model, the intrinsic mechanisms of which are very hard to explain (i.e., black box),
as well as on individual predictions. The ultimate outcome of XAI techniques is commonly
in the form of graphs due to their easily human-readable format and straightforward
interpretation.

For the sake of simplicity and easy interpretation of the XAI outcome, we focused on
explaining the best performing model for each surgical task (LR for Tasks 5, 7, and SVM for
Task 6) regarding the binary classification scheme (i.e., Beginning vs. End of training) using
only the ‘best features’ (based on Fisher’s score).

In this study, the SHapley Additive exPlanations (SHAP) was employed [32], which is
a model-agnostic XAI method based on the game theoretically optimal Shapley values [33].
The goal of SHAP is to explain the prediction of an instance by computing the contribution
of each feature to the prediction. Features with large absolute Shapley values are important.
Although the technique provides a Shapley value φ(i) for any instance x(i), one can obtain
the global importance of each feature by averaging the absolute Shapley values, as follows:

Ij =
∑n

∣∣∣φ(i)
j

∣∣∣
n

, (3)

where Ij essentially denotes the average impact on model output magnitude with respect to
feature j (i.e., feature importance) and n is the total number of feature values (i.e., instances)
on the dataset evaluated.

Figure 5a–c shows a bar plot for each task where the best 6–7 features are ranked
in descending order according to their impact on model decisions (i.e., global feature
importance ranking). The feature names presented in Figure 5 are abbreviated, while full
feature names can be found in Table 3. For Task 5, the top 3 features are Economy of
movement—grasper, Number of movements of left instrument, and Relevant path length—
clipper. For Task 6, the top 2 features are Economy of movement—left instrument and
Number of movements of right instrument. For Task 7, the top feature is Trial Number.
It is obvious that as trainees gain more experience, the variation in the performance
metric values decreases. As a result, fewer features can differentiate between classes
and significantly influence the classification process (i.e., Task 7: only one feature has
substantial impact).

Figure 5d–f presents a summary plot for each task, combining both the feature im-
portance and the effects of each feature across the entire dataset. The x-axis represents
the Shapley values of each feature (y-axis) along with a color bar where each dot is col-
ored based on its value (high or low). A Shapley value less than 0, equal to 0, or greater
than 0 corresponds to a negative contribution, no contribution, and positive contribution,
respectively. For Task 5, a trial will most likely be classified as End of training when the
trainee uses both the clipper and the grasper close to the ideal (shortest) path length (high
values for EOM-G and low values for RPL-C) and when the left instrument is only moved
when necessary (low values for #Move-L). In Task 6, the same kinematic patterns are
followed and therefore a trial is classified as End of training when the trainee moves the left
instrument along the shortest distance (high values for EOM-L) and the right instrument is
moved only a handful of times (low values for #Move-R). For Task 7, high values for TN
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correspond to the End of training while other features do not present a clear separation
between the two training stages.
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4. Discussion

In this study, we propose three distinct experiments to evaluate the progress of surgical
skill acquisition by students who train on a laparoscopic VR simulator. For the first two
experiments, we focus on the classification of the trainees’ trials at different stages of
surgical training: a 2-class classification (Beginning vs. End) and a 3-class classification
(Beginning vs. Middle vs. End). Moreover, a regression model was evaluated to predict the
remaining number of trials a student needs to successfully complete a training task.

Most of the ML algorithms used in the 2-class classification experiment presented
accuracy percentages close to 80–98% (based on PCA) and 70–92% (based on Fisher’s score),
showing a high-quality classification performance. The best-performing algorithm is SVM
with the highest achieved accuracy of 97.1% (Task 5, based on PCA). After examining the
results, it is evident that Task 7 presents the lowest accuracy, mainly due to the students’
familiarity and extensive practice with the VR simulator across the previous six tasks.
By the time the trainees reach Task 7, they have successfully completed Tasks 1 through
6, hence acquiring more skills that are essential for the successful completion of Task 7
(such as eye-hand coordination, depth perception, bimanual skills, laparoscopic orientation,
and instrument manipulation). Consequently, there is a small difference between the
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performance metrics in the Beginning vs. the End of their training on this task. Moreover,
when comparing results between the two-dimensionality reduction methods, PCA provides
better results than Fisher’s score. This was expected due to the way that these techniques
operate: PCA combines features while Fisher’s score ranks them before selection, resulting
in a greater loss of variance. Moreover, the performance at the End of the training class is
better probably due to the similar performance metrics achieved when trainees approach
the successful completion of the task.

For 3-class classification, LDA emerges as the top-performing algorithm (99.7%, Task
7), excelling not only in accuracy but also in specificity and sensitivity across all three tasks.
Contrary to the trends observed in the 2-class classification, Task 7 demonstrates the highest
scores. This can be attributed to the inclusion of the ‘Trial number’ feature, which was also
highlighted by the Fisher’s score metric.

Regarding the regression experiment, the SVR variants outperformed the other ML
models. However, the LSTM model outperformed all ML models in Tasks 5 (MAE = 4)
and 6 (MAE = 3.6) while in Task 7, its performance was similar to SVR (MAE = 3.6). These
findings denote a promising performance that is also similar to that in other prediction tasks,
such as the prediction of remaining duration in surgical operations [31]. In contrast, the
naïve approach performed poorly in Tasks 5 and 6 except for Task 7 where its performance
was almost comparable to that of the ML algorithms (MAE = 4.1). When comparing the
results for all, short, and long training sessions, the performance of the ML algorithms is
similar in all cases, and the same applies to the naïve approach. In contrast, the LSTM
model shows a clearly superior performance in shorter training performances (fast learners)
compared to the longer ones (slow learners). This is due to its ability to better capture the
variation in the trainee’s performance metrics for a small number of trials whereas, for each
ML model, the input is based solely on the current trial of the trainee.

Besides the evaluation of models’ performance, we leveraged techniques from the
XAI domain to obtain a better understanding of the model prediction output and further
interpretation of the key features involved in surgical skill acquisition. In Tasks 5 and 6,
kinematic metrics (i.e., path length, number of movements) have the greatest impact on the
model’s prediction while goal-oriented features do not influence the final decision. This
outcome is logical because, even though trainees achieve the task goals in every trial, they
do not always do so in the optimal way, which is the primary objective of the training
process. Thus, for both tasks, a trainee is likely to be classified at the End of training if
they move the instruments along the optimal (shortest) path, avoiding any unnecessary
movement. For Task 7, neither kinematic nor goal-specific metrics have any impact on
the classification. This suggests little difference between performance metric values for
the two classes, which is expected because, as mentioned above, trainees have acquired
many surgical skills that they can put into practice. Consequently, the models were able to
classify the students’ trials based solely on the ‘Trial number’ feature.

Despite the study’s findings, some limitations must be addressed. First, the dataset
includes training trials from 23 medical students, which may not fully capture the variability
in surgical skill acquisition. Second, the study focuses on basic training tasks rather than
procedural skills where surgical maneuvers may be more complex. To enhance VR training
and ML-based assessment, it would be beneficial to include the Objective Structured
Assessment of Technical Skill (OSATS) score in order to provide further insight on how
well the ML models’ outputs correlate with expert opinions [34]. However, this was not
feasible in the current study due to the large number of trials (total number = 1253) and
mostly, the inability to have access to the video recordings of the trainees’ trials.

Moreover, testing the models in a non-virtual environment would be useful to further
validate their effectiveness. However, previous studies using video-based ML assessment
were unable to extract performance metrics comparable to those automatically provided by
VR simulators [28]. Although some studies have successfully utilized kinematic features
to provide valuable insights, these approaches often lack the detailed metrics available in
VR environments, particularly those related to interaction events (e.g., number of clipping
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attempts, cutting maneuvers, etc.) [6]. Reaching this level of detail through video analysis
would require manual observation and recording of each event, an impractical solution
due to the significant human annotation workload involved.

In future research, we aim to address these limitations by implementing several
enhancements. First, we plan to include follow-up assessments involving postgraduate
students, residents, and expert surgeons performing both procedural tasks and full surgical
procedures. This will help validate the skills acquired and enable better generalization
of our findings. Furthermore, we intend to incorporate both performance metrics and
video data from training sessions. Additionally, we aim to extend the study by using
vision-based feature extraction through deep learning techniques, ultimately developing
a multi-input fusion deep learning model, a method that has shown promising results in
similar research [13].

Overall, the findings presented in this work are promising for all three experiments.
The created models could be used in real-life scenarios, such as training rooms, to provide
an automated form of assessment for each trainee individually. With the help of XAI to
guide professors, students will be provided with an insight into how their skills are evolving
with each trial on the VR simulator, elevating the overall quality of surgical education.
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//www.mdpi.com/article/10.3390/app14219677/s1, Table S1: Performance metrics for Tasks 5, 6,
and 7; Figure S1: Color-coded confusion matrices (%) for all algorithms, except the best ones shown
in the paper, for the 2-class classification experiment based on PCA (Tasks 5, 6, and 7); Figure S2:
Color-coded confusion matrices (%) for all algorithms, except the best ones shown in the paper, for
the 3-class classification experiment (Tasks 5, 6, and 7).
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