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Abstract: As Deep Neural Networks (DNNs) continue to increase in complexity, the computational
demands of their training have become a significant bottleneck. Low-precision training has emerged
as a crucial strategy, wherein full-precision values are quantized to lower precisions, reducing com-
putational overhead while aiming to maintain model accuracy. While prior research has primarily
focused on minimizing quantization noise and optimizing performance for specific models and
tasks, a comprehensive understanding of the general principles governing low-precision compu-
tations across diverse DNN architectures has been lacking. In this paper, we address this gap by
systematically analyzing the factors that influence low-precision matrix computations, which are
fundamental to DNN training. We investigate three critical factors—accumulation in matrix cal-
culations, the frequency of element usage, and the depth of matrices within the model—and their
impact on low-precision training. Through controlled experiments on standard models, as well
as customized experiments designed to isolate individual factors, we derive several key insights:
layers with higher accumulation and matrices with lower usage frequencies demonstrate greater
tolerance to low-precision noise, without significantly compromising the stability of model training.
Additionally, while the depth of matrices influences the stability of matrix operations to some extent,
it does not have a noticeable effect on the overall training outcomes. Our findings contribute to the
development of generalizable principles for low-precision training, offering a systematic framework
applicable across various DNN architectures. We provide empirical evidence supporting the strategic
allocation of training bit-widths based on the analyzed factors, thereby enhancing the efficiency and
effectiveness of DNN training in resource-constrained environments.

Keywords: low-precision training; quantization noise; matrix computations; training efficiency;
accumulation; frequency; depth

1. Introduction

The training of Deep Neural Networks (DNNs) is inherently computationally intensive,
demanding substantial time and memory resources [1,2]. For instance, training a large
language model with 175 billion parameters requires approximately 1000 A100 GPUs
(80 GB) running continuously for 33 days, while autonomous driving systems need to
process up to 1.5 TB of sensor data per hour. As the complexity of these models continues
to grow, so too does the need for strategies that can mitigate the associated computational
overhead without compromising the quality of the resulting models. This pursuit has
driven the development of various techniques, among which quantization training stands
out as a pivotal approach. This technique is particularly vital in enabling the deployment
of sophisticated models on platforms with limited resources, such as mobile devices (with
typically 4–8 GB RAM) and embedded systems [3–5]. Quantization involves transforming
high-precision models into their low-precision counterparts, thereby facilitating faster
computations, reducing memory footprint, and making DNNs more accessible for real-time
applications and energy-efficient environments.
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However, this transformation is not without its challenges. The inherent trade-off
between precision and performance remains a significant concern, as the process of quan-
tization inevitably introduces noise, which can degrade model accuracy if not carefully
managed. This trade-off highlights the delicate balance that must be struck between re-
ducing computational demands and maintaining the integrity of the model’s predictions.
The challenge is further compounded by the diverse architectures and varying compu-
tational characteristics of different DNN models, which makes it difficult to develop a
one-size-fits-all solution.

In recent years, considering the diverse computational characteristics across different
DNN layers, mixed-precision training—which flexibly allocates different bit-widths to
different layers based on low-precision training—has emerged as a promising research
direction. Many studies treat the bit-width of each layer as a hyperparameter of the model
and determine appropriate bit-widths through Quantization-Aware Training (QAT) [6,7].
However, this approach primarily focuses on obtaining reasonable mixed-precision in-
ference models without optimizing the DNN training process. Common methods for
optimizing DNN training typically require in-depth analysis of the training process and
treat bit-width selection as an optimization problem [8–10], or employ specially tailored
data formats and optimization strategies [11–13]. While these strategies enable more
fine-grained trade-offs between computational resources and model accuracy, particularly
suitable for energy-efficient scenarios, they often lack universality despite performing
well on specific tasks. This makes them challenging to adapt to emerging models and
architectures, or they require complex analysis processes with substantial optimization
overhead and difficulty. With the rapid advancement of deep learning technology and
increasing diversity and complexity of model architectures, there is an urgent need for
mixed-precision training techniques that offer broad applicability and can quickly and
efficiently adapt to different models.

To discover universally applicable mixed-precision training strategies across different
DNN architectures, a systematic investigation of the patterns affecting low-precision train-
ing effectiveness is essential. Rather than greedily minimizing low-precision errors during
training or pursuing optimization for specific tasks, our paper approaches the problem
from the perspective of low-precision matrix computations in DNN training, analyzing
how matrices with different characteristics affect computational results under low-precision
quantization. By examining three key factors—the number of accumulations in matrix cal-
culations, element usage frequency, and the depth of matrices within the model—we reveal
how these factors influence model convergence and stability under various low-precision
training configurations, and explore the underlying universal patterns. We design and
implement a series of comparative experiments, including both typical DNN model experi-
ments and customized experiments aimed at isolating individual factors. Through these
experiments, the following key patterns emerge: First, layers with higher accumulation
counts and matrices with lower usage frequencies demonstrate greater tolerance to low-
precision quantization noise without significantly impacting model training effectiveness.
Second, while matrix depth influences the stability of matrix operations to some extent, its
impact on overall training results is relatively minimal. These universal patterns eliminate
the need for detailed analysis and optimization of computational processes, facilitating
efficient DNN training and deployment.

Our contributions in this work are twofold. First, we provide a systematic analysis
of the impact of quantization noise on various computational factors within DNNs. This
analysis offers a theoretical framework that can guide the implementation of low-precision
training strategies across different models, ensuring that these strategies are both effective
and adaptable. Second, we introduce a set of generalizable principles for low-precision
training that can be readily applied to a wide range of DNN architectures. By addressing
the need for a universally applicable and theoretically grounded approach to low-precision
training, our work paves the way for more efficient and effective deep learning models that
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are capable of meeting the demands of modern applications while operating within the
constraints of limited computational resources.

2. Related Work
2.1. Quantization

Quantization has emerged as a fundamental technique in deep learning, particu-
larly for reducing model size and accelerating inference in resource-constrained environ-
ments [14]. This approach involves representing weights and activations with fewer bits,
thereby compressing the model while striving to preserve its accuracy [15–18]. By re-
ducing the precision of the numerical representations, quantization decreases both the
memory footprint and the computational demand, making it possible to deploy sophisti-
cated models on devices with limited computational resources, such as mobile phones and
embedded systems.

The exploration of quantization techniques has led to the development of several
innovative methods. Early approaches, such as binary and ternary weight networks [19,20],
have shown that substantial model compression can be achieved with minimal performance
degradation. These methods rely on the observation that high-precision weights often
contain significant redundancy, which can be reduced without severely impacting the
model’s ability to make accurate predictions.

Furthermore, research has expanded into various forms of quantization, such as
uniform and non-uniform quantization [21,22]. Uniform quantization assigns equal spacing
between quantization levels, making it straightforward to implement, while non-uniform
quantization allows for more flexible and efficient use of bit-widths by adapting to the
distribution of the model’s parameters. Techniques like mixed-precision quantization have
also been developed, where different parts of the network are quantized to different levels
of precision depending on their sensitivity to quantization noise. This not only helps in
maintaining accuracy but also optimizes the computational efficiency of the model.

2.2. QAT

Quantization-Aware Training (QAT) represents a significant evolution in the applica-
tion of quantization techniques within the training process of deep neural networks. Unlike
post-training quantization, where the model is quantized after being fully trained, QAT
integrates quantization into the training loop itself, allowing the model to learn how to
cope with the reduced precision from the outset [3,10,23–25]. This approach ensures that
the final model is better adapted to low-precision hardware, potentially leading to smaller
and faster models that do not sacrifice accuracy [26].

The core idea behind QAT is to simulate the effects of quantization during training
by quantizing the weights and activations in each forward pass while maintaining full
precision during the backward pass [27]. This process allows the network to learn to be
robust to the quantization process, effectively “pre-conditioning” it for deployment on low-
precision hardware. The pioneering work demonstrated that by integrating quantization
into the training process, models could be optimized for efficient integer arithmetic during
inference, significantly reducing the computational overhead [4].

Recent advancements in QAT have focused on enhancing its flexibility and robustness.
Techniques such as stochastic rounding have been introduced to mitigate the impact of
quantization noise by randomly rounding the weights and activations, which helps in
maintaining the gradient flow during training. Additionally, researchers have developed
methods to adaptively adjust the quantization parameters, such as the bit-widths, during
training based on the model’s performance [6,28]. This dynamic adjustment allows for a
more fine-grained control over the trade-off between model size and accuracy, making QAT
applicable to a wider range of models and tasks [29].

Moreover, QAT has been extended to support mixed-precision training, where differ-
ent layers of the network are trained at different precision levels based on their sensitivity to
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quantization [30–32]. This approach allows for more efficient use of the available bit-widths,
enabling the training of larger models on the same hardware [33].

2.3. FQT

Full Quantization Training (FQT) represents the next frontier in the evolution of quan-
tization techniques, where not only the weights and activations but also the gradients are
quantized during the training process [34–41]. This comprehensive approach to quanti-
zation aims to fully leverage the benefits of low precision throughout the entire training
process, potentially leading to significant improvements in both training efficiency and
model deployment [13].

The primary motivation behind FQT is to extend the benefits of low precision to
the backward pass of training, where gradients are calculated and used to update the
model’s weights. By quantizing gradients, FQT reduces the memory bandwidth and
computational requirements of training, which can be particularly beneficial for large-
scale models trained on distributed systems [42]. However, this approach also introduces
additional challenges, particularly in terms of numerical stability, as low-precision gradients
can lead to inaccuracies in the weight updates, potentially hindering the convergence of
the model [8].

To address these challenges, FQT methods often employ a variety of techniques to
stabilize the training process. For example, dynamic scaling of gradients is a common
approach, where the gradients are scaled to a higher precision during critical stages of
training to prevent numerical errors [43,44]. Additionally, gradient clipping is frequently
used to limit the range of gradient values, reducing the risk of instability during training.
These techniques are crucial for ensuring that FQT can achieve competitive performance
while maintaining the efficiency benefits of low-precision training.

Recent research in FQT has also explored the use of mixed-precision training, where
different parts of the network are trained with different levels of precision [9,45]. This
approach allows for a more flexible and adaptive training process, where the precision can
be adjusted based on the specific needs of each layer or operation within the network [46].

3. Low Precision in Matrix Calculations

The training process of DNNs relies on matrix computations. Prior work has pre-
dominantly focused on reducing low-precision noise during computations or adapting
to low precision in training to optimize a set objective, without summarizing patterns
specific to the operational characteristics of different matrices [47]. In this section, we
focus our analysis on three factors: accumulations in Matrix Calculations (Section 3.1),
frequency of elements in the matrix are used (Section 3.2), and depth of matrix in DNN
(Section 3.3). Through experimentation as shown in Figure 1, we analyze the Euclidean
distance between results and ground truth values under different factors, trying to uncover
the underlying regularities.

fp32 fp32

4-bit / 
2-bit

Ground 
truth

resultfp32

quan
Distance average / 

variance

Adjusting matrix properties 
and performing 

computations respectively

Figure 1. Framework of our matrix computation experiments.

3.1. Accumulation in Matrix Calculations

For DNNs, the computations involved in the model are typically realized through
matrix multiplications. Consider the multiplication of two matrices of real numbers, r1
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and r2, with their product represented by r3 = r1r2 calculated in full precision (FP32). We
denote the entries of each of these matrices rα (α = 1, 2 or 3) and the elements in it as r(i,j)α .
In the quantization calculation, quantization errors ϵ1 and ϵ2 are added to r1 and r2. At this
time, the calculation of elements in rq,3 can be written as

r(i,k)q,3 =
N

∑
j=1

(r(i,j)1 + ϵ
(i,j)
1 )(r(j,k)

2 + ϵ
(j,k)
2 ) (1)

which can be rewritten as

r(i,k)q,3 =
N

∑
j=1

r(i,j)1 r(j,k)
2 +

N

∑
j=1

r(i,j)1 ϵ
(j,k)
2 +

N

∑
j=1

ϵ
(i,j)
1 r(j,k)

2 +
N

∑
j=1

ϵ
(i,j)
1 ϵ

(j,k)
2 (2)

The first term in the Formula (2) is equal to the value calculated in full precision, and
the last three terms are errors caused by low-precision quantization. A direct idea is to
reduce the impact of the last three items on the calculation as much as possible.

Let us take the term ∑N
j=1 r(i,j)1 ϵ

(j,k)
2 as an example. Since r1 is a matrix and ϵ2 represents

the noise of another matrix, they are mutually independent. Therefore, E(r1ϵ2) = E(r1) ·
E(ϵ2). In the training of DNNs, low-precision quantization errors can be regarded as
random errors with a mathematical expectation of zero, i.e., E(ϵ2) = 0. Consequently,

the mathematical expectation of ∑N
j=1 r(i,j)1 ϵ

(j,k)
2 , denoted as E

[
∑N

j=1 r(i,j)1 ϵ
(j,k)
2

]
, equals 0.

However, when the sample size is relatively small, the sample values may not necessarily
converge to their mathematical expectation. Thus, only when N is sufficiently large can
this term approach 0. The same principle applies to ∑N

j=1 ϵ
(i,j)
1 r(j,k)

2 and ∑N
j=1 ϵ

(i,j)
1 ϵ

(j,k)
2 .

In DNN training, various matrices of different size are required to perform multiplica-
tion operations. Figures 2 and 3 illustrate the accumulation count of elements involved
in computations across different layers for models based on ResNet-50 and Transformer,
respectively. It is evident that in DNN computations, there is a significant disparity in
the number of elements participating in calculations along the model, suggesting that the
tolerance for low-precision noise also varies considerably.
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Figure 2. The accumulation in matrix calculations and the frequency of elements in matrix used for
layers of ResNet-50.

IN
PU

T

O
U

TP
U

T

6,1446,144

Figure 3. The accumulation in matrix calculations and the frequency of elements in matrix used for
Transformer-based model.
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We employ 50 random experiments for our observations: As shown in Figure 1, ini-
tially, we perform matrix multiplication using full precision, and we consider the outcome
as the ground truth. Subsequently, we quantize one of the matrices to low precision
(i.e., 4-bit and 2-bit) and carry out the same multiplication operation, recording the average
distance of each element in the computed result from its corresponding element in the
ground truth. To examine the impact of the accumulation count of elements involved in
the computation, we alter the matrix size to progressively increase the number of elements
(from 9 to 2304, from the same distribution) participating in the matrix calculation, and
sequentially document the distance between the computed results and their ground truth
at this time.

Figure 4 illustrates that regardless of the bit-width (4-bit or 2-bit), the distance intro-
duced by low precision consistently decreases as the number of elements increases. More
importantly, the variance of the distance significantly improves, indicating a more stable
computation, which is highly beneficial for the convergence of DNN training.
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Figure 4. Distance and variance with increasing number of accumulation.

3.2. Frequency of Elements in the Matrix Used

When calculating r3 = r1r2, the elements of r3 are obtained by multiplying the rows of
matrix r1 with the columns of matrix r2 and then summing the results. In the process of
computing r3, it is noted that the elements in matrices r1 and r2 are utilized with different
frequencies, which is related to the dimensions of the matrices being multiplied, e.g., when
the number of columns in r2 is less than the number of rows in r1, matrix r2 is accessed
more frequently.

For the convenience of analysis, we assume that matrix r1 is an M × N matrix, and
r2 is an N × 1 matrix. In this case, the elements obtained from the low-precision matrix
multiplication r3 in Equation (2) can be represented as

r(i,1)q,3 =
N

∑
j=1

r(i,j)1 r(j,1)
2 +

N

∑
j=1

r(i,j)1 ϵ
(j,1)
2 +

N

∑
j=1

ϵ
(i,j)
1 r(j,1)

2 +
N

∑
j=1

ϵ
(i,j)
1 ϵ

(j,1)
2 (3)

In Equation (3), it is evident that the quantization noise from the two matrices has
distinct impacts: the quantization noise in r(i,1)2 affects all elements in r3 (for any i), while

the quantization noise in r(i,j)1 only influences the i-th row of elements in r3.
We adopt a methodology similar to that described in Section 3.1. In our matrix

multiplication operations (Figure 1), we incrementally increase the size of one matrix
(from the same distribution) to reduce the usage frequency of each element within the
multiplication (from 512 to 9). We utilize the results computed in full precision as the
ground truth and compare the average distance of each element between the low-precision
computation results and the ground truth under different usage frequencies. Additionally,
we analyze the fluctuation of these distances across multiple experiments.

As shown in Figure 5, the graph demonstrates the impact of quantization as matrix
usage frequency decreases. For both 4-bit and 2-bit quantization, while the distance
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metrics (solid lines) remain relatively stable, there are notable differences in their absolute
values, with 2-bit quantization showing consistently higher distances. This indicates a
greater loss in precision with lower-bit quantization. The most striking observation is the
significant downward trend in variance (dashed lines) as frequency decreases. This trend
is particularly pronounced in the logarithmic scale of variance, suggesting that matrices
with lower usage frequencies exhibit better tolerance to quantization noise. This enhanced
tolerance contributes positively to the numerical stability during model training, making
these matrices more suitable candidates for aggressive quantization strategies.
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Figure 5. Distance and variance with decreasing number of frequency.

In DNN computations, due to the significant difference in the usage frequency of differ-
ent matrices (as depicted in Figures 2 and 3), the impact of quantization on each matrix also
varies. Matrices that are frequently used have a more extensive error impact. Consequently,
the quantization errors are amplified with the increased usage of these matrices.

3.3. Depth of Matrix in DNN

In DNNs, layers situated at varying depths are tasked with unique functions. Shallow
layers are typically charged with the initial extraction of rudimentary features from input
data, such as discerning edges and textures [48]. In contrast, deeper layers delve into the
extraction of more sophisticated and abstract features [49–52]. Furthermore, the sequential,
layer-wise computation inherent in both the forward and backward propagations of DNNs
means that quantization noise emerging from one layer has the potential to propagate,
thereby influencing subsequent computational steps [8,10]. Building on this understanding,
we posit that the depth at which low-precision matrix computations are performed could
similarly impart diverse effects on the training process.

We also employ 50 independent experiments for observation (Figure 1). We set up
three matrices of identical dimensions and perform matrix multiplication with the input
sequentially, using the results as the ground truth. Subsequently, we apply low-precision
quantization to each of these matrices and observe the impact of quantizing different
matrices under the same quantization scheme on the final results. We then analyze the
distance from the ground truth and the variance of this distance.

As shown in Figure 6, the graph illustrates the effects of quantization across different
network depths. The distance metrics for both 4-bit and 2-bit quantization maintain
relatively consistent values as depth increases, with 2-bit quantization consistently showing
higher distance values. This stability in distance metrics suggests a certain “self-correction”
capability within deeper networks. The variance exhibits a gradual declining trend with
increasing depth, with higher variance observed in shallower layers. This observation
is particularly significant as it indicates that quantization in shallow layers has a more
substantial impact on computational stability compared to deeper layers. This finding
has important implications for quantization strategy design, suggesting that more precise
quantization approaches should be applied to shallow network layers to ensure overall
computational stability.
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4. Experimental Results on DNNs

In Section 3, we analyze the impact of the three factors on computation through simple
matrix multiplication. However, DNNs are complex, interrelated networks, making it
necessary to examine the influence of these factors on mixed-precision training within
actual DNN models.

In this section, we empirically validate the impact of the three factors on the training
bit-width utilized by layers: (a) accumulation in matrix calculations, (b) frequency of
elements in matrix utilization, and (c) depth of matrix within DNNs. We initially present
our experimental setup in Section 4.1, with a focus on the methodology of comparative
experiments. Subsequently, in Section 4.2, we exhibit comprehensive experimental results
on commonly used models. And in Section 4.3, we design customized models that separate
the three factors to observe the impact on training.

4.1. Experimental Setup

Models and datasets. We train the AlexNet network [53], ResNet [54], and MobileNet-
V2 [55] on the CIFAR-10/100 [56] and the ImageNet [57]. Additionally, for language
modeling tasks, we train the Transformer model [58] on the WikiText-103 [59] and the
LSTM model [60] on the PTB [61].

Training settings. We utilize the standard training setting in all our experiments,
including epoch, batch size, momentum, learning rate, and other hyperparameters. Specifi-
cally, we follow SOTA settings in [62] for CIFAR-10 and [54] for ImageNet. We follow [63]
for Transformer on WikiText-103 and [64] for LSTM on PTB. We opt to implement the
GMMLOWP quantization scheme, which is extensively documented in Google’s open-
source repository [4]. Our experiments are based on the classic low-precision training
framework presented in [34], which has demonstrated comparable performance to full
precision across various models and tasks using uniform low-precision. For instance, when
training ResNet-50 on ImageNet, the accuracy degradation is less than 1% compared to
its full precision counterpart. Our code adjusts the bit width based on the open-source
repositories [34] and CPT method [46]. To mitigate the influence of stochastic elements in
our experiments, the results are averaged over four runs.

Precision settings. In our experiments, we investigate the impact of weight quantiza-
tion on training. We compress the weights of different layers to various bit-widths and train
the models to observe the final training performance. Referring to Section 3, we establish
three comparative factors:

• A: The training bit-width is set based on the number of Accumulations in matrix
multiplication during computation.

• F: The training bit-width is set based on the Frequency with which elements in the
matrix are used during computation.

• D: The training bit-width is set based on the Depth of the matrix within the model.

Concurrently, we establish the following four strategies for bit-widths of layers:
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• U: Regardless of the variations in the comparative factors, assign the same training
bit-width to all layers (the method proposed in [34]).

• C+: Set the training bit-width according to the comparative factors, with a positive
correlation to the comparative factors.

• C−: Set the training bit-width according to the comparative factors, with a negative
correlation to the comparative factors.

• R: Randomly assign training bit-widths to each layer.

Since higher bit-widths typically provide more accurate numerical representations while
simultaneously increasing model size, we conduct comparative experiments using similar
bit-width ranges and model sizes to ensure fair comparisons between different strategies.

4.2. Performance on Commonly Used Models

We conduct comparative experiments, focusing on three factors and training DNNs
using four different training strategies based on each factor, recording the final model’s test
accuracy/perplexity. Table 1 presents our experimental results, from which the following
can be observed:

(1) There is a strong correlation between the accumulation in matrix computations
and the capability to withstand quantization noise. Layers with a higher number of
accumulations consistently achieved the best test performance when employing a lower
training bit-width. This finding validates the analysis from Section 3.1, which suggests
that layers with a larger number of accumulations can tolerate greater quantization noise,
meaning they can effectively use lower training bit-widths, whereas layers with fewer
accumulations require higher training bit-widths. Furthermore, in the case of MobileNet-
V2, when the network width is reduced to half of its original size, the impact of correlation
becomes more pronounced. As MobileNet-V2 is inherently a parameter-efficient model,
it engages a relatively small number of parameters in computation. Once the model
is narrowed, this leads to a further reduction in the aggregate quantity of parameters,
consequently resulting in a significant decrease in accuracy. Additionally, the model
becomes more sensitive to the effects of correlation.

(2) The frequency of elements in a matrix are used also correlates with the ability to
resist quantization noise. Identical levels of quantization noise added to layers with lower
usage frequencies often lead to superior training results. Even when optimal outcomes
are not achieved for some tasks, the performance is still significantly better than with the
opposite bit-width configuration strategy. This corroborates the analysis from Section 3.2,
indicating that quantization noise in layers with higher usage frequencies has a more
detrimental effect on training.

(3) In the context of CNN models, a decrement in the training bit-width at each layer
with increasing depth yields improved outcomes. In contrast, for Transformer and LSTM
models, such a trend is not evidently correlated. However, for CNN models, the trends
in depth and usage frequency are same (as shown in Figure 2), resulting in completely
consistent final outcomes, indicating a need for further analysis.

Reducing model size is also a significant benefit of low-precision quantization. Table 2
lists the sizes of some experimental models from Table 1. It can be observed from Table 2 that
for CNN models (ResNet-20/ResNet-50 on CIFAR-10/ImageNet), higher test accuracy does
not require an increased model size. In fact, an appropriate bit-width allocation strategy
can achieve greater accuracy with a reduced model size. In the case of the Transformer
model, the sizes of the models with different bit-width allocation strategies do not differ
significantly; however, a well-considered allocation strategy can lead to improved accuracy.
Combining the observations from Tables 1 and 2, it is clear that different bit-width settings
have a discernible impact on training. A judicious configuration strategy can effectively
balance the reduction of model size while maintaining high accuracy.
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Table 1. Final training performance corresponding to bit-width strategies set according to the different
factors. For instance, the value 85.51 in the second row and fifth column indicates that, with a positive
correlation between the number of accumulations in matrix calculations and the computational bit-
width (where higher accumulation counts in matrix operations correspond to a higher bit-width), the
resulting test accuracy is 85.51 (‘Acc-A/Acc-F/Acc-D’ denotes the controlled factor is Accumulation
in matrix calculations/Frequency of elements in matrix be used/Depth of Matrix in DNN). α is the
width multiplier defined in [65].

Model Dataset #Bit Strategy Acc-A Acc-F Acc-D

AlexNet CIFAR-10 6 U 85.46 85.46 85.46
AlexNet CIFAR-10 4 to 8 C+ 85.51 85.88 85.27
AlexNet CIFAR-10 4 to 8 C− 86.00 85.27 85.88

ResNet-20 CIFAR-10 6 U 91.51 91.51 91.51
ResNet-20 CIFAR-10 4 to 8 C+ 91.09 91.57 91.02
ResNet-20 CIFAR-10 4 to 8 C− 91.64 91.02 91.57

ResNet-20 CIFAR-100 6 U 68.40 68.40 68.40
ResNet-20 CIFAR-100 4 to 8 C+ 68.37 68.60 68.33
ResNet-20 CIFAR-100 4 to 8 C− 68.71 68.33 68.60

ResNet-50 ImageNet 6 U 76.30 76.30 76.30
ResNet-50 ImageNet 4 to 8 C+ 75.92 76.45 76.11
ResNet-50 ImageNet 4 to 8 C− 76.56 76.11 76.45

MobileNet-V2 ImageNet 6 U 66.45 66.45 66.45
MobileNet-V2 ImageNet 4 to 8 C+ 65.19 66.67 64.31
MobileNet-V2 ImageNet 4 to 8 C− 66.79 64.31 66.67

MobileNet-V2 (α = 0.5) ImageNet 6 U 55.61 55.61 55.61
MobileNet-V2 (α = 0.5) ImageNet 4 to 8 C+ 53.47 55.67 53.06
MobileNet-V2 (α = 0.5) ImageNet 4 to 8 C− 55.85 52.13 55.67

Transformer WikiText-103 7 U 32.30 32.30 33.09
Transformer WikiText-103 6 to 8 C+ 33.89 31.57 32.53
Transformer WikiText-103 6 to 8 C− 31.60 33.55 31.30

2-LSTM PTB 7 U 97.98 97.98 97.98
2-LSTM PTB 6 to 8 C+ 98.46 97.84 97.91
2-LSTM PTB 6 to 8 C− 97.21 97.88 98.00

Table 2. Model size (MBit) corresponding to bit-width strategies set according to the different factors.
For instance, the value 216 in the third row and fifth column indicates that, with a positive correlation
between the number of accumulations in matrix calculations and the computational bit-width (where
higher accumulation counts in matrix operations correspond to a higher bit-width), the size of the
quantized model is 216 MBit (‘Size-A/Size-F/Size-D’ denotes the controlled factor is Accumulation
in matrix calculations/Frequency of elements in matrix be used/Depth of Matrix in DNN).

Model Dataset #Bit Strategy Size-A Size-F Size-D

ResNet-20 CIFAR-10/100 6 U 1.12 1.12 1.12
ResNet-20 CIFAR-10/100 4 to 8 C+ 1.08 1.05 1.20
ResNet-20 CIFAR-10/100 4 to 8 C− 1.01 1.20 1.05

ResNet-50 ImageNet 6 U 176 176 176
ResNet-50 ImageNet 4 to 8 C+ 216 129 222
ResNet-50 ImageNet 4 to 8 C− 140 222 129

Transformer WikiText-103 7 U 991 991 991
Transformer WikiText-103 6 to 8 C+ 977 1076 963
Transformer WikiText-103 6 to 8 C− 1005 906 1019
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Figure 7 shows the test accuracy and variance of different strategies using ResNet-20
on CIFAR-10/100 and ResNet-50 on ImageNet from 10 replicates. It can be seen that
strategies that are negatively correlated with accumulation and positively correlated with
frequency perform significantly more stably (smaller variance, represented by the area of
circles) while achieving higher accuracy.
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Figure 7. Test accuracy and variance of different strategies using ResNet-20 on CIFAR-10/100 and
ResNet-50 on ImageNet from 10 replicates.

4.3. In-Depth Evaluation on Customized Models

Section 4.2 demonstrates experimental validation using common DNN models, reflect-
ing the impact of three key factors on DNN mixed-precision training. However, due to the
structural characteristics of these models, the three factors are not mutually independent
(for instance, in CNN models, usage frequency and depth change in tandem), which hinders
the separate analysis of each factor’s influence. Therefore, we conduct further evaluations
and tailor models to achieve precise control over each factor, enabling a more detailed
examination. Furthermore, we select different bit-width ranges to more comprehensively
validate the training outcomes under various precision levels.

Factor of depth of matrix only. We modify the architecture of ResNet-20 on CIFAR:
the original ResNet-20 consists of 18 layers divided into three groups, with each group
containing three BasicBlocks, excluding the first conv layer and the last linear layer.
Except for the first conv layer in each group, the BasicBlocks within the same group are
composed of identical conv layers and have feature maps of the same size, meaning that the
matrix operations in this part have the same number of accumulations and usage frequency.
To investigate the impact of depth on DNN mixed-precision training, we expanded the
second group to include 15 BasicBlocks. The model now comprises 44 layers, with
28 layers having the same number of accumulations and usage frequency (as shown in the
dashed part of Figure 8), differing only in depth. For this part of the model, we can analyze
the effect of depth on mixed-precision training independently. We denote this modified
model as ResNet-D.

Table 3 demonstrates that when depth serves as the only variable (with the number
of accumulations in matrix calculations and usage frequency being consistent), there is
no discernible correlation between the training bit-widths applied at each layer and the
performance of the resulting model. Concurrently, Table 1 illustrates that for models
like Transformer and LSTM, where depth and frequency do not change in tandem, the
appropriate training bit-width does not exhibit a clear correlation when depth is the sole
dominant factor. This indicates that the negative correlation between the appropriate
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training bit-width and depth observed in the CNN model of Table 1 is likely due more to
differences in usage frequency or other factors rather than the depth itself. Additionally, it
is observed that although the training bit-width strategy exhibiting a negative correlation
with depth does not yield superior final performance, the stability of training is marginally
better compared to other strategies. This finding aligns with the analysis presented in
Section 3.3.
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Figure 8. Customized I confirm that the boldface is necessary. models for isolating the influence of
single factors. Illustration of ResNet-D.

Table 3. Training ResNet-D on CIFAR-10: Test accuracy and variance based on depth-configured
layer bit-Widths.

#Bit Strategy Acc-D Variance

4 to 8 R 92.63 0.20
6 U 92.62 0.34

4 to 8 C+ 92.83 0.31
4 to 8 C− 92.73 0.17

8 to 16 R 92.82 0.22
12 U 92.94 0.22

8 to 16 C+ 92.92 0.23
8 to 16 C− 92.87 0.19

Factor of usage frequency only. From the analysis presented, it is evident that there is
no significant correlation between the depth of layers and the suitable training bit-width.
This observation raises the question of whether the matrix usage frequency is the primary
factor that dictates the resilience against low-precision noise. However, since there is a
certain correlation between usage frequency and the accumulation in matrix calculations (as
shown in Figures 2 and 3), it cannot be directly analyzed through commonly used models.

Therefore, to isolate the impact of usage frequency on the training bit-width at each
layer during mixed-precision training, we modify the channel count of each group in the
ResNet model to be uniform (with the thickness of the conv layers also being uniform),
yet we still reduce the feature map at the first layer of each group. By ensuring that the
accumulation in matrix calculation remains the same, we alter only the usage frequency to
observe its effect on the training bit-width during mixed-precision training, as depicted in
Figure 9. We denote this modified model as ResNet-F.
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Figure 9. Customized models for isolating the influence of single factors. Illustration of ResNet-F.

Table 4 reveals several crucial insights about the relationship between matrix usage
frequency and quantization strategies during model training. Our analysis demonstrates
that when maintaining fixed accumulation in matrix calculations while varying usage fre-
quencies, Strategy U (which employs constant training bit-width) consistently outperforms
other approaches. This superior performance can be attributed to its ability to maintain
consistent numerical precision throughout the training process. A particularly noteworthy
observation from our experiments is the strong correlation between model performance
and matrix usage frequency [66,67]. Matrices with higher usage frequencies demonstrate
heightened sensitivity to low-precision noise, as evidenced by both the performance met-
rics and variance measurements. This finding aligns with recent studies in Transformer
model quantization [68,69], where activation quantization has proven to be particularly
challenging. The correlation between usage frequency and quantization sensitivity is fur-
ther substantiated by Figure 3, which illustrates the exceptionally high usage frequency
of activations within Transformer architectures. This high frequency of use makes these
matrices particularly susceptible to quantization effects, explaining why activation quanti-
zation often presents a significant challenge in practice. These findings lead to an important
conclusion: matrices with high usage frequency during DNN training play a pivotal role
in maintaining training stability. Their increased vulnerability to low-precision noise sug-
gests that special attention should be paid to these matrices when designing quantization
strategies. This understanding has significant implications for developing more effective
quantization approaches, particularly in the context of large-scale Transformer models.

Table 4. Training ResNet-F on CIFAR-10: Test accuracy and variance based on frequency-configured
layer bit-Widths.

#Bit Strategy Acc-F Variance

4 to 8 R 90.56 0.41
6 U 90.88 0.32

4 to 8 C+ 90.71 0.41
4 to 8 C− 90.54 0.60

8 to 16 R 91.77 0.36
12 U 92.02 0.33

8 to 16 C+ 91.99 0.31
8 to 16 C− 91.79 0.60

Factor of accumulations in matrix calculations only. We next analyze the impact of
accumulation in matrix calculation separately. We build ResNet-A, a model that utilizes the
BottleNeck structure. Within the same group, layers maintain uniform usage frequency
and include both 3 × 3 conv and 1 × 1 conv, which have different accumulation counts in
their computations, as shown in Figure 10. We set the training bit-widths according to the
accumulation in matrix calculation and observe the experimental results.
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Figure 10. Customized models for isolating the influence of single factors. Illustration of ResNet-A.

Table 5 reveals that strategy C− achieves the highest accuracy while significantly
enhancing the stability of training. Concurrently, appropriately increasing the training
bit-width for operations with fewer accumulation counts can substantially improve the
final test accuracy (when the minimum bit-width is increased from 4 to 6, strategy C+
demonstrates notable improvement). This indicates that operations with fewer accumu-
lation in matrix calculations are sensitive to low-precision noise and require efforts to
minimize such noise. Therefore, layers with a higher number of accumulations in matrix
computations possess better resilience against quantization noise and can utilize relatively
lower training bit-widths.

Table 5. Training ResNet-A on CIFAR-10: Test accuracy and variance based on accumulation-
configured layer bit-Widths.

#Bit Strategy Acc-A Variance

6 U 86.61 2.37
4 to 8 C+ 83.47 5.30
4 to 8 C− 86.67 1.49

7 U 92.32 0.39
6 to 8 C+ 90.30 4.37
6 to 8 C− 92.41 0.29

12 U 92.81 0.23
8 to 16 C+ 92.44 0.34
8 to 16 C− 92.85 0.23

5. Conclusions and Future Directions

In addressing the challenge of selecting optimal training bit-widths for layers within
deep neural networks (DNNs), we have conducted a thorough investigation into the un-
derlying patterns and characteristics inherent in DNN computations. Our analysis encom-
passed a detailed examination of matrix operations with varying features and comparative
experiments across different DNN architectures. By isolating and studying individual
factors through the use of customized models across a range of precision levels, we have
derived several key conclusions:

1. Impact of Accumulations in Matrix Operations: The number of accumulations
within matrix operations plays a crucial role in determining the accuracy and stability of
low-precision computations. Specifically, during DNN training, layers characterized by a
higher number of accumulations demonstrate a greater tolerance to the noise introduced
by low-precision quantization. This suggests that such layers can operate effectively under
reduced precision without compromising the overall integrity of the model.

2. Effect of Element Utilization Frequency: The frequency with which elements within
matrix operations are utilized has a significant impact on the stability of low-precision
computations. In the context of DNN training, matrices that experience high utilization
frequencies necessitate the use of sufficiently high bit-widths to maintain the effectiveness
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and robustness of the training process. This finding underscores the importance of carefully
considering element utilization when selecting bit-widths for different layers.

3. Influence of Matrix Depth: The position or depth of a matrix within the network
architecture also affects low-precision matrix operations. However, our analysis indicates
that in the context of DNN training, there is no consistent or clear correlation between
the depth of low-precision matrices and the final performance of the trained model. This
suggests that while matrix depth may influence certain aspects of computational behavior,
it does not directly determine the success of low-precision training outcomes.

Several promising research directions emerge from our findings, warranting further
exploration:

1. Bit-Width Selection in Large-Scale Language Models: The rapid evolution of large-
scale language models [70] has popularized the pre-training and fine-tuning paradigm [71].
Future research should focus on analyzing the relationship between the bit-width used
during training within this paradigm and the ultimate performance of the model. Identify-
ing any underlying patterns could provide valuable insights for optimizing low-precision
training in these increasingly prevalent models.

2. Adaptation to Emerging Model Architectures: The introduction of novel model
architectures, such as Diffusion models [72] and Mixture of Experts (MOE) models [73],
necessitates the investigation of how lower training bit-widths can be effectively applied
within these frameworks. Furthermore, the development of new data formats [74] and
quantization methods [75,76] presents additional challenges and opportunities for low-
precision training, which merit comprehensive examination.

3. Theoretical Advancements in Low-Precision Training: Theoretical exploration
of low-precision training remains a critical area of inquiry. Given the many unresolved
questions in the field of DNNs, there is a compelling need to deepen our understanding
of how bit-width impacts the data used during training. Such theoretical advancements
could potentially unlock new strategies for enhancing the efficiency and effectiveness of
DNN training, contributing to the broader goal of developing more robust and resource-
efficient models.
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