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Abstract: The past decade has witnessed a growing demand for drone-based fire detection systems,
driven by escalating concerns about wildfires exacerbated by climate change, as corroborated by
environmental studies. However, deploying existing drone-based fire detection systems in real-
world operational conditions poses practical challenges, notably the intricate and unstructured
environments and the dynamic nature of UAV-mounted cameras, often leading to false alarms and
inaccurate detections. In this paper, we describe a two-stage framework for fire detection and geo-
localization. The key features of the proposed work included the compilation of a large dataset
from several sources to capture various visual contexts related to fire scenes. The bounding boxes of
the regions of interest were labeled using three target levels, namely fire, non-fire, and smoke. The
second feature was the investigation of YOLO models to undertake the detection and localization
tasks. YOLO-NAS was retained as the best performing model using the compiled dataset with an
average mAP50 of 0.71 and an F1_score of 0.68. Additionally, a fire localization scheme based on
stereo vision was introduced, and the hardware implementation was executed on a drone equipped
with a Pixhawk microcontroller. The test results were very promising and showed the ability of the
proposed approach to contribute to a comprehensive and effective fire detection system.

Keywords: UAV; deep learning; stereo vision; YOLO models; Pixhawk; geo-localization; fire detection

1. Introduction

Fire detection is a critical component of fire safety and prevention, playing a pivotal
role in mitigating the devastating consequences of fires. Fires, whether in residential,
industrial, or natural settings, pose a significant threat to life, property, and the environment.
Rapid and accurate detection of fires is essential to enable timely response measures that can
minimize damage, save lives, and safeguard valuable resources. Forest fires have emerged
as a significant issue, exemplified in the context of various countries such as Algeria, the
USA, and Canada in 2023. The prevalence of combustible materials like shrublands and
forests, coupled with a climate conducive to ignition and rapid spread, contributes to the
widespread occurrence of fires [1]. Numerous fires ravaged the Mediterranean vegetation,
resulting in the destruction of valuable olive trees. The scarcity of water resources posed
challenges for distant villages in combating the fires. Some residents fled their homes,
while others made valiant attempts to control the flames using rudimentary tools, such as
buckets and branches, as the availability of firefighting aircraft was limited. Regrettably,
this catastrophe stands as one of the most severe in recent memory [2,3].

The need for effective fire detection systems has become increasingly apparent in
recent years due to various factors, including the rising frequency and severity of wildfires,
climate change-induced environmental shifts, and the expanding urban landscape. As fires
continue to emerge as a global concern, the development and deployment of advanced fire
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detection technologies have gained considerable attention. Historically, various methodolo-
gies have been employed to detect forest fires, including smoke and thermal detectors [4,5],
manned aircraft [6], and satellite imagery [7]. However, each of these techniques carries
its limitations, as highlighted in [8]. For instance, smoke and thermal sensors necessitate
proximity to the fire, failing to determine the fire’s dimensions or location. Ground-based
equipment might have restricted surveillance coverage, while the deployment of human
patrols becomes impractical in expansive and remote forest areas. Satellite imagery, al-
though valuable, falls short in detecting nascent fires due to insufficient clarity and an
inability to provide continuous forest monitoring, primarily due to constrained path plan-
ning flexibility. The use of manned aircraft entails high costs and demands skilled pilots, who
are exposed to hazardous environments and the risk of operator fatigue, as indicated by [9].

In recent times, an extensive body of research has been conducted in the domain of
utilizing unmanned aerial vehicles (UAVs) for monitoring and detecting fires [10]. Within
the context of forest fire detection endeavors, UAVs have the potential to fulfill several
roles. Initially, UAVs were employed to navigate forest areas, capture video footage, and
subsequently analyze the recordings to ascertain the occurrence of fires. As technological
advancements have unfolded in the UAV domain, cost-effective commercial UAVs have
become accessible for a multitude of research ventures. These UAVs are capable of entering
high-risk zones, delivering an elevated vantage point over challenging terrain, and execut-
ing nocturnal missions devoid of endangering human lives. The integration of UAVs into
these operations presents an array of substantial advantages [11].

• They can cover expansive regions, even in various weather conditions.
• Their operational scope encompasses both day and night periods, with extended

mission durations.
• They offer ease of retrieval and relative cost-effectiveness compared to alternative methods.
• In the case of electric UAVs, an additional environmental benefit is realized.
• These UAVs can transport diverse and sizable payloads, catering to varied missions

and benefiting from space and weight efficiencies due to the absence of pilot-related
safety gear.

• Their capacity extends to efficiently covering extensive and precise target areas.

This paper delves into the realm of fire detection, with a particular focus on the
integration of drone technology and vision systems for enhanced capabilities. It explores
the challenges posed by fires in complex and dynamic environments, the necessity for
reliable detection, and the potential for innovative solutions to address these challenges. By
combining cutting-edge technology with data-driven approaches, we aim to improve the
accuracy, speed, and adaptability of fire detection systems, ultimately aiming at contributing
to more effective fire prevention and response strategies in the face of an increasing fire
landscape. In this work, we propose a framework that consists of two main stages for fire
detection and localization. The first stage is dedicated to offline fire detection using YOLO
(you look only once) models. The second stage is dedicated to online fire detection and
localization using the best YOLO model selected in the first stage. The main contributions
of this work are as follows.

- We compiled a large dataset that contained more than 12,000 images by using state-of-
the-art datasets such as BowFire [12], FiSmo [13], and Flame [14] along with newly
acquired images. The compiled dataset included images with scenes documenting
several fire and smoke regions.

- We considered three classes, namely fire, non-fire, and smoke, which is an original
feature of our work compared to recent works. The non-fire class was used to identify
regions that might be mistaken for fire regions because they reflect fire, such as lakes.
The dataset has been labeled based on the three mentioned classes.

- The framework applied recent YOLO models to tackle the multi-class fire detection
and localization problem.
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- We defined the problem of wildfire observation using UAVs and developed a localiza-
tion algorithm that uses a stereo vision system and camera calibration.

- Wd designed and controlled a quadcopter based on Pixhawk technology, enabling its
real-time testing and validation.

This paper is structured as follows. In Section 2, we survey the existing literature
on fire detection using UAVs, fire localization, and vision-based detection methods. In
Section 3, we provide an outline of the proposed two-stage framework for fire detection
and localization. In Section 4, we describe the methods used in the first stage devoted to
offline fire detection using YOLO models. In Section 5, we present the experimental study
and results of the first phase. In Section 6, we describe the camera calibration and pose
estimation processes for fire detection and localization in a real scenario. The results of
the experiments are reported in Section 7. Finally, in Section 8, we draw conclusions and
outline plans for future work.

2. Related Work

Our work spans over three main areas, namely using UAVs for fire detection and
monitoring, object localization using stereovision, and vision-based models for fire detection
and localization. In the following sections, we review the related work in each of these aspects.

2.1. UAVs for Forest Fire Detection and Monitoring

Fire mapping is among the most common tasks in forest fire remote sensing, a pro-
cess that generates maps indicating fire locations within a specific timeframe using geo-
referenced aerial images. Fire maps can also be processed to determine ongoing fire
perimeters and estimate positions in unobserved areas. When this mapping process is
carried out continuously to provide regular fire map updates, it’s referred to as monitor-
ing [15]. Drones play a crucial role in generating comprehensive and accurate fire data
through high-resolution cameras, facilitating the characterization of fire geometry. The
remote 3D reconstruction of forest fires contributes substantial information for firefighters
to assess the fire’s severity at specific locations safely [16].

As mentioned in [17], the progression of drone applications within the realm of fire-
fighting is primarily focused on the remote sensing of forest fires. Aerial monitoring of such
fires is not only expensive but also fraught with significant risks, especially in the context
of uncontrolled blazes. The authors in [18] presented an autonomous forest fire monitoring
system with the goal of rapidly tracking designated hot spots. Through a realistic simula-
tion of forest fire progression, the authors introduced an algorithm to guide drones toward
these hot spots. Their algorithm’s performance was then compared against a rudimentary
strategy for circling around the fire’s existing outline. To test the algorithm, a mixed reality
experiment was conducted involving an actual drone and a simulated fire scenario. Drones
are poised to perform tasks beyond remote sensing, as discussed in [19], including tasks
like aerial prescribed fire lighting. However, the operational implementation of the latter
remains underdeveloped due to the logistical challenge of transporting substantial amounts
of water and fire retardant. In [20], the authors presented a comprehensive framework
utilizing mixed learning techniques, involving the YOLOv4 deep network and LiDAR
technology. This cost-effective approach enabled control over the UAV-based fire detection
system, which can fly over burned areas and provide precise information. The development
of a real-time forest fire monitoring system as described in [21], utilized UAV and remote
sensing techniques. Equipped with sensors, a mini processor and a camera, the drone
processed data from various on-board sensors and images.

2.2. Stereo Vision-Based Fire Localization System

In [22], a fire location system, utilizing stereo vision, was designed to automatically
determine the precise position of a fire and pinpoint the source for extinguishing it. The
camera-captured image data underwent analysis via an image processing algorithm to
instantly detect the flames. Subsequently, a calibrated stereo vision system was employed
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to establish the 3D coordinates of the fire’s location or, more accurately, its relative position
concerning the camera’s perspective. Achieving an accurate fire location stands as a critical
prerequisite for facilitating swift firefighting responses and precise water injection.

Predominantly, a stereo vision-based system centered on generating a disparity map
was introduced. By computing the camera’s meticulous calibration data, the fire’s 3D real-
world coordinates could be derived. Consequently, an increasing amount of research has
delved into fire positioning and its three-dimensional modeling using stereo vision sensors.
For instance, the work described in [23] used a stereo vision sensor system for 3D fire loca-
tion, successfully applying it within a coal chemical company setting. The authors in [24]
harnessed a combination of a stereo infrared camera and laser radar to capture fire imagery
in smoky environments. This fusion sensor achieved accurate fire positioning within clean
and intricate settings, although its effective operational distance remained limited to under
10 m. Similar investigations were conducted in [25], constrained by the infrared camera’s
operational range and the stereo vision system’s base distance. The system proved suitable
only for identifying and locating fires at short distances. The authors in [26] established
a stereo vision system with a 100 mm base distance for 3D fire modeling and geometric
analysis. Outdoor experiments exhibited reliable fire localization when the depth distance
was within 20 m. However, the stereo vision system for fire positioning encountered
challenges, as discussed in [27,28]. The calibration accuracy significantly influenced the
light positioning outcomes, with the positioning precision declining as distance increased.
Moreover, the system’s adaptability to diverse light positioning distances remained limited.
Thus, multiple techniques and solutions have been proposed and adopted to enhance
the outcomes.

2.3. Vision-Based Automatic Forest Fire Detection Techniques

The merits of vision-based techniques, characterized by their real-time data capture,
extensive detection range, and easy verification and recording capabilities, have positioned
them as a focal point in the forest fire monitoring and detection arena [29]. Over the last ten
years, research endeavors have extensively employed vision-based UAV systems for fire
monitoring and detection. The authors in [30] introduced an innovative method optimized
for smart city settings, harnessing YOLOv8 to enhance fire detection precision. In [31],
a comprehensive overview explored object detection techniques, focusing on YOLO’s
evolution, datasets, and practical applications. In [32], the authors refined the detection
of forest fires and smoke, offering potential benefits for wildfire management. The work
described in [33] advanced forest fire detection reliability using the Detectron2 model and
deep learning strategies. Moreover, in [34], the authors suggested enhancing forest fire
inspection using UAVs, emphasizing accurate fire identification and location.

Given the complex and unstructured nature of forest fires, leveraging multiple in-
formation sources from diverse locations is imperative. When dealing with large-scale
or multiple forest fires, a single drone’s update rate might be insufficient. The common
features used in existing works include the color, motion, and geometry of detected fires.
Color, particularly extracted using trained networks, is used to segment fire areas. In [35],
the authors introduced a novel framework combining the color-motion-shape features
with machine learning for fire detection. Fire characteristics, extending beyond color to
irregular shapes and consistent movement at specific spots, were considered. The au-
thors in [36] presented a multi-UAV system for effective forest fire detection. Their paper
described in detail the components of the helicopter UAV, offering a vision-based forest
fire detection technique that utilized color and motion analyses for clear-range images.
The study also showcased algorithms for ultraviolet and visual cameras. A robust forest
fire detection system was proposed in [37], necessitating the precise classification of fire
imagery against non-fire images. They curated a diverse dataset (Deep-Fire) and employed
VGG-19 transfer learning to enhance the prediction accuracy, comparing several machine
learning approaches. Furthermore, a deep learning-based forest fire detection model was
presented in [38], capable of identifying fires using satellite images. Utilizing RCNNs to
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decrease the prediction time, the model achieved a 97.29% accuracy in discerning fire from
non-fire images, focusing on unmonitored forest observations.

3. Outline of the Proposed Framework

In this paper, we proposed a fire detection and geo-localization scheme, as shown in
Figure 1, where a two-stage framework is shown. The ultimate goal of the fire detection
and localization system using UAV images was the timely identification and precise spatial
localization of fire-related incidents. The whole process started at the first stage with data
collection and integration. Many data sources were used to compile a large dataset of
images that represented various visual contexts. The second key component of the proposed
framework was the data preparation, which included data augmentation, labeling, and
splitting. Then, a third critical component of the system entailed the utilization of innovative
YOLO models for object detection, specifically geared towards recognizing three primary
classes: fire, non-fire, and smoke. These YOLO models were trained using the labeled
images from the data preparation phase in order to identify fire-related objects amidst
complex visual contexts. The best performing YOLO model was then used in the second
stage of the proposed framework to detect and localize various areas in the images captured
by UAVs equipped with high-resolution cameras.
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The final and arguably most vital component of the system revolved around precise
fire localization, achieved using advanced stereo vision techniques. This stage comprised
several interrelated processes. Initially, a meticulous calibration process was conducted to
precisely align the UAV’s cameras and establish their relative positions. This calibration
was foundational, serving as a cornerstone for the subsequent depth estimation. The
depth estimation, achieved through stereo vision, leveraged the disparities between the
corresponding points in the stereo images to calculate the distance to objects within the
scene. This depth information, in turn, fed into the critical position estimation step, allow-
ing the system to calculate the 3D coordinates of the fire’s location relative to the UAV’s
perspective with a high degree of accuracy. Collectively, this integrated system offered a
comprehensive and sophisticated approach for fire detection and localization. By harmo-
nizing the data collection from UAVs, YOLO-based object detection, and advanced stereo
vision techniques, it not only identified fire, smoke, and non-fire objects but also precisely
pinpointed their spatial coordinates. This precision is paramount for orchestrating swift
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and effective responses to fire-related incidents, whether in urban or wildland settings,
ultimately enhancing the safety of lives, property, and the environment.

4. Materials and Methods for Offline Fire Detection

In this section, we focus on the first stage in the proposed framework. During this
stage, three main tasks were conducted, namely data collection and integration, data
preparation, and modeling.

4.1. Data Collection, Integration, and Preparation

The effectiveness of deep learning models, such as convolutional neural network
(CNN) models for forest fire detection, relies on the quality and size of the datasets utilized.
A high-quality dataset allows for deep learning models to capture a wider range of charac-
teristics and achieve enhanced generalization capabilities. To accomplish this, a dataset
surpassing 12,000 images was gathered from various publicly available fire datasets, such
as BowFire [12], FiSmo [13], Flame [14], and newly acquired images. The collected dataset
comprised aerial images of fires taken by UAVs in diverse scenarios and with different
equipment configurations. Some representative samples from this dataset are shown in
Figure 2. Before utilization, a data preparation process was performed during which the
images devoid of fires and those where fires were not discernible were discarded. After the
data collection and integration, three main tasks were performed to prepare the data.
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• Data augmentation: In order to increase the size of the dataset, amplify the dataset’s
diversity, and subject the machine learning model to an array of visual modifications,
data augmentation was performed. This was conducted by applying geometric trans-
formations such as scaling, rotations, and various affine adjustments to the images
in the dataset. This approach enhanced the probability of the model in identifying
objects in diverse configurations and contours. We ultimately assembled a dataset
containing 12,000 images. Upon assembling the dataset, the images were uniformly
resized to dimensions of 416 × 416.

• Data labeling: The crucial labeling task was carried out manually, facilitated by the
MATLAB R2021b Image Labeler app. This task was time and effort consuming as each
of the images in the dataset underwent meticulous labeling, classifying the regions in
them into one of the three categories: fire, non-fire, or smoke. Completing this labeling
procedure entailed creating ground truth data that included details about the image
filenames and their respective bounding box coordinates.

• Data splitting: The dataset containing all the incorporated features was primed for
integration into the machine learning algorithms. Yet, prior to embarking on the
algorithmic application, it was recommended to undertake data partitioning. A hold-
out sampling technique was used for this purpose where 80% of the images were for
training and 20% for testing.

4.2. YOLO Models

There have been numerous deep learning models developed for object detection.
Models such as region-based convolutional neural networks (RCNNs) detect objects in
two steps. They begin by identifying the areas of interest (bounding boxes) where an item
is pre-presented. Second, they classify that specific area of interest. YOLO models are
one-stage object detectors in which the model only needs to process the input image once
to generate the output. YOLO models are a type of computer vision model capable of
detecting objects and segmenting images in real time. The original YOLO model was the
first to combine the problems of drawing bounding boxes and identifying class labels in
a single end-to-end differentiable network. YOLO models have been shown to be faster,
more accurate, and more efficient than alternative object identification models that use two
stages or regions of interest. In 2015, Redmon et al. presented the first YOLO model and
YOLOv3, YOLOv4, YOLOv5, YOLOv6, YOLOv7, YOLOv8, and YOLO-NAS have been
released since then in an effort to keep up with the ever-changing computer vision field and
improve the models’ performance, accuracy, and efficiency. Each YOLO release added new
features, approaches, or architectures to address some of the limitations or issues of the
previous releases. For example, YOLOv3, which uses the Darknet-53 backbone, improved
small object identification by using multi-scale predictions, whereas YOLOv4 combined
numerical features from other models to increase the model’s speed and reliability. YOLOv4
was built on a CSPDarknet-53 backbone, which is a modified version of Darknet-53 that
uses cross-stage partial connections to reduce the number of parameters and improve
feature reuse. It also used a PANet neck, which is a feature pyramid network that combines
features from different levels of the backbone and uses attention modules to improve
feature representation. Ultralytics’ YOLOv5 is a PyTorch-based version of YOLO that offers
improved performance and speed trade-offs over the previous versions, as well as support
for image segmentation, pose estimation, and classification. In 2022, the YOLOv6 model
was released, which uses a ResNet-50 backbone and provides cutting-edge performance
on the COCO dataset. YOLOv7 is a 2022 model created by the designers of YOLOv4
that uses a CSPDarknet-53 backbone and incorporates a new attention mechanism and
label assignment approach. It can also perform tasks such as instance segmentation and
pose estimation. YOLOv8 and YOLO-NAS are the most recent models that are considered
powerful additions to the YOLO model family [39].



Appl. Sci. 2023, 13, 11548 8 of 19

4.2.1. YOLOv8

Ultralytics introduced YOLOv8 in January 2023, expanding its capabilities to encom-
pass various vision tasks like object detection, segmentation, pose estimation, tracking, and
classification. This version retained the foundational structure of YOLOv5 while modifying
the CSPLayer, now termed the C2f module. The C2f module, integrating cross-stage partial
bottlenecks with two convolutions, merges high-level features with contextual information,
enhancing detection precision. Employing an anchor-free model with a disentangled head,
YOLOv8 processes object detection and location (termed as objectness in YOLOv8), classifi-
cation, and regression tasks independently. This approach hones each branch’s focus on
its designated task, subsequently enhancing the model’s overall accuracy. The objectness
score in the output layer employs the sigmoid function, indicating the likelihood of an
object within the bounding box. For class probabilities, the SoftMax function is utilized,
representing the object’s likelihood of belonging to specific classes. The bounding box loss
is calculated using the CIoU and DFL loss functions, while the classification loss utilizes
binary cross-entropy. These losses prove particularly beneficial for detecting smaller objects,
boosting the overall object detection performance. Furthermore, YOLOv8 introduced a
semantic segmentation counterpart called the YOLOv8-Seg model. This model features a
CSPDarknet-53 feature extractor as its backbone, replaced by the C2f module instead of the
conventional YOLO neck architecture. This module was succeeded by two segmentation
heads, responsible for predicting semantic segmentation masks [39]. More details on the
YOLOv8 architecture can be found in [39].

4.2.2. YOLO-NAS

Deci AI introduced YOLO-NAS in May 2023. YOLO-NAS was designed to address the de-
tection of small objects, augment the localization accuracy, and improve the performance–com-
putation ratio, thus rendering it suitable for real-time applications on edge devices. Its
open-source framework is also accessible for research purposes. The distinctive elements
of YOLO-NAS encompass the following.

• Quantization aware modules named QSP and QCI, integrating re-parameterization
for 8-bit quantization to minimize accuracy loss during post-training quantization.

• Automatic architecture design via AutoNAC, Deci’s proprietary NAS technology.
• A hybrid quantization approach that selectively quantizes specific segments of a model

to strike a balance between latency and accuracy, deviating from the conventional
standard quantization affecting all layers.

• A pre-training regimen incorporating automatically labeled data, self-distillation, and
extensive datasets.

AutoNAC, which played a pivotal role in creating YOLO-NAS, is an adaptable system
capable of tailoring itself to diverse tasks, data specifics, inference environments, and
performance objectives. This technology assists users in identifying an optimal structure
that offers a precise blend of accuracy and inference speed for their specific use cases.
AutoNAC accounts for the data, hardware, and other factors influencing the inference
process, such as compilers and quantization. During the NAS process, RepVGG blocks
were integrated into the model architecture to ensure compatibility with post-training
quantization (PTQ). The outcome was the generation of three architectures with varying
depths and placements of the QSP and QCI blocks: YOLO-NASS, YOLO-NASM, and
YOLO-NASL (denoting small, medium, and large). The model underwent pre-training on
Objects365, encompassing two million images and 365 categories. Subsequently, pseudo-
labels were generated using the COCO dataset, followed by training with the original
118 k training images from the COCO dataset. At present, three YOLO-NAS models have
been released in FP32, FP16, and INT8 precisions. These models achieved an average
precision (AP) of 52.2% on the MS COCO dataset using 16-bit precision [40].
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5. Fire Detection Results

Before moving to the next stage of the proposed framework, we present the experi-
mental results of the offline stage.

5.1. Classification Evaluation

In this context of object classification, the most commonly utilized metric is the average
accuracy (AP), as it provides an overarching evaluation of model performance. This metric
gauged the model’s accuracy for a specific label or class. Specifically, we focused on
calculating the precision and recall for each of the classes “fire”, “non-fire” and “smoke”
across all the models. From the precision and recall for each class, the macro-average
precision and macro average recall were calculated as the averages over the classes’ values
for these two metrics, respectively. At the model level, three metrics were considered,
namely the F1-score, the arithmetic average class accuracy (arithmetic mean for short), and
the harmonic average-class accuracy (harmonic mean for short).

Precision stands as a fundamental measure disclosing the accuracy of our model
within a specific class. It was calculated, as shown in Equation (1), as the ratio of TP to the
sum of TP and FP for each level of the target, that is, fire, non-fire, and smoke.

Precision(l) =
TP(l)

TP(l) + FP(l)
(1)

The precision indicated how confident we could be that a detected region predicted to
have the positive target level (fire, non-fire, smoke) actually had the positive target level.

Recall, also known as sensitivity or the true positive rate (TPR), indicates how confident
we could be that all the detected regions with the positive target level (fire, non-fire, smoke)
were found. It was defined as the ratio of TP to the sum of TP and FN, as shown in
Equation (2).

Recall(l) =
TP(l)

TP(l) + FN(l)
(2)

The mean average precision at an intersection over union (IOU) threshold of
0.5 (mAP50) was also used to assess the performance of the detection. Using mAP50
meant that model’s predictions were considered correct if they had at least a 50% overlap
with the ground truth bounding boxes.

For the overall performance of the model, three metrics were considered, namely
the F1_score, the arithmetic average class accuracy (arithmetic mean for short), and the
harmonic average class accuracy (harmonic mean for short). They were calculated as given
by the following equations.

F1score = 2 × Precision × Recall
Precision + Recall

(3)

arithmetic_average_class_accuracy =
1
3

3

∑
l=1

Recall(l) (4)

harmonic_average_class_accuracy =
1

1
3 ∑3

l=1
1

recall(l)

(5)

5.2. Model Training

The forest fire detection system underwent training using various YOLO models
on a platform equipped with a powerful AMD RyzenTM 5 5600 H (Santa Clara, CA,
USA) processor featuring six cores and 12 threads, complemented by an Nvidia RTX 3060
GPU boasting 6 GB of RAM. The optimization process utilized the stochastic gradient
method (SGD) to iteratively update the model parameters. As a result, the key hyper-
parameters, including the initial learning rate, batch size, and number of epochs, were
configured at 0.003, 16, and 200, respectively. Additionally, we applied specific training
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strategies designed to expedite convergence and enhance the model accuracy, which were
substantiated by the empirical results. Remarkably, the model exhibited convergence and
stability at 100 epochs, as depicted in Figure 3, underscoring the effectiveness of the training
parameters for the YOLOv8 model. The detection outcomes across various test dataset
scenarios are visually presented in Figure 4. As can be seen in the majority of cases, the
system effectively identified and classified fire, non-fire, and smoke regions. However, it’s
noteworthy that certain minute fire objects remained undetected, primarily attributable to
their limited discernibility owing to both distance and image resolution constraints.
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5.3. Comprehensive Comparison of the YOLO Models

Table 1 presents a comparative analysis of the performance metrics for the various
models in fire detection, namely YOLOv4, YOLOv5, YOLOv8, and YOLO-NAS. The metrics
included the precision (P), recall (R), and mean average precision at IoU 0.5 (mAP50) for
the three distinct classes: fire, non-fire, and smoke. The results indicated variations in the
models’ abilities to accurately detect these fire-related classes.

Table 1. YOLO models evaluation results.

Model Class Precision Recall mAP50 Macro-avg
Precision

Macro-avg
Recall F1-Score Harmonic

Mean
Arithmetic

Mean

YOLOv4-tiny

Fire 0.58 0.61 0.66

0.61 0.60 0.61 0.58 0.6Non-Fire 0.72 0.71 0.72

Smoke 0.54 0.48 0.51

YOLOv5-s

Fire 0.62 0.66 0.68

0.63 0.62 0.62 0.60 0.62Non-Fire 0.73 0.72 0.75

Smoke 0.55 0.47 0.50

YOLOv8-s

Fire 0.64 0.67 0.70

0.67 0.64 0.65 0.62 0.64Non-Fire 0.76 0.76 0.83

Smoke 0.60 0.50 0.54

YOLO-NAS-s

Fire 0.67 0.71 0.73

0.70 0.66 0.68 0.63 0.66Non-Fire 0.81 0.78 0.87

Smoke 0.63 0.48 0.53

At the class level, YOLOv4 demonstrated reasonable precision for fire (0.58), followed
by YOLOv5 (0.62), YOLOv8 (0.64), and YOLO-NAS (0.67). In terms of recall, YOLO-NAS
exhibited the highest performance (0.71), closely followed by YOLOv8 (0.67), YOLOv5
(0.66), and YOLOv4 (0.61) for the fire class. Regarding the non-fire class, YOLOv8 out-
performed the other models with the highest precision (0.76) and recall (0.76). However,
YOLO-NAS achieved the highest mAP50 (0.87), indicating a superior overall performance.
YOLOv4, YOLOv5, and YOLOv8 also yielded competitive mAP50 scores (0.66, 0.68, and
0.70, respectively). For the smoke class, YOLOv8 achieved the highest precision (0.60),
while YOLOv4 yielded the highest recall (0.50). YOLO-NAS maintained a balanced mAP50
(0.53), suggesting a satisfactory performance in the presence of smoke. Furthermore, Table 1
shows that YOLO-NAS achieved the highest macro-average precision, recall, and F1-score
among the models. These results highlight the trade-offs between precision and recall, with
YOLO-NAS demonstrating a balanced performance across the classes, making it a notable
choice for comprehensive fire detection.

6. Geo-Localization

After identifying YOLO-NAS as the best performing model for fire identification, we
now describe the material related to the second stage of the proposed framework where
YOLO-NAS was used as the object detector. We first explain how the camera calibration
and depth estimation were performed.

6.1. Calibration Process

The calibration procedure relied on a MATLAB application known as the Stereo Vision
Camera Calibrator, which incorporates the OpenCV library along with other libraries
frequently employed for intricate mathematical operations and specialized functions on
arrays of varying dimensions. These libraries also facilitate data management and storage
derived from various calibration processes. The core calibration steps were carried out
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using the OpenCV library, renowned for its potent computer vision capabilities, encom-
passing a range of functions pertaining to calibration procedures and a suite of tools that
expedite development.

In this work, the MATLAB toolboxes [41,42] were harnessed. These toolboxes offer
intuitive and user-friendly applications designed to enhance the efficiency of both intrinsic
and extrinsic calibration processes. The outcomes derived from the MATLAB camera
calibration toolbox are presented in subsequent sections. The stereo setup consisted of two
identical cameras with uniform specifications, positioned at a fixed distance from each
other. As depicted in Figure 5, the chessboard square dimensions, serving as the input
for the camera calibration, needed to be known (in our instance, it was 28 mm). Upon
image selection, the chessboard origin and X, Y directions were automatically defined.
Subsequently, exporting the camera parameters to the MATLAB workspace was essential
for their utilization in object localization.
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The outcomes of the simulations yielded the essential camera parameters, such as
the focal length, principal point, radial distortion, mean projection error, and the intrinsic
parameters matrix. The focal length and principal point values were stored within a
2 × 1 vector, while the radial distortion was contained within a 3 × 1 vector. The intrinsic
parameters, along with the mean projection error, were incorporated into a 3 × 3 matrix.
These parameters are provided in Table 2.

Table 2. Camera parameters.

Camera Focal Length Principal Point Intrinsic Matrix Radial Distortion

Camera parameters 1 [932.1819, 929.1559] [338.5335, 246.8962]

923.1819 0 0
0 29.1559 0

338.5335 246.8962 1

 [0.0509, −1.0153, 20.1072]

Camera parameters 2 [1.1652 × 103, 1.1760 × 103] [355.8581, 330.2815]

1.1652 × 103 0 0
0 1.1760 × 103 0

335.8581 330.2815 1

 [0.0240, −0.1004, 2.4647]
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The perspective either centered on the camera or the pattern was designated as camera
centric or pattern centric, respectively. This input choice governed the presentation of the
camera extrinsic parameters. In our scenario, the calibration pattern was in motion while
the camera remained stationary. This perspective offered insights into the inter-camera
separation distance, the relative positions of the cameras, and the distance between the
camera and the calibration images. This distance information contributed to assessing the
accuracy of our calibration procedure.

The re-projection errors served as a qualitative indicator of the accuracy. Such errors
represent the disparity between a pattern’s key point (corner points) detected in a calibration
image and the corresponding world point projected onto the same image. The calibration
application presented an informative display of the average re-projection error within each
calibration image. When the overall mean re-projection error surpassed an acceptable
threshold, a crucial measure for mitigating this was to exclude the images exhibiting the
highest error and then proceed with the recalibration. Re-projection errors are influenced
by camera resolution and lenses. Notably, a higher resolution combined with wider lenses
can lead to increased errors, and conversely, narrower lenses with lower resolution can
help minimize them. Typically, a mean re-projection error of less than one pixel is deemed
satisfactory. Figure 6 below illustrates both the mean re-projection error per image in pixels
and the overall mean error of the selected images.
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6.2. Depth Estimation

Our focus was primarily on fire detection, using it as a case study within our method-
ology. In our approach, we leveraged the previously discussed trained network to execute
the fire detection task, a process that can be succinctly summarized as follows.

The process included the visual representation of the detected object through bounding
boxes, as exemplified in Figure 7 below. The process of depth extraction entailed the
following sequential steps.

• Image undistortion: To enhance the accuracy of the depth estimation, the initial image
was subjected to undistortion. This rectified the image deformations resulting from the
camera’s lenses. The outcome was the undistorted image, which was then employed
for fire detection, as depicted in Figure 7.

• Center coordinates computation: The center coordinates (X, Y) of each bounding box
were calculated.
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This procedure ensured the extraction of the depth information in a structured manner.
As depicted in Figure 8 the depth measurement outcome was recorded as 0.56 m. In
comparison, the actual measured distance stood at 0.65 m, resulting in an error of 9 cm.
This deviation was within an acceptable range, attributable to factors like the camera
resolution, potential calibration discrepancies, and camera orientation.
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6.3. Position Estimation

After successfully extracting the depth information, the subsequent task of calculating
the object’s relative position to the camera became relatively straightforward, owing to the
availability of inverse perspective projection equations as outlined in the earlier sections.
The triangulation equations depended on the used camera model. In the case of the pinhole
camera model, the equations can be represented as follows.

X =
(u − cx) · Z

fx

Y =

(
v − cy

)
· Z

fy
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where

- (u, v) are the 2D pixel coordinates in the image.
- (cx, cy) are the principal point coordinates (intrinsic parameters).
- (fx, fy) are the focal lengths along the x and y axes (intrinsic parameters).
- Z is the depth or distance of the point from the camera (the required value).

To obtain the depth or distance (Z) of the point from the camera, the triangulation
equations were rearranged and solved for Z using the known values of (u, v), (cx, cy),
(fx, fy), and the calculated values of (X, Y).

Once the depth Z was determined, the world coordinates (X, Y, Z) of the point were
derived. These coordinates represented the position of the point in the world coordinate system.

7. Experimental Results

In this section we report the results we obtained during the second stage of the
proposed framework. During this stage, a custom-built UAV was used to acquire images
of fire scenes and then YOLO-NAS was used for detecting and locating the region in the
images. The depth was then estimated, as explained in the above section.

7.1. Hardware Implementation

For the testing phase, a series of simulations were conducted using our Simulink model.
Adjustments were made to the PID controller parameters to fine-tune the performance,
yielding the desired outcomes. Subsequently, the model was deployed and loaded onto
the PX4 board. Before initiating any flight, it was essential to calibrate the quadcopter
meticulously. This process ensured that all the sensors and components were accurately
aligned for optimal performance. Furthermore, a thorough safety check was performed
to verify the quadcopter’s readiness. This entailed inspecting critical aspects, such as
the secure mounting of all the propellers and other essential components. The custom-
built UAV, as shown in Figure 9, was meticulously configured, and primed for flight,
encompassing all the required components described in Table 3.
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Table 3. Components of the custom-built UAV.

Component Weight Characteristics

Frame 282 g Dimension: 450 mm
Voltage distributor: Yes

Motor 52 g

KV (Rpm/V): 2200
Battery operating: 2–3 Lipo

Working amps: 14–22 A
Thrust at 3S with 1045 propeller: 1200 g
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Table 3. Cont.

Component Weight Characteristics

Electronic Speed Control 35 g
Max current: 40 A

Lipo: 2–4 S
BEC: 3 A/5 V

Propellers 14 g Length: 10 inch/254 mm

Battery 243 g
Capacity: 4200 mAh

Voltage: 11.1 V
Max continuous discharge: 25 c

Pixhawk
2.4.8 40 g

Supply voltage: 7 V
Processor: 32 Bit Cortex M4 Core

Sensors: Gyrometer, accelerometer, barometer,
magnetometer.

Radiolink
Receiver

R8EF
7 g

Channels: 8 CH
Signals: SBUS/PPM, PWM
Operating voltage: 3 12 V
Control distance: 2000 m

7.2. Fire Detection and Localization

Our experimental focus centered on closely positioned fires, as shown in Figure 10.
Specifically, we positioned the fire at the same level as the first camera, allowing us to
estimate the preliminary (X, Y, Z) coordinates before embarking on the detailed calculation
phase. The outcomes of these tests are meticulously presented in Table 4, highlighting the
different instances of relative positioning.
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In examining the results presented in Table 3, certain observations came to light.
It is important to acknowledge that while the calculation of the X- and Y-coordinates
provided insights into the object’s position, the depth information or Z-coordinate did
exhibit some errors. These inaccuracies can be attributed to various factors, including
the camera calibration precision and the complexity of the depth extraction. Notably,
the objects’ positioning within the same horizontal plane as the camera led to smaller
X-coordinates. Additionally, the camera’s orientation concerning the object contributed to
the negative sign in the Y-coordinate, a variance of roughly 15 cm.

Overall, these findings underscored the challenges inherent in accurately determining
object positions using stereo vision methods, particularly within a UAV-based application.
Further research and refinement of the calibration procedures are essential to enhance
the accuracy and reliability of such critical tasks. Furthermore, because of the material
limitations, the experiments only focused on detecting fires at short distances. The model,
on the other hand, was trained to deal with scenes at far distances. More sophisticated
equipment would be more effective in dealing with such situations.

8. Conclusions

A two-stage framework for end-to-end fire detection and geo-localization using UAVs
was described in this article. The initial phase was dedicated entirely to offline fire detection
and utilized four YOLO models, including the two most recent models, YOLO-NAS
and YOLO8, to determine which one was most suitable for fire detection. The models
underwent training and evaluation using a compiled dataset comprising 12,530 images,
in which regions delineating fire, non-fire, and smoke were manually annotated. The
labeling required considerable time and effort. YOLO-NAS emerged as the best performing
model among the four under consideration, exhibiting a modest superiority over YOLOv8
in each of the following metrics: precision, recall, F1_score, mAP50, and average class
accuracy. YOLO-NAS was implemented in the second stage, which incorporated the
analysis of real-life scenarios. In this stage, the images captured by a custom-built UAV
were supplied to YOLO-NAS for the purposes of object detection and localization. Geo-
localization was also considered by employing accurate camera calibration and depth
estimation techniques. The test results were extremely encouraging and demonstrated the
overall process’s viability, although it could be enhanced in numerous ways. In the future,
we intend to use optimization algorithms to fine-tune the hyper-parameters of the YOLO
models, specifically YOLO8 and YOLO-NAS, in order to further enhance their performance.
Furthermore, more advanced UAVs need to be used to evaluate the system in real-world
forest fire settings.
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