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Abstract: The edge computing paradigm has emerged as a new scope within the domain of the
Internet of Things (IoT) by bringing cloud services to the network edge in order to construct dis-
tributed architectures. To efficiently deploy latency-sensitive and bandwidth-hungry IoT application
services, edge computing paradigms make use of devices on the network periphery that are dis-
tributed and resource-constrained. On the other hand, microservice architectures are becoming
increasingly popular for developing IoT applications owing to their maintainability and scalability
advantages. Providing an efficient communication medium for large-scale microservice-based IoT
applications constructed from small and independent services to cooperate to deliver value-added ser-
vices remains a challenge. This paper introduces an event-driven communication medium that takes
advantage of Edge–Cloud publish/subscribe brokers for microservice-based IoT applications at scale.
Using the interaction model, the involved microservices can collaborate and exchange data through
triggered events flexibly and efficiently without changing their underlying business logic. In the
proposed model, edge brokers are grouped according to their similarities in event channels and the
proximity of their geolocations, reducing the data delivery latency. Moreover, in the proposed system
a technique is designed to construct a broker-based utility matrix with constraints in order to strike a
balance between delay, relay traffic, and scalability while arranging brokers into proper clusters for
efficient data delivery. Rigorous simulation results prove that the proposed publish/subscribe model
can provide an efficient interaction medium for microservice-based IoT applications to collaborate
and exchange data with low latency, modest relay traffic, and high scalability at scale.

Keywords: microservices; distributed publish/subscribe broker; implicit collaborative filtering;
geolocation awareness; microservices-based IoT applications

1. Introduction

Internet of Things (IoT) technologies have been used in various fields, including smart
homes, industrial automation, healthcare, and agriculture, bringing about convenience and
enormous successes in improving the quality of life [1]. In IoT systems, people, processes,
and IoT devices (e.g., home thermostats, security doorbells, wearables, and smart cars)
connect to the internet and to each other. A forecast by Cisco estimates that the number of
Machine-To-Machine (M2M) connections will be 14.7 billion by 2023, representing 2.4-fold
growth from 6.1 billion in 2018 [2]. In addition, a survey from Business Insider predicted
that there would be 41 billion IoT devices in operation by 2027. This estimate suggests that
the number of IoT devices will continue to rise in the coming years [3]. As a result, the
volume of data produced by these devices is enormous. The International Data Corporation
(IDC) forecasts that IoT devices will produce 79.4 zettabytes (ZB) of data in the year 2025 [4].
This raises a huge challenges involving data transmission for large-scale IoT systems with
higher scalability and lower latency.
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The term “microservices”, known as microservice architecture, was coined along with
the ideas that arose from best practices across software engineering, Service Oriented Ar-
chitecture (SOA), and enterprise architecture. In this architectural style, large applications
are developed from a suite of small autonomous services [5]. Microservices are loosely
coupled, can be deployed independently, and communicate with each other via asyn-
chronous messaging protocols or Remote Procedure Invocation patterns [6,7]. To support
highly scalable and ever-changing business models, microservice architectures include
several essential technologies, such as virtualization platforms, continuous delivery, M2M
communication, port and adapter patterns, and domain-driven design [8]. In addition,
microservices share a number of similar goals with IoT, such as lightweight communi-
cation, independently deployable software, and independent development techniques
and technologies [5]. Therefore, IoT applications might adopt certain design decisions of
microservices in order to produce value-added services from different IoT vendors at scale.

The pub/sub paradigm (PSP) is an effective communication solution for large-scale
real-time applications. People who participate throughout this communication paradigm
can take the roles of either subscribers (consumers), who indicate interest in specific events
by obtaining relevant alerts from the publishers through subscriptions, or publishers
(producers), who announce and publish incidents in publications [9]. Considering that
notices are delivered to an event manager of publishing and requests for subscriptions,
the broker immediately locates any relevant subscriptions and contacts any interested
parties. Using this mechanism, communicating entities are decoupled in terms of time
(there is no need to be active at the same time), space (they do not need to know each other),
and synchronization (they do not need to be blocked or waiting while sending/receiving).
Therefore, anonymity, many-to-many communication, and asynchronous operations are
among the important and adaptable features that this paradigm in distributed systems is
able to support [10]. As a result, PSP has been used widely as a communication pattern in
event-based middleware for IoT or among microservices in IoT systems [7,11]. With this
approach, microservices that construct IoT applications can communicate, collaborate, and
exchange data via an event-based middleware provided by a pub/sub system. On the other
hand, organizing a distributed pub/sub brokers system to support efficient collaboration
and data exchange among microservice-based IoT applications at scale remains challenging.

To deal with these issues, this study designed an Edge–Cloud publish/subscribe
broker model to provide an event-based communication tool for microservice-based IoT
applications to collaborate and exchange data efficiently. The core contribution of this paper
can be summarized as follows:

• A scalable and low-delay data delivery scheme is investigated for microservices-based
IoT applications.

• An Edge–Cloud Pub/Sub brokers model is proposed to support collaboration and
data exchange among microservices on large-scale IoT applications.

• A method is devised to construct a broker-based utility matrix with constraints (for
example, event channel similarities, nearby geolocations, and upper limit node de-
grees) to cluster the pub/sub brokers efficiently. Moreover, in the proposed model the
edge brokers are grouped together according to the similarities in their event channels
in order to reduce data delivery latency.

• Finally, extensive experiments were conducted to verify the performance of the pro-
posed scheme with respect to latency, relay traffic, and scalability.

The remainder of this paper is structured as follows. Section 2 discusses previous
research on pub/sub systems to facilitate microservice-based IoT applications. The pro-
posed system model and the edge broker clustering procedure are described in Section 3.
Section 4 presents the comprehensive simulation results, and the article is summarized in
Section 5.
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2. Related Works

The three primary variations in this field are topic-based, type-based, and content-
based publish/subscribe methods [10]. Because of its minimal run-time overhead [12], the
topic-based pub/sub (TBPS) scheme is qwll suited to real-time IoT service applications
and organizing events into topics. This section reviews several IoT platforms/systems
with microservice architectures and pub/sub schemes to support microservice-based
IoT applications.

Event-based middleware is one of the existing solutions for developing IoT appli-
cations. In this approach, participants, applications, and components interact through
events. The events are typically propagated from the producer to the consumer using a
publish/subscribe system [11]. For IoT applications, a microservice-based framework [13]
focuses on reusable and loosely coupled services. In their design, one core service coor-
dinates all other microservices provided by the framework, such as geolocation, security,
tenanting, and automation. In [14], Khazaei et al. reported a programmable and auto-
nomic IoT platform built on microservices. The platform uses container virtualization and
hypervisor-based approaches to deploy IoT applications for various use cases. In addition,
there is a trend towards separating services and data in the reported microservice-based
IoT architectures [15,16]. Villari et al. introduced the term MicroElements (MELs) [15],
which is comprised of MicroData (a piece of information transferred between IoT devices)
and MicroServices (implementing particular functionalities). This concept can be applied
to dynamically manage services and microservices across Cloud, Edge, and IoT devices in
the OSMOSIS architecture.

A microservice-based data-centric End-to-End IoT architecture was suggested in [16].
These microservices are said to be loosely connected, quickly expandable, and deployable in
Edge–Cloud virtual environments. On the other hand, scalability and delay difficulties that
arise when microservices collaborate and communicate data in large-scale IoT applications,
which has not been specifically addressed in previous research. Alam et al. [17] proposed
a lightweight virtualization microservices-based architecture utilizing Docker to support
IoT applications. By leveraging Docker’s orchestration, the given modularity simplifies
management and enables dispersed deployments, resulting in a highly dynamic system. In
addition, their model offers both fault tolerance and greater modularity. In [18], the authors
proposed a microservice deployment problem (MMDP) in edge computing to reduce the
communication overhead while simultaneously establishing load balancing among edge
nodes. The Deep Q-learning based model was employed in order to solve the deployment
problem and acquire the ideal deployment strategy. To create a real-time environmental
sensors system with highly scalable applications in a cloud environment, [19] used an
architecture based on microservices. Loosely connected and independently deployable
services characterize this proposed system architecture. In order to improve hazardous
transportation network monitoring, the suggested system is implemented with a number
of dispersed sensors and visualization capabilities along with a smart data collector. More-
over, a microservice-based edge server architecture was presented by Alanezi et al. [20]
that allowed for sharing of microservices among many Internet of Things applications
running simultaneously.

Protocols and techniques for constructing scalable peer-to-peer TBPS systems have
been developed to facilitate message delivery in large-scale applications [21–23]. A hybrid
TBPS overlay system, as developed by Rahimian et al. [21], provides minimal relay mes-
sages between peers and scales effectively with an increasing number of peers and subjects.
In this setup, a gossip-based unstructured sampling mechanism is used to group the peers
with comparable subscriptions. A structured rendezvous routing method is used to con-
nect these groups. Using topic subscription correlations across peers and dynamically
aggregating them on a skewed distributed hash table, Girdzijauskas et al. [23] established
a TBPS system that is efficient and scalable in message distribution. A routing approach
that considers the underlying routing structure while constructing the multicast trees
for locality preservation was presented to reduce the time required to send messages.
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Chockler et al. [22] invented SpiderCast, a distributed technology that dynamically orga-
nizes peers with similarly associated workloads into an overlay network that can handle
TBPS traffic. SpiderCast is the perfect solution because of the number of nodes, with
only a few associated subscriptions per node. These techniques can be used to oversee
broker-based TBPS systems in which dispersed broker groups mediate the communications
between various parties (microservices on IoT devices). In microservice-based IoT systems,
however, it is impractical to implement such approaches directly on IoT devices owing
to device limitations. In addition, broker/peer locality awareness is lacking, making it
difficult to minimize latencies for delay-sensitive applications at scale efficiently when
using these approaches.

Establishing scalable broker-based TBPS systems, e.g., deploying pub/sub brokers
in the cloud, such as Dynamoth [24], is another interesting method for delivering data in
large-scale microservice-based IoT systems. Dynamoth is a scalable pub/sub middleware
that can be placed on the cloud, and serves as a data delivery service for both data producers
and consumers. Dynamoth is a cloud-based service that allows external customers to use a
scalable and load-balanced topic routing service across brokers. On the other hand, long
delays in data flow from clients to cloud brokers may cause this solution to not work
for delay-sensitive IoT applications. In another approach, distributed brokers may be
placed closer to the customers and coordinated with brokers in the cloud to combine the
best features of both edge computing and cloud computing. PubSubCoord [25] places
brokers in the network periphery while routing servers are placed in the cloud to reduce
latency. Despite this, the authors in [25] did not take advantage of topic correlations across
neighboring edge brokers to minimize latency. To further enhance system efficiency, it is
crucial to offer practical means for Edge/Fog servers to connect and collaborate [26]. Many
IoT users will benefit from combining Edge and Cloud IoT services. Therefore, this study
aims to supply a coordinated method for distributed pub/sub brokers and techniques for
constructing broker overlay networks in order to facilitate massive-scale cooperation and
data sharing among microservices in IoT systems.

3. Communication Model for Microservices-Based IoT Applications

This section describes the proposed Publish/Subscribe communication model for
microservices-based IoT applications. In the model, IoT applications are constructed
from microservices that provide small and autonomous services. These microservices use
the publish/subscribe system as an event-based communication tool to collaborate and
exchange data between each other efficiently.

3.1. Edge–Cloud Pub/Sub Brokers Model for Microservices-Based IoT Applications

Figure 1 shows the hierarchical Edge–Cloud publish/subscribe system to support
collaboration and data exchange among microservices in IoT applications at scale. In the
model, the IoT applications are composed of microservices that can be deployed at the IoT
devices, IoT gateways, Edge Cloud, and Core Cloud to provide specific IoT functionalities
of business logic. The pub/sub system is the common tool for the microservices to interact
and collaborate through events. The cloud-based microservices and the cloud pub/sub
brokers can be deployed on major cloud provider frameworks such as AWS, Azure, and
Google Cloud to take advantage of their high scalability, high availability, and various
flexible options.

The model plays as an event-based middleware, which provides a powerful interpro-
cess communication (IPC) tool for microservices-based IoT applications. With pub/sub
client modules provided, microservices in IoT devices can collaborate and exchange data
with each other with flexibility and efficiency. Communication channels or data that need
to be exchanged or transferred among the services are structured as a set of topic chan-
nels in the model. In addition, the microservices can be either producers/publishers or
consumers/subscribers of related events generated in the topic channels of the pub/sub
system. Multiple services can publish events for a topic/event channel, and a service
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can subscribe to multiple topic/event channels of interest to it. These are referred to as
pub/sub clients in this system. Strategically placed pub/sub brokers in the Edge/Cloud
levels establish communication between the pub/sub clients. Each topic/event channel
publisher gathers pertinent information or the producer states and transmits them to their
pub/sub brokers. The subscribers communicate their interests to the responsible brokers by
subscribing to relevant topic/event channels to obtain relevant notifications. The event no-
tifications are then propagated asynchronously from the sending microservices (producers)
to the receiving microservices (consumers).

IoT Gateways

Core Cloud

Edge Cloud

Data
Storage

Stream
Processing

Data Storage
Stream Processing

Data
ChannelControl

Channel

IoT devices with microservices & pub/sub client

Coordination Servers Cloud Pub/Sub Brokers

Topic Topic

Edge-based
Microservices

Cloud-based
Microservices

Cluster
Head

Edge Pub/Sub Brokers
Topic Topic

Topic

Figure 1. Hierarchical Pub/Sub system for microservices-based IoT applications.

Services, including IoT data aggregation and validation, real-time data processing,
and local data storage, are supported by the pub/sub brokers in the Edge–Cloud layer
of the model. Data collected or generated by specialized services from IoT devices are
gathered and aggregated at IoT gateways or Edge brokers for preprocessing and appro-
priately instructing the devices to react accordingly. Hence, computation, message, and
storage services can be offered to IoT applications with low latency and modest bandwidth
consumption. A new technique was devised to organize the edge brokers into proper
clusters to reduce data delivery delay further. Furthermore, a cloud-based pub/sub broker
infrastructure was implemented to facilitate communication between the various edge bro-
ker nodes. In addition to providing services for aggregating data filtered by edge brokers,
cloud brokers collect data for deep analytics or long-term storage in the Core Cloud, from
which additional valuable insights can be extracted. The coordination part of the TBPS
system keeps tabs on each broker topic channel data, helping to ensure that all pub/sub
brokers are properly linked and delivering data as quickly as possible.
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3.2. Processes for Edge Broker Clustering and Topic Channel Routing

In this subsection, the main parts of the scheme for providing data delivery for
microservices-based IoT applications are described. In addition, this subsection reveals
how the coordinator clusters edge brokers into proper groups, as shown in Figure 2, and
coordinates all pub/sub brokers in the system to perform end-to-end event notifications
for the related microservices.

Find isolated edge
brokers

Recommend top
similar brokers

Yes

Satisfy utility
constraints?

Calculate broker
neighbor scores

Prepare topic
subscription
information

Sporadic
brokers? Sporadic brokers

Yes

No

Cluster the edge brokers
Broker

clustered?

Yes

Edge broker
clusters

No

Figure 2. Process for edge brokers clustering.

Consider that at time T the system needs to enhance the performance of event notifica-
tions by clustering pub/sub brokers of the edge to proper groups. First, the coordinator
entails the topic subscription information of the edge brokers in the system so as to exclude
the isolated edge brokers from the clustering process. This is accomplished by applying
the HDBSCAN algorithm [27] on the coordinates (latitude, longitude) of the edge bro-
kers to find and exclude the isolated points. These brokers, called sporadic brokers, use
the routing service provided by relay cloud brokers for data delivery with other brokers.
Second, the model recommends top similar neighbor brokers for each member of the
above-selected brokers based on their event channel similarities by applying the implicit
feedback collaborative filtering (CF) techniques presented in [28].

Assume that the pub/sub system has a list of m pub/sub brokers and a set of n event
channels. The amount of microservice clients of a broker b subscribed to an event channel
e is represented by the element sbe of the event channel subscription matrix, denoted by
S ∈ Rm×n, where sbe is zero if no microservice client of b broker subscribes to the event
channel e. Each broker b is linked to a broker-factors vector xb ∈ R f , and each event
channel e is linked to an event-factors vector ye ∈ R f . This is done to approximate the
matrix S into two latent factor matrices, Bm× f (a broker factors matrix) and En× f (an event
channel factors matrix), as closely as possible, with the following form: S ≈ BET , where the



Appl. Sci. 2023, 13, 886 7 of 16

approximate value of sbe is computed via an inner product, i.e., ŝbe = xT
b ye. The variable

pbe with the formula cbe = 1 + αpbe is introduced to signify the likelihood of microservice
clients of b broker subscribing to event channel e with confidence level cbe. These techniques
are adapted from the implicit feedback CF methods provided elsewhere [28]. The following
expressions are used to calculate the pbe values for a given sbe:

pbe =

{
1, if sbe > 1,
0, if sbe = 0.

(1)

The broker and event channel factors are then computed by minimizing the following
loss function:

min
x∗,y∗∑

b,e
cbe

(
pbe − xT

b ye

)2
+ λ

(
∑
b
‖xb‖2 + ∑

e
‖ye‖

2

)
. (2)

The term λ

(
∑
b
‖xb‖2 + ∑

e
‖ye‖

2
)

is used to regularize the model to reduce overfitting.

An alternating least squares (ALS) method was used to tackle the optimization problem
in (2), in which the factors of the broker are first fixed to optimize the factors of the event
channel, then the opposite. As reported previously [28], in order to minimize the broker
factors the event channel factors are set as constants and the derivative of (2) is taken to
calculate xb:

xb =
(

YTY + YT(Cb − I)Y + λI
)−1

YTCbp(b). (3)

Alternately, to minimize the event channel factors, the broker factor vectors are made
constant and the derivative of (2) is taken to calculate ye:

ye =
(

XTX + XT(Ce − I)X + λI
)−1

XTCep(e). (4)

The loss function (2) can be minimized by computing (3) and (4) repeatedly in alter-
nating fashion until reaching convergence. This yields two matrices, B and E, which are
referred to as the “broker factors matrix” and “event channel factors matrix”, respectively.
With these matrices, similar top brokers for each pub/sub broker b can be recommended
based on their similarity scores. The similarity between brokers is calculated by computing
the dot-product between the broker-factors vectors and their transpose:

broker_similarity_scores =
(

B · BT
b

)
. (5)

Third, with the recommended broker information provided, a broker utility value
is calculated for each pair of brokers to build a broker-based utility matrix for further
clustering. In this step, further constraints can be applied while considering potential
neighbors for each broker, such as nearby geolocations (i.e., MAX_DISTANCE = 200 km)
and upper limit node degrees (i.e., UPPER_LIMIT = 30). A proposed utility function
from [29] was adapted to calculate the broker utility value for brokers bi, bj:

broker_utility(bi, bj) =
1

distance(bi, bj)
∗

∑
e∈evcn(bi)∩evcn(bj)

evrate(e)

∑
e∈evcn(bi)∪evcn(bj)

evrate(e)
(6)

In (6), distance(bi, bj) is the geographical distance between the two brokers (coordi-
nates) in the sphere, evcn(bi) denotes the list of event channels of broker bi, and evrate(e)
indicates the transmission rate of event channel e. Finally, the edge brokers are arranged into
proper clusters based on the constructed utility matrix by applying the normalized spectral
clustering algorithm using a normalized Laplacian (a symmetric matrix), as presented
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elsewhere [30,31]. Subsequently, a previous work [32] was used to perform intra-cluster
and inter-cluster routing for the broker clusters to link all event channels in the system.

4. Simulation Scenarios and Results

This section delineates the evaluation scenarios of the proposed model and validates
the results to support data delivery for microservice-based IoT applications. A discrete
event simulation framework, SimPy [33], based on standard Python, was used to employ
the pub/sub system. For the pub/sub broker locations, approximately 3000 coordinates
of the Starbucks store (longitude and latitude) from [34] were used as a coordinate pool
in the evaluation scenarios during the experimental analysis. Using these coordinates
for broker clustering it was assumed that, depending on how far apart the brokers were
located, the RTT (Round-trip time) delay between them was a random variable with a mean
proportional to their distance. A uniform distribution of RTTs between pub/sub clients
and cloud brokers was assumed, with the mean delay being the average delay determined
from the broker’s coordinate pool. Table 1 lists the other common parameter settings for
our simulation scenarios. The run time for each simulation was 15 time units (TU), of
which five TUs were saved for the bootstrap operations at the beginning and only tallied
messages for the remaining 10 TUs.

Table 1. Common parameter settings for evaluation scenarios.

Parameter Value

RTT between edge-edge, edge-cloud brokers Proportional to their distance
RTT between cloud brokers Distributed uniformly between U[1, 2] ms

RTT between clients and edge brokers Distributed uniformly between U[1, 4] ms
Number of clients per event channel per broker 1 publisher, 10 subscribers

Edge Broker’s port rate 108 bit per second
Cloud Broker’s port rate 109 bit per second

Packet size 64 bytes
Subscription distribution Zipf

Simulation duration 15 time units per setting

Other related schemes were implemented and run with similar simulation setups to
obtain performance results and compare with the proposed system, called ECBC_Proposal.
Specifically, a cloud-centric publish/subscribe model, known as PSCoreCloud, to which
pub/sub brokers are situated in the Core Cloud, was implemented to directly serve message
delivery for pub/sub clients [24]. An Edge–Cloud pub/sub broker system inspired by
An et al. [25], called PubSubCoord-like, was designed as well. In this system, edge brokers
handle data delivery for nearby pub/sub customers. These brokers use the cloud broker
routing service to connect all the topic channels. Furthermore, similar setups run in a
previous work [35], called PSECTO, were compared with the proposed one. For comparison,
three crucial metrics are discussed to assess the mentioned schemes.

• Average Delivery Latency (ADL): This value is determined according to the end-to-
end message delivery delay for each scenario on all tested subject channels from
producers/publishers to consumers/subscribers.

• Average Forwarding Traffic (AFT): The data packets of the channels must be forwarded
to one another by pub/sub brokers to connect joint topic channels. The AFT is
calculated as the fraction of forwarded packets relative to the total number of packets
delivered by brokers. This value aids in determining how effectively brokers in the
system are able to bridge topics.

• Node Degree (ND): The number of connections between brokers required for data
sharing on shared subject channels is known as a broker’s node degree. This value
reflects the effort put in by brokers to maintain topic overlays for delivering the data.
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4.1. Assessment of Delays and Forwarding Traffic While Changing the Number of Topics

In this simulation scenario, the number of topics that every pub/sub broker is respon-
sible for was varied in order to observe the performance of the four schemes through the
mentioned metrics where appropriate for processing/forwarding. A pool of 1000 event
channels or topics was formed and 100 brokers were deployed, with random coordinates
chosen from the pool of coordinates. Each broker dealt with 100, 150, and 200 topics for
each simulation run period. These topics were chosen in a distribution that followed Zipf’s
law from a pool of 1000 topics.

Figures 3 and 4 display the respective ADL and AFT values of the comparative
pub/sub schemes with varying numbers of topics. The proposed scheme was the best
in AFT, and better than PSCoreCloud and PubSubCoord-like in ADL. As expected, the
PSCoreCloud scheme experienced the highest (worst) ADL in the experiment, approxi-
mately 75.09 ms, because of the long delay when messages were transferred from clients
to cloud brokers and returned to the interested clients. The PubSubCoord-like approach
experienced high delay as well, approximately 73.36 ms on average, because the edge
brokers forwarded joint topic channel data to cloud brokers for the relaying service for
other interested brokers. In contrast, the ADL of the proposed scheme increased slightly
from 44.54 ms to 45.68 ms and to 49.49 ms, while the brokers’ workload was increased
from 100 to 150 and 200 topics, respectively. In addition, the AFT of the proposed scheme
experienced only a small increment, from 6.26% to 6.67% of the average forwarding traffic
among the pub/sub brokers, in the evaluation scenario. These performance metrics demon-
strate that the suggested strategy can effectively handle data delivery while altering the
workloads of the brokers. Note that the PSCoreCloud AFT results were excluded because
all the relay brokers are positioned in the Core Cloud. Even if the AFT of this scheme
is good, it does not preserve internetwork traffic significantly because of its inefficient
relaying mechanism, as shown above. Thus, the PSCoreCloud approach was omitted from
the following comparison scenarios.

0 10 20 30 40 50 60 70 80

ECBC_Proposal

PubSubCoord-like

PSECTO

PSCoreCloud

Average Delivery Latency (ms)

200_topics 150_topics 100_topics

Figure 3. Effect of varying the number of topics on the average delay.
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Figure 4. Effect of differing number of topics on forwarding traffic.

4.2. Assessment of the Changing Data Locality Rates

This simulation scenario was implemented with the following settings to evaluate the
impact of microservice event channel subscription locality on the data delivery performance
of the compared approaches. Two hundred brokers were instantiated, with their coordinates
chosen randomly from the coordinate pool. Every broker was in charge of traffic forwarding
for 200 event channel topics, with microservice clients subscribing to the channels from a
pool of 1000 topics in a distribution that followed Zipf’s law. Furthermore, for each broker
the local subscription rate (LSR) was changed from 0.2 to 0.8 in steps of 0.2. A higher LSR
means that more microservice clients of that broker share local event channels.

Figures 5 and 6 show the simulation results of the scenario in terms of the ADL and
AFT, respectively. Although the PSECTO scheme was better than the proposed model
in ADL, the scheme achieved the best AFT. When the LSR was increased from 0.2 to 0.8
(indicating that microservice clients are more interested in local events), the ADL of the
proposed scheme decreased from 57.04 ms to 43.43 ms, a 23.87% improvement in terms
of ADL. In addition, the AFT of the proposed scheme was on average approximately
86.73% that of PubSubCoord-like (8.26% versus 9.52%). The reason for this is that the
proposed method can take advantage of common event channels among the microservice
clients of involved brokers to reduce the relayed traffic of the corresponding brokers by
clustering them into proper groups. In contrast, the PubSubCoord-like scheme cannot take
full advantage of the high data locality rates, as it does not cluster similar edge brokers
together. This explains why it experienced the worst performance in terms of ADL and
AFT in this scenario.
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Figure 5. Effect of varying data locality rates on the average delay.
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Figure 6. Effect of differing data locality rates on forwarding traffic.

4.3. Assessment of Varying Event Channel Subscription Correlations Using a Multi-Modal Model

Inspired by Wong et al. [36], a multi-modal event channel subscription model was
used to examine how the correlations in event subscriptions among brokers affected the
efficiency with which data was delivered. From the coordinate pool, 100 brokers were in-
stantiated in this simulation scenario, with their locations chosen at random. Furthermore,
a 1000-topic pool was developed to allocate 100 event channel topics for each broker’s
traffic-forwarding workloads. Specifically, edge brokers’ event channel subscription corre-
lations were developed using the multi-modal model to measure their event notification
performances as follows:

• There were n categories of the event channel space
• Each broker randomly and uniformly chose p categories from n
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• There were fixed values for the ratio of p/n, which were 0.1 and 0.2. Various values of
p and n were used to change the correlation levels of the event channel; in particular,
with p = 1, n = [10, 5] and with p = 5, n = [50, 25]

• From these p categories, one hundred topics of the event channel were selected for
each broker, which were distributed by following Zipf’s law

Table 2 and Figure 7 show the average forwarding traffic among brokers and average
delivery latencies of the compared schemes in the multi-modal model scenario, respectively.
In general, both ADL and AFT values of the three algorithms decreased in the experiment
when event channel correlations among brokers increased (from the case of [p = 5; n = 25]
to [p = 1; n = 10]). The PubSubCoord-like scheme experienced the highest (worst) ADL
and AFT values in this evaluation setting, as this approach does not consider clustering
edge brokers with high event channel subscription correlations and proximity geolocations
to reduce the delivery latency and forward traffic, as in the proposed approach. Although
the proposed scheme achieved the best AFT on average, it was only slightly better than
the PSECTO scheme, at 8.12% versus 8.39%, respectively. As expected, the PSECTO
approach achieved the lowest ADL values in the simulation setup, as it takes advantage of
brokers’ event channel subscription correlations and proximity locations and uses direct
connections between brokers for transferring data. On the other hand, overlay networks
for data distribution require considerable work from the brokers, which could lead to
scalability issues.

Table 2. AFT (%) in the multi-modal model scenario.

Modal
Algorithms ECBC_Proposal PubSubCoord-like PSECTO

p = 5; n = 25 9.08 10.87 8.48
p = 5; n = 50 8.88 10.81 8.40
p = 1; n = 5 7.98 10.78 8.34

p = 1; n = 10 6.52 10.48 8.33
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Figure 7. ADL in the multi-modal model scenario.

4.4. Assessment of Scaling Number of Brokers

This subsection evaluated the scalability metric of our proposal in comparison to other
similar schemes. In this scenario, the number of brokers was increased from 200 to 500 in
steps of 100 for each of the four simulations conducted with each scheme. The capabilities
of the comparable pub/sub systems were investigated to support many-to-many commu-
nication patterns among the brokers’ microservice clients. Each broker was specifically in
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charge of 100 event channels, of which microservice clients published or subscribed to 70%
on the local level and selected the remaining 30% from the outside brokers. Accordingly,
multi-producer and multi-consumer scenarios of event channels were generated in the
experiments to measure the ADL, AFT, and ND results of data delivery with the compared
schemes. The results are shown in Table 3 and Figures 8 and 9.

Table 3. AFT (%) with scaling number of brokers.

# Brokers
Algorithms ECBC_Proposal PubSubCoord-like PSECTO

200 8.07 9.44 8.60
300 8.28 9.53 8.75
400 8.39 9.59 8.88
500 8.50 9.61 8.94

As shown in Table 3, our proposal achieved the best outcome in terms of AFT. A small
increase in average traffic exchanged among brokers in the system, from 8.07% to 8.50%,
was observed when the number of brokers was increased from 200 to 500, respectively.
The PubSubCoord-like scheme experienced the highest (worst) percentages of average
exchanged traffic, because the edge brokers in this approach have to send data through
relay cloud brokers for joint event channels among them.
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Figure 8. Effect of scaling the number of brokers on average delays.

Figure 8 plots the ADL results of the three approaches measured from the performed
experiments. Our proposal has a much lower ADL than that of the PubSubCoord-like
scheme. For example, in the simulated example with 500 brokers the ADL value ouf the
proposed scheme was 49.1 ms, while that of PubSubCoord-like was 73.41 ms. On average,
the ADL of the proposed method was approximately 65% that of PubSubCoord-like. On
the other hand, the PSECTO scheme achieved the best (lowest) ADL values in all of the
tested cases. The PSECTO technique uses numerous direct connections between edge
brokers to convey data for joint event channels among these brokers, which accounts for
this remarkable result. Nevertheless, scaling issues may arise due to the high resources
required by the pub/sub brokers for keeping the topic overlay networks operational in this
approach. Therefore, the average ND values in the experiments were calculated in order
to scrutinize the issue further. Figure 9 shows the brokers’ average node degrees in the
three schemes. The PSECTO scheme experienced the highest average ND values in all the
test cases of the evaluation setting, as this approach promotes direct connections between
brokers that have joint event channels for data delivery. Specifically, the average broker



Appl. Sci. 2023, 13, 886 14 of 16

node level increased significantly from 147 to 223 as the number of brokers increased from
200 to 500, respectively. Note that the higher average number of connections maintained
by each broker to other brokers means that more of the broker’s resources are consumed
to maintain the connection states. While the proposal achieved much lower average node
degree results than the PSECTO model, the PubSubCoord-like scheme achieved the best
ND results in all the cases tested. This is because in the PubSubCoord-like scheme the edge
brokers need to connect to only a small number of cloud brokers for joint events routing
in the whole system. On the other hand, this mechanism causes a much higher delay in
end-to-end data delivery for their clients, as reported in the above ADL results. Overall,
this concept achieves an optimal harmony between ADL, AFT, and ND metrics, allowing
for high scalability to facilitate data delivery in microservices-based IoT systems.
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Figure 9. Average node degree with varying number of brokers.

5. Conclusions

This paper has described an effective data delivery model for IoT applications using
microservices. In our proposed model, microservices that construct IoT applications
collaborate and exchange data with each other via an event-based communication tool
provided by the proposed pub/sub system with flexibility and efficiency. As corroborated
by experiments, this approach can handle data delivery for large-scale microservice-based
IoT applications with low delay, modest relay traffic, and high scalability while maintaining
an excellent balance among ADL, AFT, and ND.
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IoT Internet of Things
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SOA Service Oriented Architecture
PSP Publish/Subscribe Paradigm
TBPS Topic-based Publish/Subscribe
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IPC Interprocess Communication
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ALS Alternating Least Squares
RTT Round-Trip Time
TU Time Unit
LSR Local Subscription Rate
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