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Abstract: Fake news detection techniques are a topic of interest due to the vast abundance of fake
news data accessible via social media. The present fake news detection system performs satisfac-
torily on well-balanced data. However, when the dataset is biased, these models perform poorly.
Additionally, manual labeling of fake news data is time-consuming, though we have enough fake
news traversing the internet. Thus, we introduce a text augmentation technique with a Bidirectional
Encoder Representation of Transformers (BERT) language model to generate an augmented dataset
composed of synthetic fake data. The proposed approach overcomes the issue of minority class and
performs the classification with the AugFake-BERT model (trained with an augmented dataset). The
proposed strategy is evaluated with twelve different state-of-the-art models. The proposed model
outperforms the existing models with an accuracy of 92.45%. Moreover, accuracy, precision, recall,
and f1-score performance metrics are utilized to evaluate the proposed strategy and demonstrate that
a balanced dataset significantly affects classification performance.

Keywords: text augmentation; transfer learning; Bidirectional Encoder Representation of Transformers;
fake news classification

1. Introduction

A type of information known as “fake news” is either designed to delude readers or just
a misguided viewpoint, and is distributed by printing in newspapers, online news portals,
or social networks. Fake News is now a significant component of social media, raising
questions about the information’s authenticity, reliability, and honesty [1]. The effects of
fake news are felt throughout society. For example, spreading false information on social
media affects how organizations, governments, and individuals react to social and cultural
events. The majority of fake news is directed at a specific demographic to instill strong
beliefs and polarize society to promote a particular ideology. An enormous amount of
fake news targets a specific demographic to inculcate strong beliefs and polarize society by
promoting a particular agenda.

People are taking advantage of fake news even though fake news is unethical. For ex-
ample, a newspaper called “The New York Sun” utilized a fake article to boost sales [2].
Such disinformation has the potential to have devastating and far-reaching consequences
in many aspects of our lives, such as financial markets [3] and political events [4]. The dis-
semination of false information has an emotional impact on the public. It influences
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people’s decision-making [5]. Fake news is not a recent phenomenon, and yet it has grown
increasingly troublesome in recent years due to its viral tendency on social media [6].
The number of people searching the internet for health-related news is continuously grow-
ing. Health-related fake news affects people’s lives [7]. During the COVID-19 pandemic,
false information and offensive text were rapidly propagated, which misled people [8,9].

False information spreads quickly on social media in the modern era, raising societal
concerns about people’s ability to differentiate between what is phony and what is genuine
while browsing and actively using social media. As a result, one of the rising study topics
is automatic false news identification. Numerous approaches for automatically detecting
the authenticity of news have been developed. Initially, Natural Language Processing
(NLP) issues were handled using traditional Machine Learning (ML) methods such as
Logistic Regression and Support Vector Machine (SVM) with hand-crafted features [10,11].
These approaches inevitably produced high-dimensional interpretations of language pro-
cessing, giving rise to the curse of dimensionality. Compared to traditional ML models,
models based on neural networks achieved extraordinary success on many tasks involving
natural language thanks to the use of word embeddings [12]. Word embeddings are low-
dimensional with distributed feature representations suited for natural languages. Neural
network-based approaches widely use Word2vec and GloVe word embedding models for
context-free word embedding [13–15].

Deep Learning (DL) methods such as Recurrent Neural Networks (RNN) and their
variations along with Convolutional Neural Networks (CNN) have demonstrated out-
standing performance in false news identification tasks [16–18]. Saleh et al. [19] proposed
an optimized CNN model that outperformed the baseline models when they compared
their model to RNN and ML classifiers. The ensemble approach with DL models is widely
used in this domain [20]. Most studies to date have used ensemble models with CNN and
RNN. CNN is used for extracting valuable features, and long-short-term memory (LSTM)
is utilized for classification [13,21]. Opportunities remain to improve the performance of
DL-based models. While CNNs and RNNs perform well with context-free features, textual
content features with contextual information provide a better representation of words
and yield better classification results. Recently, different language models have gained
popularity in different NLP tasks [22–24]. A few studies have used embeddings from
language model (ELMO), such as Bidirectional Encoder Representations from Transformers
(BERT), that have outperformed several baseline methods in fake news detection [25,26].
BERT employs semi-supervised learning and a language representation model that only
uses the transformer’s encoder [27]. However, these DL-based approaches are language-
dependent and mostly rely on text-based features of English news [7]. A study by Wei
and Zou [28] proposed easy data augmentation (EDA) techniques for boosting perfor-
mance on text classification tasks. EDA consists of four simple yet powerful operations:
synonym replacement, random insertion, random swap, and random deletion. Another
study by Rizos et al. [29] proposed three text augmentation methods: synonym replace-
ment, warping the tokens of words, and language generation with RNN. Text generation is
performed by Hiriyannaiah et al. [30] with sequence GAN. However, these methods only
work well for short texts.

Bengali is the world’s seventh most popular language. Two hundred and sixty-eight
million people speak this language in Bangladesh and parts of India [31]. Thanks to the in-
crease in the use of electronic devices, digital Bengali text content has increased dramatically
in recent years on the internet and news portals. However, scientific investigation into Ben-
gali Language Processing (BLP) remains in its early stages [32]. A study by Al-Zaman [33]
conducted a study that examined 419 bogus news articles published in India, a country
prone to fake news, to identify the primary themes, types of content, and sources of fake
news on social media. Fake news circulating on social media focuses on six main topics:
health, politics, crime, entertainment, and miscellaneous. Health-related fake news is more
prevalent during health crises, such as when misleading online news about COVID-19
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endangered the health of Indians [33]. In contrast, fake news about politics and religion is
exceptionally prevalent and originates from online media [34].

Moreover, a lack of benchmark datasets of Bengali fake news is a significant issue
in this research area. The imbalanced data on the accessible dataset is another significant
problem in this field. A text augmentation strategy is required for this purpose, as manual
labeling of news as fake or true is time-consuming. Because the BERT model was initially
trained using the English language, it is unsatisfactory when utilized to classify Bengali
news using transfer learning. Existing research on the Bengali language has mainly used
pre-trained BERT for Bengali news classification, which has not yielded satisfactory re-
sults [35]. As a result, a system that augments the text and trains the BERT model from
scratch may work well for Bengali. We determined that an effective fake news detection
strategy with sufficient Bengali text is required. Therefore, we propose a classification
mechanism with text augmentation that can classify Bengali news as fake or true. This
model can be used by anyone willing to incorporate artificial intelligence into their systems
to detect fake news. The system can help social media users differentiate between fake
and true news. As a result, users can avoid being misled by the spread of fake news. The
overall contribution of this paper includes:

• We propose AugFake-BERT, which integrates data augmentation with transfer learn-
ing to generate synthetic texts to supplement our fake news dataset. This study is the
first to use a transfer learning approach to deal with imbalanced text data.

• We trained a miniature BERT model from scratch with our original and augmented
dataset to extract contextual features and perform the classification with a softmax layer.

• We experimented with various BERT parameters to find the best-fit parameters for the
Bengali fake news data.

• Different baseline machine learning (ML) and deep learning (DL) models were used
to evaluate the proposed strategy.

The paper is structured as the follows: Section 2 highlights the related work in this
domain; Section 3 illustrates the proposed methodology; and we discuss the results of our
experiments in Section 4. We mention the limitations of this study and potential future
work in Section 5. Finally, Section 6 brings the paper to a conclusion.

2. Literature Review

Disinformation is difficult to detect because it is purposefully written to misrepresent
information. The major barrier to accurately identifying fake news is the scarcity of human
news labeling. Numerous research studies already exist on false news detection utilizing
various classification methods. It is critical to pick the proper feature reduction algorithm,
as feature reduction has a significant impact on text classification performance [36]. For this
reason, traditional machine learning-based methods perform poorly on high-dimensional
features [37]. For the most part, neural network-based approaches have performed better
than traditional machine learning-based methods, as they reduce the curse of dimension-
ality. Several studies have used CNN for extracting useful features, and long short-term
memory (LSTM) has been utilized for classification [13,21]. A neural network’s performance
is significantly influenced by hyperparameter optimization. Saleh et al. [19] proposed an
optimized CNN (OPCNN-FAKE) model to detect fake news. Their findings indicated that
CNN with optimized parameters outperformed the baseline models when they compared
their model to RNN and ML classifiers.

Attention techniques have recently been used to efficiently obtain information from
news content associated with a mini query [38,39]. A study by Singhania et al. [38] utilized
a three-level hierarchical attention network, 3HAN, which has three levels: one for words,
one for sentences, and one for the headline. 3HAN can allocate weights to distinct sections
of an article thanks to its multiple levels of attention. In comparison to other deep learning
models, 3HAN produces more accurate results despite the fact that it only uses textual
data. However, the studies mentioned earlier that employ neural networks mainly use
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non-contextual embedding, which does not consider the contextual meaning of the text,
and has thus yielded minimal success.

Furthermore, the majority of models fail to achieve satisfactory detection performance.
To compensate for the shortcomings of previous works, Aloshban [40] suggested self-
attention-based Automatic Fake News Classification (ACT). Their principle is derived from
the fact that texts are typically short and thus inefficient for classification. Their proposed
framework employs mutual interactions between a claim and numerous supporting replies.
While the article input is fed into the LSTM, the final step of the LSTM output does not
always entirely reflect the semantics of the article. By connecting all word vectors in the
text, a massive vector dimension can be obtained. Thus, the internal correlation between
the words in the articles can be overlooked.

As a consequence of using the self-attention process with the LSTM model, essential
components of the article are extracted using several feature vectors. Their approach is
highly dependent on self-attention and a representation matrix of articles. Graph-aware
Co-Attention Networks (GCAN) is a relatively new method to detect fake news [41]. GCAN
can decide whether a short-text Twitter post is fraudulent based on the historical record of
its retweeters. This model, however, is not appropriate for long texts.

Another notable advancement in the NLP field is language models, which produce
contextual embeddings. Bidirectional Encoder Representation (BERT) is mainly used in
fake news detection tasks. Jwa et al. [26] included news data in BERT’s pre-training phase
to improve fake news detection performance. ExBAKE (BERT with additional unlabeled
news text data) outperformed the state-of-the-art model stackLSTM by a 0.137 F1 score.
Zhang et al. [42] demonstrated a BERT-based Domain-Adaption Neural Network (BDANN)
for multimodal fake news detection. The significant parts of BDANN are a multimodal
feature extractor, a false news detector, and a domain classifier. The pre-trained BERT
method was utilized to extract text features, while the pre-trained VGG-19 (a 19-layer
deep CNN) model was used to extract visual features. The extracted features are merged
and sent to the detector, which uses them to distinguish between fake and real news.
Furthermore, the presence of corrupted image data in the Weibo dataset influenced the
results of BDANN. Kaliyar et al. [43] suggested a fake news detection mechanism with
BERT based on a deep convolutional approach (fakeBERT). This fakeBERT is made up
of various parallel blocks of a deep CNN, which is a one-dimensional (1D-CNN) with
varying kernel sizes and filters, as well as the BERT. Various filters can extract valuable
data from the training sample. BERT combined with 1D-CNN can handle both large-
scale structured and unstructured text. As a result, the combination is advantageous in
dealing with ambiguity. Wu et al. [44] proposed a multi-modal framework that combines
RNN and Graph Convolutional Network (GCN) for encoding fake news propagation in
social media. The limited data on fake news is a significant issue in the NLP field. Thus,
a few studies have tried to generate synthetic data to solve this problem. A study by
Hiriyannaiah et al. [30] presented Sequence Generative Adversarial Network (SeqGAN),
which is a GAN structure that solves the gradient descent problem in GANs for discrete
outputs using a reinforcement learning (RL)-oriented approach and Monte Carlo search.
The authors fed actual news content into the GAN, then a classifier based on Google’s
BERT model was trained to distinguish actual samples from produced samples. However,
seqGAN while can produce short text, it is not a better solution for generating entire
news content with seqGAN, and may result in non-contextual news. The authors used
DistilBERT to encode the representation of textual data such as fake news, tweets, and user
self-descriptions. Furthermore, the authors improved their performance by employing an
attention mechanism.

Limited data on fake news is a significant issue in the NLP field. Thus, a few studies
have tried to generate synthetic data to solve this problem. A study by Hiriyannaiah et al. [30]
presented seqGAN, which can only produce short text; it is not a better solution for generating
entire news content with seqGAN, and may result in non-contextual news. Most research
efforts have focused on English data. Other low-resource language-related fake news detection
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mechanisms are scarce in this domain. Hossain et al. [35] published a Bangla dataset consisting
of fake news and true news and performed classification with CNN, LSTM, and BERT.
The authors classified news documents using the pre-trained multilingual BERT model.
The multilingual BERT model is trained in 104 different languages. However, the model is
not explicitly trained to have shared representations across languages. Thus, we propose a
technique where we utilize the pre-trained multilingual BERT to generate synthetic news.
Furthermore, we trained a smaller BERT from scratch for embedding and classification, and
experimented with using a frozen BERT with our training samples.

3. Proposed Methodology

The fake news detection system’s general architecture comprises two parts, embedding
and classification. The embedding technique uses unlabeled texts to generate an embedding
model, while the classification method uses labeled texts to derive a classification model.
Figure 1 depicts the overall process of our proposed strategy. The most recent research
papers focus on data augmentation and embedding systems. The data augmentation model
is trained based on transfer learning. The embedding model is trained from scratch with
the augmented data. The dataset description that we used in this study is demonstrated in
Section 3.1. Section 3.2 describes the basic framework of the augmentation method built
using multilingual BERT. Section 3.3 explains the basic framework of our embedding model.

Fake News Dataset Augmented Dataset

Output:
Fake/True 

Stage 1 Stage 2

Contextual Feature
Extraction/Embedding

Generation

Data Augmentation

Multilingual BERT
(Transfer Learning) BERT (Trained from

Scratch)

Classification

Classification Layer

Feature
Extraction/Embedding

Generation

Classification

CNN

LSTM

Bi-LSTM

CNN-LSTM


M-BERT

Contextual Feature
Extraction/Embedding

Generation

BERT (Fine tuned)

Augmented
Dataset

LR

MNB

DT

RF


SGD

SVM

KNN

Figure 1. An abstract view of our fake news detection mechanism.

3.1. Dataset Description

We utilized the “BanFakeNews” dataset, (https://www.kaggle.com/cryptexcode/
banfakenews) (accessed on 20 February 2022), which is available publicly on Kaggle.
The “BanFakeNews” dataset [35] contains approximately 50,000 Bengali news items. It is
presented as a CSV file. The dataset contains seven attributes in total: articleID, domain,
date, category, headline, content, and label. For this investigation, we considered headline
and content-based features. The dataset is highly imbalanced, as the fake news class data
are less common than the true news class data. As previously stated, due to the lack of
a reliable, huge, and up-to-date dataset in Bangla, we performed a data augmentation
technique to balance the dataset. Figure 2 presents the ratio of fake news and true news data.

https://www.kaggle.com/cryptexcode/banfakenews
https://www.kaggle.com/cryptexcode/banfakenews
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True News

97.6%

Fake News

2.4%

(a)

True News 50.0% Fake News50.0%

(b)
Figure 2. The amount of fake and true news in both the balanced (augmented) and imbalanced
(original) datasets. (a) Imbalanced dataset; (b) Balanced dataset.

3.2. Data Augmentation through Transfer Learning

Data augmentation techniques have been used in image processing, visual identifica-
tion, and text classification projects because they make it easy to collect and generate new
data using simple and quick transformations. The goal of augmentation is to increase the
quantity of training data samples to reduce the model’s overfitting. The text augmenta-
tion NLP sector is challenging because of the immense complexity of language. Several
techniques are available, including Easy Data Augmentation (EDA), replacement with a
synonym, random swap, random insertion, and random deletion. Certain words, however,
such as a, an, and the, cannot be filled by others. In addition, often a term does not have
a synonym. Even if someone changes a single word, the context changes dramatically.
SeqGAN [45], a sequence generation method, is being explored for synthetic text gener-
ation, although it is only suitable for generating short text. As we needed news content
consisting of a large amount of text to create fake news, this model was unsuitable for our
data augmentation technique.

We had 1300 fake news data instances collected from the “BanFakeNews” dataset.
To increase the amount of fake news data, we adopted a process that would consume
less time and effort than manually collecting the fake news data. We employed transfer
learning to facilitate data collection more efficiently. The idea behind transfer learning is
that a method trained for one endeavor is re-purposed for a second related task. We used
the BERT multilingual uncased model, which is self-supervised and trained on a massive
corpus of multilingual data. This means it was trained solely on raw texts, with no human
labeling (hence its ability to use a large amount of publicly available data), and then used
an automatic strategy with these texts to produce input data and labels. It was explicitly
configured with two goals described below in mind.

Masked Language Modeling (MLM): given a sentence, the method masks 15% of the
words in the input and then runs the whole masked text through the model, which must
estimate the masked words. This is in contrast to traditional RNNs, which typically see
words sequentially, or auto-regressive models such as Generative Pre-trained Transformer
(GPT), that internally mask prospective tokens. It enables the model to learn a two-way
representation of the sentence. Next Sentence Prediction (NSP): During pre-training,
the model merges two masked texts as inputs. They sometimes, though not always,
correspond to sentences which were next to one another in the original text. The model
must then predict whether or not the two sentences followed each other.

We performed next word prediction instead of next sentence prediction, which allowed
us to perform insertion by prediction, whereas previous word embedding models pick one
word randomly for insertion. The same word in sentences is represented by a static vector
in traditional word embedding models, which might not work in certain circumstances.
To address this issue, contextualized word embedding was introduced to take into account
surrounding words when generating a vector in a different context. Thus, for substitution,
we considered surrounding words in order to predict the target word. Figure 3 presents
the data insertion and substitution performed on a training sample.
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রুই মাছের মাথা খাওয়া নিয়ে মারামারিOriginal Text

Augmented Text সকল মাছের মাথা খাওযা নিয়ে একটি মারামারি

Word
substitution

Word
insertion

Figure 3. The original text from the training data and the augmented data using insertion and
substitution of words.

3.3. Fine-Tuning BERT for Embedding and Classification

The deep learning-based method BERT has demonstrated cutting-edge performance
in a wide range of natural language processing tasks. BERT integrates language representa-
tions trained by Google. BERT is an advanced pre-trained word-embedding model based
on a transformer-encoded architecture [27]. BERT is trained with a large corpus of texts,
which allows the model to better grasp the vocabulary and learn variability in patterns of
data as well as to generalize across a variety of NLP tasks. Because it is bidirectional, BERT
understands information from both the left and right sides of a token’s context during
training. The BERT method is notable for its ability to recognize and capture contextual
meaning from a text [46]. The main limitation of traditional language models is that these
models are unidirectional, limiting the architectures that can be used during pre-training.
Existing research employs pre-trained language models previously trained on data other
than the relevant data. which is ineffective in resolving the problem at hand [35]. How-
ever, such models have the potential to perform well if trained with additional relevant
problem data. Thus, we trained BERT with our additional news corpora in order to obtain
better results.

Figure 4 illustrates the architecture of our proposed model. By employing a mask
language model, the BERT model eradicates unidirectional constraints (MLM). As we have
already mentioned, BERT uses the next sentence prediction (NSP) task in conjunction with
the masked language model to concurrently pre-train text-pair representations. The encoder
in the base model comprises 12 layers. Token embedding, position embedding, and segment
embedding are used to represent input sequences to BERT. Token embedding involves
tokenizing and embedding the input data in a method known as WordPiece embedding.
BERT can take one or two sentences as input and distinguish them using the special
token (SEP). The (CLS) token, which is distinctive to classification tasks, always appears
at the beginning of the text. In English, WordPiece is more than just separating words by
space; it can be viewed as a specialized tool for sentence tokenization and embedding.
WordPiece embedding has a vocabulary size of 30K, so the form of the embedding size
is V ∗ H, where H symbolizes the hidden size and V is the vocabulary size (typically, we
selected an embedding size equal to the hidden size). Segment embedding illustrates
the connection between two sentences. Figure 5 presents the word embedding of our
BERT model. After performing contextual embedding generation with BERT, a softmax
classification layer was used to classify the training data into fake or true news. A detailed
training description is elaborated in Section 4.
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Figure 4. The proposed model architecture.
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Figure 5. The word embedding of our input corpus with BERT .

4. Experiment and Result

We performed several experiments to achieve a better outcome. The experiments are
illustrated below:

4.1. Augmentation

We utilized a transfer learning-based approach for text augmentation. We used a
pre-trained multilingual BERT base uncased for generating synthetic data through insertion
and substitution of words. The model was originallhy developed for generating contextual
word embeddings. We modified the BERT model for performing text augmentation. The
pre-trained model’s weights were frozen for performing the task. The multilingual BERT
incorporates masked language modeling and next sentence prediction tasks for generating
embeddings. For text augmentation, we performed next word prediction instead of next
sentence prediction. We masked the word that needed to be replaced with another word,
and our trained model then predicted the masked word utilizing the vectors of surrounding
words, which resulted in the generation of augmented texts. We fed the model one sample
at a time containing the news content as a list of tokens. For the substitution of words,
the BERT model masked 15% of the words of the news content, then these masked words
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were replaced with the predicted words. For the insertion of words, the model inserted
the predicted word before the masked word. After performing these processes, the result
was synthetic news content which was produced by our model. By repeating this process
for 1299 fake news content items from the original dataset, we generated 2700 fake news
content items, for a total number of 4000 fake news data items. We undersampled the
authentic news data to produce a balanced augmented dataset comprising an equal amount
of data in both classes. Table 1 describes the original dataset and augmented dataset.
Twelve different classification algorithms were used on the created dataset to examine how
well they worked for fake news classification.

Table 1. Description of the datasets.

Dataset True News Fake News Total

BanFakeNews 48,678 1299 49,977

Augmented Dataset 4000 4000 8000

4.2. Embedding and Classification

We imported the BERT tokenizer and BERT base uncased from Huggingface’s transform-
ers library. The original and augmented datasets were then prepared with a BERT tokenizer
in the format required by the BERT model. The encoder in the base model comprises 12 layers
and 110 million parameters. We used the BERT base uncased model by frozen and unfrozen
weights for training with our news corpora. We named our proposed model AugFake-BERT.
The suggested AugFake-BERT classifier model was assigned a number of parameter values,
which are provided in Table 2, to achieve optimized hyperparameters.

Table 2. Initial hyperparameters adapted for AugFake-BERT.

Parameters Parameters Value

Maximum Sequence Length 128
Epochs 2

Batch Size 32
Activation ReLU, SoftMax

Learning Rate 1 × 10−3

Optimizer AdamW

For AugFAKE-BERT, we adapted a set of values for diverse parameters. The maximum
sequence length was from 128 to 50, the learning rate from 1 × 10−3 to 2 × 10−3, and the
batch size from 5 to 64. The batch size describes how many samples are sent to the
algorithm for extraction at a specific iteration. The classifier performance seen in Figure 6a
is significantly impacted by the batch-wise approach, which boosts GPU performance.
For the frozen model, the pre-trained BERT base uncased model’s weights were frozen in
all the layers except the output layer, which was fine-tuned for news classification. For
the unfrozen model, the model was trained from scratch with our news corpora. The data
were classified using a feed-forward neural network layer utilizing a softmax activation
function. As our optimizer, we chose AdamW, a more effective variation of the Adam
optimizer. As more epochs results in overfitting issues and requires a longer training time
for the algorithm, the number of epochs was fixed to four.
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Figure 6. The impact on accuracy of the number of batches and epochs: (a) The impact of batch size
on accuracy and (b) The impact of the number of epochs on accuracy.

Large batch sizes slow down training by consuming more GPU memory. In other
words, GPU memory plays a significant role in the processing of diverse batch sizes.
Because of the reasonable accuracy observed, the batch size was set at fifteen for all
assessments. A small batch size enhances the outcomes, while a large batch size uses
more memory, takes longer to analyze data, and reduces overall accuracy. Dropout is a
simple and direct mathematical operation used to protect the classification algorithm from
noisy features and overfitting. Because of the small dataset used for training, the classifier
may be prone to overfitting. This issue can be fixed by increasing the dataset quantity or
reducing the number of hidden layers. This issue was resolved by our enhanced dataset.
Dropout removes or disables detached units in the hidden neuron that do not participate in
subsequent iterations of the computation. The learning rate determines the best termination
time for classification models. A high learning rate causes the model to be terminated
quickly, whereas a low learning rate causes the model to be terminated slowly. At a learning
rate of 1 × 10−3, the accuracy goes up to 85.25%, which is the maximum. The optimized
parameters that achieved maximum accuracy are illustrated in Table 3.

Table 3. Optimized hyperparameters adapted for AugFake-BERT.

Parameters Parameters Value

Maximum Sequence Length 80
Epochs 5

Batch Size 15
Activation ReLU, SoftMax

Learning Rate 2 × 10−3

Optimizer AdamW

To compute the loss of the AugFake-BERT model, the cross-entropy loss function was
used. The loss shows the total number of errors in our model to evaluate how well (or
poorly) the model performs. The training and validation loss of the frozen and unfrozen
models are shown in Figure 7. Figure 7 shows that the AugFake-BERT model has a high
loss value when the weights are frozen, indicating that it is unable to correctly predict the
class in new test data in the original dataset due to imbalanced data. Thus, we further
trained the BERT model from scratch with our augmented dataset. The results on the
augmented dataset are illustrated in Section 4.4.
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Figure 7. The loss (during training and validation) of both frozen and unfrozen AugFake-BERT
models on the original dataset. (a) Loss of BERT (Frozen) Model; (b) Loss of BERT (Unfrozen) Model.

4.3. Evaluation Metrics

We considered a number of performance metrics to assess our model. We used Fasttext,
Word2Vec, and different N-grams (Unigram (U), Bigram (B), Trigram (T), UBT (U+B+T),
character 3-gram (C3Gram), character 4-gram (C4Gram), and character 5-gram (C5Gram))
with TF-IDF word embedding methods on the benchmark dataset to find the different
features and compare the proposed model with different baseline models. To evaluate the
baseline model, we randomly selected 80% of samples for training and 20% of samples
for testing purposes. In addition, we used ten-fold cross-validation and chose the best
performance results. The confusion matrix depicts a summary of the classification results
on the testing dataset based on known true values. It provides a summary of the model’s
success as well as effective results for true positive, false positive, true negative, and false
negative. The proposed model is evaluated using accuracy (A), precision (P), recall (R),
and F1-score (F).

Accuracy: The classification accuracy rating, known as the accuracy score, is calculated
as the percentage of accurate predictions to the total number of predictions. Here, we define
accuracy (A) using the formula in Equation (1):

A =
True Positive + True Negative
Total Number of Predictions

(1)

Precision: Precision is defined as the number of true positive outcomes divided by the
total positive outcomes, including those that are misidentified (P). Equation (2) is used to
calculate precision:

P =
True Positive

True Positive + False Positive
(2)

Recall: The recall is measured as the proportion of true positive results to the actual
positive samples that should have been detected. The recall is computed using Equation (3):

R =
True Positive

True Positive + False Negative
(3)

F1-score: The F1-score determines the model’s accuracy in each class. The F1-score
metric is usually used when the dataset is imbalanced. Here, we use the F1-score as an
evaluation metric to demonstrate the adequacy of our proposed method. The F1-score is
computed using Equation (4):

F1 = 2 × precision × recall
precision + recall

(4)
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4.4. Evaluation Baseline

The proposed model was compared with different baseline deep learning-based mod-
els, Convolutional Neural Network (CNN), Long Short Term Memory Network (LSTM)
Bidirectional LSTM (Bi-LSTM), ensemble model CNN-LSTM, pre-trained Multilingual
BERT (M-BERT) Model, and machine-learning classifiers such as Decision Tree (DT), Lo-
gistic regression (LR), Random Forest (RF), Multinomial Naive Bayes (MNB), Stochastic
Gradient Descent (SGD), Support Vector Machine (SVM), and K-Nearest Neighbor (KNN),
all of which were trained on the augmented dataset of Bengali news. The following sections
provide an overview of these models’ performance.

4.4.1. Machine Learning Classifiers

The results of the cross-validation and testing performance of different ML classifiers
on our augmented dataset are illustrated in Table 4–10. In cross-validation, the LR and
MNB model achieved the best accuracy of 86.44% and 86.16% for the Word2Vec feature
extraction method. In the LR model, Character 5-gram (C5Gram) feature has the best
precision (86.09%), and the best recall is 96.42% for character 3-gram (C3Gram). In the
MNB classifier, C5Gram has the best precision (95.79%), while Unigram has the best recall
(96.65%). The best F1-Score for both classifiers, LR and MNB, are 89.94% and 87.89% for the
combination of Unigram (U), Bigram (B) and Trigram (T) (UBT) with the IF-IDF feature
extraction model.

Table 4. Performance of logistic regression (LR) machine learning classifier.

Cross-Validation Performance Test Performance

Features A (%) P (%) R (%) F1-S (%) A (%) P (%) R (%) F1-S (%)

Unigram 85.27 81.63 94.31 87.52 84.10 79.11 94.58 86.16

Bigram 84.16 81.10 92.19 86.29 77.82 72.42 93.45 81.60

Trigram 82.27 80.00 90.80 85.06 76.71 71.43 93.39 80.95

UBT 88.66 85.00 95.50 89.94 86.21 81.62 94.62 87.64

C3Gram 88.55 84.21 96.42 89.90 81.21 75.63 93.62 83.67

C4Gram 85.77 85.70 88.83 87.24 68.32 62.28 95.00 76.75

C5Gram 85.71 86.09 87.77 86.92 74.60 67.45 95.70 80.56

Fasttext 85.94 84.36 91.70 87.88 81.49 74.11 96.06 85.13

Word2Vec 86.44 85.95 89.01 87.45 82.82 75.04 96.59 85.74

Table 5. Performance of Multinomial Naive Bayes (MNB) machine learning classifier.

Cross-Validation Performance Test Performance

Features A (%) P (%) R (%) F1-S (%) A (%) P (%) R (%) F1-S (%)

Unigram 81.99 76.59 96.65 85.46 79.82 73.57 95.86 83.25

Bigram 51.81 93.44 11.72 20.82 50.86 54.90 37.28 44.40

Trigram 78.82 75.02 92.80 82.97 74.87 68.91 95.80 80.16

UBT 85.88 80.66 96.54 87.89 79.49 73.65 93.86 82.54

C3Gram 85.66 85.54 87.70 86.60 81.66 80.39 85.08 82.67

C4Gram 80.66 78.16 89.75 83.55 79.49 72.66 97.45 83.25

C5Gram 84.60 95.79 74.82 84.02 74.87 67.69 99.56 80.73

Fasttext 82.99 92.21 75.80 83.21 79.32 71.92 97.76 83.67

Word2Vec 86.16 83.49 92.15 87.61 82.05 74.44 99.35 85.11
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Table 6. Performance of Decision Tree (DT) machine learning classifier.

Cross-Validation Performance Test Performance

Features A (%) P (%) R (%) F1-S (%) A (%) P (%) R (%) F1-S (%)

Unigram 82.38 78.50 93.40 85.30 79.77 74.81 92.45 82.70

Bigram 81.05 77.38 91.78 83.97 75.93 70.36 93.77 80.40

Trigram 84.88 83.21 91.20 87.02 74.54 70.14 90.45 79.01

UBT 87.88 85.26 93.30 89.10 80.77 77.89 87.62 82.47

C3Gram 86.66 83.38 93.38 88.10 77.93 73.40 89.51 80.66

C4Gram 91.11 88.09 96.85 92.26 80.38 74.02 96.28 83.70

C5Gram 81.05 77.38 91.78 83.97 78.27 72.64 94.19 82.02

Fasttext 85.27 83.68 91.30 87.33 80.04 74.38 95.07 83.46

Word2Vec 90.27 88.09 94.45 91.16 77.15 71.19 93.65 80.89

Table 7. Performance of Random Forest (RF) machine learning classifier.

Cross-Validation Performance Test Performance

Features A (%) P (%) R (%) F1-S (%) A (%) P (%) R (%) F1-S (%)

Unigram 87.27 87.43 89.64 88.52 81.16 77.22 90.75 83.44

Bigram 87.72 92.53 84.07 88.10 80.71 91.67 69.69 79.18

Trigram 85.05 87.11 85.80 86.45 78.88 73.31 94.54 82.58

UBT 87.33 83.14 95.50 88.89 83.44 78.60 93.33 85.33

C3Gram 88.44 84.88 95.06 89.68 81.55 76.54 92.43 83.74

C4Gram 92.22 92.63 93.20 92.91 82.21 76.07 96.28 84.99

C5Gram 87.72 92.53 84.07 88.10 81.71 93.40 70.22 80.17

Fasttext 87.49 88.87 88.60 88.73 79.60 73.07 97.38 83.49

Word2Vec 90.66 87.44 96.23 91.63 78.60 71.90 96.12 82.27

Tables 4–10 display the results of the cross-validation and performance testing of different
baseline models on the benchmark dataset. The LR model achieved the best accuracy of 86.44%
for the Word2Vec feature extraction method, character 5-gram (C5Gram) feature has the best
precision of 86.09%, the best recall is 96.42% for character 3-gram (C3Gram), and the best
F1-Score is 89.94% for the combination of Unigram (U), Bigram (B), and Trigram (T) (UBT)
with the IF-IDF feature extraction model in cross-validation performance.

Table 8. Performance of Stochastic Gradient Descent (SGD) machine learning classifier.

Cross-Validation Performance Test Performance

Features A (%) P (%) R (%) F1-S (%) A (%) P (%) R (%) F1-S (%)

Unigram 82.99 79.04 93.81 85.79 78.60 72.68 94.69 82.23

Bigram 83.60 79.89 93.11 86.00 77.10 71.52 93.88 81.19

Trigram 82.10 79.79 90.80 84.94 77.10 71.55 94.23 81.34

UBT 88.49 84.44 96.02 89.86 83.05 77.96 93.65 85.09

C3Gram 86.27 87.05 86.96 87.01 83.38 81.74 87.14 84.35

C4Gram 81.21 81.75 84.57 83.13 62.53 58.70 95.75 72.78
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Table 8. Cont.

Cross-Validation Performance Test Performance

Features A (%) P (%) R (%) F1-S (%) A (%) P (%) R (%) F1-S (%)

C5Gram 85.66 86.29 87.36 86.82 80.04 72.51 86.98 84.07

Fasttext 84.38 84.94 87.40 86.15 79.32 71.92 98.56 83.67

Word2Vec 86.77 85.89 89.84 87.82 81.88 74.02 99.43 85.07

Table 9. Performance of Support Vector Machine (SVM) machine learning classifier.

Cross-Validation Performance Test Performance

Features A (%) P (%) R (%) F1-S (%) A (%) P (%) R (%) F1-S (%)

Unigram 86.21 82.76 94.52 88.25 84.94 80.23 94.47 86.77

Bigram 84.66 80.98 93.63 86.84 78.65 72.87 94.72 82.37

Trigram 82.49 79.81 91.70 85.34 77.71 72.08 94.54 81.80

UBT 88.99 85.41 95.60 90.22 83.21 78.07 93.86 85.24

C3Gram 88.99 84.38 97.16 90.32 81.49 75.83 93.95 83.92

C4Gram 89.66 86.55 96.04 91.05 77.32 70.30 98.09 81.90

C5Gram 84.66 80.98 93.63 86.84 79.77 73.34 96.73 83.42

Fasttext 85.33 82.68 93.10 87.58 81.38 75.20 96.75 84.63

Word2Vec 90.99 87.87 96.34 91.91 77.71 70.72 96.99 81.80

Table 10. Performance of K-Nearest Neighbor (KNN) machine learning classifier.

Cross-Validation Performance Test Performance

Features A (%) P (%) R (%) F1-S (%) A (%) P (%) R (%) F1-S (%)

Unigram 84.44 82.85 90.25 86.39 82.88 79.72 90.22 84.65

Bigram 81.10 83.63 80.88 82.24 75.15 72.44 85.22 78.31

Trigram 78.43 79.94 81.70 80.81 76.10 74.42 83.63 78.75

UBT 85.21 84.83 87.85 86.32 81.60 79.66 86.44 82.91

C3Gram 87.44 87.56 88.85 88.20 79.16 77.12 84.54 80.66

C4Gram 80.32 76.58 92.28 83.70 76.93 69.40 99.36 81.93

C5Gram 85.49 86.48 86.74 86.61 74.87 67.69 98.67 80.73

Fasttext 84.27 84.37 88.00 86.15 79.32 71.92 99.16 83.67

Word2Vec 86.77 82.68 94.97 88.40 81.93 74.39 99.14 85.00

In terms of test performance, the LR model achieved the best accuracy, precision, and f1-
score with UBT and the best recall with Word2Vec (accuracy = 86.21%, precision = 81.62%,
recall = 96.59%, f1-score = 87.64%). The MNB model achieved the best accuracy of 82.05%
with Word2Vec, best precision of 80.39 with C3Gram, best recall of 99.56 with C5Gram, and
best f1-score of 85.11% with Word2Vec on the test data. In cross validation, the DT model
achieved the highest performance with C4Gram (accuracy = 91.11%, precision = 88.09%,
recall = 96.85% and f1-score = 92.26%), whereas the lowest performance was achieved with
Bigram. The RF model achieved the best accuracy, precision, and f1-score with C4Gram
(92.22%, 92.63%, 92.91%) and the best recall with Word2Vec (94.45%). In test performance,
the DT model achieved the best accuracy and precision with UBT, while its recall and f1-
score were best with C4Gram (accuracy = 80.77%, precision = 77.898%, recall = 96.28% and
f1-score = 83.70%). The RF model obtained the best accuracy and f1-score with UBT and the
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best precision and recall with C5Gram and Fasttext (accuracy = 83.44%, precision = 93.40%,
recall = 97.38, f1-score = 85.33%).

In cross-validation, the SGD model achieved the highest accuracy and recall with UBT, high-
est precision with C3Gram, highest f1-score C4Gram (accuracy = 88.49%, precision = 87.05%, re-
call = 96.02% and f1-score = 89.86%). The SGD model achieved high accuracy and precision
with C3Gram, high recall with Word2Vec, and a high f1-score with UBT (accuracy = 83.38%,
precision = 81.74%, recall = 99.43% and f1-score = 85.09%). The SVM model achieved the
best accuracy, precision, and f1-score with Word2Vec and the highest recall with C3Gram (ac-
curacy = 90.99%, precision = 87.87%, recall = 97.16%, f1-score = 91.91%) in cross-validation.
In test performance, the SVM model achieved the best accuracy, precision, and f1-score
with Unigram and the best recall with Word2Vec (accuracy = 84.94%, precision = 80.23%,
recall = 94.47% and f1-score = 86.77%).

The KNN model obtained the best accuracy and precision with C3Gram, and the best re-
call and f1-score with Word2Vec in cross-validation (accuracy = 87.44%, precision = 87.56%,
recall = 94.97% and f1-score = 88.40%). The best accuracy and precision were achieved with
unigram, the best recall with Fasttext, and the best f1-score with Word2vec (accuracy = 82.88%,
precision = 79.72%, recall = 99.16%, f1-score = 85.00%). Furthermore, the f1-score of both
class (fake and true) for the above-mentioned models is illustrated in Figures 8 and 9.
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Figure 8. F1-score of various baseline methods on test dataset.
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Figure 9. F1-score of various baseline methods on cross-validation datasets.

4.4.2. Deep Learning Classifiers

The Dl-based models used for comparison with our proposed model are CNN, Bi-
LSTM, and M-BERT. In a variety of problems, CNNs are beneficial in classifying short
and long texts. We used kernels with lengths ranging from 1 to 4. As a pooling layer, we
examined the global max pool and average pool. The outputs of the global max-pooling
layer were concatenated and supplied as a pooled feature vector to the following layer.
The hidden layer of the network was a dense fully-connected layer preceded by a dropout
layer. Consequently, classification was performed using the output layer, which consisted
of a dense layer with an activation function. Within the network, we employed ReLU as the
activation function. Table 11a displays the optimized hyperparameters of the CNN model
for fake news classification.

LSTM networks are the most extensively utilized models in text categorization and
generation challenges thanks to their ability to capture sequential information in an effective
manner. Bidirectional LSTM (Bi-LSTM) has displayed particularly outstanding ability in
catching sequential information from both directions in texts [40,47]. In this paper, we
investigated LSTM and Bi-LSTM model with our dataset. We used a total of 256 LSTM
units. Table 11b displays the optimized hyperparameters of the LSTM and Bi-LSTM models
for classifying fake news. In addition, a combination of CNN and LSTM was implemented
to compare them with our model. The hyperparameters of CNN-LSTM were identical to
those of the CNN and LSTM models.
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Table 11. Optimized hyperparameters adapted for CNN, LSTM, Bi-LSTM, and CNN-LSTM.

(a) Hyperparameters for CNN and CNN-LSTM.

Parameters Parameters Value

Kernel size 3
Filter Size 64
Activation ReLU

Dropout Rate 0.2
Epochs 4

Batch Size 32

(b) Hyperparameters for LSTM, and Bi-LSTM.

Parameters Parameters Value

Neurons 100
Activation ReLU, Sigmoid
Recurrent

Dropout Rate 0.2
Epochs 4

Batch Size 32

Recently pre-trained multilingual language models have made significant progress in
a variety of NLP tasks. BERT and its variant models, in particular, have outperformed the
GLUE benchmark for Natural Language Understanding (NLU) [27]. To assess the scope
of such a model in our research, we classified news articles using the multilingual BERT
model. We used the pre-trained model from the HuggingFace Transformers libraries. A
comparison of the above-mentioned models on the original dataset and augmented dataset
is illustrated in Figure 10. The figure shows that handling imbalanced data improved the
performance of these models. We experimented with undersampling the true news class as
well. We trained our AugFake-BERT model with 4000 Fake news data items and 2000 true
news data items. The model achieved an accuracy of 80.21% and a precision of 81.12%,
whereas it achieved a low recall (56.35%) and f1-score (60.21%). Figure 11 illustrates the
comparison of precision, f1-score, and recall on the imbalanced original dataset.
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Figure 10. The effect of accuracy of the CNN, LSTM, Bi-LSTM, CNN-LSTM, M-BERT, and AugFake-
BERT models on the original and augmented dataset. (a) Original dataset; (b) Augmented dataset.

Table 12 presents the testing result of the AugFake-BERT, M-BERT, CNN-LSTM, Bi-
LSTM, LSTM, and CNN models on the test set of the augmented data, showing the
highest performance obtained by our proposed AugFake-BERT model (accuracy = 92.45%,
precision = 92.86%, recall = 91.23% and f1-score = 91.85%). The lowest performance is
that of the CNN model, with an accuracy of 83.34%, precision of 80.23%, recall of 84.48%,
and f1-score of 83.52%. The Bi-LSTM model has better results compared to CNN, with an
accuracy of 85.10%, precision of 86.86%, recall of 85.43%, and f1-score of 86.85%. The com-
bination of CNN-LSTM is the second highest in terms of performance (accuracy = 88.83%,
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precision = 87.68%, recall = 87.23% and f1-score = 88.35%). The M-BERT obtained an ac-
curacy of 88.69%, precision of 86.86%, recall of 87.33%, and f1-score of 89.55%. These
classifiers’ performance indicates that the dataset has a positive influence on performance.
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Figure 11. Comparison of evaluation metrics of CNN, LSTM, Bi-LSTM, CNN-LSTM, M-BERT,
and AugFake-BERT models on the original dataset. (a) Precision; (b) Recall; (c) F1-score.

Table 12. Accuracy, precision, recall, and F1-score on the augmented dataset of deep learning
classifiers.

Test Performance

Model Accuracy (%) Precision (%) Recall (%) F1-Score (%)

CNN 83.34 80.23 84.48 83.52

LSTM 84.69 84.86 85.72 84.15

Bi-LSTM 85.10 86.86 85.43 86.85

CNN-LSTM 88.83 87.68 87.23 88.35

M-BERT 88.69 86.86 87.33 89.55

AugFake-BERT 92.45 92.86 91.23 91.85

It is clear that the performance of all classifiers improves significantly after balanc-
ing the dataset. Thus, we trained the existing classifiers with the generated embeddings
from BERT and performed the classification on both datasets. Furthermore, our pro-
posed AugFake-BERT model outperformed the other state-of-the-art models. Table 13
shows the performance metrics of all used classifiers on both datasets (imbalanced and
balanced) for comparison. The table proves that dataset balancing plays a significant role
in classification results.
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Table 13. Performance metrics of the classifiers on the balanced and imbalanced datasets.

Imbalanced Dataset Balanced Dataset

Model A(%) P(%) R(%) F1-S(%) A(%) P(%) R(%) F1-S(%)

LR 50.27 51.63 24.31 37.52 88.66 85.11 87.58 86.16

MNB 52.16 52.10 22.19 46.29 86.16 82.42 83.45 85.60

DT 54.27 54.00 20.80 37.06 86.71 85.43 84.39 83.59

RF 54.16 53.00 21.50 39.49 85.21 84.26 84.62 84.74

SGD 55.49 55.21 22.42 40.90 88.41 87.63 87.62 88.67

SVM 55.17 55.70 23.83 40.24 88.32 87.28 88.00 88.57

KNN 53.71 51.09 20.77 30.29 87.60 87.54 87.70 87.56

CNN 54.13 54.34 23.46 36.34 83.34 80.23 84.48 83.52

LSTM 58.41 58.43 34.00 45.32 84.69 84.86 85.72 84.15

Bi-LSTM 67.24 67.45 37.78 53.68 85.10 86.86 85.43 86.85

CNN-LSTM 69.10 69.13 37.45 59.82 88.83 87.68 87.23 88.35

M-BERT 68.54 68.21 33.67 51.23 88.69 86.86 87.33 89.55

AugFake-BERT 75.12 75.21 35.43 59.47 92.45 92.86 91.23 91.85

5. Limitations and Future Work

This article presents an experimental analysis of an unbalanced Bengali dataset to
detect fake news on social media sites using BERT. The proposed AugFake-BERT model
can monitor numerous posts, comments, and messages in multiple social media networks
to detect fake news. This model can be used by anyone willing to incorporate artificial
intelligence into their systems to detect fake news. The proposed AugFake-BERT model
had the highest accuracy in the standard Bengali language. As Bengalis speak differently
depending on their location, this method may provide fairly low accuracy in such situations.
In the future, multimodal learning might offer an extended version of the proposed work.
Multimodal learning perceives images combined with textual content for the classification
of fake news.

6. Conclusions

This paper introduces the AugFake-BERT technique, which generates synthetic fake
data to circumvent the problem of minority classes and performs classification using the
most advanced language model, Bidirectional Encoder Representation of Transformers
(BERT). This strategy consists of a pre-trained multilingual BERT for enhancing text data
and feeding the augmented data to a fine-tuned BERT for generating embeddings. We
generated an augmented dataset which escalates the minority class (Fake). Furthermore, we
fed the augmented data to the embedding BERT model. We experimented with a frozen and
unfrozen BERT base uncased architecture to perform the embedding generation. Finally,
a feed-forward neural network with softmax activation was used to classify the data. The
experimental results indicate that the AugFake-BERT technique is superior to twelve other
state-of-the-art algorithms in identifying the veracity of a news article (LR, DT, MNB, SGD,
SVM, KNN, RF, CNN, LSTM, Bi-LSTM, CNN-LSTM, and M-BERT). We utilized various
performance evaluation parameters, such as F1-score, precision, recall, etc., to validate the
results. The comparison table indicates that the proposed unfrozen BERT trained with an
augmented dataset is competitive in terms of various performance metrics. The proposed
model outperformed the current models utilized by other researchers, with a final accuracy
score of 92.45%. The performance of the proposed method is prominent when considering
the small increase in the number of the minority class. We demonstrated that applying text
augmentation significantly affects the classification outcome of the existing classifiers. We
strongly believe that this work can motivate future researchers to invest effort in a robust
self-supervised language model-based fake news detection system.
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