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Abstract

Ultrasound examination for developmental dysplasia of the hip (DDH) in infants is highly
dependent on operator experience, leading to inconsistent imaging quality and poor repro-
ducibility between sonographers. This study proposes an autonomous robotic ultrasound
system to improve the standardization and automation of hip ultrasound examinations.
The system consists of a robotic arm, a six-axis force/torque sensor, an RGB-D camera
and an ultrasound probe, integrating multiple functions including contact force control,
visual localization, deep-learning-based segmentation and ultrasound image screening. To
ensure stability and safety during scanning, an admittance-based hybrid force/position
control strategy is adopted to achieve constant contact force control. For Graf standard
plane acquisition, a stage-wise search strategy is designed, in which the search space is
progressively narrowed through femoral head searching and multi-angle scanning. The
optimal Graf standard plane is then automatically selected by combining image segmen-
tation with a scoring mechanism. A customized hip phantom was used for validation.
Experimental results show that the Dice coefficient for femoral head segmentation reaches
0.872, while the average Dice coefficient for multi-structure segmentation reaches 0.866.
In 30 autonomous scanning trials, the success rate of Graf standard plane acquisition is
90.0%. Meanwhile, the system can maintain the contact force stably within the target range
during scanning, validating the effectiveness of the force control strategy. These results
indicate that the proposed robotic system, image recognition algorithm and visual servo
control strategy exhibit favorable safety and feasibility, providing an innovative solution
for automated infant hip ultrasound examination of DDH.

Keywords: robotic ultrasound system; hip examination; force control; ultrasound
image segmentation

1. Introduction

Developmental dysplasia of the hip (DDH) is one of the most common musculoskeletal
disorders in infants, with an incidence of approximately 1-2%o [1]. If not detected and
treated in time, DDH may severely affect infant growth and may even lead to deformity
and lifelong disability [2]. Therefore, hip examination has become an important component
of infant screening. Among medical imaging, ultrasound has become the preferred method
for infant hip examination due to its radiation-free, low-cost, and real-time imaging [3].
The Graf method is one of the most widely used ultrasound-based diagnostic methods
for DDH. This method first requires the identification of a Graf standard plane containing
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eight key imaging features, such as the lower limb of the ilium, the acetabular roof and the
acetabular labrum. Diagnosis is then performed based on anatomical measurements of
the o and P angles on the Graf standard plane [4]. However, in current manual scanning,
the probe pose, image recognition, and feature measurement are all highly dependent on
clinicians” experience, leading to large errors and low consistency in diagnostic results [5,6].

To address the limitations of manual ultrasound examination, many studies have
gradually introduced robotic technology into the ultrasound imaging process to improve
the accuracy, stability, and repeatability of scanning [7]. According to the involvement of
the sonographer, robotic ultrasound systems are generally classified into three categories:
teleoperated robots, semi-autonomous robots, and autonomous robots. In existing tele-
operated robotic systems, the sonographer can use a joystick, a remote-control handle, a
virtual ultrasound probe, or a haptic device to remotely control a robot carrying a real
ultrasound probe to perform ultrasound scanning [8-11]. With the development of 5G and
collaborative robotic technologies, various teleoperated robotic ultrasound systems have
been gradually applied to telemedicine and primary care diagnostic scenarios [12,13]. In
semi-autonomous robotic systems, sonographers and robots collaboratively control the
probe. The robot is mainly responsible for maintaining stable probe-body contact and
performing local motion control, whereas the sonographer makes high-level decisions,
such as selecting the scanning region and assessing ultrasound image quality. For example,
Bao et al. proposed an ultrasound robot integrating force/torque measurement and control,
which can adjust the probe force according to clinical requirements, thereby improving the
safety and stability of the scanning process [14]. Laurent et al. proposed the Echo-Robot
system, which adjusts the probe pose based on ultrasound image quality assessment and
standard-view classification, enabling semi-autonomous cardiac ultrasound scanning with
visual feedback [15]. Zielke et al. used real-time semantic segmentation results to guide
robotic scanning trajectory adjustment, achieving stable imaging and volume estimation of
the thyroid region [16]. However, both teleoperated and semi-autonomous robotic systems
still rely on sonographers’ experience during key operations and decision-making processes,
such as target region localization, scanning path planning, and final image interpretation.
Therefore, these methods cannot fundamentally solve the problem of uneven distribution
of medical resources. In contrast, autonomous robotic systems do not require continuous
sonographer involvement and can independently complete ultrasound scanning and target
image acquisition, representing an important development direction for robotic ultrasound
systems [17].

Huang et al. proposed a robot-assisted autonomous carotid ultrasound imaging
method, in which target localization and path planning were achieved through pre-scanning
and scanning stages [18]. Wang et al. developed an autonomous carotid ultrasound scan-
ning system based on visual servo navigation, improving scanning continuity through
target tracking and recovery mechanisms [19]. Zakeri et al. used deep ultrasound image
features for visual servo control to achieve stable tracking of standard cardiac views [20].
Su et al. proposed a fully autonomous robotic system for thyroid ultrasound and combined
reinforcement learning with Bayesian optimization for probe pose adjustment [21]. Building
on this work, Su et al. introduced a tissue-view map to model probe-tissue interactions and
improve continuous decision-making during autonomous scanning [22]. Sun et al. devel-
oped an automatic ultrasound framework for the musculoskeletal system, integrating target
localization, trajectory generation, image segmentation, and 3D reconstruction [23]. Roshan
et al. combined RGB-D and thermal imaging for automatic localization and scanning path
generation in the lumbar region [24]. Lee et al. combined RGB-D vision with adaptive force
control to achieve automatic assessment of vascular stenosis and autonomous adjustment
of the ultrasound scanning process [25]. Jiang et al. proposed a large-scale learning-based
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autonomous carotid ultrasound system. By constructing a large expert-demonstration
dataset and combining it with an imitation learning framework, their system achieved
end-to-end autonomous scanning performance approaching that of clinical experts [26].
Overall, existing autonomous robotic ultrasound systems have mainly been developed
around visual servo control, learning-driven strategies, and multimodal perception fusion.
These systems have been preliminarily validated in different clinical scenarios.

Although autonomous robotic ultrasound has made progress in applications such as
thyroid, carotid artery, and cardiac imaging, research on autonomous scanning for infant
DDH examination remains limited. First, infant DDH scanning imposes stricter safety
requirements. During scanning, the robot must not only maintain stable contact between
the probe and the body surface but also avoid excessive contact force that may cause
discomfort to infants. Second, the identification of the Graf standard plane depends on
multiple anatomical features, including the ilium, femoral head, labrum, and chondro-
osseous junction. However, existing systems mostly rely on fixed scanning paths and single
features, and they lack a search strategy designed for the multi-structure characteristics of
the Graf standard plane. Therefore, they are difficult to directly apply to DDH ultrasound
scanning. Accordingly, developing an autonomous robotic system for DDH ultrasound
examination is of great significance for reducing dependence on skilled sonographers and
improving the consistency of examination.

This study proposes an autonomous robotic ultrasound system for DDH ultrasound
examination. The main contributions of this work are summarized as follows:

(1) We design a quantitative scoring mechanism for Graf standard plane features. The
presence and completeness of multiple anatomical structures are quantified and
integrated into a unified score, enabling objective ranking of candidate images and
automatic selection of the optimal Graf standard plane.

(2) We propose a standardized stage-wise scanning workflow for Graf standard plane
acquisition. The workflow formalizes expert sonographers’ scanning experience
into a unified robotic procedure. It progressively narrows the search space, thereby
improving the consistency and repeatability of Graf standard plane acquisition.

(3) We develop and validate an autonomous robotic ultrasound system for DDH examina-
tion. The system integrates the proposed scanning workflow with visual localization,
compliant force control, and ultrasound image analysis. Phantom experiments verify
the feasibility of the overall framework.

The remainder of this paper is organized as follows. Section 2 introduces the composi-
tion of the robotic ultrasound system, system calibration, compliant contact-force control,
ultrasound image feature extraction, and the Graf standard plane search strategy. Section 3
presents the experimental results obtained on a hip phantom. Section 4 discusses the
principal findings, significance, limitations, and future research directions of the study.
Section 5 summarizes the main conclusions.

2. Materials and Methods
2.1. Experimental Platforms

The proposed autonomous robotic ultrasound system consists of four main mod-
ules: a six-degree-of-freedom robotic arm (RM65-B, RealMan, Beijing, China), a six-axis
force/torque sensor (XJC-6F-D40-H18-A, XJCSENSOR, Shenzhen, China), an RGB-D cam-
era (Gemini Pro, ORBBEC, Shenzhen, China), and a commercial handheld wireless ul-
trasound probe (D8c, Youkey Medical, Wuhan, China). The overall configuration of the
system is shown in Figure 1.
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Figure 1. Structure of the autonomous robotic ultrasound system. The left shows the RM65-B robot
equipped with an RGB-D camera, a force/torque sensor, and an ultrasound probe, together with all
coordinate systems involved and the corresponding transformation matrices. The right shows the
connections among the system modules.

The robotic arm communicates with the main control computer through a wired
Ethernet connection using the UDP protocol. This communication channel is used for
transmitting robot control commands and receiving robot state information. The six-axis
force/torque sensor is mounted at the robot end effector through a flange and connected to
an XJC-620F-6 conversion instrument. It measures the force components along the X, Y, and
Z axes and the torque components around these axes. The measurement ranges are 20 N
for force and =1 N-m for torque, with resolutions of 0.002 N and 1 x 1074 N-m, respectively.
The nonlinearity and hysteresis errors are both within £0.5% ES., and the repeatability error
is within +0.05% E.S. The conversion instrument acquires the force/torque measurements
at 100 Hz and transmits them to the main control computer through an R5485 serial
communication interface. The ultrasound probe is connected to the force/torque sensor
through a customized probe holder. The holder is designed with a buffering mechanism
to reduce instantaneous impacts that may occur during robot motion and to improve
the stability of probe-skin contact. With this configuration, the force/torque sensor can
directly measure the interaction force and torque between the ultrasound probe and the
body surface during scanning. The ultrasound probe communicates with the main control
computer via WiFi, and B-mode ultrasound images are acquired and recorded using the
dedicated ultrasound application SonoiQ. The operating frequency range of the probe is
6-11 MHz, which is suitable for musculoskeletal ultrasound imaging. The RGB-D camera
is installed above the robotic workspace in an eye-to-hand configuration. It is used to
acquire RGB and depth images of the scanning region and to estimate the position of the
body-surface target point.

The main controller of the system is a personal computer (Intel i7-13620H, CPU @
2.40 GHz, 16 GB RAM), which is mainly responsible for robot control, data acquisition,
image segmentation, and scan trajectory planning. The related functions were developed
based on Visual Studio Code 1.106.2, and the software environment was managed using
Anaconda to improve system stability and reproducibility.

Considering the safety and ethical limitations of directly conducting experiments on
infant subjects, a customized hip gelatin phantom was first used as the experimental object
in this study to construct a repeatable experimental scenario for infant hip examination.
The phantom has skin-like softness in its external appearance, allowing stable contact and
continuous scanning with the robotic ultrasound probe. Meanwhile, its internal structure
was designed to present key anatomical structures related to the Graf standard plane in
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ultrasound imaging, including the ilium, femoral, labrum, chondro-osseous junction and
synovial fold, as shown in Figure 2.

=~ Synovial fold

Chondro-osseous
junction

(@) (b)

Figure 2. (a) Three-dimensional model of the hip gelatin phantom; (b) Graf standard plane ultrasound
image acquired from the phantom and the corresponding key anatomical structures.

2.2. System Calibrations

In the proposed robotic system, calibration is required to unify the coordinate frames
and measurement references of different modules. The calibration mainly includes coor-
dinate calibration and gravity compensation calibration. Coordinate calibration consists
of ultrasound image-to-robot calibration and RGB-D camera-to-robot calibration, while
gravity compensation calibration is used to remove the influence of the end-effector weight
and sensor offset on force measurement.

2.2.1. Ultrasound Image Calibration

Ultrasound image calibration is performed to determine the transformation matrix
ET, from the ultrasound image coordinate frame {I} to the robot end-effector coordinate
frame {E}, together with the scale matrix Ts for converting pixel dimensions into physical
dimensions. Following the method in [27], these parameters are estimated by minimizing
the position error of the calibration feature points:

n
f =min ZHBTE,iETITSpiI -, (1)
i

where 8 Ty ; denotes the end-effector pose relative to the robot base frame when the i-th
image is acquired, while p! and p? denote the corresponding calibration feature points in
the ultrasound image and robot base coordinate frames, respectively.
After calibration, any pixel point p! = [u,9,0,1] T can be mapped to the robot base
coordinate frame as:
pP =PI Tp. 2

This transformation is used to convert ultrasound image features into robot coordinates
for image-guided probe adjustment.

2.2.2. RGB-D Camera-to-Robot Calibration

RGB-D camera-to-robot calibration is performed to determine the transformation
matrix ®T,. from the RGB-D camera coordinate frame {C} to the robot base coordinate
frame {B}. Since the camera is fixed in an eye-to-hand configuration, ®T- remains constant
after calibration and is estimated using the classical hand-eye calibration method [28].
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After calibration, a point p© = {pg, py, p<, 1T acquired by the RGB-D camera can be
transformed into the robot base coordinate frame as:

pB = BTCpC. 3)

For a target pixel (u., v;) with the corresponding depth z, its three-dimensional
coordinate in the camera coordinate frame is calculated as:

Zc(uc_cx)/fx
PC _ ZC(UC_ZCH)/fy , (4)
1

where fy and f, are the focal lengths of the camera; ¢, and ¢, are the principal point
coordinates of the RGB-D camera.

Equations (3) and (4) are used to convert the selected body-surface target point into
the robot base coordinate frame for initial probe positioning.

2.2.3. Gravity Compensation Calibration

Gravity compensation calibration is performed to remove the effects of the end-effector
tool gravity and sensor zero offset from the raw force/torque measurements. Since the
robotic ultrasound scanning process is performed at a low speed, the inertial force of the
end-effector tool is neglected. The force/torque sensor coordinate frame {S} is aligned
with the robot end-effector coordinate frame, and its pose can therefore be obtained directly
from the robot end-effector pose.

Let the robot base coordinate frame be {B}. The compensated contact force is
calculated as:

FcS:Frgzw*GS*Fgf ®)

where F3

S w denotes the raw force measured by the sensor, F2 denotes the actual contact

force, G° denotes the gravity component of the end-effector tool in the sensor coordinate
frame, and FOS denotes the sensor zero offset.

Since gravity has a fixed direction in the robot base coordinate frame, its component
in the sensor coordinate frame is calculated as:

G® =%RzGE =°Rz| 0 |, (6)
-G

where G denotes the total weight of the ultrasound probe, probe holder, and end-effector
connector, and SRB is the rotation matrix from the robot base coordinate frame to the sensor
coordinate frame.

During calibration, force measurements are collected at multiple end-effector poses
while the ultrasound probe remains free from external contact, such that F¥ = 0.
The end-effector tool weight G and sensor zero offset FOS are then estimated using the
least-squares method:

2
; 0
min) " ||\Fr,i —"Rp | 0 | —F5| - 7)
GFyi=1 e

After calibration, G° is calculated in real time according to the current robot end-
effector pose, and the compensated contact force F? is obtained using Equation (5) for
subsequent contact force control. After compensation, the RMSE values of F.x, F.,, and
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F were 0.0834, 0.0455, and 0.0571 N, respectively. The RMSE values of M, x, M., and
M., were 4.34 x 1074, 1.11 x 1073, and 7.61 x 10~* N-m, respectively.

2.3. Contact Force Compliance Control

An admittance-based hybrid force/position control method was adopted to maintain
stable probe-surface contact during scanning, as shown in Figure 3. The tangential motion
of the probe followed the planned scanning trajectory, while its position along the surface-
normal direction was adjusted according to the contact force error. The detailed control
method has been presented in our previous work [29].

Inverse Forward
kinematics kinematics

}

I

' X| End

|

: L(g) effector | 1
nm——

Environmental

contact
Gravity 6-axis F/T
compensation sensor

Figure 3. Hybrid force/position control framework.

1
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The normal displacement correction was generated using a second-order admittance model:
MgXe + Byxe + Kgxe = F, 8

where x, is the displacement correction generated by the admittance controller, and x, and
X, are its velocity and acceleration.

The admittance parameters were empirically tuned on the infant hip phantom. The
virtual mass M, was first fixed to limit rapid probe acceleration. The stiffness K; was then
gradually increased to reduce excessive displacement while maintaining sufficient compli-
ance. Finally, the damping coefficient B; was adjusted to suppress force oscillations without
causing an overly slow response. Based on repeated contact and scanning experiments, the
parameters were set to M = 0.25 kg, K = 1250 N/m, and B = 25N -s/m.

A Kalman filter was applied to the measured force signal to reduce measurement
noise [29]. The admittance controller was executed at 50 Hz with a control period of 0.02 s.
The resulting normal displacement correction was superimposed on the planned scanning
trajectory and sent to the robot controller.

To ensure safety, contact force thresholds are set. When the contact force exceeds 6 N,
the robot pauses scanning and retracts along the normal direction. If the force remains
excessive or exceeds 10 N, the scanning process is terminated and the robot returns to the
initial safe pose.

2.4. Feature Extraction of Ultrasound Image

Ultrasound image features provide the basis for Graf standard plane searching. In
this study, semantic segmentation is used to extract target structures from ultrasound
images. All input images are two-dimensional B-mode ultrasound images with a size of
256 x 256 pixels.

SegNeXt is adopted as the basic segmentation network. Its lightweight convolutional
design and multi-scale feature modeling enable efficient extraction of tissue boundaries
and local structural features in ultrasound images with low computational cost [30,31]. To
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e SegNeXt-T

meet the different requirements for inference speed and segmentation accuracy at different
stages, two SegNeXt-based networks are trained. Both networks use an encoder-decoder
structure and MSCAN as the feature extraction backbone, but they differ in encoder size,
output classes, and application stages.

The first network is SegNeXt-T, which is used for femoral head segmentation during
the searching stage. It uses the lightweight MSCAN-T backbone and outputs a binary
segmentation result of the background and femoral head. Based on the segmentation mask,
the pixel area and center position of the femoral head are extracted. The femoral head
region is defined as:

Ry = {(u,0)|Mr(u,0) =1}, )

where M1 (u,v) denotes the class predicted by SegNeXt-T for pixel (#,v), and My(u,v) =1
indicates that the pixel belongs to the femoral head region.
The pixel area of the femoral head is calculated as:

Apr = R (10)

The center pixel coordinates pc (i, v¢) of the femoral head is then calculated by aver-
aging the coordinates of all pixels within the segmented region:

uc:L Yo uve=— ) o (11)

Afh (M,U)Eth Afh (M,U)Eth

The pixel area is used to determine whether the femoral head is visible, while the
center position provides visual feedback for probe adjustment, as shown in Figure 4. Since
rapid image feedback is required in this stage, SegNeXt-T is selected due to its smaller
model size and faster inference speed.

US image input 256 Y-direction adjustment

Figure 4. Femoral head feature extraction from ultrasound images for servo control.

The second network is SegNeXt-L, which is used for multi-structure segmentation of
candidate Graf standard plane images. After femoral head localization, the robot performs
local scanning around the selected position and acquires a series of candidate ultrasound
images. These images are then input into SegNeXt-L for semantic segmentation, as shown
in Figure 5. The foreground classes include the chondro-osseous junction, femoral, ilium,
labrum, and synovial fold. Compared with SegNeXt-T, SegNeXt-L has a larger encoder
and stronger feature representation ability, and is therefore used for fine segmentation of
multiple anatomical structures in the Graf standard plane.
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Figure 5. Feature extraction from ultrasound images for identifying high-quality Graf standard planes.

For the j-th foreground anatomical structure, its segmented region is defined as:
Rj={(w,v) | Mi(u,0) = j},j € {1,2,3,4,5}, (12)

where M| (u,v) denotes the predicted class of pixel (1, v). The pixel area of the correspond-
ing structure is calculated from R; and defined as:

Aj = |Rj]. (13)

In this study, the pixel areas of the foreground structures are used as the main features
for Graf standard plane scoring, reflecting the visibility and completeness of key anatomical
structures in the image. These area features are then input into the scoring mechanism to
select the image with the highest score as the optimal Graf standard plane.

In summary, SegNeXt-T and SegNeXt-L are used to construct a two-stage ultrasound
image feature extraction method. SegNeXt-T focuses on rapid femoral head localization
during the searching stage, whereas SegNeXt-L focuses on accurate anatomical structure ex-
traction from candidate standard plane images. This design balances real-time performance
in the searching stage and segmentation accuracy in the standard plane selection stage,
providing the basis for subsequent image-guided servo control and standard plane scoring.

2.5. Dataset Construction and Training

Based on the hip phantom, two ultrasound image datasets were constructed to train
the two SegNeXt-based segmentation networks described in Section 2.4. The first dataset
was used for femoral head segmentation, in which the femoral head region was manu-
ally annotated at the pixel level. This dataset contained 390 ultrasound images and was
divided into training and validation sets at a ratio of 8:2, with 312 images for training
and 78 images for validation. The second dataset was used for multi-structure segmen-
tation. Five foreground anatomical structures were manually annotated, including the
chondro-osseous junction, femoral, ilium, labrum, and synovial fold. This dataset con-
tained 576 ultrasound images and was also divided at a ratio of 8:2, with 461 images for
training and 115 images for validation. All input images were resized to 256 x 256 pixels.

The training settings of the two datasets were kept consistent, except for the num-
ber of output classes. The models were implemented using PyTorch 2.1.0 and trained
on an NVIDIA GeForce RTX 3080 GPU. During training, random scaling, random crop-
ping, random flipping, and Gaussian noise were used for data augmentation to improve
the robustness of the models to probe pose changes, noise artifacts, and local struc-
tural variations. The batch size was set to 4, and the maximum number of training
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iterations was set to 10,000. Model performance was evaluated on the validation set every
1000 iterations. In each iteration, the model was updated using one batch of data. The
model with the best validation performance was saved for subsequent robotic standard
plane searching experiments.

The loss function was defined as a combination of cross-entropy loss and Dice loss:

L = Lcg + Lpice- (14)

Cross-entropy loss was used to improve pixel-level classification accuracy, while
Dice loss was used to increase the overlap between the predicted regions and manual
annotations. This combination helps reduce the influence of small foreground structures
and class imbalance in ultrasound images.

The cross-entropy loss is defined as:

C
Lcg = — Z zclog ch (15)

i Mz

N

where N denotes the total number of pixels, C denotes the number of classes, y; . denotes
the ground-truth label of the i-th pixel for class ¢, and p; . denotes the predicted probability
that the i-th pixel belongs to class c.

The Dice loss is defined as:

18 28N +e€
‘CDICE =1- CZ i=1 Pl cyzc
Zl 1pzc+zl 1y1c+€

(16)

where € is a smoothing term used to avoid division by zero.

AdamW was used as the optimizer, with an initial learning rate of 6 x 10~° and a
weight decay of 0.01. A learning rate scheduling strategy combining linear warm-up and
polynomial decay was adopted. In the early training stage, LinearLR gradually increased
the learning rate to the initial value to improve training stability. After warm-up, PolyLR
gradually decayed the learning rate according to the number of iterations, as follows:

t\7?
l?’t = l?’o <1T) , (17)

where [r; is the learning rate at the f-th iteration, Iry is the initial learning rate, T is the
maximum number of iterations, and p is the polynomial decay coefficient. In this study,
p was set to 1.0, so the learning rate approximately decayed linearly to 0 during training.

2.6. Graf Standard Plane Search Strategy

To automatically acquire the Graf standard plane of the infant hip, a three-stage
search strategy is designed, as shown in Figure 6. This strategy mimics the coarse-to-fine
scanning process used by sonographers, progressively narrowing the search region based
on anatomical features. Since the Graf standard plane is visible only within a limited
range of probe poses, exhaustive scanning is inefficient. The strategy first uses the RGB-D
camera for initial surface positioning, then searches for the femoral head center based on
segmentation results, and finally performs multi-angle scanning around the femoral head
center. The image with the highest score given by the scoring mechanism is selected as
the optimal Graf standard plane. Throughout the contact process with the phantom, the
robot ensures scanning safety and stable contact force using the compliant control method
described in Section 2.3.
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Figure 6. Complete workflow for robotic acquisition of standard plane ultrasound images. The
workflow consists of three stages. In the first stage, the operator manually selects an initial positioning
point on the acquired RGB image. The system then combines the depth image to calculate the real-
world coordinate Ps and controls the robotic arm to contact the phantom for imaging. In the second
stage, the probe plans an x-direction scanning trajectory to search for the femoral head. During this
process, the femoral head features extracted by segmentation guide servo adjustment of the probe
along the y-direction. After scanning, the middle pose P,,;; among the poses where the femoral head
is present is selected as the starting point for the next stage. In the third stage, the probe starts from
Py,iq and performs local multi-angle scanning. Image sequences are acquired by rotation around
the z-axis and translation along the x-direction, and the optimal ultrasound image is finally selected
according to the standard plane scoring result.

2.6.1. Initial Surface Positioning

The first stage is initial surface positioning. The RGB-D camera first acquires RGB
and depth images of the phantom surface. Then, the operator selects an initial scanning
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point near the Graf standard plane region in the RGB image and gives the initial probe
direction. This step does not require precise localization or professional skills. Let the
manually selected pixel point be (us, vs). Its 3D coordinate PC in the camera frame {C} can
be obtained from the depth image. According to the calibration relationship in Section 2.2.2,
this point is transformed into the robot base frame {B}:

P2 = Br.pt. (18)

The initial probe pose is then determined according to the selected scanning direction,
and the initial end-effector pose P; is generated. The robot moves to this pose, as shown in
Stage 1 of Figure 6. After the probe contacts the body surface and the contact force becomes
stable, the system enters the second stage.

2.6.2. Femoral Head Searching

The second stage aims to search for the femoral head region near the initial positioning
point and determine its center along the scanning direction. Taking the contact pose
obtained in the first stage as the center, the robot plans a scanning trajectory along the
x-direction. The scanning range is set to [—D, D], with a step size of Ad. At each sampling
position, the system acquires one ultrasound image. After segmentation, the pixel area Ay
and center position pc(uc, vc) of the femoral head region are calculated. When Ay, > Ty,
the current image is considered to contain a valid femoral head region. At this stage,
servo adjustments are performed during scanning according to the horizontal coordinate
deviation between p. and the desired position. Specifically, the desired horizontal pixel
range is set to [Umin, Umax] = [100,120]. When u. is outside this range, the horizontal
pixel deviation is calculated as Au = u,,;; — 1., and is then converted into the actual
physical displacement Ay. This displacement is used to guide the servo adjustment of
the probe along the y-direction. Valid images and their corresponding end-effector poses
are continuously recorded as long as the femoral head remains visible. When the femoral
head region disappears or its pixel area falls below the threshold, the scan is terminated, as
shown in Stage 2 of Figure 6. Finally, the middle pose P,,;; is selected from the continuous
valid pose sequence as the starting point for the third stage.

2.6.3. Multi-Angle Scanning and Image Screening

The third stage performs multi-angle scanning around the selected starting point
P,iq and screens the image closest to the Graf standard plane, as shown in Stage 3 of
Figure 6. The robot first rotates the probe around its local z-axis within a preset angular
range [—0, ®], with an angular step of §. At each rotation angle, the probe performs a
small-range translation along its x-axis. At each sampling position, one ultrasound image
is acquired. After all rotation and translation scans are completed, a candidate image set is
obtained. All candidate images are then input into the SegNeXt-L network described in
Section 2.4 to segment five anatomical structures, including the chondro-osseous junction,
femoral, ilium, labrum, and synovial fold. The pixel area features of each structure are
then extracted.

To evaluate how close each candidate image is to the Graf standard plane, the stan-
dard plane scoring mechanism is constructed based on the presence and completeness of
each structure.

First, connected-component analysis is performed on the segmentation results of the
five structures in each image. For the j-th structure in the i-th image, if the segmentation
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result contains only one valid connected region and its pixel area is larger than the corre-
sponding threshold Tj, the structure is considered validly present in the current image:
’ 0, otherwise

where C;; denotes the number of valid connected regions of the j-th structure in the
i-th image, A;; denotes its pixel area, and T; is the minimum area threshold of the
corresponding structure.

Based on the presence of the five structures, the total presence score is defined as:

5
Y1 wiki;

’ 20
S (20)

exist __
sexist —

where w; is the scoring weight of the j-th structure.

Next, to evaluate the display completeness of each foreground structure in the image,
a maximum reference pixel area A}””x is set for each structure. The area completeness ratio
of the j-th structure in the i-th image is defined as:

. Aij
j

Based on the area completeness ratios of the five structures, the total completeness
score is defined as:

5 w.0;:;
garea _ Zf:l wj er] (22)
1 5 0
Zj:l wj
Finally, the total score of the i-th candidate image is defined as:
S; = 0.75¢%st 1 0.35%7¢%, (23)

Thus, the closer the score is to 1, the more consistent the image is with the Graf
standard plane. The ultrasound image with the highest score is finally selected as the
output, completing the entire search process.

3. Results
3.1. Segmentation Results and Evaluation

To evaluate the performance of the segmentation models, the commonly used Inter-
section over Union (IoU) and Dice coefficient were selected as evaluation metrics. For the

c-th class, let P. denote the predicted mask and G, denote the corresponding ground-truth
mask. The two metrics are defined as:

|PCﬂGC|

Tol = e %l 24
B U G| @)

 2P.NG|

Dice = ————. 25
|Pc|+|Gc| @)

Both networks were trained for 10,000 iterations, with model performance evaluated
on the validation set every 1000 iterations. For both networks, the best-performing model
was selected based on the mean Intersection over Union (mloU), which represents the
average IoU over all target classes.
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Table 1 presents the quantitative results of the two segmentation models on the valida-
tion sets. Both models achieved good segmentation performance in their corresponding
tasks. Although SegNeXt-T has a smaller model size, it still achieved high IoU and Dice
scores in the binary femoral head segmentation task. In the multi-structure segmentation
task, SegNeXt-L showed good segmentation ability for the five foreground anatomical
structures, achieving an mloU of 0.766 and a mean Dice coefficient of 0.866. The metrics
for the labrum and synovial fold were slightly lower, which may be related to their small
sizes. However, the visualization results showed that the model could still extract their
main regional features, and therefore this did not affect the subsequent study.

Table 1. Experimental results of the two segmentation models.

Model Class IoU Dice
SegNeXt-T Femoral head 0.773 0.872
Chondro-osseous 0.780 0.876

junction
Femoral 0.842 0914
SegNeXt-L Tlium 0.792 0.884
Labrum 0.719 0.836
Synovial fold 0.698 0.822

To visually demonstrate the segmentation performance of the two models, Figure 7
shows representative validation results. Figure 7a presents the femoral head segmentation
results of SegNeXt-T, including cases where the femoral head is centered or shifted. The
model can accurately identify the femoral head region under different positions. Figure 7b
presents the multi-structure segmentation results of SegNeXt-L under different conditions.
When the image is close to the Graf standard plane, the model can identify the chondro-
osseous junction, femoral, ilium, labrum, and synovial fold relatively completely. When
some structures are missing or incompletely displayed, the model can still identify the
structures actually present in the current image.

SegNeXt-T SegNeXt-L

Input Ground-truth Predict Input Ground-truth Predict
(a) (b)

Figure 7. Visualization results of the two segmentation networks. (a) SegNeXt-T femoral head
segmentation results. The first column shows the original ultrasound images, and the second and third
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columns show the manual annotations and model predictions, respectively. (b) SegNeXt-L multi-
structure segmentation results. The first column shows the original ultrasound images, and the
second and third columns show the manual annotations and model predictions of five anatomical
structures, including the chondro-osseous junction (pink), femoral (brown), ilium (cyan), labrum
(green), and synovial fold (blue).

3.2. Graf Standard Plane Search Experiment

To validate the effectiveness and stability of the proposed Graf standard plane search
strategy, experiments were conducted on the hip phantom. During the experiments,
different conditions were simulated by changing the placement angle and orientation of
the phantom, and a total of 30 trials were performed. In the initial body-surface positioning
stage, the operator selected an initial scanning point near the standard plane region and
an initial probe direction from the acquired RGB image. In the 30 trials, the distance error
between the coarse positioning result and the target position was 1.12 &+ 0.15 cm, with a
maximum error of 1.47 cm and a 95% confidence interval of 1.06-1.18 cm. The angular
error between the initial probe direction and the target direction was 7.36° £ 4.80°, with a
maximum error of 23.10° and a 95% confidence interval of 5.57°-9.15°.

In the femoral head search stage, the robot planned an x-direction scanning trajectory
centered on the initial contact pose and controlled the probe to scan along this trajectory.
Based on multiple preliminary tests and actual scanning performance, the scanning range
in the second stage was set to [—3 cm, 3 cm], and the scanning step size Ad was set to 0.2 cm.
According to the actual imaging results, the pixel area threshold T, for valid femoral head
detection was set to 5000 pixels. When the femoral head area segmented by SegNeXt-T
satisfied A, > Ty, the system regarded the current image as containing a valid femoral
head region. Servo adjustments were then performed along the y-direction according to the
femoral head center position, moving the femoral head into the target pixel range [100, 140].
The femoral head search and servo adjustment process is shown in Figure 8. After initial
positioning, the system was able to gradually search for the femoral head region along the
scanning direction and complete position adjustment after detecting a valid femoral head
region. The robot continued searching along the trajectory until no valid femoral head
region was detected. In 30 trials, femoral head search succeeded in 28 cases, with a success
rate of 93.3%.

X direction scanning
Afh < Tfh

Y direction servoing X direction X direction scanning
Aﬂ, >Tsn scanning App <Tpp

Figure 8. Femoral head search experiment. The first row shows the probe-phantom positions at
different time points, and the second row shows the corresponding ultrasound images and femoral
head segmentation results. Since the probe displacement was at the millimeter scale, the blue arrows
indicate the main motion direction rather than the true displacement scale.
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After femoral head search, the pose corresponding to the femoral head center was
used as the scanning starting point, and the probe was rotated for multi-angle scanning.
In this stage, the probe was first rotated around the z-axis within the range of [-30°, 30°],
with an angular step of 6°. This angular setting covered the possible region where the Graf
standard plane may appear while balancing scanning accuracy and efficiency. At each
rotation angle, the probe scanned over a small range along the x-axis, with a scanning range
of [-1.5 cm, 1.5 cm] and a translation step of 0.1 cm. This allowed a more concentrated
set of candidate ultrasound images to be acquired. All candidate images were then input
into the SegNeXt-L network for segmentation of the five anatomical structures. The Graf
standard plane score was calculated according to the presence and pixel-area completeness
of each structure. The existence and completeness thresholds used in the scoring mecha-
nism are listed in Table 2. The threshold parameters were determined through statistical
analysis of the preliminary scanning data. The existence thresholds were calculated to
distinguish reliable anatomical-structure segmentation from small false-positive regions,
whereas the completeness thresholds were derived from the pixel-area distributions of
clearly displayed structures. The weighting factors were selected based on their ability
to distinguish candidate images of different quality levels. Within the range of imaging
variations encountered in the phantom experiments, the segmentation model consistently
extracted the relevant anatomical structures from images acquired at different probe poses.
Therefore, the anatomy-based thresholds remained effective and demonstrated satisfac-
tory robustness in the phantom experiments. Their generalizability to clinical images and
substantially different imaging settings requires further validation.

Table 2. Key parameters in the scoring mechanism.

Landmark Existence Threshold T; Completeness Threshold

(Pixel) A;”“x (Pixel)
Chondro-osseous junction 2000 4700
Femoral 8000 13,500
Ilium 1000 2000
Labrum 800 1735
Synovial fold 400 860

To verify the ability of the scoring mechanism to distinguish Graf standard plane and
nonstandard plane images, candidate images with different anatomical structure visibility
were selected for scoring analysis, as shown in Table 3. When all five anatomical structures
were visible and relatively complete, the score was usually between 80 and 100, indicating
a Graf standard plane image. As anatomical structures became missing or incomplete,
the score decreased accordingly. Images scoring 60-80 usually lacked one anatomical
structure but were still close to the Graf standard plane. Images scoring 40-60 or 20—40
showed increasing deviation from the Graf standard plane, while images scoring below
20 contained almost no reliable anatomical structures. These results indicate that the
scoring mechanism can distinguish candidate images of different quality and reflect their
closeness to the Graf standard plane.

Based on the scoring rules, all candidate images were scored frame by frame, and the
image with the highest score was selected as the final Graf standard plane output. Among
the 28 trials with successful femoral head search, the system selected the Graf standard
plane in 27 trials, giving a selection success rate of 96.4%. Considering all 30 repeated trials,
the Graf standard plane was successfully obtained in 27 trials, with an overall success
rate of 90.0%. These results indicate that the robot can autonomously complete the Graf
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standard plane scanning task on the phantom and maintain stable performance under
different initial conditions.

Table 3. Scoring results of images with different quality levels.

Score Range

Description Example Image

80-100

All five anatomical structures exist and
are largely complete. The image can be
used as a standard-plane image.

60-80

One anatomical structure is missing.
The image is close to the Graf
standard plane.

40-60

Two anatomical structures are missing.
The image shows an evident deviation
from the Graf standard plane.

2040

Multiple anatomical structures are
missing. The image shows a
substantial deviation from the Graf
standard plane.

0-20

Almost no reliable anatomical
structures exist. The image completely
deviates from the Graf standard plane.

3.3. Contact Force Control Performance Analysis

To evaluate the effectiveness of the proposed contact force compliance control method

during ultrasound scanning, the variation in contact force during the search process was

analyzed. During the experiment, the probe completed translational scanning and pose

adjustment along the planned trajectory, while its position in the z-direction was corrected

in real time according to force feedback. This allowed the probe to maintain stable contact

during motion. To balance ultrasound image quality and patient safety, the desired contact

force F; was set to —2N, based on our previous probe pressure experiments and suggestions

from sonographers [29].

Figure 9 shows the variation in the z-direction contact force during the whole scanning

process. After the probe contacted the phantom, the actual contact force remained close

to the desired value. During scanning, local contact conditions between the probe and
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the phantom changed with probe motion, resulting in small fluctuations in the force
curve. However, no obvious drift was observed. The contact force ranged from —2.492 to
—1.517 N, with a mean value of —2.045 + 0.213 N (mean =+ standard deviation). The
root mean square error relative to the target force was 0.229 N, indicating a small overall
tracking error and stable probe—phantom contact. To further evaluate the motion stability
of the robot during scanning, the Z-axis position of the end effector was recorded, as shown
in Figure 10. At the beginning of the process, the end effector moved downward from the
initial position to establish contact with the phantom. After stable contact was achieved,
the Z-axis position remained within a narrow range and changed gradually throughout the
subsequent scanning process.

No contact  Femoral head searching Multi-angle scanning
A A
: A |
0.0 4\ F.
059 !
= :
= i
5 —1.0 1 ]
= I
= :
g -1.51 |
= i
o 1
@] I
i
I
I
=2 5
0 30 60 90 120 150 180

Time (s)

Figure 9. Variation in the z-direction contact force during scanning. The region before the green
dashed line corresponds to the no contact stage, the region between the green and yellow dashed
lines corresponds to the femoral head searching stage, and the region after the yellow dashed line
corresponds to the multi-angle scanning stage. The blue solid line represents the actual contact force
Fc, and the red dashed line represents the desired contact force F;.
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Figure 10. Variation in the Z-axis position of the robot end effector during the scanning process.

These results show that the proposed contact force compliance control method can
maintain the contact force within the desired range during continuous probe motion,
ensuring safe and stable image acquisition.
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4. Discussion

The experimental results demonstrate the preliminary feasibility of the proposed
autonomous robotic ultrasound system for Graf standard plane acquisition. By integrating
stage-wise robotic searching, ultrasound image segmentation, multi-structure scoring, and
compliant force control, the system achieved a Graf standard plane acquisition success
rate of 90.0% while maintaining stable probe—phantom contact. These results indicate that
the proposed framework can reduce dependence on operator experience and improve the
consistency of standard plane acquisition.

Nevertheless, this study has several limitations. First, the experiments were mainly
conducted on a stationary hip phantom. Differences between the phantom and real infants
in anatomical structure, ultrasound appearance, and tissue mechanical properties may
affect segmentation and force-control performance. Involuntary infant motion may also
disturb probe-skin contact and cause the target anatomy to move outside the predefined
search region. Second, the initial scanning point and probe direction were still manually
specified, meaning that the current system has not yet achieved complete autonomy. Third,
the segmentation datasets and scoring thresholds were established primarily from phantom
data, and their generalizability to different subjects and clinical conditions remains to be
evaluated. Finally, the present system focuses on Graf standard plane acquisition and does
not yet include automatic angle measurement or DDH classification.

Future work will focus on improving system autonomy, robustness, and clinical
applicability. Automated initial localization and motion compensation methods will be
investigated to reduce manual intervention and improve performance under dynamic
conditions. Clinical ultrasound datasets will be expanded to improve model generalization,
followed by human-subject studies comparing robotic and sonographer-acquired standard
planes. Automatic measurement of the & and (3 angles will also be integrated to establish
a complete workflow from autonomous standard plane acquisition to computer-assisted
DDH assessment.

5. Conclusions

This study developed an autonomous robotic ultrasound system to address the depen-
dence on experienced operators and the limited consistency and repeatability in hip ultra-
sound examination. The system integrates RGB-D visual localization, contact force control,
and ultrasound image segmentation. Based on system calibration, a hybrid force/position
control method based on admittance control was used to maintain stable contact while the
probe moved along the planned trajectory. For Graf standard plane acquisition, a three-
stage search strategy was designed, including initial body surface positioning, femoral
head search, and local multi angle scanning. The system uses SegNeXt-T to extract femoral
head features and SegNeXt-L to segment five anatomical structures in candidate images.
Combined with a multi structure scoring mechanism, the optimal Graf standard plane
image can be automatically selected.

The proposed system was preliminarily validated on a customized hip phantom. The
experimental results showed that SegNeXt-T achieved a Dice coefficient of 0.872 for femoral
head segmentation, and SegNeXt-L achieved a mean Dice coefficient of 0.866 for the five
anatomical structures. In 30 autonomous search trials under different initial conditions, the
system successfully acquired the Graf standard plane in 27 trials, with an overall success rate
of 90.0%. During scanning, the normal contact force ranged from —2.492 to —1.517 N, with
a mean value of —2.045 N, a root mean square error of 0.229 N, and a standard deviation
of 0.213 N. These results indicate that, after a coarse initial position and probe direction
are manually provided, the robot can autonomously complete the subsequent search
and maintain stable contact during scanning. This study provides a feasible approach for
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reducing the dependence of hip ultrasound scanning on operator experience and improving
the consistency and repeatability of Graf standard plane acquisition.
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The following abbreviations are used in this manuscript:

DDH Developmental dysplasia of the hip
RGB-D Red, Green, Blue, and Depth

UDP User Datagram Protocol

CPU Central Processing Unit

GPU Graphics Processing Unit

AdamW  Adam with Decoupled Weight Decay
LinearLR  Linear Learning Rate

PolyLR Polynomial Learning Rate

IoU Intersection over Union
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