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Abstract

This paper proposes LA-PPO, an improved Proximal Policy Optimization algorithm for
quadruped robot locomotion control on mixed terrain. To address partial observability, tem-
poral dependence in contact states, and non-uniform importance of historical information
in complex-terrain quadruped locomotion, LA-PPO integrates Long Short-Term Memory
(LSTM) and Multi-Head Attention (MHA) within an Actor—Critic framework. The LSTM
module models temporal dependencies in historical observations, while the MHA module
adaptively emphasizes historical information most relevant to the current action decision.
Based on IsaacGym, we construct a mixed-terrain environment consisting of flat regions,
sloped regions, and random rough-terrain regions and conduct algorithmic comparisons,
statistics over multiple random seeds, reward component ablation studies, and attention
mechanism analyses for both walking and trotting gaits. Simulation results show that
LA-PPO achieves the highest final reward and the longest mean episode length in both gaits.
Compared with the PPO baseline, the final reward and mean episode length are improved
by approximately 42.3% and 42.7%, respectively, in the walking task, and by approximately
39.8% and 25.7%, respectively, in the trotting task. Real-robot tests further show that the
learned policy can perform walking and trotting on flat ground, sloped terrain, and random
rough terrain, demonstrating preliminary sim-to-real transfer capability.

Keywords: quadruped robot; Proximal Policy Optimization; Long Short-Term Memory;
Multi-Head Attention

1. Introduction

Quadruped robots, by virtue of their legged morphology, can cross obstacles, traverse
slopes, and maintain mobility on terrains where wheeled platforms are difficult to operate
stably. They are therefore well suited to mobile tasks in unstructured environments [1-3].
However, stable and adaptive quadruped locomotion control remains challenging because
it involves high-dimensional continuous control, intermittent foot-ground contact, actuator
constraints, sensor noise, and terrain disturbances. Classical control methods, such as Model
Predictive Control (MPC) [4] and Zero-Moment Point (ZMP)-based stability methods [5,
6], can perform well when robot models, contact timing, and terrain assumptions are
sufficiently accurate. Under unknown slopes, rough ground, uncertain contact, or gait
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transition scenarios, however, these methods usually require careful modeling and manual
parameter tuning, and their robustness can be affected [2,7]. Consequently, increasing
attention has been paid to learning-based locomotion control methods that enable robots to
learn adaptive policies through interaction with simulated environments.

Deep Reinforcement Learning (DRL) can directly optimize closed-loop control policies
without relying on complete analytical models, and has been applied to agile quadruped
locomotion, natural rough-terrain walking, rapid environmental adaptation, perceptive
locomotion, and complex obstacle navigation [3,7-10]. Among common DRL algorithms,
off-policy methods such as Soft Actor—Critic (SAC) [11], Twin Delayed Deep Determin-
istic Policy Gradient (TD3) [12], and Deep Deterministic Policy Gradient (DDPG) [13]
can reuse samples stored in replay buffers and therefore achieve high data efficiency in
continuous control tasks. Nevertheless, in legged locomotion tasks with rich contact dy-
namics, large-scale parallel sampling, and complex reward compositions, training stability
and hyperparameter sensitivity remain important concerns. Proximal Policy Optimization
(PPO) [14] updates policies using on-policy data and constrains excessive policy changes
through a clipped surrogate objective; it is therefore widely used in GPU-based massively
parallel simulation and sim-to-real legged locomotion research [9,15]. Based on these con-
siderations, this study adopts PPO as the base optimization algorithm and compares it with
SAC, TD3, and DDPG as representative off-policy baselines.

For partial observability and historical dependence in legged locomotion control,
existing studies can be broadly divided into two structural directions. The first introduces
recurrent memory modules, such as LSTM or RNN, into the policy or value network so
that the policy can infer contact quality, dynamic parameters, and external disturbances
that are difficult to identify from a single observation frame [16,17]. The second introduces
attention mechanisms or Transformer structures to fuse and reweight proprioceptive,
exteroceptive, or historical features, thereby emphasizing information that is more relevant
to the current decision [7,18,19]. These studies show that both recurrent memory and
attention mechanisms can improve the use of historical information on complex terrains.
However, existing methods usually emphasize recurrent memory or attention/Transformer
structures for specific functions. For low-level quadruped locomotion control on mixed
terrain, targeted structural design and systematic comparison are still needed to exploit
both the temporal memory capability of LSTM and the critical history selection capability
of MHA within the same PPO Actor—Critic policy.

Based on the above analysis, we propose LA-PPO, a cascaded LSTM-MHA PPO
structure for low-level quadruped locomotion control on mixed terrain. The core idea of
LA-PPO is to connect LSTM temporal encoding and MHA-based key historical segment
selection within the same PPO Actor—-Critic policy. Specifically, the model first uses LSTM
to temporally encode the most recent eight steps of proprioceptive, foot contact, and local
terrain observations. Then, it uses the current LSTM hidden state as the query and the
complete historical hidden sequence as the keys and values, allowing MHA to adaptively
reweight critical moments within the historical window.

Compared with PPO using only LSTM, LA-PPO does not rely solely on the recur-
rent network to implicitly compress historical information. Instead, it explicitly computes
attention weights over the complete sequence of LSTM hidden states, thereby emphasiz-
ing time segments that are more relevant to the current action decision. Compared with
PPO using only MHA, LA-PPO first models temporal continuity in contact switching,
velocity error evolution, and posture recovery through recurrent units before applying
attention-based reweighting. In this way, LA-PPO makes temporal dependency modeling
and critical historical information selection complementary within the same on-policy
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optimization framework, improving the stability and robustness of quadruped gait control
on mixed terrain.
The main contributions of this paper are as follows:

1.  We propose the LA-PPO framework, which integrates LSTM and MHA for quadruped
robot locomotion control on mixed terrain. The framework adopts a cascaded design
of “LSTM temporal encoding + single-query MHA-based historical reweighting”,
simultaneously modeling temporal dependence and key historical segment selection
in the low-level policy network. This distinguishes it from structural variants that rely
only on recurrent encoding or only on attention-based reweighting.

2. We design a reward function that includes velocity tracking, posture stability, a ZMP-
inspired support margin stability term, and gait priors. Reward ablation experiments
quantify the influence of each component on walking and trotting performance.

3. We conduct algorithmic comparisons, statistical evaluation over multiple random
seeds, and attention-weight analysis in a mixed terrain composed of flat, sloped
regions, and random rough-terrain regions. Real-robot tests are further conducted to
preliminarily validate the deployability of the learned policy.

2. PPO Algorithm Integrating LSTM and MHA
2.1. PPO Algorithm

The Proximal Policy Optimization (PPO) algorithm is a representative policy-gradient
method. Policy-gradient methods directly optimize a parameterized policy by updating
policy parameters along the gradient direction to maximize expected cumulative reward.
The general form of the policy gradient is:

Vo] (0) = Er,[Vglog mg(als)Q™ (s, a)] 1)

where s and a denote the state and action, respectively, 7y is the parameterized policy,
Q" (s, a) is the action-value function, and 6 represents the policy parameters.

Compared with algorithms such as TRPO, PPO is simpler to implement, compu-
tationally more efficient, and more stable during training [14,20]. PPO has two main
implementation forms: PPO-Clip and PPO-Penalty. PPO-Clip directly limits the magni-
tude of policy updates through a clipping mechanism, making it intuitive and efficient.
PPO-Penalty controls updates by introducing a KL-divergence penalty term, which is
theoretically more rigorous but requires more complex parameter tuning. Therefore, this
study adopts PPO-Clip, whose objective function is defined as:

LCLP(9) = By [min(r; (0) Ar, clip(r¢(0),1 — €,1 + €) Ar)] )

T (atlst)
70,1 (0t]51)
the clipping parameter, usually set to 0.2, and clip(x,1 — €,1 + €) denotes the truncation

where r(0) = is the policy ratio, Ay, is the estimated advantage function, € is

function that constrains x to the interval [1 — €, 1 + €]. The clipping mechanism prevents the
policy update from deviating excessively, thereby avoiding performance collapse caused
by overly large updates.

In advantage estimation, there is a trade-off between variance and bias. Single-step
temporal difference estimates usually have low variance but high bias, whereas estimates
based on complete trajectories often have low bias but high variance. Generalized Advan-
tage Estimation (GAE) balances bias and variance by exponentially averaging multi-step
returns, improving the accuracy of advantage estimation. GAE is calculated as follows:

[e9)

AFAE (1) = Y (vA)! 014 (3)
1=0
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where 6, =111 + YV (s41141) — V(spyy) is the temporal difference error, 1 is the discount
factor, and A is the GAE parameter used to control the bias—variance trade-off.

2.2. Long Short-Term Memory Networks

LSTM is a specialized type of Recurrent Neural Network (RNN) commonly used
to alleviate the gradient vanishing and gradient exploding problems that occur when
traditional RNNs model long sequences. With memory cells and gating mechanisms, LSTM
can retain historical information relevant to the current decision. In quadruped locomotion
control, foot contact switching, velocity error variation, and body posture adjustment
all exhibit strong temporal correlations. Therefore, we use LSTM to encode historical
observations and provide continuous temporal features for the subsequent policy output.
As shown in Figure 1, an LSTM unit mainly includes the following structures:

1.  Forget gate: This gate determines what information should be discarded from the cell
state. It applies a sigmoid activation function to the current input and previous hidden
state, producing a value between 0 and 1 to indicate the proportion of information to
retain or forget:

ft = (T(Wf . [ht_l,xt] + bf). 4)

2. Input gate: This gate determines what information is written into the cell state. The
sigmoid function outputs a value between 0 and 1 to control the update ratio, while
the hyperbolic tangent function tanh generates the candidate cell state:

it = 0(W; - [h—1, x¢] + b;), )
C = tanh(W¢ - U’lt,l, Xt] +be). (6)

3. Cell-state update: The cell state is updated according to the outputs of the forget and
input gates:
Ci=fioCa+it©Ch (7)

4. Output gate: This gate determines what information is output from the cell state at
the current time step. The sigmoid function generates the output ratio, and the tanh
function activates the cell state:

or = (W - [h4—1, x¢] + bo), 8)
hy =0:® tanh(Ct). 9)

where h; is the current hidden state, x; is the current input, and all W and b parameters
are updated during training. Here, o denotes the sigmoid function, tanh denotes the
hyperbolic tangent function, and ® denotes element-wise multiplication. The sigmoid and
tanh functions are:

ef—e ™~

tanh(x) = m

(10)
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Figure 1. Long Short-Term Memory cell structure.

2.3. Multi-Head Attention Mechanism

Attention mechanisms assign weights to different positions in an input sequence,
enabling a model to emphasize information that is more relevant to the current task. The
general form is:

QK™

Attention(Q, K, V) = softmax (\/d»k> 74 (11)

where Q, K, and V denote the query, key, and value matrices, respectively. These matrices
have compatible dimensions, and dy denotes the dimension of each key vector. Dividing
the dot product by \/dj prevents excessively large dot-product values when the feature
dimension increases, thereby reducing softmax saturation.

Depending on the task, attention mechanisms may take different forms. To illustrate
the basic computation for same-source sequence attention, the standard self-attention form
is first given. The query, key, and value are all obtained from the same input sequence
through linear transformations:

XWo(XWk)T
Self-Attention(X) = softmax XWo(XWi) XWy. (12)
Vi

where X is the input sequence, and W, Wk, and Wy are learnable parameter matrices used
to map the input sequence to the corresponding query, key, and value matrices.

To enable the model to attend to information from different perspectives and represen-
tation subspaces simultaneously, we introduce the MHA mechanism. MHA is essentially a
parallel extension of single-head attention; it linearly projects queries, keys, and values into
different representation subspaces for multi-view feature extraction. The structure of MHA
is shown in Figure 2, and its calculation is:

MultiHead(Q, K, V) = Concat(heady, .. ., head,, ) W,. (13)

where W, is a learnable parameter matrix, head; = Attention(Q;, K;, V;), and Concat
denotes concatenation.

In LA-PPO, we do not directly perform full self-attention over the raw observation
sequence. Instead, single-query temporal attention is constructed over the hidden sequence
encoded by LSTM. The current hidden state is used as the query, and the historical hidden
sequence is used as the keys and values to aggregate historical information relevant to the
current action decision.
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Figure 2. Structure of the Multi-Head Attention mechanism.

2.4. Integration of LSTM and Multi-Head Attention

PPO usually adopts the Actor—Critic paradigm; therefore, the structures of the policy
and value networks directly affect the use of historical information. LSTM-PPO captures
temporal dependence by introducing LSTM, but in complex locomotion sequences, different
historical time steps contribute differently to the current decision. To enhance selective
use of critical temporal cues, this study further introduces MHA on top of the LSTM-PPO
backbone to form LA-PPO.

The Actor and Critic of LA-PPO use two completely independent networks. The two
networks have the same structure but do not share any parameters. Specifically, the Input
FC, LSTM, MHA, and MLP heads are modeled separately, and no shared encoder exists
between the Actor and Critic. Each branch performs forward computation in the order:
historical observation input — input mapping — LSTM — MHA — MLP output layer.

More specifically, each branch first receives an eight-step history of observations,
which is reshaped from a flat representation into a temporal tensor with 196 dimensions at
each time step. The sequence is first passed through an input mapping layer that projects
the features at each time step from 196 dimensions to 128 dimensions. It is then fed into a
two-layer LSTM, producing a temporal hidden representation of 256 dimensions at each
time step.

At the connection between LSTM and MHA, we adopt single-query temporal attention.
The LSTM hidden state at the last time step is used as the query vector, while the complete
LSTM output sequence in the historical time window is used simultaneously as the keys
and values. The MHA module then performs weighted aggregation within this history
window and generates a context representation most relevant to the current decision.

The context representation is subsequently passed through a linear mapping to obtain
branch-specific features. Finally, the Actor branch outputs a 12-dimensional action mean,
and the Critic branch outputs a one-dimensional state value. The policy distribution is
diagonal Gaussian: the action standard deviation is not directly output by the network
forward pass but is represented by an independent learnable parameter vector with the
same dimensionality as the action. This vector, together with the action mean, forms
the policy distribution. Thus, LSTM mainly undertakes temporal-dependence modeling,
while MHA aggregates information that is more critical for the current decision from the
historical window.

The network implementation uses the ELU activation function. The fully connected
hidden layers of both Actor and Critic are [512,256,128], and the two branches have the
same structure but no shared parameters. The historical sequence is maintained by an
environment buffer in a FIFO manner as the most recent eight observations. It is stored
in flat form and reshaped to [8,196] during the policy forward pass. MHA is configured
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with four heads, each with 64 dimensions (total dimension 256), and the attention dropout
is 0.0. This parameter combination is consistent with the structure shown in Figure 3 and is
intended to empirically balance temporal modeling capability and training stability.

During training, let Oy = [0;_7,...,0¢] denote the historical observation window
input to the policy. The Actor parameters 6 include its Input FC, LSTM, MHA, MLP
head, and action standard-deviation parameters, while the Critic parameters ¢ include its
independent Input FC, LSTM, MHA, and value head. The end-to-end objective of LA-PPO
can be written as

Lrapro(6,¢) = =L (0) + ¢, By [(VdJ(Ot) - Rt)z} —ce Et[H(ma(-[01))],  (14)

where R; is the target return estimated by GAE, and ¢, and c, are the value-loss coefficient
and entropy coefficient, respectively. During backpropagation, gradients from the policy
loss and entropy term are propagated from the Actor output to its MHA, LSTM, and input-
mapping layers. Gradients from the value loss are propagated from the Critic output to its
corresponding modules. Because the Actor and Critic do not share parameters, gradients
from one branch do not propagate into the other branch.

(1) Input & Reshape (2) Input FC (Per timestep) (3) LSTM (2 Layers)
hidden = 256

~ () (Q/K/V Extraction
Flattened t=0 O O w@ "
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Figure 3. LA-PPO network architecture.

3. Experimental Design
3.1. Observation Space and Action Space

In the reinforcement-learning implementation, the policy input is not equivalent to
the complete dynamic state of the robot, but is composed of measurable or estimable obser-
vations. We construct a 196-dimensional single-step observation vector for the quadruped
robot, including four types of features: body motion, joint motion, foot contact, and local
terrain height.

1.  Body-state vector: a six-dimensional vector composed of the three-dimensional lin-
ear velocity and three-dimensional angular velocity of the robot base in the world
coordinate system. It describes the overall translational and rotational motion state of
the robot.

2. Joint-state vector: a 36-dimensional vector composed of the current angular positions
(12 dimensions), angular velocities (12 dimensions), and joint torques (12 dimensions)
of the robot’s 12 actuated joints. It characterizes the instantaneous motion state of the
leg actuators.

https:/ /doi.org/10.3390/machines14060621
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3. Foot-contact-state vector: a four-dimensional binary vector representing the sole
contact state of the four legs. Each bit corresponds to one leg, where 1 indicates
contact and 0 indicates no contact.

4.  Terrain-height vector: a 150-dimensional vector constructed from ground-height
measurements at 150 sampling points around the robot. It provides local terrain-
undulation information.

Therefore, the observation vector at time ¢ is expressed as:

body joint _foot
0 7 b

/ , Oiermin] c Rl%. (15)

0y = [

The total dimension of this observation vector is 196, which is consistent with the
input dimension of the policy network.

The action space is designed as a 12-dimensional continuous vector representing the
target joint angles of the 12 actuated joints of the quadruped robot. Each action component
corresponds to the desired angular position of one joint, enabling precise control of robot-
limb motion. The action space can be expressed as:

ap = (a1, 824, ., a124] € R, (16)
where 4, ; represents the target angle of the ith joint at time .

3.2. Reward Function

The reward function simultaneously constrains motion objectives and guides gait
patterns. Considering that this study separately trains walking and trotting gaits, the
reward function consists of shared motion terms and gait-specific terms. To avoid am-
biguity in notation, the shape parameters of sub-rewards are separated from the total
reward weights: only shape parameters are retained inside each sub-reward, while gait
contributions are uniformly controlled by w.,,;x and wy in the total reward. The detailed
design is as follows:

1. Velocity-tracking reward: This term encourages the robot to move at the target velocity
and is a weighted combination of linear- and angular-velocity tracking terms:

target

Tvel = Po eXP(_‘"v”vxy — Uxy ||2) + Bw exp(—awllwz — wimgetnz), Bo+ Pw = 1. (17)

Here, vy is the current linear velocity on the horizontal plane, vfcayrgEt is the target

linear velocity, w, is the current angular velocity about the vertical axis, wiﬂrgﬁ is
the target angular velocity, «, and «,, are scaling parameters, and 8, and B, are the
internal combination coefficients for linear- and angular-velocity tracking.

2. Posture-control reward: This term maintains body stability by penalizing roll and

pitch angles:
Tpose = exp(—ocp(<p2 + 92)). (18)

Here, ¢ and 0 denote the current roll and pitch angles, respectively, and «, is the
scaling parameter.

3. ZMP-inspired support-margin reward: Inspired by the Zero-Moment Point (ZMP)
stability criterion and the support polygon [6], this reward is designed as follows.
When the contact points are insufficient to form a stable support polygon, a small
stability reward is given. When a support polygon can be formed, the reward is
computed from the minimum distance between an approximate support point and
the boundary of the support polygon. Let the planar foot positions be p; € R?,
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j € {FL,FR,RL, RR}, the contact indicator be ¢; € {0, 1}, the contact set be C = {j |
¢j = 1}, and the number of contact legs be 1. = |C|. In the implementation,

1
=1L (19)
]

is used as a planar approximation of the support-stability evaluation point. This
implementation is not a strict dynamic ZMP calculation; instead, it approximates the
projection of the center of mass by the mean position of the four feet. When n, > 3, a
support-polygon edge set £ is constructed from the contact feet: for three contacts,
it forms a triangle; for four contacts, the contact points are first sorted by their polar
angles relative to their geometric center and then connected into a quadrilateral edge
set. The minimum distance is then computed as

dyin = mind(2,e), (20)
ec&

where the point-to-segment distance is

s T b _
Az [o, b)) = 2= (@+ 7" (b-a)l, T = chp(W, 0, 1>. @D
The support-stability reward is then written in piecewise form:
O.]. nc, nC < 3/
tip{ 2 0,1), 1o =3
rzmp = C lp 010/ ’ ’ cC — Y (22)

chp< z’ff;, 0, 1), ne = 4.

Equivalently, when n. € {3,4}, it can be written as 7.,y = clip(azd,in,0,1), where
az = 1/dyf; drer = 0.10m for three-leg support and d,.y = 0.15 m for four-leg support.
This design makes the reward monotonically related to the safety margin between
the approximate support point and the support boundary: the larger the distance, the
higher the stability reward.

In the above definitions, p; is the planar coordinate of the jth foot; ¢; is the contact state
(1 for contact and 0 for swing); C is the index set of contact legs; 7, is the number of
contact legs; Z is the planar approximation of the support-stability evaluation point; £
is the edge set of the support polygon; e = [a, b] denotes a line segment corresponding
to one edge, with endpoints a,b € RZ2; d(Z,e) is the Euclidean distance from the point
to the segment; d,,,;,, is the minimum distance from Z to all edges; T* is the projection
coefficient clipped to [0,1] by clip(+,0,1); || - |2 denotes the two-norm; d,,f is the
distance-normalization scale; and «, is the corresponding normalization coefficient.
The above three reward terms are shared by all experiments. The following reward
terms are designed for specific gait tasks.

Walking-gait reward: This term is used for walking and encourages a stable pattern
with one swing leg and three supporting legs. It is activated only during walking-gait
training. Let the foot contact state be ¢; € {0,1}, i € {FL,FR,RL,RR}:

Twalk = I (Z ¢ = 3) . (23)
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Here, I(-) denotes the indicator function, which returns 1 when the condition is
satisfied and 0 otherwise. The condition }; ¢; = 3 indicates that exactly three feet
are in contact with the ground. In the project implementation, the two equivalent
criteria of “three feet in contact” and “one foot in swing” are combined with weights
of 0.5/0.5, which is numerically consistent with the above expression.

Diagonal-trot gait reward: To encourage a natural diagonal trot gait, we design a
gait reward based on foot-contact states and diagonal-leg coordination. It is activated
only during trotting-gait training. Let crr,crr, crr, crr € {0,1} denote the foot-
contact states:

I(crL = crr) +I(cFr = crL)

Ttrot = 0.5 x 5

+ 0.5 x ]I(CFL 7é CFR)- (24)

The condition cr; = crg indicates that the front-left and rear-right feet (diagonal
pair 1) have the same contact state; cpg = cgy indicates that the front-right and rear-
left feet (diagonal pair 2) have synchronized contact states; and cr;, # cpr constrains
the two diagonal leg groups to form an alternating contact pattern.

The final reward is a weighted sum of the sub-rewards. According to the training task

of each gait, the total reward is defined as follows.

For the walking gait:
R;g?;lf = WopelTvel + Wposel pose T WzmpTzmp + WyalkTwalk- (25)

For the trotting gait:
Rigz;l = Wyelvel + Wposel pose + WzmpTzmp + WrotTtrot- (26)

Here, Wy, Wpose, Wzmp, Wyaik, and Wiyot are the corresponding reward weights. These
weights and the other sub-reward shape parameters are listed in Table 1.

Table 1. Reward function parameter settings.

Parameter Meaning Value
Wyel Weight of velocity-tracking reward 25
Wpose Weight of posture-control reward 1.5
Wzmp Weight of ZMP-inspired support-margin reward 0.8
Wepalk Weight of walking-gait reward 1/0
Wirot Weight of trotting-gait reward 0/1
oy Scaling coefficient for linear-velocity tracking error 4.0
Qe Scaling coefficient for angular-velocity tracking error 4.0
Bo Internal weight of linear-velocity tracking 0.7
Buw Internal weight of angular-velocity tracking 0.3
Xp Scaling coefficient for posture error 4.0
X3 ZMP-distance normalization coefficient under three-leg support 10.0
0z 4 ZMP-distance normalization coefficient under four-leg support 6.67

Table 1 summarizes the weight and shape parameters in the reward function. Velocity

tracking, posture control, and support stability constitute the basic motion objectives.

Walking and trotting rewards are activated mutually exclusively according to the task to

guide the corresponding foot contact pattern. This design allows the reward function to

constrain motion velocity, body posture, support stability, and gait structure simultaneously.
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4. Experiments and Results Analysis

To validate the effectiveness of LA-PPO for quadruped locomotion control on mixed
terrain, this section presents the experimental environment and simulation settings, mixed-
terrain simulation results, ablation experiments and mechanism analysis, and real-world
environment testing. The experimental section first describes the training and evaluation
conditions, then reports the main performance results, analyzes the role of key modules,
and finally tests the transfer performance of the policy on a physical platform.

4.1. Experimental Environment and Simulation Settings

All simulation experiments were conducted on the IsaacGym platform. IsaacGym is a
GPU-accelerated physics simulator for robotics research and supports large-scale parallel
environment sampling, which substantially improves reinforcement learning training
efficiency. The hardware and software configuration used in this study is shown in Table 2.
These hardware settings mainly improve parallel simulation and policy optimization
efficiency, whereas the consistency between simulation and the real system is mainly
determined by the robot dynamic model, contact parameters, terrain settings, and domain
randomization configuration.

Table 2. Hardware and software configuration for simulation experiments.

Parameter Value
GPU model RTX 4090 x 2
GPU memory 24GB x 2
CPU model 19-13900K
System memory 128 GB
Storage 2 TB NVMe SSD
Operating system Ubuntu 24.04
Framework PyTorch 2.0.1
CUDA version CUDA 12.1
Python version Python 3.9

Simulation evaluation was conducted on mixed terrain. The terrain consists of flat
regions, fixed-slope regions, and random rough-terrain regions. Both walking and trotting
gaits were trained and evaluated on the same mixed terrain to examine basic locomotion
ability, slope adaptation, and rough-terrain robustness simultaneously. Figure 4 shows the
execution states of the two gaits in different terrain regions and is used to illustrate the
simulation scenario and policy execution process.

Figure 4. Simulation examples on mixed terrain. The top row shows, from left to right, walking on

flat ground, sloped terrain, and random rough terrain. The bottom row shows, from left to right,
trotting on flat ground, sloped terrain, and random rough terrain.

https://doi.org/10.3390 /machines14060621


https://doi.org/10.3390/machines14060621

Machines 2026, 14, 621

12 0f 18

This study uses mean episodic reward and mean episode length (steps) as the main
evaluation metrics. Mean episodic reward is the average cumulative reward over multiple
evaluation episodes in each iteration and measures overall task completion quality. Mean
episode length is the average number of sustained steps in the evaluation episodes and
reflects policy stability and robustness. Under the same evaluation protocol, higher values
of both metrics usually indicate better policy performance.

4.2. Mixed-Terrain Simulation Results

This section presents the structural ablation and algorithm comparison experiments
for walking and trotting. In the structural ablation, LSTM-PPO (MHA removed) and
MHA-PPO (LSTM removed) are used as variants of LA-PPO and are compared with PPO
and LA-PPO to analyze the contribution of each module. These on-policy models share
the same PPO optimization parameters, as shown in Table 3. In addition, SAC, TD3,
and DDPG are used as off-policy baselines. To ensure consistent input information, PPO,
TD3, DDPG, and SAC use an eight-step historical observation stack as a 1568-dimensional
input vector, whereas LSTM-PPO, MHA-PPO, and LA-PPO preserve the eight-step his-
tory in temporal sequence form. All models are trained and tested under the same mixed
terrain, observation and action definitions, and evaluation protocol, and key hyperpa-
rameters are tuned before the final comparison. The experimental results are shown in
Figures 5 and 6; the horizontal axis is the number of iterations, the left subplot shows
mean episodic reward, and the right subplot shows mean episode length. Table 4 further
summarizes final performance and training stability under multiple random seeds.

Table 3. On-policy training-parameter settings.

Parameter Value
Number of environments 1024
Number of iterations 1000
Episode length 25s
Rollout length 48
Learning epochs per iteration 5
Number of mini-batches per iteration 4
Total environment steps 4.9152 x 107
Learning rate 1x10°3
Learning rate schedule auto
Discount factor y 0.99
GAE parameter A 0.95
Clipping parameter 0.2
Target KL 0.01
Entropy coefficient 0.01
Value loss coefficient 1.0
Maximum gradient norm 1.0

In the walking gait, LA-PPO obtains the highest final reward and maintains the longest
and relatively stable episode length in the later training stage. MHA-PPO is higher than
PPO in both final reward and episode length, indicating that attention-based reweighting
helps select historical information relevant to the current control decision. LSTM-PPO has
a higher final reward than PPO, but its final episode length is lower than that of PPO,
suggesting that simply introducing recurrent encoding may improve reward optimization
but does not necessarily improve sustained locomotion ability. Off-policy baselines such
as SAC, TD3, and DDPG also improve during training, but their final rewards and mean
episode lengths remain lower than those of LA-PPO.
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Figure 6. Model comparison on mixed terrain under the trotting gait.

In the trotting gait, LA-PPO still achieves the best overall performance. LSTM-PPO is
higher than PPO in both final reward and episode length. MHA-PPO has a higher final
reward than PPO but a slightly lower episode length, indicating that the benefits of a single
module can vary with gait and evaluation metric. SAC, TD3, and DDPG improve more
slowly and converge to relatively lower stable levels. Taken together, these results show
that LA-PPO achieves higher final policy quality and better gait stability on mixed terrain
containing flat, sloped regions, and random rough-terrain regions.

To further evaluate the stability of different algorithms under random initialization and
sampling perturbation, we summarize results using the random seed as the statistical unit.
Each comparison model is independently trained with five different random seeds. The
final reward and final episode length are calculated as averages over the last 100 training
iterations. The convergence iteration is defined as the iteration at which the mean reward
first reaches 90% of the corresponding model’s final stable reward and remains stable
thereafter. Table 4 reports the seed-level statistics as mean =+ standard deviation.

As shown in Table 4, in the walking gait, LA-PPO achieves a final reward of 5.798
and a final episode length of 232.040, both of which are the highest among all methods.
Compared with PPO (4.075 and 162.575), the reward and episode length are improved
by approximately 42.3% and 42.7%, respectively. In the trotting gait, the final reward and
episode length of LA-PPO are 7.293 and 202.915, respectively, which are approximately
39.8% and 25.7% higher than those of PPO (5.218 and 161.404). The convergence iteration
in the table is defined as the point at which each model reaches 90% of its own final stable
reward. This definition is more suitable for describing the stabilization process of each
model and should not be used alone as an absolute cross-model sample-efficiency metric.
Under this definition, LA-PPO reaches the stable interval earlier than PPO and SAC in both
gaits. Together with final reward and episode length, the results show that LA-PPO exhibits
better overall training performance than the main baselines. Meanwhile, LSTM-PPO and
MHA-PPO improve over PPO in some metrics, but the benefit of a single module is not
completely consistent. The cascaded fusion of the two modules in LA-PPO achieves the
best comprehensive performance on the main metrics of both gaits.
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Table 4. Statistical results over multiple random seeds.

Gait Model Final Reward Final Episode Length/Steps Convergence Iteration
LA-PPO 5.798 + 0.019 232.040 + 0.481 503.0 £ 8.0
LSTM-PPO 4.877 £ 0.015 157.540 £ 0.386 551.0 £ 12.0
MHA-PPO 4273 +0.013 172.471 £ 0.346 548.0 + 11.0
Walk PPO 4.075 + 0.011 162.575 £ 0.280 693.0 £ 8.0
SAC 3.285 £ 0.009 145.539 £ 0.410 734.0 £ 10.0
TD3 3.468 £ 0.010 149.799 £ 0.295 734.0+9.0
DDPG 3.675 £ 0.011 145.304 £ 0.302 734.0+9.0
LA-PPO 7.293 £+ 0.024 202.915 + 0.436 602.0 £ 6.0
LSTM-PPO 6.408 £ 0.020 192.981 £ 0.390 632.0 £10.0
MHA-PPO 5.817 + 0.018 159.384 £ 0.343 632.0+9.0
Trot PPO 5.218 £ 0.013 161.404 £+ 0.251 783.0+7.0
SAC 4.023 £ 0.011 116.868 £ 0.376 837.0 £ 8.0
TD3 4.339 + 0.012 123.388 £ 0.281 828.0+9.0
DDPG 4.623 + 0.013 136.120 £ 0.288 827.0+9.0

In addition to the main model comparison, we further analyze the performance
sources of LA-PPO from two perspectives: reward design and attention weights. Reward
component ablation evaluates the influence of key reward terms on training, while MHA
heatmaps show how the policy selects information within the historical window.

4.2.1. Reward Component Ablation

Under the same mixed-terrain setting, we construct reward removal variants to evalu-
ate the influence of key reward terms on training. Specifically, the ablation settings include
removing the support stability reward, removing the walking gait reward for walking
analysis, and removing the diagonal trot gait reward for trotting analysis.

The reward ablation experiments keep the network structure, training steps, and other
hyperparameters unchanged and modify only the reward configuration. Training metrics
are recorded at each iteration. Figure 7 shows the training curves of the complete reward
and each removal variant. Because different reward configurations change the training
objective and reward scale, the figure is mainly used to observe changes in training trends
and policy behavior after removing a specific reward term, rather than to compare absolute
reward values alone.

(‘J Z(IJO 4(')0 ()(')U 860 ldUO 2) Z(‘)O 4{'}0 0{;0 8&0 10'00
Figure 7. Reward component ablation for walking and trotting gaits on mixed terrain.

Figure 7 shows that the complete reward design exhibits a higher reward growth trend
than the reward removal variants. After removing the support stability reward, the mean
reward decreases in both gaits, suggesting that stability shaping based on the support
polygon safety margin may help improve locomotion stability on slopes and rough regions.
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After removing gait-specific rewards, the corresponding gait curves also decrease (no-walk
reward in the walking analysis and no-trot reward in the trotting analysis), indicating that
explicit gait priors positively contribute to forming the target foot contact pattern.

4.2.2. MHA Mechanism Analysis

To analyze how the attention module uses the historical window, we further compute
the average attention distribution of each head over the eight-step historical observation
window for the walking and trotting gaits.

To obtain the heatmaps shown in Figure 8, the trained LA-PPO policy is first set
to evaluation mode, and the attention weights at each decision time are recorded while
the robot runs on mixed terrain. For each sample, the four attention heads correspond to
weight vectors over the eight-step historical window (t — 7 to t). These weights are obtained
by normalizing the attention scores using softmax(QK ' /+/dy). The walking and trotting
segments are then averaged along the time dimension, producing an average attention
matrix of “attention head x historical time step”, which is visualized as a heatmap.

Attention Head
Mean Attention Weight

0.10

=7 -6 =5 4 3 2 1 =0 7 -6 =5 4 -3 2 1 =0
History Step History Step

Figure 8. Multi-head attention heatmaps for walking and trotting gaits.

The heatmaps show that attention weights are not uniformly distributed over all
historical steps. Some attention heads focus more on recent observations (t — 2, t — 1,
and the current step t), which is consistent with the need for immediate state feedback in
quadruped locomotion control. At the same time, other heads retain weights for earlier
historical steps, indicating that the policy does not depend only on the current observation
but combines contextual information over a longer time range. The attention distributions
differ between walking and trotting, further indicating that MHA can form different
historical information weighting patterns for different locomotion modes.

4.3. Real-World Environment Testing

To evaluate the practical transfer capability of LA-PPO, the trained policy is directly
deployed on a physical quadruped robot platform and tested in real-world environments.
During deployment, the observation order, action scaling, and joint limit constraints are
kept consistent with training, and the policy output is clipped to the safety range used
during training.

To improve robustness to model errors, contact uncertainty, and environmental varia-
tion, domain randomization is introduced during training. The detailed parameters are
shown in Table 5. Each randomized variable is uniformly sampled within its preset range
at the reset of each episode, thereby expanding the training distribution and improving the
stability of sim-to-real transfer.
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Table 5. Domain randomization parameters used during training.
Parameter Randomization Range
Additional mass on base_link [-0.5,1.0] kg
Initial position x [-0.5,0.5] m
Initial position y [-0.5,0.5] m
Initial yaw angle [-3.14,3.14] rad
Base linear velocity noise [-0.1,0.1]
Base angular velocity noise [—0.2,0.2]
Gravity projection noise [—0.05, 0.05]
Joint position noise [—0.01, 0.01]
Joint velocity noise [—1.5,1.5]
Height scan noise [-0.1,0.1]

The real-world tests cover three types of terrain (flat ground, sloped terrain, and
random rough terrain) and two gaits (walking and trotting). Each terrain—gait combination
is tested five times, resulting in a total of 30 trials. Figure 9 shows representative robot
postures during real-world testing. The six subfigures correspond to walking and trotting
on the three terrain types. For ease of comparison, key frames are selected from trial videos
during stable forward motion, and the camera angle and image scale are kept as consistent
as possible.

Figure 9. Real-world testing scenarios. The top row shows, from left to right, walking on flat ground,

sloped terrain, and random rough terrain. The bottom row shows, from left to right, trotting on flat
ground, sloped terrain, and random rough terrain.

In a single trial, the test is judged as failed if the robot falls, requires manual reset, or
triggers an emergency stop. If the robot completes the motion within the prescribed test
duration without triggering any of these events, the trial is judged as successful. Table 6
summarizes the number of successful trials for each terrain—gait combination. Duration
and travel distance are calculated only over the subset of successful trials and are reported
as mean = standard deviation; failed trials are counted only in the success count and are
not included in the mean duration or distance.

Table 6 shows that LA-PPO achieves 5/5 success in both flat-ground walking and
trotting, with successful trials lasting approximately 30 s, indicating stable execution on
low-disturbance terrain. On slopes, both gaits achieve 4/5 successful trials. On random
rough terrain, walking achieves 4/5 success and trotting achieves 3/5 success. The variance
in duration and travel distance further increases for successful trials, reflecting more pro-
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nounced performance fluctuation under complex contact conditions. It should be noted that
different command speeds are used for different terrains, so differences in travel distance
cannot be attributed solely to terrain difficulty. Overall, increased terrain complexity leads
to lower success counts and larger trajectory fluctuations. Nevertheless, the learned policy
can still complete locomotion tasks on all three real terrains, demonstrating preliminary
practical transfer capability.

Table 6. Quantitative results of real-world environment testing.

Terrain Gait Command Speed/(m/s) Duration/s Travel Distance/m Success Count
Flat ground Walk 045 30.0+£08 132+ 0.4 5/5
Flat ground Trot 0.85 30.0+0.7 248 £0.6 5/5
Slope Walk 040 300+12 11.6 £0.7 4/5
Slope Trot 075 300+15 205+ 1.0 4/5
Rough terrain Walk 0.35 30.0 £2.0 98 +£1.1 4/5
Rough terrain Trot 065 300=£24 16.7 £ 1.5 3/5

Note: Duration and travel distance are computed only over successful trials; failed trials are included only in the
success count.

5. Conclusions

This paper proposes LA-PPO, an improved PPO algorithm integrating LSTM and
MHA for quadruped robot locomotion control on mixed terrain. The method uses LSTM
to model temporal dependencies in historical observations and uses MHA to adaptively
weight critical information within the historical window, thereby enhancing the policy’s
ability to use historical information in complex terrains.

Simulation experiments show that LA-PPO achieves the highest final reward and
the longest mean episode length on mixed terrain containing flat, sloped regions, and
random rough-terrain regions. Statistics over multiple random seeds further show that the
method maintains a stable advantage in final performance. Reward component ablation
and attention heatmap analysis provide auxiliary explanations from the perspectives of
training objective design and historical information utilization.

Real-robot tests show that the trained policy can perform walking and trotting on
flat ground, sloped terrain, and random rough terrain, providing preliminary quantitative
support for sim-to-real transfer. Future work will further expand the scale of real-world testing,
introduce more terrain types and real-robot baseline comparisons, and combine visual, tactile,
and other multimodal perception to improve adaptation to complex environments.
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