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Abstract

As industrial automation evolves towards human-centric, adaptable solutions, collabora-
tive robots must overcome challenges in unstructured, dynamic environments. This paper
extends our previous work on developing a digital shadow for industrial robots by intro-
ducing a comprehensive framework that bridges the gap between physical systems and
their virtual counterparts. The proposed framework advances toward a fully functional
digital twin by integrating real-time perception and intuitive human-robot interaction
capabilities. The framework is applied to a hospital test lab scenario, where a YuMi robot
automates the sorting of microscope slides. The system incorporates a RealSense D435i
depth camera for environment perception, Isaac Sim for virtual environment synchroniza-
tion, and a locally hosted large language model (Mistral 7B) for interpreting user voice
commands. These components work together to achieve bi-directional synchronization
between the physical and digital environments. The framework was evaluated through
20 test runs under varying conditions. A validation study measured the performance of
the perception module, simulation, and language interface, with a 60% overall success
rate. Additionally, synchronization accuracy between the simulated and physical robot
joint movements reached 98.11%, demonstrating strong alignment between the digital
and physical systems. By combining local LLM processing, real-time vision, and robot
simulation, the approach enables untrained users to interact with collaborative robots in
dynamic settings. The results highlight its potential for improving flexibility and usability
in industrial automation.

Keywords: adaptive digital twin; human-robot collaboration (HRC); adaptive robotics

1. Introduction

In today’s industrial landscape, the evolution towards Industry 4.0 has emphasized au-
tomation, inter-connectivity, and artificial intelligence (AI) [1]. Now, however, researchers,
industry, and policy-makers are acknowledging the human, societal, and environmental
stakes in the Industry 4.0 transition, and a new paradigm is rising: Industry 5.0, which
focuses also on the human role in the cyber-physical system [2,3]. One of the key aspects
of Industry 5.0, is to use technology to augment humans, which opens up personalized
production processes [4] where the behavior of technology is tailored to the product, the
process, and the human user. Despite the presence of robots designed /used for collabora-
tive applications (sometimes abbreviated “cobots”), in the market, they have not been used
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to their complete potential. The reasons for the slow adaptation of human-robot collabo-
ration (HRC) are many, and researchers report uncertainties on how to manage safety [5],
lack of knowledge on how to design HRC applications, insufficient understanding of the
benefits [6], and a lack of stability of the solution [7]. Safety, stability, and lack of benefits are
all related to the technical constraints that hinder these robots” ability to manage complex
and unstructured tasks [8].

A significant challenge in achieving effective automation is the need to operate within
dynamic and unpredictable environments. Such environments can disrupt the tasks that
robots are assigned, making it difficult for traditional automation systems—often built on
static models—to adapt [9]. A real-world case study in this paper illustrates this issue:
a collaborative robot deployed in a hospital laboratory interacts with doctors and lab
technicians, who possess expertise in their fields but lack training in robotics. In this setting,
the robot’s task is to perform the sorting of microscopic slides, a manual process that is
both time-consuming and resource-intensive. By enabling the robot to handle this task,
valuable human resources can be freed up for more critical activities.

To tackle the challenges posed by unstructured and dynamic environments, imple-
menting a digital twin (DT) offers a promising solution. A DT can simulate real-world
systems in real-time, allowing for continuous adaptability to changing conditions by
leveraging Al, complex decision-making, scenario exploration, etc. [10] . In our prior
work [11], we laid the groundwork for this concept by developing a digital shadow with
adaptive ability to adjust a system’s behavior in response to unforeseen situations to meet
goals [12] within a virtual environment. A key direction identified for future development
was the bi-directional communication between the physical and virtual worlds, as seen
in Figure 1, achieving real-time synchronization of changes and enhancing the robot’s
ability to respond effectively to physical-world dynamics. The realization of this through
integration of vision is covered by this paper, along with extending the framework to
promote better collaboration for users. Specifically, to enable real-time interaction with
untrained personnel, we introduce a speech recognition module integrated with a large
language model. Such a development allows users to verbally instruct the robot on the
tasks to be performed, making the system more intuitive and accessible. Furthermore, to
evolve the existing digital shadow into a fully functional DT, we incorporate a perception
module featuring real-time camera vision. This enhancement ensures that the system can
operate efficiently in environments where both task definitions and physical conditions are
constantly evolving.

Digital Model Digital Shadow Digital Twin

Digital object

=~

Insufficient data flow Automated data flow

Figure 1. Schematic overview of data flow for different digital concepts.

The integration of a large language model (LLM) into a robot control framework, as
demonstrated in this paper, opens up a wide range of possibilities for enhancing human—
robot interaction. Traditionally, robots have been programmed either offline, following
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rigid, predefined task definitions, or online, using teach pendants for direct programming.
Both approaches can limit flexibility in dynamic environments. However, by incorporating
an LLM, real-time communication between humans and robots becomes possible . This
allows users to issue commands or modify robot actions directly through natural language,
without the need for writing new code or making offline adjustments each time the envi-
ronment changes. In the methodology presented here, a locally running LLM interprets
user instructions to define tasks in real-time—specifically, for managing sorting operations
and establishing the logic behind the sorting sequences.

In the previous framework [11], while the robot could adapt to changes within the
simulated environment, it lacked the ability to replicate changes from the physical world to
the digital domain . This resulted in a disconnect between the physical and virtual worlds.
To bridge this gap, the framework presented in this paper introduces a perception module
that allows the robot to observe its environment in real-time. This module captures and
replicates the physical environment in the DT, ensuring that both the robot and users have
a synchronized view of the world. By integrating real-time camera vision, the system
allows users to see what the robot perceives and provide context-aware instructions. This
closed-loop communication, where the physical and digital environments are in constant
dialogue, not only strengthens human-robot interaction but also elevates the system from a
digital shadow to a fully functional DT. This advancement makes it possible for the robot to
adapt autonomously to environmental changes, further enhancing its capacity for dynamic
task execution.

This paper addresses the challenge of enabling collaborative robots to operate flexibly
in dynamic, unstructured environments through seamless and intuitive human-robot inter-
action. Existing approaches often lack real-time integration between perception, simulation,
and interaction modules, and rely heavily on cloud-based Al services, limiting practical
deployment. The objective of this research is to develop and validate a locally deployable,
adaptive digital twin framework that enables real-time synchronization between physical
and virtual environments, and supports natural language task specification by untrained
users. We hypothesize that such a system can significantly enhance usability, adaptabil-
ity, and responsiveness in collaborative robotic applications. The paper continues with
background on unstructured robotics automation, digital twins, and LLM-based HRC in
Section 2. Section 3 details the proposed framework and hospital test lab case. Section 4
presents the results and validation. Section 5 discusses key insights, limitations and future
work, followed by Section 6, which concludes with a summary.

2. Background
2.1. Unstructured Environment in Robotics

Mass customization, driven by consumer demand for personalized products, has
prompted many industries to adopt flexible automation solutions as a strategic business
model. While minor product changes can be managed through increased flexibility in
individual production units [13], traditional dedicated manufacturing lines often lack the
adaptability needed for significant product alterations, particularly in unstructured and
unpredictable environments [14]. Plug-and-produce systems offer a promising approach by
enabling real-time integration of new devices into existing setups, facilitating automatic ad-
justments at the logic level [15]. However, these systems are typically limited to structured
settings and face challenges in handling the high variability and uncertainty characteristics
of unstructured environments.

A significant challenge in robotics within unstructured environments involves reacting
to unpredictable physical behaviors of objects. Makris [16] highlighted the need for robust
numerical models capable of predicting the behavior of deformable bodies, improving
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trajectory planning for collaborative robots. Similarly, Wang [17] demonstrated the advan-
tages of robots equipped with mechanical sensors, which can detect and adapt to external
forces, enhancing safety and effectiveness in dynamic scenarios. Furthermore, Nambiar [18]
introduced a reinforcement learning approach for enabling robots to navigate complex,
unstructured environments. These advancements are crucial for safe human-robot collab-
oration, as they allow robots to adjust their behavior based on real-time environmental
feedback [19]. Beyond force-based sensing, visual feedback systems play a vital role in
enhancing robot adaptability. Visual perception enables robots to make real-time adjust-
ments based on environmental changes, improving their performance in unstructured
settings [20]. Nevliudov et al. [20] demonstrated how visual control systems enhance
robotic accuracy and flexibility by dynamically adapting to shifting production conditions.

As industries increasingly deploy robots in shared workspaces with human operators,
ensuring adaptability and safety becomes paramount. Dastider [21] introduced a reac-
tive whole-body obstacle avoidance methodology, allowing robots to adjust movements
in real-time to prevent collisions. This is essential for maintaining safe interactions in
cluttered, dynamic environments. Additionally, Zeng et al. [22] explored bio-inspired
impedance adaptation strategies, enabling robots to physically collaborate more effectively
with humans by adjusting to the dynamics of human movements, ensuring safer and more
compliant interactions. Recent research has also explored mixed-perception approaches
that combine multiple sensing modalities to enhance safety and efficiency in human-robot
collaboration [23]. By integrating visual and tactile systems, robots can gain a more com-
prehensive understanding of their surroundings, improving adaptability and enhancing
their ability to operate safely alongside humans.

2.2. Digital Twin

The digital twin (DT) is a virtual replica of a physical entity that enables real-time
monitoring, analysis, and optimization throughout its life-cycle [24]. Originally introduced
by Michael Grieves in 2002 within the context of product life-cycle management, DTs
integrate physical and digital systems to enhance efficiency and decision-making [25]. A
typical DT comprises three core components: the physical entity, its virtual counterpart,
and the data connection between them [26]. By leveraging real-time and historical data,
DTs enable high-fidelity simulations of physical systems. Kritzinger et al. [27] categorize
digital representations as digital models (static, no data link), digital shadows (one-way
data flow from physical to digital), and true DTs, which support bi-directional data flow
for simulation, feedback, and control, as illustrated in Figure 1.

In industrial environments, DT technology is particularly valuable for enhancing
safety, context awareness, and adaptability, especially when cobots work alongside human
operators [28,29]. Context awareness within DTs refers to the ability to tailor the behavior
of a virtual model based on its operational context, making it more relevant to the specific
application [30]. Achieving context awareness requires integrating context models into the
DT’s system behavior component, encompassing aspects such as system tasks, processes,
objectives, and operations [12].

In addition to context awareness, adaptivity is a critical feature for deploying DTs in
dynamic and unstructured environments. This involves equipping DTs with capabilities
to sense and interpret their surroundings, communicate proactively, and make decisions to
support cooperative objectives [12,31]. Adaptive DTs significantly enhance human-robot
collaboration by enabling real-time interactions and adjustments in response to changes
in conditions, such as human behavior or environmental factors [9]. Such adaptability is
essential in settings where robots and human operators work closely, as it allows the DT
to respond dynamically to variations in the operational context. Furthermore, robots can
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leverage DT technology to learn from human demonstrations, adapting their actions ac-
cordingly—a capability particularly beneficial in collaborative environments like healthcare
and service industries [32].

For a DT designed to interact closely with humans, the ability to interpret and re-
spond to both verbal and non-verbal cues is crucial. This capability helps create a seamless
interaction environment, making users feel more comfortable and understood [33,34].
Hribernik et al. [12] highlight a research gap regarding the integration of adaptivity and
context awareness in DTs for human interaction. Specifically, there is a need for further
exploration on how to achieve these capabilities effectively, including representing human
behaviors accurately and ensuring the system can dynamically adapt to changes in the
interaction context. Additionally, balancing the autonomy of DTs with human agency
remains a critical challenge. Ensuring that DTs can operate autonomously without compro-
mising user control is essential for fostering effective collaboration. Recent advancements
in natural language processing (NLP) and multi-modal communication systems have sig-
nificantly enhanced human-robot interaction (HRI). This will enable robots to engage in
more meaningful and intuitive dialogues with humans, thereby enhancing the overall user
experience [35,36].

2.3. Large Language Model-Based Human—Robot Collaboration

Large language models (LLMs) represent a transformative development in Al, with
their roots in natural language processing research. Recent advancements in neural net-
works and transformer architectures have revolutionized the field, particularly with the
introduction of models like Google’s BERT [37] and OpenAl’s GPT [38]. These pre-trained
models, fine-tuned for various tasks, have demonstrated remarkable capabilities in under-
standing and generating human-like text by predicting subsequent words in a sequence.
This innovation has enabled diverse applications, from conversational Al and content
creation to complex decision-making support.

The integration of LLMs into robotics has fundamentally changed how machines
interpret and execute human instructions. Traditionally, robots relied on static, rule-based
programming that limited their adaptability in dynamic environments [39]. The intro-
duction of LLMs has enabled robots to process unstructured natural language, interpret
complex or ambiguous commands, and dynamically adapt their actions. LLMs can guide
robots to decompose high-level commands into executable tasks, making them suitable for
open-ended and non-deterministic scenarios. Additionally, the combination of LLMs with
sensory data, such as visual or tactile input, has given rise to multimodal robotics. These
systems synthesize linguistic understanding with sensory awareness, allowing robots to
make informed decisions in complex environments [40].

Recent studies introduce new multimodal and context-aware LLM models that extend
robotic capabilities in real-time settings. For instance, PaLM-E, an embodied multimodal
language model, integrates vision and language for robotic tasks, supporting sequential
manipulation planning and visual question answering [41]. Comprehensive reviews further
underscore the versatility of LLMs in robotics, detailing their impact on robot control, per-
ception, decision-making, and path planning [42]. Additionally, LLMs have demonstrated
potential in improving a robot’s 3D-scene understanding, thereby enhancing interaction
with physical environments [43].

In assembly line contexts, where tasks are complex and frequently change, LLM-
powered systems facilitate seamless collaboration by interpreting intricate instructions
and performing tasks cooperatively alongside human workers. Such capabilities minimize
downtime, as robots can quickly adjust to task changes, contributing to improved efficiency
in industrial applications [44].
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To summarize, the application of LLMs in HRC transforms robots into adaptable,
intuitive partners capable of handling complex, dynamic tasks. With natural language
processing, robots can understand and respond to human commands in real-time, making
them valuable in industries like healthcare and industrial assembly, requiring minimal
programming while adapting to evolving situations.

2.4. Summary

The reviewed literature shows steady progress in enabling robots to operate in un-
structured environments, with advancements in visual perception, force adaptation, and
DTs. However, as shown in Table 1, most existing approaches treat these capabilities in
isolation and fall short of achieving real-time integration between physical and digital
systems. Current DT implementations often lack full bi-directional communication, while
language-based interaction is still largely reliant on cloud-based LLMs, which introduces
concerns related to latency, security, and deployment flexibility.

To address these gaps, this paper proposes an integrated, modular framework that
brings together real-time perception, a physics-based digital twin, and a locally hosted LLM
interface for natural language task definition. The framework is validated in a real-world
hospital test lab scenario involving collaborative slide sorting using a YuMi robot.

The main contributions of this work are as follows: a perception-driven digital twin
that dynamically synchronizes with the physical environment, a natural language interface
powered by a local LLM, enabling intuitive task definition by untrained users, and a
demonstration of the full system in a practical, unstructured use case, highlighting its
potential for adaptive, human-centric automation.

Table 1. Comparison of state-of-the-art DT frameworks combining physics-based adaptive simu-
lation models, LLMs for natural language task definition, and real-time perception for dynamic
environment sensing.

Reference [45] [21] [29] [46] [47] [11] [48] [49] [40] [44]

Digital Twin o o o o o o
Physics-based simulation o o o o o o o o

Task Adaptation o o o C C C

HRC o o o o o o o o
Real-time perception o o o o o o

Natural language input o o o o

LLM (Online/Local) O o (@)

3. Methodology

Conventional offline robot programming involves predefined tasks that are tested
in simulation software before being executed on an industrial robot. When it comes to
unstructured and dynamic environments, a system is needed that can continuously monitor
the environment for changes and include a control mechanism capable of adapting to those
changes. Additionally, it requires a high level of context awareness to perform the desired
tasks effectively.

3.1. Hospital Test Lab Case

The case study in this paper builds upon the one presented in a previous study [11],
focusing on a hospital test lab environment. In this setting, lab technicians are responsible
for transferring microscopic slides from one type of fixture to another, depending on the
testing procedures required. The sorting task is both time-consuming and involves handling
a substantial volume of slides daily. Although the task itself is repetitive, the working
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environment and the samples are highly dynamic due to the variability in the biological
specimens and the fact that the personnel handling these samples are not trained industrial
professionals. Each slide in the fixture/tray is marked with a color code, indicating different
categories of biological samples. The specific task addressed in this paper involves sorting
the slides based on an order specified by the operator.

3.2. Overall Framework

The framework developed for automating a collaborative robot using a physics-based
simulation engine in an unstructured and dynamic environment is illustrated in Figure 2.
This framework is an updated version of the setup presented in the previous paper [11].
It comprises several key modules: a perception module, an LLM module, a simulation
module, a communication module, and a robot controller module. The main additions to
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Figure 2. Detailed overview of the framework.

The first component is the perception module, which uses a camera vision script to
capture real-time data from the working environment. The data are then sent to Nvidia’s
physics-based simulation software, Isaac Sim 2023.1.1, which contains a virtual representa-
tion of the working environment. In addition to the perception data, the user can specify
the robot’s task using natural language input.

The virtual environment within Isaac Sim replicates the real-world workspace based
on the perception data. A decider network within Isaac Sim defines the logic for the tasks
the robot needs to perform. Although the overall objective is to carry out a sorting operation,
this task is decomposed into smaller, intermediate goals by the decider network. These
intermediate goals serve as inputs for the motion policy, which generates a collision-free
trajectory based on the virtual environment.

To transfer information from the simulation module to the robot controller, an ROS
server is set up on the system running the simulation engine. Joint state information is
published to this server in real time during the simulation. The communication module sub-
scribes to the ROS server and extracts the necessary data through a communication script.

The robot used in this application is the ABB'’s collaborative YuMi robot. To control
the YuMi robot using external joint data, we implement two key functionalities: Externally
Guided Motion (EGM) [50] and Robot Web Services (RWS) [51]. EGM is used exclusively
for joint control, while RWS handles the control of the gripper states. Additionally, a RAPID
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script is executed within the robot controller to prepare the robot for accepting external
joint information, bypassing the default robot legacy software. The sequential steps for
initializing the simulation environment, establishing all necessary connections, and running
the complete framework are summarized in Table 2. This table provides an overview of the
operations performed by each module throughout the setup and execution process.

Table 2. Sequential steps for initializing the simulation environment, setting up all necessary connec-
tions, and running the proposed framework.

Step Module Operation
— Start the ROS server on the machine running the simulation, and establish the
1 Communication .
WebSocket connection.
Perception Execute the camera vision script and wait for the data to be published on the ROS node.
Simulation Open Isaac Sim and load the virtual environment.
Robot Controller Run the RAPID program with the EGM client using ABB’s FlexPendant controller.
5 Robot Controller Walt .untll the physical robot arm moves to its Home position and is prepared to receive
joint inputs.
Start the communication script to launch the EGM server. Wait until the following
— connections are successfully established: ROS subscriber for joint values, WebSocket
6 Communication . .
connection from the RWS server, and Google Protobuf link between the EGM server and
client
7 LLM Press the designated button in Isaac Sim, then speak your input using the microphone.
8 Simulation Once the sorting order is extracted, start simulation in Isaac Sim.

3.3. Real-Time Perception

In this work, a camera vision system was integrated for the real-time detection, lo-
calization, and alignment of objects using a depth-sensing camera and computer vision
techniques. The purpose of the perception module is to automate the identification and
orientation of the tray containing microscopic slides, as well as to determine the number
of glass slides, their positions within the tray, and their respective colors, as shown in
Algorithm 1. An Intel RealSense D435i camera, which captures both color (RGB) and depth
frames, is employed.

The workspace is defined by initially detecting the tray holding the components
using image segmentation techniques. The input RGB image is converted to gray-scale
and preprocessed with Gaussian blur to minimize noise. Binary thresholding is applied
to emphasize the tray, followed by contour detection to identify the tray boundaries. A
minimum area rectangle fitting is performed on the detected contour, extracting the four
corners of the tray. These corners define the Region of Interest (ROI), where subsequent
slide detection and segmentation tasks are carried out.

Within the defined RO, colored objects are detected using color segmentation in the
HSV color space. Predefined color ranges are used to identify slides of interest based on
their unique color characteristics. Masks for each color are generated, and contours of the
detected objects are extracted. Each detected slide is characterized by its bounding box
and centroid, facilitating precise localization of slide centers. To align the detected slides
with specific segments of the tray, midpoints along the tray edges are calculated. These
midpoints serve as reference points for mapping the slides to designated locations within
the tray. The closest midpoint to each slide center is identified, enabling accurate alignment
and association of objects with specific tray segments.
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Algorithm 1: Camera vision algorithm to detect position and orientation of tray
and slides in front of the robot.
Result: Tray position, orientation, slide count and details

Initialization: Configure RealSense pipeline, retrieve depth intrinsics for the
camera, and initialize ROS node and publisher;
while True do
Capture color and depth frames;
if frames are valid then
Preprocess the color image:;
Convert RGB image to grayscale;
Apply Gaussian blur to reduce noise;
Perform binary thresholding;
Detect tray in the workspace:;
Detect contours in the thresholded image;
Find the tray contour and fit a minimum area rectangle;
Extract tray corners and define the ROI;
Segment slides within the ROI;
for each predefined color range in HSV do
Create a mask for the color;
Detect contours of objects matching the color;
foreach detected contour do
Calculate bounding box and centroid;
L Append slide details to detected objects list;

Map detected slides to tray segments:;
Calculate midpoints along tray edges;
Match each slide centroid to the closest tray segment midpoint;
Detect screws and calculate orientation:;
Detect screws using predefined color ranges in HSV;
Compute relative position of tray:;
for each pair of points do
Compute relative position vector and distance;

Publish results to ROS:;

Prepare list containing tray position, orientation, slide count, colors, and
positions;

Publish results as a ROS node;

In addition to detecting colored slides, the system is configured to identify specific
screws which are on the foot of the robot securing it to the workbench. The centers of the
detected screws are used to create a direction vector between the two. Direction vectors
formed by the screw centers and the tray edges are determined, and the angle between
these vectors is computed. The relative position vector of the tray edge from the screw
center is also calculated.

Once the scene detection is complete, information such as the relative position of
the tray, its orientation, the number of slides, their positions within the tray, and their
corresponding colors is published as an ROS node to the ROS server. These data are then
subscribed to by the script simulating the virtual environment within Isaac Sim.



Machines 2025, 13, 620

10 of 22

3.4. LLM-Based Task Definition

This framework employs a locally hosted large language model (LLM) to enable
intuitive, natural language-based task specification for simulation-driven robotic opera-
tions. Specifically, the Mistral 7B model, accessed via the Ollama, a lightweight runtime
environment designed to efficiently execute open-source LLMs on local hardware without
requiring cloud-based resources. Mistral 7B is responsible for processing user commands
and generating task definitions, such as the sequence of pick-and-place operations in a
slide-sorting scenario. The model was selected after a comparative evaluation against
models like LLaMA 2 and LLaMA 3, due to its superior generalization, reasoning, and
instruction-following capabilities. The model outperforms LLaMA 2 (13B) on all bench-
marks and LLaMA 1 (34B) on many, while approaching the performance of CodeLLaMA
7B in coding tasks—all while offering faster inference via grouped query attention and
efficient handling of long sequences using sliding window attention [52].

The LLM requires GPU-based computation, with a minimum recommended setup
of NVIDIA RTX 3060 (12 GB VRAM). The system used for development features an
32 GB RAM, NVIDIA GeForce RTX 3080 (8 GB), Intel® Xeon® W-1250 CPU, and runs
on Ubuntu 20.04.6 LTS. The Ollama is installed within the same Python environment
as NVIDIA Isaac Sim, creating a streamlined pipeline for sending prompts to the LLM
and receiving structured responses. Unlike a fully embedded solution, the LLM is not
deployed as an asynchronous function within the Isaac Sim scene. Running such a task
asynchronously alongside the simulation would impose a significant load on CPU and GPU
resources, degrading simulation performance (e.g., reduced FPS, physics calculation errors).
Instead, the LLM is activated through a button-based user interaction before the simulation
starts, ensuring that task definition and reasoning happen prior to the deployment of the
simulation scene, offloading computational burden and ensuring that the simulation runs
smoothly without interruptions.

Algorithm 2 illustrates the speech-to-task pipeline that facilitates natural HRI through
voice commands, integrating a speech recognition module with a locally deployed LLM.
The process begins with the initialization of two core components: the speech recognizer
and a text-to-speech (TTS) engine. These components enable the system not only to
capture spoken input but also to optionally provide audio feedback to the user. Once
initialized, the system enters a continuous listening loop where it monitors the microphone
for incoming audio signals. Before processing each command, the system performs ambient
noise adjustment to improve transcription accuracy, ensuring reliable performance even in
noisy environments.

The captured speech is then transcribed into text using Google’s Speech Recognition
API. Upon successful transcription, the resulting text input is forwarded to the LLM
interface function, where it is embedded into a structured prompt. This prompt has been
carefully engineered to direct the LLM’s behavior—specifically, instructing it to recognize
sorting-related commands and respond in a strict format: “Sorting; [item1, item2, item3]”.
If no valid items are detected, the LLM is prompted to respond with: “Sorting; [None]”.
These constraints are critical to prevent hallucinations, enforce consistent output, and avoid
unnecessary verbosity or unsupported formats. The response returned by the LLM is then
parsed into two components: a task keyword (e.g., “Sorting”) and the associated list of
items (sort order). Finally, this structured output is passed to the robot’s decider network,
where it is used to update the robot’s task logic, such as determining the pick sequence for
a sorting operation before the simulation is initiated.
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Algorithm 2: Speech-to-LLM algorithm to extract sort order preference from the
user command.
Result: Extracted sorting command and color order preference from speech

Initialization: Set up speech recognizer, initialize LLM connection, and configure
UI button;
On Button Press Event:

while True do
Capture User Input:

Adjust microphone for ambient noise;
Record speech using microphone;
Transcribe speech to text using Google Speech Recognition AP
if transcription is successful then
LLM Processing;:
a structured prompt embedding the transcribed text;
Send prompt to the LLM and retrieve response;
Parse LLM Output:
Split the LLM response into task keyword and list of items;
Prepare the final sorting order preference;
Dispatch Results:

Send extracted sorting order preference to decider network;

3.5. Virtual Environment

The virtual environment is constructed using Nvidia Omniverse’s Isaac Sim platform,
a physics-based simulation platform. It is crucial to accurately define the physical compo-
nents of the environment, as any discrepancies can negatively impact the entire framework.
Within the virtual environment, an ABB IRB 14000 YuMi robot is loaded in Universal Scene
Description (USD) format. The scene also includes a digital model of a tray containing
microscope slides, as well as a holder where the sorted slides are intended to be placed.

A scene setup script initializes the virtual environment, including an ROS subscriber
node that listens for position and orientation data from the perception module. The
information is used to update the position and orientation of the slide tray within the
virtual environment. Additionally, the ROS node provides information about the number
of slides, their positions, and their colors. Using these data, the slides are generated and
placed in their corresponding locations within the virtual tray.

Once the virtual scene is aligned with the real-world setup and a picking sequence
is generated by the LLM module, the simulation is initiated within Isaac Sim. The virtual
environment relies on two key components: the decider network and the motion policy.
The decider network used in this application, shown in Figure 3, is identical to the one
from the previous work [11]. Similarly, the motion policy employed here is the Riemannian
Motion Policy (RMP) [53], which also remains unchanged from the earlier study. Detailed
information on the implementation of these components can be found in [11].

When the simulation begins, the control flow follows the sequence defined in the
decider network, starting with a check of the gripper’s status. The gripper has two possible
states: “has slide” or “empty.” For example, if the gripper is empty, the next logical step
is to initiate a pick operation. Before selecting a slide to pick, the system verifies if the
currently sorted slides are in the correct order. If the order is correct, a new slide is selected,
and the pick operation is performed. The position and orientation of the selected slide
are retrieved from the virtual environment to execute the pick action accurately. Once the
pick operation is completed, the process thread is finished. Once the slide is picked up, a
similar approach is used to drop it off at a desired location. After completing the drop-off
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sequence, the system checks if there are any remaining slides to pick. If no more slides are
left, a “go home” sequence is executed, guiding the robot arm back to its home position.

‘ Assembly Logic ‘
Gripper empty Gripper has slide
r /—'ﬁ
- ~
‘ Pick ‘ Go home ‘ Drop ‘
| S—— N S | —
Slide sorted | Incorrectly sorted Sorted Incorrectly Sorted correctly
. Choose origin Choose drop-off
Choose next slide Go home orig Top
location location
Y
s ~

Pick slide Drop the slide

.

Figure 3. Decider network responsible for taking decision based on gripper states [11].

3.6. Communication Between Digital and Physical World

To facilitate communication between the DT in the virtual environment and the
physical YuMi robot, the framework employs the same communication setup as detailed in
our previous work [11]. The Joint Control node in Isaac Sim continuously publishes joint
states, including joint positions, velocities, and effort, to the ROS server, which are then
streamed to the robot controller using Google Protocol Buffers for efficient data serialization.

For controlling the YuMi robot’s joint movements, the EGM with Google protocol
buffers is employed. EGM allows for high-frequency position updates, bypassing the inter-
nal path planner of the robot controller to achieve real-time responsiveness. Additionally,
RWS are used to control the gripper states, as EGM does not support direct manipulation
of YuMi’s smart gripper. This setup uses a digital input signal to trigger gripper actions
based on the data received from the simulation side. The detailed implementation of these
communication strategies and protocols, including data flow diagrams and configuration
specifics, can be found in [11].

4. Results

The results from the camera vision system detecting the microscope slides and tray
are illustrated in Figure 4. The figure showcases three scenarios where the tray is randomly
positioned and oriented within the working environment. The detected tray boundaries
are marked in each image, defining the Region of Interest (ROI) for subsequent analysis.
Within the ROI, a red-colored rectangular contour is identified and used to determine the
origin point of the tray.

The ROI is segmented into two rows and ten columns, creating 20 slots where slides
can be placed, as seen in the figure. The algorithm searches within the ROI for predefined
colors corresponding to those used by technicians to classify different types of biological
materials. Once the colors are detected, their respective slot indices are calculated, resulting
in a list associating each identified color with its slot index.

Additionally, the figure highlights two screws securing the robot to the table, marked
with distinct colors for identification. These screws along with the origin point of the tray
are used to calculate the relative position and orientation of the tray relative to the robot, as
detailed in Section 3.3.

After being processed and passed to the digital simulation environment in Isaac Sim,
the position and orientation of the respective components are updated accordingly in the
virtual environment. This update occurs as the simulation begins running, ensuring the
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virtual workspace reflects the real-world setup. The updated digital simulation workspace

is depicted in Figure 4.

Figure 4. Illustration of the picking sequence, showcasing the randomized positions, orientations,
and quantities of slides within the tray, demonstrated in both the digital and physical environments.

The integration of LLMs into robotic systems is demonstrated by their ability to
interpret verbal instructions for performing dynamic sorting tasks, as shown in Figure 5. In
this scenario, an operator provides commands specifying the desired sorting order of color-
coded slides (e.g., “pink, orange, green”). The LLM interprets these inputs and translates
them into actionable instructions, such as “Sorting: pink, orange, green.” This highlights
the LLM’s capacity to comprehend and adapt to variations in human input, allowing for
reorganization based on different operator preferences. After the LLM generates the task
sequence, the sorting order, illustrated in Figure 5, is passed to the decider network, which
executes the necessary logical steps for the robot’s task sequence. As the robot performs
the slide sorting operation based on the task sequence generated, the real-time joint data
from the digital simulation are transmitted to the physical robot.
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Voice: hey start by grabbing the green sample first then move to the orange sample and finally
pick up the pink sample

LLM Response: Sorting: green, orange, pink

il@

Voice: pick all the green slides first then pick all pink slides and lastly pick all orange slides

LLM Response: Sorting: green, pink, orange

il@

Voice: can you grab the pink slide first and orange slide last before that green slide

T

LLM Response: Sorting: pink, green, orange

Figure 5. Illustration showcasing an LLM’s ability to interpret human verbal inputs as sorting instruc-
tions.

4.1. Accuracy Evaluation

To evaluate the accuracy of the simulation data and their correspondence with the
motion executed by the physical robot, the 7-joint values from both the simulated and
physical models are recorded during each data packet sent to/from the EGM controller.

Vi =Pp|[+ [V —Pp|+--+ |V — Py

Sp =1
A Pp| +[Pp2| + - + [Py

1)

These values are used to compute the Synchronization Rate (Sg), as defined in
Equation (1) by Z. Wang, Y. OuYang et al. [54], where V; represents the joint values
from the Isaac Sim model and Pj represents feedback from the physical robot. The current
setup achieves an overall synchronization rate of 98.11% showing correct data transmission
and good synchronization of the physical robot to the virtual robot. The Sk calculated
for each data packet sent to EGM is evaluated for one pick-place sequence, as shown in
Figure 6. The plot illustrates varying Sr across different stages of the task, with the most
significant deviations occurring during the travel sequence from pick to drop. This is
primarily attributed to two factors: (1) the computational load from physics-based collision
calculations (gripper and slide) in the simulation, which delays joint data publishing to
the ROS node, and (2) changes in the direction of joint motion, which introduce increased
intervals in the joint value.

4.2. Validation and Failure Analysis

Given the modular nature of the framework, a validation study was conducted to
assess its overall success rate under varying conditions, including different numbers of
slide objects, positions, orientations, and natural language (LLM) inputs. The validation
was conducted over 20 iterations, as summarized in Table 3, assessing the performance of
three core modules: camera vision, LLM, and simulation. In addition to these modules, the
overall status of the integrated framework was evaluated.
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Synchronization Ratio Over One Pick-Place Operation
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Figure 6. Synchronization rate between the simulation model and the physical robot for one pick-
place operation.

Table 3. Operation status of different modules in the framework.

S.N Camera Vision LLM Sim. Status Reason

1. v v v v

2. v v v v

3. v v v v

4. X - — X Shadow/lighting issue caused fluctuations in object detection

5. v v v v

6. v v v v

7 v X . X Speech-to-text model failed to capture regional accent and sent
’ wrong input to LLM

8. v v v v

9. v v X X Simulation crashed while updating the environment

10. v v v v

11. v v X X Wrong orientation during slide picking operation

12. v v X X Irregular physics behavior causing slides to slip out of slide holder

13. v v v v

14. X — — X Shadow/lighting issue caused fluctuations in object detection

15. v v v v

16. v v v v

17 v X X Speech-to-text model failed to capture regional accent and sent
’ - wrong input to LLM

18. v v v v

19. v v v v

20. v v X X Irregular physics behavior causing slides to slip out of slide holder

For any failed iterations, the corresponding failure reasons are also documented in
the table. In the table, a ‘v’ indicates a successful run, while an ‘X’ denotes a failure.
Some cells are marked with a dash (*~’) to indicate that the corresponding module did not
execute. This typically occurs when an upstream module, such as the camera vision, fails.
Since the camera vision module is the first stage of the pipeline, its failure halts the entire
process, preventing downstream modules from proceeding. The most common failure
modes observed were camera vision failures and speech-to-text failures. Camera vision
failed in 10% of the total runs, primarily due to inaccuracies caused by insufficient lighting,
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while speech-to-text also failed in 10% of the runs, mainly due to incorrect voice input
capture in a noisy laboratory environment.

In addition to the common failure modes, most of the failures (20%) occurred during
the environment simulation phase. These issues primarily stem from irregularities in the
physics modeling. Specifically, the glass slides—being small objects with a collision cross-
section of only 1 mm—and the use of a convex hull decomposition collider mesh for the slide
holder contributed to unstable interactions. At times, the physics engine failed to compute
collisions accurately, skipping simulation steps and leading to erratic behavior when the
slides were dropped into the holder. As a result, the slides occasionally slipped out of the
holder due to these inconsistencies in collision handling. To reduce simulation failures,
future work could include designing a specialized gripper tailored for handling glass slides,
replacing the standard smart gripper used with the YuMi robot. Additionally, upgrading
the system’s GPU capacity will improve the simulation performance by reducing the above
mentioned erratic behavior in complex scenes. Based on the results of the validation and
failure analysis, the framework achieved an overall success rate of 60%.

As a baseline, a traditional automated robot cell operates with all objects at known,
fixed locations, performing pick-and-place tasks from predefined positions. When properly
set up, this approach can achieve near 100% accuracy (successful pick-place operation).
Although the accuracy of our proposed framework is lower compared to traditional fixed
programming, its flexibility and ability to make real-time adjustments are key advantages,
especially in dynamic and unstructured environments. The scripts for creating the virtual
environment, simulation, camera vision, and LLM, as well as establishing the connection
between the digital and physical robots, are available in the repository titled ‘Isaac-Sim—
Adaptive-DT’ [55].

5. Discussion

The current work builds on our previous framework for adaptive DT [11] by in-
corporating a real-time vision-based perception module capable of updating the dig-
ital environment with object positions and orientations. While prior efforts such as
Douthwaite et al. [29] have demonstrated strong modular DT architectures for safety as-
surance, they primarily focus on system-level validation without semantic scene under-
standing. Similarly, SERA [21] offers efficient real-time trajectory adaptation, but without
integration of broader workspace modeling. Recent advances like those by Xia et al. [48]
and Abbas et al. [46] represent notable strides in using LLMs for flexible task execution,
often within simulated or partially controlled settings. Our approach complements these di-
rections by focusing on grounded perception for dynamic environments, enabling semantic-
level adaptation based on visual input. Unlike tactile or impedance-based sensing meth-
ods [17,22], which offer valuable low-level feedback, our system prioritizes visual under-
standing to support more intuitive task execution. Nonetheless, relying solely on vision
brings challenges, particularly with occlusions and clutter, which remain open areas for
future improvement across the field.

5.1. Real-Time Perception

The current camera setup, positioned directly above the workspace, provides accurate
detection only before the robot begins its motion. Once the arm moves, it partially obstructs
the view, limiting the system’s ability to update the scene continuously. This constraint
affects both adaptability and safety in collaborative settings, especially when human
intervention is possible. Compared to mixed-perception approaches that combine visual
and tactile sensing for increased robustness [23], our current system lacks redundancy
and is more sensitive to lighting and spatial occlusions. A necessary improvement would
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be the inclusion of an additional camera module specifically designed to monitor the
workspace for human interactions, ensuring both task adaptability and operational safety.
The implications of these limitations extend beyond the current application. For instance,
the issue of camera obstruction could equally impact other industrial contexts, such as
assembly lines or packaging stations where precise object tracking is necessary throughout
a task. To move the system closer to deployment readiness, further improvements are
needed in robustness and fault tolerance. Integrating redundant sensing modalities, such
as combining vision with tactile feedback or incorporating multi-camera setups, including
robotic arm-mounted cameras, could help ensure continuous visual feedback and mitigate
perception failures caused by occlusion or lighting variability.

5.2. LLM-Based Task Definition

The integration of a large language model (LLM) into the framework introduces
an innovative way for users to provide verbal inputs for sorting operations. However,
during validation, as shown in Table 3, the speech-to-text module demonstrated limitations
in recognizing accents, leading to errors in commands passed to the LLM. For instance,
certain regional accents caused discrepancies between spoken inputs and their interpreted
commands, occasionally resulting in incorrect sorting outcomes. Unlike multi-modal
systems such as PaLM-E, which enable real-time task planning and contextual adaptation
through continuous vision-language interaction [41], our framework currently supports
only pre-simulation input, limiting its ability to adjust to environmental changes once
execution begins. A key future improvement involves enabling real-time communication
with the LLM during simulation, allowing users to interact with the system dynamically,
for example, querying the LLM about the robot’s current status, sorting sequence, or joint
positions without needing to inspect back-end processes manually. Such capabilities would
enhance user experience, making the framework more interactive and intuitive. To enhance
system deployment readiness, robustness must be improved by fine-tuning the LLM with
domain-specific vocabulary and incorporating an intent confirmation mechanism with
response validation, reducing hallucinations before action dispatch.

5.3. Hardware Constraint and Scalability

The framework’s dependency on hardware resources presents another challenge. The
DT relies heavily on GPU resources to run Isaac Sim simulations, and additional com-
ponents like the LLM and perception module can strain the system. As seen from the
synchronization ratio (SR) evaluation (Figure 6), this overload slows down the simulation
during the calculation-intensive part of the robot operation, delaying data transmission
to the ROS server and, consequently, affecting the physical robot’s responsiveness. Addi-
tionally, the system slowdown can lead to bottlenecks in the simulation engine, resulting
in irregular physics estimations, such as inaccurate collisions between the gripper and
glass slides. This erratic behavior contributes to simulation failures and is a major factor
behind the reduced success rate of only 60%. In essence, the primary cause of this low
success rate is the hardware constraint, and upgrading to a more powerful GPU could
potentially resolve the issue without requiring major changes to the framework. However,
this approach raises concerns about scalability, as continuously upgrading hardware to
match increasing simulation complexity is not a sustainable long-term solution. From a
broader scalability standpoint, the framework’s real-time performance is currently limited
by the combined computational load of all modules running on a single machine. Scaling
the framework to support larger environments, multiple robots, or continuous operations
would necessitate distributed computing, hardware abstraction layers for different robot
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types, and robust task scheduling mechanisms. These enhancements would enable more
flexible and resilient deployments across varied industrial settings.

Another potential improvement involves reintroducing an external computer to of-
fload the LLM and perception tasks, enabling the Linux system to dedicate its resources
exclusively to simulation. This reconfiguration is expected to enhance the SR beyond
98.11%, with the hope of reaching or surpassing 99% and an improved success rate >80%.
In scenarios involving larger robotic systems or multi-robot configurations, distributing
computational loads across multiple systems would prevent bottlenecks and maintain
operational efficiency. For example, separating LLM processing from simulation could
facilitate the integration of additional perception modules or data analysis components
without compromising performance while improving system deployment readiness.

5.4. Safety and Robustness

Safety considerations are critical for deploying this framework in HRC environments.
The current system bypasses the robot’s standard controller, thereby disabling built-in
safety features like collision avoidance and proximity alerts, placing the responsibility of
ensuring operational safety on the developed framework. For instance, without proper
monitoring, a technician accidentally placing their hand within the robot’s workspace
during operation could lead to dangerous situations. A dedicated safety module, integrated
with the perception system, could address this issue by detecting obstacles or human
presence and halting operations when necessary. Conducting a comprehensive risk analysis
and developing a robust safety protocol would ensure the framework’s readiness for use in
unstructured environments. Moreover, achieving industrial-grade reliability requires not
only hardware performance but also system-level robustness. This includes compliance
with safety certifications, formal verification of behavior under failure conditions, and
seamless integration with existing industrial control systems. Conducting a comprehensive
risk analysis and developing a robust safety protocol would ensure the framework’s
readiness for use in unstructured environments and support its broader adoption in real-
world settings.

The framework currently lacks a robust error-handling mechanism, which poses
a challenge during disruptions such as broken ROS subscriptions or EGM connections.
In such cases, the simulation continues running while the physical robot remains stuck
at its last received position, causing operational delays. Resolving these issues often
requires manually restarting components like the ROS server, EGM server, or simulation
module, resulting in workflow interruptions. To address this, a dynamic multi-agent-based
system integrated with the LLM could be a valuable enhancement. For instance, the LLM
could detect errors in real time and trigger targeted corrective agents, such as restarting
specific modules, reestablishing connections to the ROS or EGM servers, or diagnosing
network issues. By streamlining logging, troubleshooting and minimizing downtime, this
feature would significantly enhance the framework’s reliability, operational efficiency, and
deployment readiness.

While the proposed framework demonstrates promising results in a hospital lab
setting, its generalizability to other industrial domains is subject to certain constraints. The
current implementation is tailored to a tabletop scenario involving structured trays and
small-scale manipulation. Extending it to more variable environments, such as warehouse
logistics, automotive assembly, or quality control, would require reiterating the perception
system for new object types, geometries, and lighting conditions. Likewise, the LLM-based
task interface, while flexible in principle, would need domain-specific prompt engineering
and safety filters to handle more complex or ambiguous instructions reliably while avoiding
possible hallucinations.
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6. Conclusions

The paper advances the framework for adaptive digital twins in collaborative robotics,
addressing critical limitations identified in previous work. By introducing a real-time per-
ception module, the system now dynamically captures and updates the physical workspace
in the digital environment, enabling seamless synchronization between the two. The inte-
gration of an LLM further enhances usability, allowing untrained users to provide verbal
instructions for task management. These developments make the framework more intuitive
and adaptable to unstructured environments.

Despite the advancements presented, several limitations remain. These include hard-
ware constraints, safety considerations in HRC, and the lack of a fully autonomous error-
handling mechanism. In particular, the current framework relies on a single-machine
setup, which restricts simulation performance and limits scalability. The implementation is
also tailored to a controlled tabletop scenario; adapting it to more complex environments
would require reconfiguring the perception system for new object types and spatial layouts.
Additionally, some system failures still require manual intervention due to the absence
of integrated recovery mechanisms. The speech-to-text interface is also sensitive to back-
ground noise and accent variations, which can affect the reliability of natural language
task execution.

Nonetheless, this paper contributes not only a novel adaptive digital twin framework
but also a detailed validation process that reveals critical insights into its practical im-
plementation. The system was evaluated through 20 test runs in a hospital lab scenario
involving a YuMi robot sorting microscope slides. Validation results showed a 60% overall
success rate across varying conditions, with a 98.11% synchronization accuracy between
the virtual and physical robot joint movements. The validation exposed potential failure
points ranging from perception inaccuracies to LLM misinterpretations and highlighted the
importance of system integration and timing. These findings underscore the complexity of
deploying such frameworks in dynamic environments and serve as a key contribution of
this work.

The use of open-source tools, real-time integration, and local LLMs reduces reliance
on cloud services, supporting more secure and responsive deployment in industrial set-
tings. Future efforts will focus on addressing challenges observed in the current setup by
optimizing hardware utilization, reinforcing safety protocols, and developing a dynamic,
LLM-assisted error-handling system to improve overall system resilience.

Overall, this enhanced framework represents a significant step toward realizing adap-
tive, human-centric collaborative robotics. It lays a solid foundation for deploying robots
in dynamic and unstructured environments, fostering efficient, safe, and intuitive human-
robot interactions.
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Al Artificial Intelligence

DT Digital Twin

LLM Large Language Model

HRC Human-Robot Collaboration
EGM  Externally Guided Motion
RWS  Robot Web Services

ROS  Robot Operating System
ROI Region of Interest
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