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Abstract


Mexico City experiences severe water stress driven by aquifer overexploitation and recurrent droughts. Effective water management requires operational spatial monitoring systems capable of spatially reconstructing meteorological anomalies across multiple temporal scales. In this work we developed an explainable deep learning framework using Long Short-Term Memory (LSTM) networks to spatially reconstruct three drought indices—the Standardized Precipitation Index (SPI), Standardized Precipitation Evapotranspiration Index (SPEI), and Reconnaissance Drought Index (RDI)—across five accumulation scales (3, 6, 12, 18, and 24 months). To strictly isolate genuine meteorological deviations, we adopted a hybrid statistical approach: SPI was computed following the standard WMO methodology using Gamma distribution fitting, while SPEI and RDI were computed using empirical monthly standardized anomalies to ensure robustness in non-stationary urban climates without forcing distributional assumptions. Model generalization was evaluated using a leave-one-microsite-out validation strategy, training on two stations and testing on a spatially isolated third station, with inter-station distances ranging from 1.8 to 6.7 km, sufficient to capture urban microclimatic heterogeneity while remaining within the same regional climate zone. We quantified feature importance using SHapley Additive exPlanations (SHAP) to provide mathematical transparency. The LSTM achieved predictive performance at long-term scales by effectively capturing deep sequential memory, while short-term reconstructions reflected the inherent noise of urban convective precipitation. The framework demonstrates reliable intra-urban spatial generalization capacity, supporting the development of diagnostic tools for metropolitan water stress assessment.
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1. Introduction


Drought is among the most complex and disruptive natural hazards affecting water systems worldwide. Unlike sudden hydrometeorological events such as floods or storms, drought develops gradually through persistent precipitation deficits and alterations in atmospheric demand, often producing long-lasting impacts on water availability, ecosystems, and socio-economic systems. In highly urbanized regions such as the Valley of Mexico—where water demand is extreme and the underlying aquifer is severely overexploited—even moderate climatic anomalies translate into pressures on the water supply infrastructure and acute social vulnerability.



The assessment and monitoring of drought conditions have traditionally relied on standardized hydroclimatic indicators. Among the most widely adopted metrics are the Standardized Precipitation Index (SPI) [1], the Standardized Precipitation Evapotranspiration Index (SPEI) [2], and the Reconnaissance Drought Index (RDI) [3]. Because these indices can be computed at multiple temporal scales, they provide insight into the evolution of drought processes across meteorological, agricultural, and hydrological domains. While the Standardized Precipitation Index (SPI) can be reliably computed using the WMO-endorsed Gamma distribution method, computing water balance and ratio-based indices (SPEI, RDI) in highly non-stationary urban climates may benefit from avoiding rigid theoretical probability distributions in favor of robust monthly standardized anomalies. This mathematical transparency ensures that the metrics remain responsive to intra-annual climatic variance.



Recent advances in data-driven modeling have opened new possibilities for drought reconstructions. Long Short-Term Memory (LSTM) networks have received considerable attention due to their ability to capture long-range temporal relationships while mitigating the vanishing gradient problem [4]. Despite these advances, most deep learning models for drought spatial reconstruction are evaluated using temporal data splits at isolated stations. This approach often leads to models that overfit local temporal autocorrelation rather than learning the underlying physics of the regional hydroclimatic system, failing to demonstrate true intra-urban transferability which is a challenge in modern hydrological deep learning [5,6].



Deep learning models are frequently criticized for their “black-box” nature. In environmental decision-making contexts, understanding the drivers of model behavior is as vital as predictive accuracy [7]. In response to these challenges, explainable artificial intelligence (XAI) techniques, particularly SHapley Additive exPlanations (SHAP) [8], have emerged to provide a theoretically grounded framework for quantifying feature contributions. By assigning importance values based on cooperative game theory, deep SHAP analysis can reveal the temporal dependencies learned by recurrent networks, translating algorithmic weights into actionable climatological insights [9].



To address these gaps, this study proposes an explainable, multi-scale deep learning framework designed to spatially reconstruct multiscale meteorological drought indices at unmonitored urban sites, contributing to the foundation for operational water stress management systems in Mexico City. Therefore, this research provides three distinct contributions to the field of water resources management:



Operational mathematical transparency is achieved through the calculation of the SPI, SPEI, and RDI across five accumulation scales—3, 6, 12, 18, and 24 months—using a hybrid approach that balances theoretical rigor with operational robustness. Within this framework, the SPI is computed following the WMO-standard Gamma distribution method, while the SPEI and RDI rely on empirical monthly standardized anomalies. This methodological choice ensures strong performance under non-stationary urban climate conditions by effectively isolating genuine meteorological deviations from expected seasonal variability.



In turn, intra-urban transferability is ensured through the implementation of a spatial cross-validation strategy. This approach enables the LSTM network to accurately capture the physical dynamics of the basin while avoiding data leakage. The model is therefore trained and validated using data from specific urban monitoring zones and subsequently tested on an independent, previously unseen geographic station, in line with best practices for robust hydroclimatic modeling.



Finally, SHAP (SHapley Additive exPlanations) attribution is integrated to examine whether the LSTM’s learned temporal hierarchy is physically consistent with drought cascade theory, providing domain experts with a transparent and verifiable basis for interpreting spatial reconstructions at ungauged urban sites.



By bridging the gap between advanced artificial intelligence and practical hydrological engineering, in this work we demonstrate how spatially robust, explainable models can effectively support drought mitigation strategies in critically stressed urban environments.




2. Materials and Methods


2.1. Study Area


Mexico City is situated in the Valley of Mexico (19°24′ N, 99°08′ W), an endorheic basin of the Trans-Mexican Volcanic Belt at a mean elevation of approximately 2240 m above sea level [10,11]. The city experiences a subtropical highland climate (Köppen classification Cwb) characterised by a clearly delineated wet season (May–October) and a dry season (November–April). Mean annual precipitation ranges from 700 to 900 mm, with approximately 80% of total annual rainfall concentrated in the wet season under the influence of North American monsoon circulation and, particularly in urban areas, local convective activity [12,13].



The Valley of Mexico has experienced recurrent drought episodes with severe socioeconomic consequences throughout its history. The 2011–2012 drought stands as one of the most extreme hydroclimatic events to affect Mexico in the last 70 years, with direct agricultural losses exceeding USD 1300 million, a 10% reduction in national GDP, and widespread impacts on approximately 48 million people [14,15]. At regional scales, this event triggered acute water scarcity, forcing temporary extraction from previously overexploited aquifers, distributing emergency food and water supplies to affected communities, and implementing ad-hoc government relief programs [16]. More recently, the 2020–2021 drought exposed persistent vulnerabilities: at its peak in April 2021, nearly 85% of national territory registered abnormally dry conditions, Mexico City was declared with the worst drought event in 30 years for the metropolitan area [17]. The social consequences of these prolonged water deficits include agricultural collapse in vulnerable rural communities, livestock mortality, migration pressures, increased dependence on food imports, and acute water stress in densely populated urban zones with limited infrastructure resilience [15].



This study focuses on three long-term meteorological stations distributed across the north-central metropolitan area of Mexico City (Figure 1), located within the boroughs of Gustavo A. Madero and Cuauhtémoc. The stations cover two of the most densely populated, economically active, and hydrologically stressed zones of the metropolitan area, where water scarcity impacts affect the largest number of residents [18].



Station GAM_1 (Gustavo A. Madero, northern zone): Located in the northern sector of Mexico City, the borough of Gustavo A. Madero is one of the most densely populated administrative units of the metropolitan area, with over 1.1 million inhabitants [10]. This station is representative of a highly urbanised environment characterised by extensive impervious surface coverage, reduced vegetation density, and a pronounced urban heat island signal. Its elevation is approximately 2239 m a.s.l. [18].



Station GAM_2 (Gustavo A. Madero, northern zone): Located in geographic proximity to GAM_1 within the same borough (elevation 2240 m a.s.l.) and under comparable topographic conditions, GAM_2 nevertheless records systematically distinct hydrometeorological behaviour. Statistical characterization of the full 73-year monthly record (1952–2024; n = 864 months per station) confirms that both stations share a similar long-term precipitation regime (GAM_1: mean = 52.24 mm, SD = 57.09 mm, variance = 3258.84 mm2; GAM_2: mean = 51.57 mm, SD = 56.04 mm, variance = 3140.32 mm2), consistent with their location within the same regional climate zone. However, the inter-station Pearson correlation for monthly precipitation (r = 0.944), while high at the regional scale, masks substantial event-scale divergence: the mean absolute percentage difference in monthly precipitation over the 73-year record is 195%, demonstrating that—despite similar long-term statistics-individual monthly totals can differ dramatically between sites. Furthermore, mean monthly temperature series exhibit a markedly lower inter-station Pearson correlation (r = 0.683), compared to precipitation (r = 0.944), reflecting independent local thermal behaviour driven by divergent urban surface characteristics at each site [12]. For example, in April 1952 GAM_1 recorded 46.1 mm of precipitation while GAM_2 registered 81.9 mm (a difference of 77.6%); in July 1952 the pattern reversed, with GAM_1 capturing 107.0 mm against 62.3 mm at GAM_2. These persistent statistical contrasts-spanning the full 73-year instrumental record—confirm that GAM_1 and GAM_2 constitute climatologically independent monitoring nodes rather than spatially redundant duplicates.



Station CUAU (Cuauhtémoc, central zone): Situated in the historic and commercial heart of Mexico City, the borough of Cuauhtémoc encompasses the historic city centre, major business districts, and governmental administrative areas. This station captures the most intensely developed urban environment in the study domain, characterised by minimal green-space coverage, highest degree of urbanization, and the strongest urban heat island effects among the three sites [10,19]. Its elevation is approximately 2234 m a.s.l. [20].



To preserve the fine spatial resolution of these records and avoid masking local water-stress extremes through areal averaging or spatial interpolation, each station was treated as an independent modelling node. This station-level approach constitutes both a methodological choice and a scientific contribution: by retaining intra-urban microclimatic heterogeneity, the framework provides a more realistic representation of spatially differentiated drought exposure than basin-averaged approaches [21].




2.2. Data Collection and Preprocessing


2.2.1. Meteorological Variables


Daily meteorological records spanning 1952–2024 (73 years) were obtained from the Mexican National Water Commission (CONAGUA) and the National Meteorological Service (SMN) [11]. Three primary meteorological variables were extracted or derived for each station, described in Table 1.



The diurnal temperature range    (  t max  −  t min  )   0.5    serves as a proxy for atmospheric transmissivity and vapor pressure deficit, while the linear term   (  t mean  + 17.78 )   accounts for sensitivity to sensible heat availability. Extraterrestrial radiation   R 0   was computed using the Hargreaves–Samani solar radiation formulation    R s  =  R 0    K T     (  t max  −  t min  )   0.5    , with   K T   recommended in the range 0.16–0.19 for interior continental regions [24]. The empirical radiation adjustment coefficient (  K R  ) was set to   0.162  , standard for interior regions.



The Hargreaves–Samani method is suitable for data-scarce environments and has demonstrated acceptable performance in semi-arid and highland climates. Monthly   E  T 0    values were obtained by summing daily estimates.



While a site-specific calibration of KR for Mexico City was not performed—a limitation we explicitly acknowledge—the selected value lies within the recommended range for interior continental regions [24]. A formal sensitivity analysis over the full recommended KR range (0.16–0.19) was outside the scope of this study and is recommended as a direction for future work. The empirical monthly standardized anomaly approach adopted for SPEI and RDI partially attenuates the practical impact of this uncertainty: a systematic bias in ET0 magnitude affects both the historical baseline mean and the target values proportionally, reducing—though not eliminating—its net effect on drought classification outcomes.




2.2.2. Feature Scaling for Neural Network Training


To optimize LSTM convergence and ensure all input features occupy similar numerical ranges, standardized drought indices were rescaled to   [ 0 , 1 ]   using min-max normalization:


   X norm  =    X −  X min     X max  −  X min      



(1)




where   X min   and   X max   were estimated exclusively from the training partition to prevent data leakage. These parameters were then applied without modification to validation and test sets.



While this transformation facilitates neural network optimization, post-reconstruction inverse normalization restores values to the original standardized scale, preserving interpretability through standard drought classification thresholds (Table 2). All reported metrics (RMSE, MAE) are computed on the inverse-transformed values in the original drought index scale.





2.3. Drought Index Calculation: Hybrid Methodological Approach


To quantify the severity and temporal evolution of meteorological drought within the urban basin, three standardized indices were evaluated: the Standardized Precipitation Index (SPI), the Standardized Precipitation Evapotranspiration Index (SPEI), and the Reconnaissance Drought Index (RDI). Each index was computed at five continuous accumulation scales (  k = 3 , 6 , 12 , 18  , and 24 months). Given the distinct statistical properties of precipitation-only data versus climatic water balances, we adopted a hybrid methodological framework combining standard parametric approaches with robust non-parametric standardizations.



2.3.1. SPI: Standard Gamma Distribution Method


The SPI was computed following the internationally recognized methodology endorsed by the World Meteorological Organization [1]. For each accumulation scale k and calendar month m, the accumulated precipitation values were fitted to a two-parameter Gamma distribution:


  f  ( x ; α , β )  =   1   β α  Γ  ( α )      x  α − 1    e  − x / β    



(2)




where the shape ( α ) and scale ( β ) parameters were estimated using maximum likelihood estimation. The cumulative distribution function was subsequently transformed to standard normal values:


  S P I =  Φ  − 1    (  F Γ   ( x ;  α ^  ,  β ^  )  )   



(3)




where   Φ  − 1    is the inverse standard normal cumulative distribution function (CDF) and   F Γ   is the fitted Gamma CDF. This approach is theoretically grounded in probability theory and ensures accurate representation of the zero-bounded, right-skewed nature of precipitation.




2.3.2. SPEI and RDI: Empirical Standardized Anomalies


Unlike precipitation, climatic water balance deficits (  P − P E T  ) and precipitation-to-evapotranspiration ratios (  P / P E T  ) exhibit complex statistical behaviors in highly modified urban environments. Under heat-island-driven evaporative regimes, these variables may violate the stationarity assumptions required for theoretical distributions (e.g., Log-logistic).



To ensure operational robustness without imposing potentially inappropriate distributional assumptions, the SPEI and RDI were computed using empirical monthly standardized anomalies (Z-scores). For each accumulation scale k, the historical time series was grouped by calendar month m, and the standardized anomaly Z for year i was computed as:


   Z  i , m   =     X  i , m   −  μ m    σ m     



(4)




where   X  i , m    is the k-month accumulated value (  P − P E T   for the SPEI, or   ln ( P / P E T )   for the RDI), while   μ m   and   σ m   represent the mean and standard deviation of the entire historical baseline for that specific calendar month. For the RDI, the preliminary logarithmic transformation stabilizes the variance of the ratio metric, following established practices for ratio-based drought indicators [25].



It is critical to distinguish this climatological baseline standardization from machine learning feature scaling. Calculating the historical anomalies (Z-scores) using the full baseline (1952–2024) for each independent station is an important physical preprocessing step to establish the true local climatic norm of each microsite. It does not constitute data leakage, as the subsequent Min-Max feature normalization for the LSTM network was strictly isolated and fitted exclusively on the training domain without exposing the testing data.




2.3.3. Methodological Justification


The adoption of different computational strategies for the SPI versus the SPEI and RDI reflects a pragmatic balance between theoretical rigor and urban operational reliability. Precipitation accumulations exhibit well-characterized statistical properties that align with Gamma distribution theory. Conversely, potential evapotranspiration in the Basin of Mexico is heavily influenced by complex anthropogenic heat fluxes, impervious surface modifications, and localized advection patterns. The empirical Z-score approach provides a robust alternative that mitigates the severe biases often produced by forcing theoretical parametric fits on non-stationary, heat-island-altered atmospheric demand records. All three resulting indices retain the exact same operational interpretation: standardized variables (mean   ≈ 0  , variance   ≈ 1  ) classified using standard threshold categories.



While linear correlations between empirical Z-scores and parametric methods are high (  r > 0.95  ), the empirical Z-score prevents the extreme tails of the distribution from being artificially amplified by rigid parametric asymptotes in non-stationary urban heat island regimes.




2.3.4. Drought Severity Classification


All three indices use the standardized classification scheme shown in Table 2, enabling direct comparison across index types and temporal scales.




2.3.5. Temporal Characterization of Input Indices


To illustrate the distinct temporal dynamics inherent to each index formulation, Figure 2 presents a representative historical subset (1953–1969) of the standardized anomalies calculated at the 6-month accumulation scale. The numerical subscripts in the drought index names denote the temporal accumulation period in months. For instance, SPI_6 represents the Standardized Precipitation Index computed over a 6-month accumulation window. Similarly, SPEI_12 quantifies water balance deficits with the Standardized Precipitation Evapotranspiration Index accumulated over 12 months, and the Reconnaissance Drought Index quantifies ratio over 24 months (RDI_24). The same nomenclature is used for all time periods (3, 6, 12, 18 and 24 months).



This visual comparison highlights methodological differences that directly influence the machine learning process. Specifically, the SPI_6 and SPEI_6 series track each other with near-consistent alignment, as both are primarily driven by precipitation anomalies. Conversely, the RDI_6 series exhibits a markedly different variance structure, often maintaining positive anomaly values during periods where SPI and SPEI drop into severe drought thresholds. This behavior stems from the extreme sensitivity of the ratio-based RDI formulation to potential evapotranspiration volatility—a crucial dynamic to consider for multiscale modeling in high-altitude tropical urban basins like Mexico City.




2.3.6. Empirical Validation of Methodological Equivalence


To validate that the empirical Z-score approach for SPEI and RDI produces operationally equivalent drought assessments to standard parametric methods, we performed a comparative analysis on the GAM_2 test dataset. The SPEI Z-score method exhibited correlation r = 0.97 with Log-logistic SPEI (12-month scale), with drought classification agreement exceeding 95%. Similarly, RDI Z-score correlated at r = 0.96 with Log-normal RDI. This confirms that the hybrid methodology produces functionally equivalent drought diagnostics while avoiding distributional misspecification in urban microclimate domains.





2.4. LSTM-Based Drought Index Spatial Reconstruction


2.4.1. Architecture and Rationale


Drought spatial reconstruction requires the modelling of complex, nonlinear, and temporally delayed interactions among hydroclimatic variables operating across multiple time scales. Long Short-Term Memory (LSTM) networks [4] provide a principled data-driven framework for this task by explicitly representing temporal memory through gated recurrent dynamics, thereby overcoming the well-known vanishing gradient limitation of conventional recurrent neural networks.



The LSTM unit updates its internal state according to the following gating equations:


     f t     = σ    W f    [   h  t − 1   ,   x t   ]  +  b f           ( forget    gate )      



(5)






     i t     = σ    W i    [   h  t − 1   ,   x t   ]  +  b i           ( input    gate )      



(6)






      c ˜  t     = tanh    W c    [   h  t − 1   ,   x t   ]  +  b c           ( candidate   cell   state )      



(7)






     c t     =  f t  ⊙  c  t − 1   +  i t  ⊙   c ˜  t           ( cell   state   update )      



(8)






     o t     = σ    W o    [   h  t − 1   ,   x t   ]  +  b o           ( output    gate )      



(9)






     h t     =  o t  ⊙ tanh  (  c t  )           ( hidden    state )      



(10)




where   x t   is the input vector at time step t;   h  t − 1    is the previous hidden state;   c  t − 1    and   c t   are the previous and current cell states;   W  { · }    and   b  { · }    are learnable weight matrices and bias vectors;   σ ( · )   is the sigmoid activation function;   tanh ( · )   is the hyperbolic tangent; and ⊙ denotes the element-wise (Hadamard) product. The additive cell-state update (Equation (8)) is the architectural feature that enables long-range temporal memory by allowing gradient flow without multiplicative attenuation through time [4,26].



This memory structure is particularly well suited to drought spatial reconstruction, as droughts emerge from the cumulative effects of persistent precipitation deficits and enhanced evaporative demand rather than from isolated extreme events. When trained using backpropagation through time, LSTM networks can learn implicit representations of drought propagation and recovery dynamics, integrating short-term meteorological variability with long-term hydroclimatic persistence [27,28].




2.4.2. Autoregressive Within-Family Design and Sequence Generation


Fifteen independent LSTM models were trained—one for each target drought index across the five accumulation scales—following an autoregressive within-family design. Each model received exclusively antecedent values of indices belonging to the same index family as the reconstructions target. For instance, SPI models were conditioned solely on lagged SPI predictors, SPEI models on SPEI predictors, and RDI models on RDI predictors. This design isolates the predictive signal intrinsic to each index family, avoids cross-index distributional inconsistencies in the predictor set, and ensures that the LSTM accurately encodes the within-family temporal autocorrelation structure relevant to each specific drought formulation.



With respect to data structuring, while the total dataset comprises 2628 monthly observations per index, they were strictly prevented from being treated as a single continuous longitudinal record. To prevent temporal data leakage across geographical boundaries, the input sequences were generated independently for each meteorological station utilizing an adaptive temporal look-back window. To ensure the LSTM network captured at least one full annual climatological cycle—a strict requirement for modeling seasonal meteorological dynamics [6]—a minimum sequence length of 12 months was established for short-term indices. Conversely, for long-term indices, the look-back window was dynamically extended (e.g., up to 30 past months for the 24-month scale) to encompass the multi-year hydrological memory required by the specific drought formulation, ensuring the network’s temporal receptive field exceeded the accumulation period of the target variable [29]. Consequently, the recurrent network processes the isolated climatic memory of each specific zone without blending the trailing months of one station with the leading months of another.



No random temporal shuffling was applied across the testing domain. The continuous longitudinal record of the GAM_2 station was strictly isolated chronologically, ensuring the model was evaluated purely on an unseen spatial trajectory without temporal data leakage.



To prevent spatial cross-contamination during the sequence generation phase, the autoregressive windows were constructed independently for CUAU and GAM_1. Only after the sequences were strictly finalized per station were they globally concatenated and randomized (shuffled) at each epoch to ensure unbiased mini-batch gradient descent.




2.4.3. Adaptive Sequence Length


The LSTM input sequence length was defined adaptively as   L = max ( 12 , s + 6 )  , where s is the target temporal scale in months. This rule yields input windows of 12 months for the 3- and 6-month targets, 18 months for the 12-month target, 24 months for the 18-month target, and 30 months for the 24-month target (Table 3). The rationale—grounded in hydroclimatic systems engineering—is to ensure that the network’s receptive field always covers at least one complete annual climatological cycle to capture seasonality [6]. Furthermore, extending the window dynamically for long-term targets preserves the deep multi-year temporal memory required to accurately characterize drought onset, intensification, and recovery without artificially truncating the physical persistence of the phenomenon [7].



The adaptive sequence length strategy employed in this study (L = max(12, s + 6)) represents a methodologically justified extension of practices reported in the hydroclimatic deep learning literature. While no single universal standard exists for defining LSTM input windows in drought reconstructions, convergent evidence supports two fundamental design principles. First, the sequence length must encompass at least one complete annual climatological cycle to ensure the network adequately captures seasonal meteorological dynamics [28]. Second, for long-term reconstructions targets, extending the input window beyond the target accumulation period enables the network to integrate multi-year hydroclimatic memory, a characteristic essential for modeling the cumulative nature of drought persistence [30,31]. Recent hydrological LSTM applications have demonstrated the effectiveness of adaptive or dynamically extended input windows: Kratzert et al. tested sequence lengths ranging from 90 to 365 days for daily streamflow reconstructions, ultimately selecting 270 days to balance temporal receptive field and computational efficiency [6]; Dikshit et al. employed a 19-month lookback window to forecast SPEI at the 21st month, implicitly recognizing the necessity of extended memory for multi-month drought indices [30]. The formula L = max(12, s + 6) operationalizes these principles: it enforces a 12-month minimum to preserve seasonal encoding across all scales, while dynamically increasing the receptive field proportionally to the target scale’s inherent temporal inertia. This approach ensures that the network’s temporal context consistently exceeds the drought accumulation period being predicted, thereby aligning the model architecture with the physical timescales of the drought cascade. The adaptive sequence length L considers previously reported hydroclimatic design principles [6,28]. However, a systematic evaluation of alternative sequence lengths -particularly for short accumulation scales- would provide additional quantitative support for this architectural choice and is an open field and is left as a direction for future work.




2.4.4. Network Architecture and Hyperparameter Configuration


The deep learning architecture was dynamically scaled according to the training data volume. Given the integration of two complete monitoring stations (CUAU and GAM_1) for the learning phase, the network was configured with 100 hidden units and a dropout rate of 0.2 to mitigate overfitting. The pipeline comprised a sequence input layer, a single LSTM layer (configured to output only the final time step), a dropout layer, a dense fully connected layer (50 units) with ReLU activation, a second dropout layer, and a single-unit regression output layer utilizing a Mean Squared Error (MSE) objective function.



Optimization was performed using the Adam algorithm with an initial learning rate of 0.001, applying a piecewise decay factor of 0.5 every 40 epochs. The network was trained using a mini-batch size of 32, a maximum of 150 epochs, and a gradient clipping threshold of 1.0 to ensure stability.



It should be noted that the LSTM training procedure involves stochastic elements—including random weight initialization and mini-batch shuffling—that were not controlled by a fixed random seed in this study. The results reported in Table 4 and all associated figures correspond to a single training run. While exact numerical reproducibility requires fixed seed initialization, the scale-dependent performance patterns and index-family rankings are robust to training variability, as they reflect systematic differences in drought index predictability rather than stochastic fluctuations of individual model runs.



Essentially, the data partitioning strategy was done to support intra-urban transferability (as detailed in Section 2.5.2). Instead of sequentially concatenating the 2628 observations into a single chronological timeline—which introduces data leakage—the independent sequences from the source stations (CUAU and GAM_1) were partitioned into training (85%) and internal validation (15%) subsets.



To prevent spatial cross-contamination, autoregressive windows were constructed independently for each station. Crucially, only sequences from the source stations (CUAU and GAM_1) were concatenated and shuffled prior to each training epoch to ensure unbiased mini-batch gradient descent. The test domain (GAM_2) remained strictly chronological, never subjected to shuffling, ensuring realistic evaluation of sequential reconstruction fidelity on unseen data.





2.5. SHAP-Based Model Interpretability


2.5.1. Theoretical Framework


To enhance model transparency and quantify within-family feature importance, SHAP (SHapley Additive exPlanations) values were computed for all 15 LSTM models [8]. The SHAP value   ϕ i   for feature i at input instance  x  is defined as the weighted average marginal contribution of feature i across all possible feature subsets:


   ϕ i  =  ∑  S ⊆ F ∖ { i }      | S | !  ( | F | − | S | − 1 ) !   | F | !     f ( S ∪ { i } ) − f ( S )   



(11)




where F is the complete feature set, S is a feature subset excluding i, and   f ( S )   is the model reconstructions using only features in S with remaining features marginalised over the background distribution. SHAP values are valuable in this case, as they cover local accuracy, meaning that reconstructions decompose exactly as additive feature contributions; missingness, giving zero value to features that do not influence the result, and consistency, when a feature’s contribution cannot decrease its SHAP value [8].



In the autoregressive within-family architecture adopted in this study, each input feature i in Equation (11) corresponds to an antecedent drought index at a distinct accumulation scale within the same index family (e.g., SPI_3, SPI_6, SPI_12, and SPI_18 as predictors of SPI_24). SHAP values are therefore computed across these within-family features—not across individual lagged time steps of a single variable. The LSTM’s temporal sequencing across the L-month input window is handled implicitly through its gated recurrent dynamics, while SHAP attributes importance to each accumulation scale’s overall contribution to the long-term reconstruction target.




2.5.2. Model Validation Strategy


To assess model generalization to unseen locations, we employed a leave-one-microsite-out evaluation strategy. The complete modeling workflow was:




	1.

	
Training set: Data from CUAU and GAM_1 stations (85% of each station’s chronological record)




	2.

	
Validation set: Remaining 15% from CUAU and GAM_1 (used for early stopping and hyperparameter tuning)




	3.

	
Test set: Complete record from GAM_2 station (withheld entirely during training and validation)









This approach simulates operational deployment, where models calibrated on available stations must generate reconstructions for new or ungauged locations within the metropolitan area. Importantly, all three stations are located within the north-central urban zone of Mexico City, separated by 1–7 km. Therefore, this validation tests the model’s ability to generalize across urban microclimates rather than across distinct hydroclimatic regions [33,34].



Limitations: True microclimate generalization would require testing on stations in climatologically distinct zones (e.g., southern mountainous areas, western valleys). Our evaluation is limited to intra-urban transferability within a relatively homogeneous climatic domain.



To prevent overfitting to temporal autocorrelation, training sequences were shuffled at each epoch, and early stopping (patience = 15 epochs) monitored validation loss. This ensures the model learns spatial patterns transferable across stations rather than memorizing station-specific chronologies [6,35].




2.5.3. SHAP-Derived Importance Metrics


To interpret the LSTM’s decision-making process, three SHAP-based metrics were derived from the test observations (N). Global feature importance was quantified as the mean absolute SHAP value,    I global   ( i )  =   1 N    ∑  j = 1  N   |  ϕ i   (  x j  )  |   , representing the overall magnitude of a predictor’s influence. Directional importance,    I directional   ( i )  =   1 N    ∑  j = 1  N   ϕ i   (  x j  )   , used mean signed values to determine if a feature systematically increases or decreases drought index reconstructions. Finally, temporal attribution,    T step   ( t )  =   1 N    ∑  j = 1  N   ∑ i   ϕ  i , t    (  x j  )   , aggregated SHAP values (  ϕ  i , t   ) across all features at each time step t within the input sequence. These profiles identify the antecedent periods with the greatest influence, effectively characterizing the model’s exploited memory depth.





2.6. Performance Evaluation Metrics


Model performance was evaluated using seven complementary statistical metrics to assess variance explanation, error magnitude, systematic bias, and distributional fidelity. The proportion of explained variance was assessed using the Coefficient of Determination (  R 2  ), while the model’s predictive skill relative to the observed mean was quantified using the Nash–Sutcliffe Efficiency (NSE):


  NSE = 1 −    ∑   (  y i  −   y ^  i  )  2    ∑   (  y i  −  y ¯  )  2      








where   y i   and    y ^  i   represent observed and predicted values, respectively. Error magnitudes were quantified via Mean Squared Error (  MSE =   1 n   ∑   (  y i  −   y ^  i  )  2   ), Root Mean Squared Error (  RMSE =  MSE   ), and Mean Absolute Error (  MAE =   1 n   ∑  |  y i  −   y ^  i  |   ); the RMSE/MAE ratio served as a diagnostic for outlier influence. Systematic bias was captured by the Mean Bias Error (  MBE =   1 n   ∑  (   y ^  i  −  y i  )   ). To avoid the mathematical instability of the standard Kling–Gupta Efficiency (KGE) when    μ  o b s   ≈ 0   (inherent to standardized drought indices like SPI, SPEI, and RDI), we adopted a modified formulation [36]:


   KGE mod  = 1 −     ( r − 1 )  2  +   ( α − 1 )  2  +   (  β mod  )  2     








where r is the Pearson correlation,   α =  σ  p r e d   /  σ  o b s     is the variability ratio, and    β mod  =  (  μ  p r e d   −  μ  o b s   )  /  σ  o b s     is the bias normalized by the observed standard deviation. Specifically,   μ  o b s    and   μ  p r e d    represents the mean of the observed and predicted values, respectively, while   σ  o b s    and   σ  p r e d    denote their corresponding standard deviations. This set ensures an evaluation of temporal alignment and distributional consistency across intra-urban microclimates.



Baseline Model Comparison


To rigorously justify the adoption of a deep learning architecture, a Random Forest (RF) regressor was implemented as a baseline comparative model. The RF algorithm is a robust ensemble method widely adopted in hydroclimatic spatial reconstruction; however, unlike the LSTM network, it fundamentally lacks recurrent sequential memory. The baseline model was trained and tested using the exact same spatial cross-validation scheme (tested on GAM_2) and identical sequence lengths, which were flattened into two-dimensional matrices. By contrasting the LSTM against this baseline—particularly focusing on the Kling-Gupta Efficiency (KGE), which explicitly evaluates bias and variance underestimation—the study systematically isolates the value of deep temporal memory in predicting the extreme amplitude of drought events.



The baseline comparison presented later in Section 3 is intentionally restricted to the SPI and SPEI index families. RDI models at intermediate and long-term scales (RDI_12, RDI_18, RDI_24) were excluded from this comparison for methodological reasons: RDI_12 and RDI_18 exhibit negative KGEmod values under the LSTM framework itself, rendering the comparison uninformative with respect to the advantage of sequential memory—a diagnostic that is only meaningful when the LSTM constitutes a well-performing reference. RDI_24, while achieving satisfactory LSTM performance (KGEmod = 0.721), was excluded because its ratio-based formulation introduces structural volatility that confounds the isolation of algorithmic differences from index-specific mathematical instability, as characterized in detail in Section 3.2.



The RF baseline results reported in Section 3 were computed using the identical spatial cross-validation scheme applied to the same training data configuration as the LSTM. Numerical reproducibility of the RF comparison is subject to the same stochastic considerations noted in Section 2.4.4.






3. Results and Discussion


3.1. Multiscale Predictive Skill and Intra-Urban Transferability


The predictive performance of the deep learning framework was evaluated on the independent testing domain (GAM_2 station). While a detailed comparative analysis against the Random Forest baseline is systematically discussed later in Section 3.4, this initial section focuses on the intrinsic multiscale capabilities of the LSTM. By preventing spatial and temporal data leakage, the results reflect the model’s true operational capacity to reconstruct drought conditions in ungauged urban sectors based on the hydroclimatic dynamics learned from neighboring stations.



Table 4 presents the comprehensive statistical evaluation of the fifteen LSTM models. The analysis reveals a pronounced scale-dependent predictive behavior. The network demonstrates exceptional generalization capabilities at long-term accumulation periods (12, 18, and 24 months). Specifically, for the 24-month scale, the SPEI_24 and SPI_24 models achieved   R 2   values of 0.890 and 0.922, alongside Kling-Gupta Efficiencies (KGE) of 0.777 and 0.876, respectively. The Root Mean Square Error (RMSE) for these extended scales remained remarkably low (<0.30), indicating a high degree of precision in capturing the magnitude of the standardized anomalies.



From a socio-hydrological perspective, this high accuracy at extended scales is the most critical requirement for the Basin of Mexico. Droughts at the 18- and 24-month scales drive the structural depletion of deep aquifers and the failure of major reservoir systems (e.g., the Cutzamala System). The model’s capacity to predict these multiannual inertial dynamics confirms its viability as a robust core for early warning and strategic water rationing systems.



Conversely, the performance at short-term scales (3 and 6 months) reflects the inherent physical constraints of urban microclimates. The SPI_3 and SPEI_3 models achieved moderate   R 2   scores of 0.486 and 0.509, with RMSE values increasing to approximately 0.74. Rather than indicating an algorithmic deficiency, this highlights the extreme spatial heterogeneity of short-term convective precipitation and atmospheric demand in metropolitan areas. Meteorological noise dominates the 3-month scale, meaning that short-term anomalies in the training zones do not translate linearly to the testing geography. Figure 3 visually corroborates this multiscale gradient, illustrating the stabilization of predictive skill as the temporal receptive field expands.



The case of RDI_12 (   R 2  = 0.295  ,   KGE = − 0.142  ) illustrates a critical diagnostic limitation of   R 2   as a standalone evaluation metric. While the positive   R 2   indicates that the LSTM captures moderate linear phase alignment between observed and reconstructed RDI_12 series, the negative   KGE mod   reveals concurrent failures in variance reproduction and bias control. Because   KGE mod   simultaneously penalizes correlation, variability ratio (  α =  σ pred  /  σ obs   ), and normalized bias (   β mod  =  (  μ pred  −  μ obs  )  /  σ obs   ), a negative value indicates that the model performs worse than simply predicting the observed mean—despite positive linear correlation. For   R D  I 12   , the moderate correlation (  r ≈ 0.54  , estimated from   R 2  ) contributes only ∼  16 %   of the total KGE penalty, with the dominant ∼  84 %   attributable to joint failures in variance reproduction and systematic bias—both direct consequences of PET volatility amplification at intermediate accumulation scales in urban heat-island environments. This divergence is consistent with the mathematical volatility of the ratio-based RDI formulation at intermediate accumulation scales, where PET fluctuations introduce systematic amplitude distortions that the LSTM cannot fully resolve from the training domain. This highlights the necessity of multi-metric evaluation frameworks for standardized drought index spatial reconstruction.




3.2. Index Formulation Sensitivities: The Volatility of the RDI


A significant scientific finding emerged from the comparative evaluation of the index families. While the Reconnaissance Drought Index (RDI) demonstrated solid predictive reliability at the 24-month scales (KGE   > 0.70  ), it suffered a complete collapse in microclimate generalization at the 3-month scale (RDI_3), yielding an   R 2   of 0.012 and a negative KGE (−0.016).



The mathematical formulation of the RDI, which relies on the direct ratio of precipitation to potential evapotranspiration (PET), introduces extreme numerical volatility during dry months in urban settings where the denominator (PET) fluctuates significantly. Consequently, the LSTM network failed to extract generalizable temporal patterns from RDI_3. This empirical evidence strongly suggests that ratio-based indices are highly susceptible to microclimatic noise and should be avoided for operational short-term spatial reconstruction in ungauged urban basins. In contrast, the SPEI—which utilizes a mathematically stable differencing method (precipitation minus evapotranspiration)—remains robust across all temporal domains.



As visually confirmed in Figure 4, the LSTM reconstructions for the 3-month scale reveal the distinct challenges across index families. While SPI_3 and SPEI_3 track observed values with moderate fidelity (   R 2  ≈ 0.49  –  0.51  ), the RDI_3 reconstructions diverge substantially from observations, confirming the mathematical volatility discussed above.




3.3. Cross-Index Comparative Analysis


Overall index performance. Table 5 disaggregates the microclimate generalization performance by index family. The SPEI family demonstrated the highest overall consistency across scales, achieving a mean   R 2   of 0.777 (SD = 0.173) and a mean KGE of 0.782, with four out of five temporal scales surpassing the    R 2  > 0.70   threshold. The SPI family followed closely, achieving a mean   R 2   of 0.765 (SD = 0.183) and mean KGE of 0.757. Notably, individual long-term models from both families achieved exceptional peak performances (e.g., SPI_24:   R 2   = 0.922, KGE = 0.876; SPI_18:   R 2   = 0.875, KGE = 0.903). Conversely, the RDI family returned a lower mean   R 2   of 0.394 and mean KGE of 0.217. However, excluding the single anomalous short-term model (RDI_3), the mean KGE across the remaining four RDI configurations rises to 0.275, confirming its partial predictive capability at extended scales despite its structural volatility at the 3-month horizon.



Best performance by temporal scale. Table 6 identifies the best-performing model at each temporal scale under a joint   R 2  /NSE and KGE criterion. The SPEI formulation dominated across the majority of the temporal horizons (3, 6, 12, and 24 months), confirming the importance of incorporating temperature-driven atmospheric evaporative demand into urban spatial reconstruction models. At the 24-month scale, SPI_24 stands as the optimal overall model in the study for long-term vulnerability (  R 2   = 0.922, KGE = 0.876). At the 18-month scale, the SPEI leads unambiguously (   R 2  = 0.924  ,    KGE mod  = 0.824  ), demonstrating that potential evapotranspiration is the dominant predictive driver for multi-year horizons before precipitation definitively overtakes it at the 24-month mark. At the short-term horizons, SPEI_6 remains the most robust option (KGE = 0.741), while the 3-month scale reflects the inherent limits of predicting localized convective variability.



Bias pattern. The Mean Bias Error (MBE) across the deep learning models exposes distinct structural tendencies based on index formulation. The SPEI models exhibited a systematic, albeit minor, negative bias across all temporal scales (ranging from −0.007 to −0.127), indicating a slight but consistent underestimation of extreme wet anomalies. The SPI models presented a mixed bias signature: negative at short and ultra-long scales (e.g., SPI_6: −0.187) but positive at intermediate multi-year scales (SPI_12: +0.113). Among the RDI models, RDI_24 exhibited the largest negative bias of any configuration (−0.192), while RDI_3 demonstrated the most prominent positive bias (+0.092), further highlighting the numerical instability of ratio-based indicators under severe urban microclimatic variance. This pattern is also evident in Figure 5, where the points remain tightly clustered around the 1:1 reference line.



Performance classification. Table 7 classifies all 15 models against standard hydrological modeling benchmarks [32], adhering to the most restrictive metric when classification criteria conflict. The deep sequential memory of the LSTM network drives the long-term SPI and SPEI models into the “Excellent” and “Good” tiers, proving their viability for operational water management. Short-scale and intermediate models generally fall into the “Satisfactory” or “Acceptable” categories, properly reflecting the noise inherent to urban hydroclimatology. For the SPI and SPEI families, Insufficient performance is restricted to the 3-month scale; however, the RDI family extends this limitation to intermediate accumulation scales (12 and 18 months), dictating a clear boundary for the system’s operational deployment.




3.4. Baseline Comparison: Variance Truncation in Memory-Less Algorithms


To rigorously justify the deep learning framework, the LSTM’s predictive performance was benched against the Random Forest (RF) baseline model using the corrected, temporally aligned sequences. The comparative results, detailed in Table 8, expose a critical modeling dynamic regarding extreme event spatial reconstruction.



When evaluated solely through the coefficient of determination (  R 2  ), the RF model exhibits exceptional predictive skill, matching and occasionally marginally exceeding the LSTM at extended scales (e.g.,    R 2  ≈ 0.92   for SPI_24). However, the KGE metric—which equally weights correlation, bias, and variance ratio—reveals the severe physical limitations of the baseline model. Across all long-term scales, the RF model’s KGE collapses into negative values, whereas the LSTM maintains highly stable KGE scores (>0.75).



This extreme divergence between   R 2   and KGE is driven by the RF algorithm’s inherent tendency to regress reconstructions toward the mean. While tree-based ensembles can perfectly map the general linear trend and phase of the time series (yielding high   R 2  ), they systematically underestimate the variance and amplitude of extreme climatic anomalies. In standardized drought indices, this means the RF model artificially truncates the peaks of severe drought events, predicting values closer to normal conditions. Conversely, the LSTM network, leveraging its deep recurrent memory, successfully captures both the phase correlation and the extreme variance of the anomalies. From a water management perspective, utilizing a model that systematically underestimates drought severity (variance truncation) would lead to catastrophic delays in operational responses.



At short—term accumulation scales (3 and 6 months), the LSTM and RF models yield comparable KGE scores, with differences generally within 0.10. This convergence is expected: at horizons dominated by convective precipitation noise, the deep sequential memory of the LSTM provides no systematic advantage over a memory—less ensemble method. The notable exception is RDI_3, where the RF achieves KGE = 0.279 compared to the LSTM KGE = −0.016. This result is particularly diagnostic: even without recurrent memory, the RF partially captures the RDI_3 signal, confirming that the LSTM failure at this scale is driven by the mathematical volatility of the ratio—based formulation rather than by an architectural limitation. At the 6—month scale, results are mixed—RF marginally outperforms LSTM in SPI_6 (KGE: 0.712 vs. 0.659), while LSTM retains a modest advantage in SPEI_6 (0.741 vs. 0.702) and RDI_6 (0.635 vs. 0.592). Taken together, these results establish that the LSTM superiority over RF is scale—dependent: marginal or absent at short horizons, and decisive at multi-year scales where sequential hydroclimatic memory becomes the primary predictive driver.




3.5. Model Interpretability: Decoding Climatic Memory via SHAP


To dismantle the “black-box” paradigm typically associated with deep learning models, SHAP (SHapley Additive exPlanations) were implemented to interpret the internal decision-making process of the network. The analysis was executed using a dense, statistically stable background sample (  n = 200   test observations per model) drawn exclusively from the independent GAM_2 testing domain. Because the LSTM network utilizes a multivariate autoregressive within-family architecture, the global SHAP values directly quantify the predictive contribution of the shorter accumulation scales (e.g., 3, 6, 12, and 18 months) in reconstructing the ultimate long-term target (e.g., 24 months).



To confirm robustness to background temporal ordering, SHAP values were recomputed under four ordering configurations of the same background set (chronological, reverse-chronological, and two independent random orderings); because the perturbation-marginal formulation depends exclusively on the mean reconstruction across background samples. All configurations produced similar results, confirming that the reported feature importance hierarchy is invariant to background sample ordering.



For the highly accurate long-term models (e.g., SPI_24 and SPEI_24), the SHAP feature importance profiles reveal a profound physical reality of the hydroclimatic system known as the drought cascade. As illustrated in Figure 6, the network assigns negligible importance to short-term meteorological anomalies (SPI_3 and SPI_6). Instead, the overwhelming majority of SHAP importance is assigned to the immediate preceding long-term scales (SPI_18 and SPEI_18). This validates that the LSTM hierarchically integrates multi-year climatic memory, proving that severe extended droughts are driven by the persistence of low-frequency deficits rather than cumulative short-term noise.



Conversely, the SHAP analysis provides a transparent diagnostic for the predictive failure of specific short-term configurations. For the mathematically volatile RDI_3 model—which exhibited a negative KGE—the SHAP importance values were found to be highly diffuse and near-random across all antecedent features. This diffusion confirms that the network could not extract a stable input-output mapping due to the microclimatic noise inherent in the ratio-based potential evapotranspiration formulation. When the physical signal is overwhelmed by urban atmospheric noise, the LSTM correctly diffuses its attention, avoiding artificial overconfidence.



Complementary time-step occlusion attribution profiles (T_step), presented in Figure A4 for the SPI_24 and SPEI_24 models, confirm that the LSTM concentrates its predictive attention on the most recent antecedent months within the 30-month look-back window, with the SPI_18 and SPEI_18 features dominating attribution across all time steps—a pattern consistent with the drought cascade hierarchy.



In contrast, the robust intermediate models (e.g., SPEI_6 and SPI_12) demonstrated tightly concentrated SHAP profiles around physically meaningful seasonal lags. By translating algorithmic weights into actionable climatological insights, this interpretability framework ensures that policymakers can trust the model’s early warnings, as the reconstructions are demonstrably grounded in established drought cascade theory rather than stochastic noise.




3.6. Temporal Reconstruction of Hydroclimatic Extremes


Beyond aggregated statistical metrics, the true operational utility of a hydrological spatial reconstruction model lies in its capacity to reconstruct the temporal evolution of extreme events. The time-series reconstructions demonstrate that the LSTM network successfully maps the onset, peak severity, and recovery phases of historical drought periods within the Basin of Mexico without introducing artificial predictive lag.



As visually confirmed in Figure 7, the long-term models (18-month scale) track the multi-year inertia of the hydroclimatic system. The SPI and SPEI formulations maintain extreme structural stability even during the most severe drought phases (e.g., standardized anomalies dropping below −2.0). Conversely, while the RDI captures the general low-frequency trend, it exhibits subtle high-frequency noise inherent to its ratio-based formulation. This visual evidence supports the recommendation of utilizing the robust SPEI metric for operational early warning systems.



Figure 8 highlights the existence of a critical intermediate scale, at which model performance improves substantially compared to short accumulation periods while avoiding the excessive smoothing observed at longer scales.




3.7. Climatological Drivers: Temperature and Evaporative Demand in the Urban Basin


The comparative performance between long-term SPEI and SPI models reveals a nuanced physical driver within the Basin of Mexico. At the critical 18-month operational horizon, the SPEI_18 model (   R 2  = 0.924  ) significantly outperforms its SPI counterpart (   R 2  = 0.875  ), demonstrating that incorporating potential evapotranspiration—which reflects thermo-climatic drivers beyond precipitation anomalies—provides distinct predictive advantages at multi-year scales. Interestingly, at the maximum 24-month scale, the SPI regains predictive dominance (   R 2  = 0.922   vs.    R 2  = 0.890  ), indicating that over full biennial cycles, gross multi-year precipitation deficits override evapotranspirative demand as the ultimate predictor.



It should be noted, that this advantage cannot be causally attributed to urban heat island dynamics in the absence of direct heat island intensity measurements. An plausible explanation is that the Hargreaves–Samani ET_0 estimation introduces systematic biases that accumulate at multi-year scales, generating a signal in the SPEI that improves reconstruction skill at 18 months independently of urban -specific thermal effects. Formally isolating these mechanisms would require direct evaporative demand measurements or urban surface energy balance data, which lie beyond the scope of this study.




3.8. Comparison with Global Machine Learning Benchmarks


The performance levels achieved in this study, particularly for the SPEI_24 (   R 2  = 0.890  , KGE = 0.777) and SPI_18 (   R 2  = 0.875  , KGE = 0.903) configurations, are highly competitive when benchmarked against the recent deep learning drought spatial reconstruction literature. Recent studies employing enriched multi-variable predictor sets—including remote sensing, soil moisture, and large-scale climate indices—have reported   R 2   values ranging from 0.82 to 0.96 [29] and KGE values from 0.71 to 0.85 [37,38]. The competitive accuracy obtained in this research using an exclusively within-family autoregressive design implies that, at accumulation scales of 12 months or greater, the dynamically extended lagged values of the drought index capture the vast majority of the predictable variance. This finding is of immense practical relevance for data-scarce regions, demonstrating that high-fidelity hydroclimatic reconstruction can be generated without necessitating complex external predictor datasets.




3.9. Operational Implications and Future Research Directions


From an operational standpoint, the SPEI_18 and SPI_24 models emerge as the optimal configurations for urban water management in Mexico City. Given the metropolitan area’s heavy reliance on the underlying aquifer system (supplying approximately 60–70% of the city’s water), reliable reconstructions at these multi-year horizons provide lead times for strategic planning [18]. These early warnings can directly support reservoir operation, groundwater extraction rationing, and drought preparedness protocols, particularly in the northern and eastern boroughs where socioeconomic vulnerability to water scarcity is most pronounced.



Despite the performance at extended timescales, predicting short-term extremes (3- and 6-month scales) remains challenging due to the inherent meteorological noise of sparse convective precipitation and rapid PET fluctuations in the urban canopy. Future research should explore the integration of global atmospheric circulation signals, such as the Multivariate ENSO Index or the Pacific Decadal Oscillation, to enhance the predictive skill of these shorter horizons. Incorporating oceanic temperature anomalies could assist the network in anticipating the synoptic-scale phenomena that modulate drought onset in the Valley of Mexico. Furthermore, while the leave-one-microsite-out validation within the northern urban zone scheme demonstrated excellent intra-urban generalizability, future iterations of this framework should be tested across diverse hydro-climatic boundaries (e.g., the arid watersheds of northern Mexico) to continually validate the transferability of the deep sequential memory architecture.



A notable limitation of this study is the spatial proximity of the meteorological stations (CUAU, GAM_1, and GAM_2) located within the northern-central urban core. While the leave-one-station-out approach successfully demonstrates micro-spatial transferability across local intra-urban gradients, it does not represent a basin-wide spatial generalization. Future deployments must validate this architecture across the more pronounced altitudinal and climatic gradients of the southern Basin of Mexico.



It should also be noted that at extended accumulation scales (18–24 months), the spatial homogenization of cumulative precipitation may partially account for the high inter-station predictability observed, independently of the model’s capacity to capture true microclimatic dynamics. Future work should apply spatial autocorrelation analysis, including semivariogram estimation, to formally quantify the spatial decorrelation length of each drought index at each accumulation scale and assess the degree to which predictive skill reflects genuine spatial transferability versus index smoothing.



Furthermore, it is critical to distinguish between temporal spatial reconstruction and spatial transferability. The current framework reconstructs unseen historical trajectories at an uninstrumented target site (GAM_2) based on the learned atmospheric dynamics of neighboring stations (CUAU and GAM_1). While this proves the model’s powerful intra-urban spatial generalization—acting as a “virtual weather station”—it does not constitute a true forward-in-time predictive operational reconstruction (e.g., predicting   t + k   given data up to t). True operational spatial reconstruction will require integrating real-time numerical weather prediction outputs (e.g., GFS or ECMWF) as meteorological drivers into this pre-trained LSTM architecture. Additionally, future studies should implement a complete k-fold spatial cross-validation (iteratively rotating the test station among all available sites) to definitively discard site-specific predictability biases.





4. Conclusions


This study presented a spatially robust, explainable deep learning framework using Long Short-Term Memory (LSTM) networks, designed to spatially reconstruct multiscale meteorological drought indices at unmonitored urban sites, contributing to the foundation for water stress management systems in Northern Mexico City. By enforcing a leave-one-microsite-out spatial cross-validation strategy, the research successfully moves beyond traditional temporal modeling. The results confirm that the Long Short-Term Memory (LSTM) network did not merely overfit local temporal noise, but effectively learned the underlying physical dynamics of the regional climate, demonstrating exceptional predictive skill on unseen urban geographic domains.



Furthermore, the comprehensive cross-index evaluation exposed significant predictive sensitivities rooted in the mathematical formulations of standard drought indicators. The Standardized Precipitation Evapotranspiration Index (SPEI) emerged as the most structurally robust metric across all temporal scales, confirming the necessity of integrating temperature-driven atmospheric demand in warming urban microclimates. Conversely, ratio-based formulations like the Reconnaissance Drought Index (RDI) exhibited severe numerical volatility and predictive collapse at the 3-month horizon within the evaluated intra-urban domain, suggesting caution in their application for short-term early warning in highly heterogeneous metropolitan environments. Whether this limitation generalizes to urban basins with distinct PET regimes or denser station networks warrants further investigation.



Finally, this combination of predictive performance and interpretability supports the use of the framework as a diagnostic tool for historical drought characterization and spatial reconstruction in overexploited urban basins. True operational deployment—in which forward-in-time forecasts are generated in real time for water stress management—will require integration of numerical weather forecasts inputs (e.g., GFS or ECMWF forecasts) into the pre-trained LSTM architecture, and validation across a broader network of meteorological stations, as discussed in Section 3.9.
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Appendix A


The following supplementary figures provide detailed individual model evaluations for the 15 LSTM configurations evaluated in this study. For each model, the evaluation includes the observed versus predicted time series, a scatter plot with a 1:1 reference line, the residual sequence over time, and the residual distribution histogram.
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Figure A1. Global SHAP feature importance profiles for all five SPI LSTM models (3-, 6-, 12-, 18-, and 24-month accumulation scales). Each panel shows the mean absolute SHAP value assigned to antecedent SPI scales as predictors. 
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Figure A2. Global SHAP feature importance profiles for all five SPEI LSTM models (3-, 6-, 12-, 18-, and 24-month accumulation scales). The dominant importance of SPEI_18 in predicting SPEI_24 corroborates the drought cascade structure and confirms the operational primacy of the SPEI family for multi-year urban drought reconstruction. 
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Figure A3. Global SHAP feature importance profiles for all five RDI LSTM models (3-, 6-, 12-, 18-, and 24-month accumulation scales). The diffuse and near-uniform importance patterns observed at short accumulation scales (3 and 6 months) validate the LSTM’s limitation in extracting robust temporal patterns from the mathematically erratic ratio-based RDI formulation at those horizons. 
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Figure A4. Time-step occlusion attribution profiles (T_step) for the SPI_24 (left panel) and SPEI_24 (right panel) LSTM models, computed across n = 200 independent test observations from the GAM_2 station. Each stacked area represents the mean absolute change in model reconstructions when a given within-family feature is occluded at time step t, averaged across all test samples. The monotonically increasing attribution toward t-1 confirms that the LSTM concentrates its predictive attention on the most recent antecedent months within the 30-month look-back window. The dominant contribution of SPI_18 and SPEI_18 across all time steps is consistent with the drought cascade theory: 24-month drought conditions are primarily driven by the persistence of 18-month hydroclimatic anomalies rather than by short-term meteorological noise. 
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Figure 1. Geographic location of the three meteorological stations used in this study within Mexico City. Adapted from Mexico Map.svg by Allstrak (https://commons.wikimedia.org/wiki/File:Mexico_Map.svg), used under CC BY-SA 3.0. Accessed on 28 March 2026. 
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Figure 2. Temporal evolution of the calculated drought indices (  SPI _ 6  ,   SPEI _ 6  , and   RDI _ 6  ) for a sample representative period. The plot highlights the close alignment between SPI and SPEI, contrasted by the distinct temporal dynamics of the RDI series. The 1953–1969 period is displayed as a representative temporal subset to clearly visualize inter-index variance without the graphical clutter of the complete 73-year timeline. 
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Figure 3. Goodness-of-fit metrics across all 15 LSTM drought-reconstruction models: combined   R 2  , NSE, and KGE. Scale-dependent improvement in all three metrics is evident for SPI and SPEI. 
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Figure 4. Comparative temporal reconstruction of short-term drought indices (3-month scale) on the unseen GAM_2 station. While SPI_3 and SPEI_3 track observed values with moderate fidelity, RDI_3 diverges substantially, confirming the mathematical volatility of the ratio-based formulation at short accumulation scale. 
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Figure 5. Scatter density plots comparing observed versus LSTM-predicted values at the 24-month accumulation scale. The tight linear alignment along the 1:1 reference line visually confirms the exceptional predictive accuracy (   R 2  > 0.89  ) achieved by the SPI and SPEI models. 






Figure 5. Scatter density plots comparing observed versus LSTM-predicted values at the 24-month accumulation scale. The tight linear alignment along the 1:1 reference line visually confirms the exceptional predictive accuracy (   R 2  > 0.89  ) achieved by the SPI and SPEI models.



[image: Water 18 01165 g005]







[image: Water 18 01165 g006] 





Figure 6. Global SHAP feature importance evaluating the contribution of shorter accumulation scales to the model’s reconstructions at the 24-month horizon. The prominent importance of the immediate preceding long-term scales mathematically confirms that the LSTM successfully extracts and utilizes deep multi-year hydroclimatic memory rather than short-term meteorological noise. 






Figure 6. Global SHAP feature importance evaluating the contribution of shorter accumulation scales to the model’s reconstructions at the 24-month horizon. The prominent importance of the immediate preceding long-term scales mathematically confirms that the LSTM successfully extracts and utilizes deep multi-year hydroclimatic memory rather than short-term meteorological noise.



[image: Water 18 01165 g006]







[image: Water 18 01165 g007] 





Figure 7. Comparative temporal reconstruction of long-term drought indices (18-month scale) on the GAM_2 station. At this operational horizon, the SPI and SPEI formulations maintain structural stability during the drought phases, while the RDI exhibits high-frequency noise inherent to its ratio-based formulation. 
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Figure 8. Comparative temporal reconstruction of intermediate-term drought indices (12-month scale) on the unseen GAM_2 station. At this scale, model performance improves substantially relative to short accumulation periods (3–6 months) while retaining greater temporal resolution than the 18- and 24-month models. 
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Table 1. Meteorological variables used in this study, including units and estimation methods.
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	Variable
	Symbol
	Unit
	Description/Method





	Precipitation
	P
	mm
	Daily cumulative rainfall from rain-gauge networks; monthly totals obtained by summing daily values.



	Air temperature
	T
	°C
	Daily mean temperature computed as the arithmetic mean of daily maximum and minimum; monthly mean obtained by averaging daily values.



	Reference evapotranspiration
	   E  T 0    
	mm day−1
	Estimated using Hargreaves–Samani method [22,23]:   E  T 0  = 0.0023 ·  R 0  ·  (  t mean  + 17.78 )  ·   (  t max  −  t min  )   0.5       t mean  ,   t max  ,   t min   are daily mean, maximum, and minimum temperatures.   R 0   is extraterrestrial radiation (MJ m−2 day−1). Monthly totals obtained by summing daily estimates.










 





Table 2. Drought severity classification based on standardized index values (SPI, SPEI, RDI).
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	Index Value (Z)
	Moisture/Drought Category





	   Z ≥ 2.00   
	Extremely wet



	   1.50 ≤ Z < 2.00   
	Severely wet



	   1.00 ≤ Z < 1.50   
	Moderately wet



	   0.50 ≤ Z < 1.00   
	Mildly wet



	   − 0.50 < Z < 0.50   
	Near normal



	   − 1.00 < Z ≤ − 0.50   
	Mild drought



	   − 1.50 < Z ≤ − 1.00   
	Moderate drought



	   − 2.00 < Z ≤ − 1.50   
	Severe drought



	   Z ≤ − 2.00   
	Extreme drought










 





Table 3. Adaptive input sequence length and number of input–output pairs by target temporal scale.
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	Target Scale (Months)
	Sequence Length L (Months)
	Input–Output Pairs





	3
	12
	2616



	6
	12
	2616



	12
	18
	2610



	18
	24
	2604



	24
	30
	2598










 





Table 4. LSTM model performance on independent test set (GAM_2 station). Metrics calculated after inverse normalization to original drought index scale.
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	Model
	Scale
	    R 2    
	RMSE
	MAE
	KGEmod
	Classification





	SPI_3
	3
	0.486
	0.741
	0.534
	0.505
	Insufficient



	SPEI_3
	3
	0.509
	0.733
	0.537
	0.546
	Acceptable



	RDI_3
	3
	0.012
	0.945
	0.616
	−0.016
	Insufficient



	SPI_6
	6
	0.673
	0.569
	0.426
	0.659
	Satisfactory



	SPEI_6
	6
	0.701
	0.544
	0.412
	0.741
	Satisfactory



	RDI_6
	6
	0.598
	0.607
	0.342
	0.635
	Acceptable



	SPI_12
	12
	0.868
	0.393
	0.305
	0.846
	Good



	SPEI_12
	12
	0.861
	0.377
	0.282
	0.896
	Good



	RDI_12
	12
	0.295
	0.489
	0.246
	−0.142
	Insufficient



	SPI_18
	18
	0.875
	0.292
	0.232
	0.903
	Good



	SPEI_18
	18
	0.924
	0.325
	0.249
	0.824
	Excellent



	RDI_18
	18
	0.349
	0.350
	0.134
	−0.115
	Insufficient



	SPI_24
	24
	0.922
	0.290
	0.211
	0.876
	Excellent



	SPEI_24
	24
	0.890
	0.283
	0.211
	0.777
	Good



	RDI_24
	24
	0.716
	0.429
	0.211
	0.721
	Satisfactory







Note: Classification thresholds are adapted from Moriasi et al. (2007) [32], originally derived for NSE in watershed simulations. Their application to KGEmod is supported by the shared reference scale of both metrics (1 = perfect; 0 = mean-equivalent; negative = worse than mean benchmark). While these thresholds were not formally calibrated for KGE, their use provides a consistent and internationally recognized benchmark that facilitates inter-study comparison. Readers should interpret the classification boundaries as indicative rather than prescriptive for the KGE metric.













 





Table 5. Predictive performance summary disaggregated by drought index family.
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	Index
	Mean    R 2   
	SD    R 2   
	Mean RMSE
	Mean KGE
	     R 2  > 0.70    





	SPI
	0.765
	0.183
	0.457
	0.757
	3 of 5 (60 %)



	SPEI
	0.777
	0.173
	0.452
	0.782
	4 of 5 (80 %)



	RDI
	0.394
	0.275
	0.564
	0.217
	1 of 5 (20 %)










 





Table 6. Best-performing LSTM model at each temporal scale under joint   R 2  /NSE and KGE criteria.
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	Scale
	Best
	Best    R 2   
	Best KGEmod
	Operational Note





	3-month
	SPEI
	0.509
	0.546
	Supplementary use; limited meteorological skill



	6-month
	SPEI
	0.701
	0.741
	Moderate; suitable with uncertainty bounds



	12-month
	SPEI
	0.861
	0.896
	Good; annual drought monitoring and planning



	18-month
	SPEI
	0.924
	0.824
	Excellent; primary operational target



	24-month
	SPI
	0.922
	0.876
	Excellent; multi-year water supply planning










 





Table 7. Classification of LSTM model performance against standard hydrological modeling benchmarks [32]. Classification strictly follows the most restrictive metric when criteria conflict.
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	Class
	NSE
	    R 2    
	KGEmod
	Models





	Excellent
	>0.85
	>0.90
	>0.75
	SPI_24, SPEI_18



	Good
	0.75–0.85
	0.85–0.90
	0.50–0.75
	SPI_12, SPI_18, SPEI_12, SPEI_24



	Satisfactory
	0.65–0.75
	0.70–0.85
	0.50–0.75
	SPI_6, SPEI_6, RDI_24



	Acceptable
	0.50–0.65
	0.50–0.70
	0.25–0.50
	SPEI_3, RDI_6



	Insufficient
	<0.50
	<0.50
	<0.25
	SPI_3 *, RDI_3 *, RDI_12 *, RDI_18 *







* Note: SPI_3 is correctly classified as Insufficient because its    R 2  < 0.50  , adhering to the most restrictive metric rule. RDI_3, RDI_12, and RDI_18 exhibit negative KGEmod values (−0.016, −0.142, and −0.115, respectively), underscoring the structural volatility of the ratio-based RDI formulation across short and intermediate accumulation scales.













 





Table 8. Predictive performance comparison between the LSTM network and the Random Forest (RF) baseline across accumulation scales. While   R 2   values are comparable, the degradation of RF KGE scores highlights its algorithmic inability to capture the full variance (amplitude) of extreme drought anomalies.






Table 8. Predictive performance comparison between the LSTM network and the Random Forest (RF) baseline across accumulation scales. While   R 2   values are comparable, the degradation of RF KGE scores highlights its algorithmic inability to capture the full variance (amplitude) of extreme drought anomalies.





	Target Index
	Scale (Months)
	LSTM    R 2   
	RF    R 2   
	LSTM KGE
	RF KGE





	SPI_3
	3
	0.486
	0.421
	0.505
	0.450



	SPEI_3
	3
	0.509
	0.439
	0.546
	0.457



	RDI_3
	3
	0.012
	0.201
	−0.016
	0.279



	SPI_6
	6
	0.673
	0.736
	0.659
	0.712



	SPEI_6
	6
	0.701
	0.728
	0.741
	0.702



	RDI_6
	6
	0.598
	0.681
	0.635
	0.592



	SPI_12
	12
	0.868
	0.893
	0.846
	−3.314



	SPEI_12
	12
	0.861
	0.884
	0.896
	−2.120



	SPI_18
	18
	0.875
	0.923
	0.903
	−4.970



	SPEI_18
	18
	0.924
	0.921
	0.824
	−6.087



	SPI_24
	24
	0.922
	0.921
	0.876
	−5.187



	SPEI_24
	24
	0.890
	0.919
	0.777
	−6.268







Note: At short-term scales (3–6 months), LSTM and RF KGE values are comparable, reflecting the limited advantage of sequential memory under convective-dominated meteorological noise. At long-term scales (≥12 months), RF KGE collapses to negative values driven by variance truncation, while LSTM maintains KGE > 0.75. The anomalous result of RDI_3 (LSTM KGE = −0.016 vs. RF KGE = 0.279) confirms that the predictive failure at this scale is attributable to the mathematical volatility of the ratio-based index formulation rather than to an architectural limitation of the LSTM. RDI models at scales ≥12 months are excluded from this comparison; see Section Baseline Model Comparison for methodological justification.
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