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Abstract

Soybean frogeye leaf spot (FLS), a serious soybean disease, causes severe yield losses in
the largest production regions of China. However, both conventional field monitoring and
machine learning algorithms remain challenged in achieving rapid and accurate detection.
In this study, an HSDT-TabNet model was proposed for the grading of soybean FLS under
field conditions by analyzing unmanned aerial vehicle (UAV)-based hyperspectral data.
This model employs a dual-path parallel feature extraction strategy: the TabNet path
performs sparse feature selection to capture fine-grained local discriminative information,
while the hierarchical soft decision tree (HSDT) path models global nonlinear relationships
across hyperspectral bands. The features from both paths are then dynamically fused via a
multi-head attention mechanism to integrate complementary information. Furthermore,
the overall generalization ability of the model is improved through hyperparameter opti-
mization based on the tree-structured Parzen estimator (TPE). Experimental results show
that HSDT-TabNet achieved a macro-accuracy of 96.37% under five-fold cross-validation.
It outperformed the TabTransformer and SVM baselines by 2.08% and 2.23%, respectively.
For high-severity cases (Level 4-5), the classification accuracy exceeded 97%. This study
provides an effective method for precise field-scale crop disease monitoring.

Keywords: soybean; frogeye leaf spot; HSDT-TabNet; hyperspectral reflectance; UAV

1. Introduction

Soybean (Glycine max L.) is a globally significant crop for food, oil production, and
industrial raw materials [1]. However, with expanding cultivation areas and the impacts of
global climate change, soybean diseases are occurring more frequently and with higher
severity, posing a significant threat to yield and quality [2]. Taking Heilongjiang Province,
China’s largest soybean-growing region, as an example, its distinctive cold-temperate
monsoon climate creates ideal conditions for the growth and dissemination of multiple
pathogens. Notably, frogeye leaf spot (FLS) caused by Cercospora sojina Hara is particularly
prominent. This disease can lead to extensive necrosis of leaves and reduced photosynthetic
capacity, and in severe cases, it can infect pods and seeds, causing yield losses of over
60% [3]. Therefore, developing efficient and accurate soybean disease detection and grading
technologies is not only vital for national food security but also provides key support for
sustainable agricultural development.

Traditional field diagnosis of diseases primarily relies on manual visual inspection or
laboratory-based chemical assays [4]. However, manual surveys suffer from subjectivity,
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low accuracy, and high labor demands; while chemical assays provide precision, they
require destructive sampling and expensive equipment, making them unsuitable for large-
scale, rapid, and non-destructive monitoring. These limitations highlight the urgent need
to improve field disease detection methods.

Recently, in controlled greenhouse or laboratory environments, numerous studies
have demonstrated that integrating RGB or hyperspectral imaging (HSI) with artificial in-
telligence (Al) algorithms can achieve high-accuracy disease classification [5]. For example,
Alves et al. [6] captured RGB images of leaves exhibiting different severity levels across five
species under controlled lighting and homogeneous backgrounds, calculated ten spectral
indices, and developed a boosted regression tree model, achieving over 97% accuracy in
disease severity prediction. Zhang et al. [7] used a spectral imaging setup to scan straw-
berry leaves 24 h post-inoculation with frogeye leaf spot and anthracnose, employed CARS
and ReliefF for spectral fingerprint and vegetation index extraction, and classified with
BPNN, SVM, and RF, reaching fusion accuracies of 97.78%, 94.44%, and 93.33%, respec-
tively. Feng et al. [8] proposed the DC?Net—a network combining deformable and dilated
convolutions—for greenhouse detection of Asian soybean rust, attaining 96.73% overall
accuracy. However, the significant differences between controlled laboratory environments
and real field conditions limit the applicability of these methods in open-field settings.

To facilitate crop disease surveillance in true open-field environments, RGB-equipped
unmanned aerial vehicle (UAV) platforms combined with deep learning have attracted
considerable attention. For example, Amarasingam et al. [9] utilized UAV-acquired RGB
imagery to detect sugarcane white leaf disease (WLD) and compared multiple detection
models, including YOLOv5, YOLOR, DETR, and Faster R-CNN. YOLOVS5 achieved the best
performance, with mAP@0.50 and mAP@0.95 of 93% and 79%, respectively. Deng et al. [10]
employed ultra-high-resolution RGB UAV images along with the DeepLabv3+ semantic
segmentation network to identify wheat stripe rust under field conditions, achieving an
Fl1-score of 81%, thus demonstrating the potential for large-scale disease monitoring.

RGB imaging offers several advantages, including lower cost, high spatial resolution,
ease of operation, and real-time processing capabilities. However, its limitations—especially
under field conditions—include sensitivity to lighting fluctuations, atmospheric distur-
bances, and sensor noise, particularly when UAVs operate at lower altitudes and slower
speeds to ensure adequate spatial resolution [11,12]. Castelao et al. [13] found that soybean
foliar disease classification accuracy peaked at 98.34% when flying at 1-2 m, but it dropped
by approximately 2% for every 1 m increase in altitude, illustrating the trade-off between
spatial resolution and acquisition efficiency. Despite the availability of high-resolution RGB
cameras that can capture quality images at higher speeds and altitudes, performance may
still degrade due to reduced spatial detail and increased environmental interference.

To address these challenges, recent research has increasingly explored UAV-based hy-
perspectral imaging (HSI) for non-destructive, field-scale disease monitoring. Unlike RGB
images, hyperspectral data, although more costly, provide rich spectral information across a
wide range of wavelengths, offering the ability to detect subtle physiological changes—such
as variations in chlorophyll content, water stress, or structural alterations—prior to the
emergence of visible symptoms [14,15]. Additionally, HSI can reduce the influence of
external noise caused by lighting and atmospheric variations, enabling disease detection at
higher altitudes with consistent accuracy. However, due to its line-scan imaging mechanism,
it requires slower flight speeds, and for both HSI and RGB sensors, higher altitudes re-
duce spatial resolution and increase sensitivity to atmospheric and lighting conditions [16].
Abdulridha et al. [17] applied UAV-based hyperspectral imaging on 960 wheat plots and
used 14 spectral vegetation indices along with machine learning methods such as QDA, RF,
decision tree, and SVM. RF achieved 85% classification accuracy across four severity levels,



Agronomy 2025, 15, 1530

30f21

with binary classification reaching 88%. In another study, Li et al. [18] assessed cotton
disease severity using wavelet features and vegetation indices, achieving an R? of 0.9007
and RMSE of 6.0887 through GA/PSO/GWO-optimized SVM models. Zeng et al. [19]
detected powdery mildew in rubber trees using a low-altitude UAV-HSI system and a
multi-scale attention CNN, achieving a maximum Kappa coefficient of 98.04%. Currently,
few studies have quantitatively assessed soybean disease severity using UAV-based HSIL.
Meng et al. [20] combined multispectral UAV data with random forest regression to dynam-
ically monitor bacterial blight in soybean via CCI and GNDVI. In summary, UAV-based
hyperspectral imaging provides superior spectral sensitivity, enabling the detection of sub-
tle physiological changes and early disease symptoms that are often not discernible through
conventional imaging. Although its line-scan acquisition mechanism typically necessitates
slower flight speeds, hyperspectral systems maintain diagnostic stability under variable
environmental conditions and higher flight altitudes, offering significant advantages for
precision disease monitoring.

However, traditional machine learning methods such as SVM [21] and RF [22] rely on
manual feature engineering, making it difficult to fully exploit the complex information
inherent in hyperspectral data, and their generalization ability is limited. Existing deep
learning architectures, such as CNNSs, are primarily designed for two-dimensional images
and require large datasets for training, making them unsuitable for directly handling high-
dimensional tabular hyperspectral reflectance data [23]. How to design efficient end-to-end
deep learning models specifically for small-sample, high-dimensional hyperspectral tabular
data remains an open challenge.

To address the above-mentioned challenges, we propose a novel dual-path deep learn-
ing framework—HSDT-TabNet. The TabNet path emphasizes sparse local feature selection,
while the HSDT path captures hierarchical global interactions. These complementary
features are dynamically fused via a multi-head attention mechanism. Furthermore, to
enhance robustness and performance, the model employs tree-structured Parzen estima-
tor (TPE) optimization for hyperparameter tuning. This work introduces a tabular deep
learning model, providing a practical solution for field-based soybean disease grading.

2. Materials and Methods
2.1. Study Area and Experimental Materials

The UAV observation site for soybean FLS was located at the Xiangyang Research Base
of Northeast Agricultural University (126.93° E, 45.76° N), where the cultivar Dongnong
109 (Northeast Agricultural University, China) was sown at a row spacing of 0.5 m and
plant spacing of 0.1 m. The trial field comprised five gradations of disease severity, each
with three replicates, yielding 15 plots of 10 m x 10 m (Figure 1).

The disease severity was controlled by varying the number of inoculations with the
FLS pathogen. Using the standard FLS isolate from the College of Agronomy of Northeast
Agricultural University, a conidial suspension (1.0 x 10°> mL~!) was formulated with 3%
sucrose to improve spore attachment, producing the inoculation solution. According to
national standards, the FLS inoculation solution was inoculated in the early flowering
stage (R1 stage) of soybeans under cloudy conditions in the evening. Gradient 1 was not
inoculated with the pathogen as a healthy control, while gradients 2 to 5 were inoculated
with the pathogen 1 to 4 times, with an interval of 24 h between each inoculation.
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Figure 1. An experimental field layout with 15 soybean plots at varying FLS inoculation levels
(Al: control; A2-A5: 1-4 inoculations).

Disease severity grading for each experimental plot was determined through con-
tinuous in-field assessment by a team of agronomy experts, following the national
standard “Technical Specification for Identification of Soybean Frogeye Leaf Spot”
(DB-23/T 3111-2022) (Table 1). The expert team tracked and confirmed that each plot main-
tained a uniform disease grade across its entire area prior to UAV data acquisition. This
rigorous ground-truth validation ensured that the UAV-based hyperspectral imagery could
be reliably associated with accurate disease severity labels. Ultimately, these data were
integrated to construct a comprehensive spatiotemporal soybean frogeye leaf spot dataset.

Table 1. Grading standard for soybean FLS.

Disease Grade Grading Standards

No disease spots
Less than 1% of the lesion area
Disease spot area 1-5%
Disease spots occupy 6-20% of leaf area
Disease spots occupy 21-50% of the leaf area
Disease spots account for over 51% of the leaf area

Qb WO~ O

2.2. Data Acquisition and Preprocessing
2.2.1. UAV-Based Hyperspectral Imaging Acquisition System

The UAV remote-sensing platform used in this study consists of a DJI Matrice 300 RTK
drone (D]I, Shenzhen, China), a three-axis stabilized gimbal, and a ground control sta-
tion (Table 2).

Table 2. Technical parameters of UAV.

Technical Parameters of UAV

Maximum takeoff weight 9kg
Maximum single battery life 55 min
Maximum tolerable wind speed 12m/s
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The mounted hyperspectral imaging system consists of a Cubert S185 airborne imaging
spectrometer (Cubert GmbH, Ulm, Germany) and an ultra-compact computing unit; the
hyperspectral sensor’s technical specifications are presented in Table 3.

Table 3. Technical parameters of the hyperspectral sensor.

Technical Parameters of Hyperspectral Sensor

Spectral coverage range 450~950 nm
Spectral sampling interval 4 nm
Number of channels 126
Single hyperspectral cube acquisition time 0.001s

In addition, the UAV’s integrated position and orientation system (POS) can record the
geographic coordinates of the imagery in real time, ensuring spatial accuracy of the data.

2.2.2. Collection and Stitching of HSI

UAV-based hyperspectral data were collected on five occasions at 0, 5, 10, 15, and
20 days post-inoculation. Each acquisition occurred between 10:00 and 12:00 to directly
capture ortho-corrected hyperspectral imagery of the entire experimental area, minimizing
the effects of illumination and wind. Flights were conducted under clear, cloudless skies
with wind speeds below Beaufort 5 and a maximum duration of 40 min. Prior to takeoff,
a standard white reference calibration panel (Spectralon, Labsphere Inc., Sutton, NH,
USA) was placed in the experimental field to perform radiometric calibration, ensuring
the conversion of raw sensor data to accurate reflectance values. White-reference and
dark-current calibrations were also performed on the sensor before each flight. Flight
overlap was set to 75% lateral and 90% longitudinal at an altitude of 50 m, yielding a spatial
resolution of 3.0 cm.

The UAV hyperspectral platform acquired multiple single-scene images that required
mosaicking. First, the raw data were converted to reflectance images using the spectrome-
ter’s native Cube-Pilot 1.5.5 software. Next, the panchromatic image and its corresponding
POS data were imported into Agisoft PhotoScan 1.5.0, where POS coordinates and tie-point
matching between adjacent images were used to generate a 3D point cloud. Finally, the
panchromatic and hyperspectral data cubes were fused and ortho-corrected to produce
georeferenced UAV hyperspectral imagery.

2.2.3. Data Preprocessing

ENVI 5.3 (Exelis Visual Information Solutions, Boulder, CO, USA) was used for ge-
ometric rectification of the hyperspectral data, ensuring full coverage of all 15 plots. To
minimize external interference, we first excluded the edge areas of each experimental sub-
plot. We then overlaid a 3 x 3 grid on the remaining interior area and randomly selected
two non-overlapping 30 x 30 pixel (0.9 m x 0.9 m) regions of interest (ROIs) within each
grid cell, yielding 18 ROIs per subplot.

Raw spectra extracted from the ROIs underwent outlier detection and removal to
eliminate aberrant values due to sensor noise and environmental interference. Spectral
curves were smoothed using a Savitzky—Golay filter (window length = 11, polynomial
order = 2) to reduce high-frequency noise while preserving salient features. The smoothed
spectra were subjected to Z-score normalization to enhance data consistency and compa-
rability. The original dataset was imbalanced (702, 216, 216, 108, 54, and 54 samples for
Grades 0 to 5, respectively). To balance the class distribution, SMOTE oversampling and
downsampling were applied, resulting in 216 samples per disease level.
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To validate the biophysical basis of our model’s discriminative capability, we analyzed
the spectral reflectance patterns across disease severity levels. Figure 2 shows the average
spectral curves for healthy (Grade 0) and diseased (Grades 1-5) soybean samples across
450-950 nm.
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Figure 2. Reflectance curves of different disease levels.

These systematic spectral variation patterns clearly reveal the impact of diseases on
the physiological and biochemical characteristics and optical properties of soybean leaves,
which constitute the key physical basis for our model to effectively distinguish different
severity levels.

2.3. The Proposed HSDT-TabNet Model

The dataset in this study is characterized by a small sample size, high dimensionality,
and strong inter-band correlations, which place stringent demands on the performance of
conventional modeling approaches. To address these challenges, we propose HSDT-TabNet,
a dual-path feature-extraction architecture that integrates local and global modeling capa-
bilities to enhance both the feature learning capacity and generalization of hyperspectral
data in disease-recognition tasks.

TabNet, a deep neural network specifically designed for structured tabular data [24],
employs multi-step interleaved stacks of Feature Transformer and Attentive Transformer
modules to iteratively filter and transform the input features, thereby strengthening the
model’s ability to capture fine-grained local information—making it particularly well-
suited for feature compression and information retention in high-dimensional, small-
sample contexts.

In contrast, the hierarchical soft decision tree (HSDT) focuses on global structural
modeling [25]. Its internal nodes use soft split nodes to probabilistically partition data,
alleviating the limitations of traditional hard-split decision trees when handling fuzzy
feature boundaries. The multilayer architecture of HSDT facilitates hierarchical information
flow, which helps capture complex global correlations between spectral bands and enriches
feature fusion depth.

Thus, TabNet and HSDT, respectively, excel at modeling local and global information,
offering inherently complementary strengths. The hybrid HSDT-TabNet model presented
here is built upon the dual-path feature-extraction structure and incorporates a multi-head
attention (MHA) mechanism to fuse both feature types, further enhancing representational
capacity. In order to further optimize performance, we employ the tree-structured Parzen
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estimator (TPE), a tree-based Bayesian optimization algorithm, to automatically tune the
model’s hyperparameters. The model input is the reflectance data of all 126 bands, and the
complete structure is shown in Figure 3.

HSDT-TabNet

Input Data
; / TabNet Path \ / HSDT Path \
Feature Transformer Hierarchicaliliee
b 18 Structure y|
| 1Attention Transformer Soft Binary Splitting 3
TPE Hyperparameter-> Al - -
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Optimization |

& / & Fusion /
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Muti-Head Attention Fusion )
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1
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. \l, 4
" Integration & Classification

(Model Evaluation]—)[ Results ]

Figure 3. HSDT-TabNet framework diagram.

2.3.1. Dual-Path Parallel Feature Extraction Module

In this module, we design a parallel dual-path framework using TabNet for local
feature extraction and HSDT for global feature modeling of hyperspectral data, aiming to
improve the severity grading of soybean FLS.

1.  TabNet path;

TabNet achieves feature selection and transformation through a multi-step cascaded
feature transformer and attention transformer (Figure 4). In each step, input features
X € R"™* are first batch-normalized through a BN layer, followed by a nonlinear trans-
formation via the feature transformer. At the i-th step, the operations of the Feature
Transformer are as follows:

fi = FC(GLU(FC(di-1))) M

where d;_; denotes the input features at step i — 1, and the gated linear unit (GLU) is
defined as follows:
GLU(x) = c(Wix + b1) © (Wox + bp) 2)

where ¢ denotes the Sigmoid activation function, W; and W, are distinct weight matrices,
and by, by are the corresponding bias terms.
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Figure 4. TabNet path feature extraction framework.

The attention transformer module generates a sparse feature mask M; via the
sparsemax function, which dynamically selects key spectral band features. The formu-
lation is as follows:

M; = sparsemax(D;) (3)

where P; is generated by the attention transformer, and the Sparsemax function ensures
sparse feature selection, thereby enhancing the interpretability of the selection process.

Finally, the output features from all steps are integrated into a unified high-order
representation, as expressed by the following equation:

T
frab = fagg = Z a;fi (4)
i=1
where T denotes the number of steps, which serves as a key hyperparameter tuned between
3,4, and 5 to balance representational power and generalization; 4; is the fusion weight of
each step; the output f;,;, is a 32-dimensional high-level feature vector.

2. HSDT path

HSDT employs a multilayer structure to model the complex relationships in hyper-
spectral data by progressively partitioning the feature space. Each layer contains multiple
soft split nodes, which perform weighted combinations of the input and map them to child
nodes. The split probability for each node is calculated as:

prspT = 0 (WHspTX + bHspT) (5)

where ¢ denotes the sigmoid activation function, and Wyspr and byspr are the corre-
sponding weight matrix and bias term.

This probability determines the weight of information flow to the child nodes, en-
abling a nonlinear decomposition of the input features. As the number of layers increases,
HSDT captures increasingly complex feature interactions. Finally, a fully connected layer
compresses the abstracted features into a 32-dimensional high-order vector f},5;, which in-
tegrates high-order feature information. To balance model complexity and representational
capacity, the number of HSDT layers is tuned among 2, 3, and 4.

3.  Combining dual-path feature vectors

Before applying the multi-head attention fusion, the feature vectors from the TabNet
and HSDT paths need to be merged. One common approach is to treat the two feature vec-
tors as two tokens in a sequence, resulting in a sequence of length 2, with each token having

ftab

hsdt

a dimensionality of 32, i.e., F = l € R?*32; the second approach is to directly concate-
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nate the two feature vectors into a single 64-dimensional vector, i.e., f = [fiap; frsat] € R%,
This study chooses to use the first approach for feature vector combination, as inputting the
two 32-dimensional features as independent tokens allows the multi-head attention module
to explicitly capture the interaction between tokens. Through the query-key mechanism, the
module dynamically adjusts the fusion weights of different features. Compared to directly
concatenating the vectors into a 64-dimensional one, constructing a sequence allows the
model to independently process information from different sources, which is then fused
through attention weighting. Moreover, multi-head attention enables multiple heads to
focus on different subspaces or interaction patterns. This parallel processing approach fully
explores complementary information between paths, whereas direct concatenation lacks a
dynamic weight adjustment mechanism and tends to mix the information together.

2.3.2. Multi-Head Attention Feature Fusion Module

ftab

hsdt
linear transformations to generate the query (Q), key (K), and value (V) matrices. The

After combining the feature vectors, we obtain F = 1 € R?*32, Next, we apply

formulas are as follows:
Q= FWg, K= FWg,V = FWy (6)

where Wg, Wk, Wy € R32%dk are learnable weight matrices. These matrices are optimized
during training to generate representations that effectively capture the relationships be-
tween features. Based on the characteristics of the data in this study, 4 attention heads
(4MHA) were selected, with each head having a dimension of d; = 8. For each attention
head, attention scores are calculated, and the outputs of all heads are concatenated to obtain
the fused feature representation:

x.T
Attention(Q;, K;, V;) = softmax < Q\Z/I;Lk > V; (7)

MultiHead(Q,K, V) = Concat(Head,, ... Head;)W° (8)

Here, Q, K and V represent Query, Key, and Value, respectively. Wl-Q, WiK and Wiv
represent the learnable parameter matrices for the ith attention head, while WO is the
output mapping matrix used to integrate the information from each head. After passing
through the multi-head attention module, we obtain the fused feature representation Fy.
Next, we input this representation into the feedforward neural network (FFN), which
consists of two fully connected layers with ReLU activation in between, followed by a
dropout layer to prevent overfitting. Finally, the output from the FEN is processed through
dropout regularization to obtain the fused feature representation, i.e., Ffyseq = FEN (Fatt)-

This design enhances the model’s nonlinear representation capability while effectively
reducing its dependence on certain neurons, improving overall generalization ability.

2.3.3. TPE Hyperparameter Optimization Module

To improve the model’s generalization performance and stability, this study uses
the TPE method for automatic search and optimization of key hyperparameters. TPE is
an efficient Bayesian optimization method that constructs a probabilistic model between
hyperparameters and the objective function, enabling efficient exploration of optimal
parameter combinations within a predefined search space. The key hyperparameters to be
optimized are listed in Table 4 below:
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Table 4. Hyperparameters to be optimized and their ranges.

Hyperparameters for Optimization Range
Learning rate (Lr) Lre[l x 10741 x 1072]
Batch size 32,64,128
Number of steps in TabNet path (Nst.p) 3,4,5
Number of layers in HSDT path (N1) 2,3,4
The dropout rate of the feedforward network [0.1,0.5]

2.4. Baseline Models

To construct a reliable control group for the HSDT-TabNet model, this study introduces:

(1) the TabTransformer model [26], as a state-of-the-art tabular data modeling approach;

(2) the CNN-transformer hybrid architecture [27] as a novel deep learning baseline
that integrates convolutional neural networks (CNNs) for local feature extraction with
transformer blocks for global dependency modeling;

(3) Five classic machine learning algorithms, including support vector machine
(SVM) [28], random forest (RF) [29], multilayer perceptron (MLP) [30], K-nearest neighbors
(KNN) [31], and logistic regression (LR) [32].

This comprehensive baseline ensemble enables rigorous evaluation across diverse
architectural paradigms.

For the original 126 hyperspectral reflectance bands in the 450-950 nm range and the
37 vegetation indices (VI) collected from literature that are highly correlated with soybean
physiological and biochemical parameters, the competitive adaptive reweighted sampling
(CARS) method is used to select the most discriminative feature bands and feature VlIs.

Subsequently, continuum removal (CR) normalization is applied to the spectral curves
to suppress background noise and highlight key absorption features. Based on the normal-
ized curves, absorption peak areas are calculated in the 502-582 nm (GA1) and 702-786 nm
(GA2) ranges, and two peak area features are extracted.

Finally, three types of features (F1: characteristic spectral bands; F2: characteristic
vegetation indices; F3: peak area of wavelength reflectance curve) are separately, pairwise,
and three-way combined, resulting in seven input feature sets (Table 5). These are combined
with the five machine learning baseline models and evaluated for the performance of
various combinations.

Table 5. Feature sets of machine learning baselines.

Feature Sets Index Feature
F1 Characteristic spectral bands
F2 Characteristic vegetation indices
F3 Peak area of the wavelength reflectance curve
F4 F1+F2
F5 F1+F3
Fé6 F2 +F3
F7 ALL

3. Results

3.1. Experimental Environment Configuration

In order to ensure the fairness of the experiments, all experiments in this study were
conducted under consistent hardware and software conditions. The hardware and software
configurations used in the experiments are shown in Tables 6 and 7.
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Table 6. Hardware environment configuration.

Hardware Environment

GPU  NVIDIA Quadro RTX 5000 16 GB (NVIDIA Corporation, Santa Clara, CA, USA)
CPU Intel(R) Xeon(R) Gold 6244 CPU (Intel Corporation, Santa Clara, CA, USA)
RAM 192 GB

Table 7. Software environment configuration.

Software Environment

(OX) Windows 10 (Microsoft Corporation, Redmond, WA, USA)
CUDA 11.3 (NVIDIA Corporation, Santa Clara, CA, USA)
CudNN 8.2.1 (NVIDIA Corporation, Santa Clara, CA, USA)
Python Version 3.13.0 (Python Software Foundation, Wilmington, DE, USA)
IDE PyCharm 2024.2.3

Each training session contains up to 150 epochs, with the actual number of epochs
dynamically determined via early stopping. During the hyperparameter search phase, the
patience is set to 15. In the final model training phase, the patience is set to 20, meaning
that training will be terminated early if the validation performance does not improve over
20 consecutive epochs, to reduce the risk of overfitting. The batch size is automatically
selected from among 64, 128, and 256. To achieve optimal model performance, the Optuna
hyperparameter optimization framework is used, with TPE as the sampler. The learning
rate is automatically selected from the range of [0.001, 0.1]. The optimizer used is Adam,
with a fixed weight decay of 0.00001. All experiments are conducted with a fixed random
seed of 42, and training and evaluation are performed using five-fold cross-validation.

3.2. Model Evaluation Indicators

To comprehensively evaluate the robustness and generalization ability of the model in
multi-class classification tasks, we employed stratified 5-fold cross-validation. To ensure a
fair evaluation of the model’s discriminative ability across all disease severity levels, the
final performance metrics adopt macro-averaged accuracy, precision, recall, and F1-score.
The formulas are as follows:

Macro-accuracy = € i 0+ T )
N].:l TP;+ TN+ FP;j+FN;

Macro-precision = ;]]i 1“13]711—1)]1-"13] (10)

Macro-recall = ;[]i TP]];—P/FN] (11)

Macro-F1-score = 11]% 2 ;rzzscz'lj:zjn—ij; Z(j:aez;la]-”j (12)

j=1

Here, N represents the total number of classes, TP]- denotes the true positives for the

class, TN; represents the true negatives for the class, indicates the recall for class j, FP;

refers to the false positives for class j, FN; denotes the false negatives for class j, Precision;
refers to the precision for class j, and Recall; indicates the recall for class j.
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3.3. Ablation Experiments

To demonstrate the contribution of the three modules in the HSDT-TabNet model
to performance improvement, we conducted ablation experiments on each module and
compared the classification results (Table 8).

Table 8. Results of the HSDT-TabNet model ablation experiment.

Model Macro-Accuracy Macro-Precision Macro-Recall ~ Macro-F1-Score
HSDT 0.9398 0.9401 0.9398 0.9399
TabNet 0.9444 0.9446 0.9444 0.9445
HSDT-TabNet-4MHA 0.9537 0.9539 0.9538 0.9537
HSDT-TabNet-2MHA-TPE 0.9313 0.9317 0.9313 0.9314
HSDT-TabNet-SMHA-TPE 0.956 0.9562 0.956 0.956
HSDT-TabNet-4MHA-TPE 0.9637 0.9639 0.9637 0.9638

3.3.1. The Efficacy of the Dual-Path Parallel Feature Extraction Module

As shown in Table 7, the HSDT-TabNet model with dual-path feature extraction
achieved a macro-accuracy of 96.37%, which is an improvement of 1.93% and 2.39% com-
pared to the single-path TabNet and HSDT models with single-path feature extraction,
respectively. The TabNet path extracts local discriminative features through feature sparsity
constraints and a stepwise attention mechanism, while the HSDT path relies on a multi-
layer soft decision structure to model complex nonlinear interactions between features on a
global scale, significantly enhancing global feature extraction ability. The fusion of both
paths balances local sensitivity and global structure, significantly improving the model’s
recognition robustness in disease grading tasks. Compared to the original TabNet, HSDT-
TabNet has improved by 1.93% in both macro-precision and macro-recall, indicating that
the dual-path structure has achieved a more balanced performance improvement in terms
of precision and recall.

3.3.2. The Effect of Different Numbers of Attention Heads in the MHA

We compared the performance differences of the MHA with different numbers of
heads (2, 4, 8) in the HSDT-TabNet model and plotted a performance comparison chart for
the HSDT-TabNet model with varying attention heads (Figure 5).

Precision

0.94
Recall é Accuracy

Fl-score

HSDT-TabNet + 4MHA + TPE
HSDT-TabNet + 8MHA + TPE
HSDT-TabNet + 2MHA + TPE

Figure 5. A comparison chart of the performance of different attention heads.

The results show that the HSDT-TabNet model performs best when using a four-head
attention mechanism (4MHA), achieving a macro-accuracy of 96.37%. The eight-head
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attention (8MHA) is second with a macro-accuracy of 95.60%. The two-head attention
(2MHA), however, lags significantly behind the four- and eight-head configurations, with
macro-accuracy decreasing by 3.24% and 2.47%, respectively, and macro-F1-score dropping
by 3.24% and 2.46%. The key to MHA lies in mapping the input features to different
subspaces using multiple independent Query, Key, and Value matrices, allowing for the
capture of diverse interaction patterns. The 4MHA divides the 32-dimensional tokens from
the dual-path outputs into 8-dimensional features for each subspace, ensuring both feature
independence across subspaces and the completeness of interactions, thus yielding the best
performance. While the SMHA captures more subspace information, the increased com-
putational overhead and the dispersion of attention weights prevent further performance
improvement. In contrast, the 2MHA has too few subspaces, making it difficult to fully
integrate the local discriminative features of TabNet with the global interaction features
of HSDT, leading to feature conflicts or redundancy and a subsequent performance drop,
even falling below the original single-path TabNet and HSDT models.

3.3.3. The Function of the TPE Module

In the HSDT-TabNet model, we used the TPE method to optimize key hyperparameters.
By comparing the results of the non-optimized model and the TPE-optimized model, it
was found that the TPE hyperparameter optimization module significantly improved
the model’s performance. Macro-accuracy and macro-F1 increased by 1% and 1.01%,
respectively. The best optimized hyperparameters and fixed hyperparameters are shown
in Table 9.

Table 9. Hyperparameter configurations: TPE-optimized vs. default values.

Key Hyperparameters Fixed Best Optimized
Hyperparameters Hyperparameters
Learning rate (Lr) 0.001 0.00572
Batch size 32 64
Number of steps in TabNet path (Nstep) 3 5
Number of layers in HSDT path (Np) 3 4
The dropout rate of the feedforward network 0.3 0.4

After TPE optimization, the model can dynamically adjust the learning rate during
the training process, which accelerates convergence and effectively prevents overfitting.
The automatic optimization of batch size makes the computational load per iteration more
reasonable, significantly improving training efficiency and stability. Compared with the
default setting (Nstep = 3, N = 3), after TPE optimization, Nstep Was increased to 5 and
Ny, was adjusted to 4, making the model more flexible in feature selection and splitting
decisions, allowing it to capture more high-order feature interactions, further improving
the model’s performance.

In conclusion, the TPE hyperparameter optimization module significantly enhanced
the generalization ability and overall performance of HSDT-TabNet by adaptively adjusting
key hyperparameters, resulting in significant improvements across all evaluation metrics.

3.4. Comparison Experiment of Baseline Models
3.4.1. Optimal Feature Combinations and Machine Learning Model Evaluation

To objectively and fairly verify the performance of the HSDT-TabNet model, we
compared five mainstream traditional machine learning models (SVM, RE, MLP, KNN, and
LR) across seven different feature sets (F1-F7) (Figure 6), aiming to identify the optimal
feature set-model combination as a traditional machine learning baseline model.

1.  Model performance analysis
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Figure 6. The performance comparison bar chart of machine learning baseline models.

As shown in Figure 6, SVM performed excellently across all feature sets, achieving an
accuracy of 94.14% on the F7 feature set, significantly outperforming the other models—a
superiority attributable to the RBF kernel’s effective capture of nonlinear relationships
among features. RF and MLP also exhibited strong performance, attaining 93.52% and
93.36% accuracy on F7, respectively. Although RF slightly outperformed MLP across the
seven feature sets, on the high-dimensional F4 and F7 sets, MLP lagged behind LR by only
0.2% and 0.16%, respectively, indicating that both RF’s ensemble methodology and MLP’s
neural network architecture are equally adept at capturing nonlinear patterns. KNN, by
adapting to the geometric structure of the feature space via local distance metrics, achieved
a slightly lower accuracy than the top three models but still reached 92.7% on F7. In contrast,
LR, as a linear model, performed the worst, registering only 89.51% on F7, which is even
below the 90.03% accuracy on the single-feature set F2, reflecting its inability under a linear
assumption to model complex feature interactions.

2. Feature set performance analysis

The performance of feature sets exhibited a hierarchical pattern: for most models, the
three-feature combination (F7) was optimal, the two-feature combinations (F4-F6) were
intermediate, and the single-feature combinations (F1-F3) were the least effective. F7
achieved the highest accuracy in all nonlinear models (SVM: 94.14%, RF: 93.52%, MLP:
93.36%, KNN: 92.7%), indicating that multi-feature integration significantly enhances clas-
sification performance. The two-feature combinations, by introducing feature interactions,
offered greater discriminative power compared to the single-feature sets. Notably, the area
feature (F3) performed the weakest when used alone, owing to its limited information
content, which hampers effective class separation. However, when F3 was combined
with other features, performance improved markedly, indicating that it provides crucial
contextual information for nonlinear interactions through its complementary role.

In summary, SVM coupled with the F7 feature set exhibited the best classification
performance, achieving 94.14% accuracy, thereby fully demonstrating its ability to capture
nonlinear relationships via the RBF kernel and the synergistic advantage of multi-feature
combinations. Therefore, SVM + F7 is the most suitable combination to serve as the machine
learning baseline for the HSDT-TabNet model.
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3.4.2. Baseline Model Comparison Results

To comprehensively evaluate the classification performance of the HSDT-TabNet model,
we selected the optimal machine learning model, SVM, determined in Section 3.4.1, and an
outstanding tabular deep learning model TabTransformer, and the novel CNN-transformer
hybrid architecture as baseline comparison models. Figure 7 presents a comparison of the
five-fold cross-validation results.

0.98

= Macro-F1
0.9697%38 I Macro-Accuracy
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 0.92
s
(o]
O
0}
0.90
% 0.874%73°
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HSDT-TabNet TabTransformer SVM CNN-Transformer

Figure 7. A comparison of macro-accuracy and macro-F1-scores across models.

As shown in Figure 7, HSDT-TabNet excelled on every metric, with a macro-accuracy of
96.37%, which is 2.08% higher than TabTransformer (94.29%), 2.23% higher than SVM (94.14%),
and 8.95% higher than CNN-transformer (87.42%). Regarding macro-precision, macro-recall,
and macro-F1 scores, HSDT-TabNet also outperformed the baseline models, indicating su-
perior accuracy and balance in the classification task. This performance advantage may be
attributed to the combination of attention mechanisms and tree-like decision structures in
HSDT-TabNet, which better capture complex feature patterns in the dataset.

To further analyze model stability, Figure 8 presents box plots of each model’s accuracy
across the five folds.
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Figure 8. Model cross-validation accuracy box plots for each fold.
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As shown in Figure 8, the box plot for HSDT-TabNet exhibits the smallest fluctuation
range with an interquartile range (IQR) of only 0.48%, indicating exceptionally high stability
across data splits. In contrast, TabTransformer (IQR = 0.52%) and SVM (IQR = 0.55%)
show moderate variability. CNN-transformer exhibits the most pronounced instability
(IQR = 1.52%). The stability advantage of HSDT-TabNet further validates the robustness of
its architectural design, making it more reliable for practical applications.

In summary, HSDT-TabNet significantly outperforms the baseline models TabTrans-
former and SVM in both classification performance and stability.

3.4.3. Deployment Feasibility Under Edge Constraints

To assess the practical applicability of the proposed model in real-world deployment
settings, especially under resource-constrained environments, we further evaluated the
inference efficiency of all baseline models and HSDT-TabNet on CPU-only configurations.

Table 10 presents the inference time and peak memory usage for each model when
executed solely on a CPU (Intel Xeon 6244, single-thread mode). While deep learning
models naturally benefit from GPU acceleration, their CPU-based performance is critical
for evaluating edge deployment feasibility. Notably, although HSDT-TabNet introduces a
dual-path attention structure, its inference latency remains within acceptable limits even
on CPU-only platforms, which satisfies the real-time requirement of <1 ms commonly
adopted in field-level disease monitoring systems [33].

Table 10. Inference performance and memory usage of models under a CPU-only environment.

Model Total Inference Time (s) Peak Mem (MB)
TabTransformer 0.458 535
CNN-Transformer 0.627 612
HSDT-TabNet 0.585 587

3.5. Comparison of Classification Performance of Different Disease Levels

In order to deeply evaluate the advantages and limitations of the HSDT-TabNet across
different disease severity levels and provide a scientific basis for further optimization and
practical application of the model, we performed a detailed analysis of its classification
performance on soybean FLS from level 0 to level 5. Figure 9 shows the confusion matrix
for each disease level.

1.0
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0 1 2 3 a 5
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Figure 9. HSDT-TabNet confusion matrix.
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Figure 9 demonstrates that the classification efficacy of HSDT-TabNet differs among
the various disease severity levels. The model achieved its best performance on level 5
disease, with both accuracy and F1-score reaching 99.54%, and very few misclassifications.
Level 4 disease also yielded strong classification results, achieving an accuracy of 97.22%.
This may be because levels 5 and 4, as the highest and second-highest severity categories,
exhibit the most pronounced features and the greatest disparity from other levels, which the
model can accurately capture. For level 0 disease, the classification accuracy was 96.30% and
the Fl-score was 96.52%. The low misclassification rate at this level is primarily attributable
to the distinct feature differences between healthy and diseased states. The model can
effectively capture these features, thereby distinguishing level 0 samples from other severity
levels. Levels 1, 2, and 3, serving as intermediate transitional stages, showed comparatively
lower performance, with accuracies of 95.37%, 94.44%, and 95.81%, respectively. This may
be because soybean FLS progresses continuously, and as intermediate stages, levels 1, 2, and
3 exhibit gradual feature changes rather than abrupt shifts. Such gradual progression yields
small inter-level differences—whether from level 1 to 2 or from 2 to 3—making feature
boundaries less distinct and prone to misclassification. However, in our experiments, no
cross-level misclassifications occurred.

4. Discussion

The proposed HSDT-TabNet model demonstrated excellent performance in classify-
ing soybean FLS severity under field conditions, achieving a macro-accuracy of 96.37%,
surpassing the TabTransformer model, CNN-transformer model, and conventional ma-
chine learning baselines. The significant performance gap compared to CNN-transformer
arises from fundamental architectural differences. CNN-transformer leverages the inherent
spatial structure of image data, capturing local-global dependencies via convolutional
and attention mechanisms. However, hyperspectral reflectance data represented in tabu-
lar form lacks the underlying two-dimensional grid structure necessary for these spatial
operations to be effective. These results match or surpass those reported in previous
controlled-environment studies. For example, Gui et al. [34] developed a CNN-SVM hy-
brid for early detection of soybean mosaic disease, achieving a test-set accuracy of 94.17%
on hyperspectral data collected under laboratory conditions. Feng et al. [8] employed a
deformable and dilated convolutional neural network, DC%Net, to detect Asian soybean
rust in laboratory conditions, attaining an accuracy of 96.73%. Our dual-path architecture
captured the hyperspectral disease signatures as effectively as these specialized models,
validating that integrating local and global features is an effective strategy.

By introducing dual parallel paths, the model leverages the TabNet path to extract
sparse local discriminative features, while the HSDT path captures global nonlinear inter-
actions. This synergy increased accuracy by 1.93% over the original TabNet and by 2.39%
over standalone HSDT. Hyperspectral tabular data presents unique challenges that make it
distinct from typical datasets: it is high-dimensional, often comprising hundreds of spectral
bands, which introduces the curse of dimensionality; it typically has small sample sizes due
to the high cost and complexity of data collection in field conditions; and it exhibits strong
inter-band correlations, leading to redundancy and multicollinearity that can confound
traditional models. These characteristics often cause conventional approaches, such as
SVM or random forests, to struggle with overfitting or fail to capture the complex nonlinear
relationships inherent in the data. The HSDT-TabNet model is specifically tailored to
address these issues. The TabNet path employs sparse feature selection to focus on the
most relevant spectral bands, effectively reducing the impact of irrelevant or redundant
features, while the HSDT path models global interactions across all bands, preserving
the overall spectral signature critical for disease detection. Furthermore, the multi-head
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attention mechanism enhances the model’s ability to focus on different parts of the spec-
trum simultaneously, capturing subtle and complex patterns that distinguish disease states,
particularly valuable when sample sizes are limited. Moreover, we observed that four
attention heads (4MHA) outperform configurations with two or eight heads, indicating that
while sufficient multi-view projections capture complex spectral-spatial patterns, excessive
heads incur diminishing returns and higher variance, consistent with Liang et al. [35],
who showed that although multi-head attention enhances expressiveness, too many heads
dramatically increase parameter count and computational cost, risking overfitting and
instability. In addition, Guo et al. [36] adopted a similar dual-path CNN-transformer
architecture and achieved over 97% accuracy on crop classification tasks across multiple
UAV-based hyperspectral datasets, further corroborating the merits of hybrid designs.
Finally, by employing TPE hyperparameter optimization, we automated the search for
critical parameters, improving both convergence speed and generalization ability—thereby
validating the effectiveness of this approach.

In severity grading, level 0 (healthy) and levels 4-5 (severe) were easily separable,
aligning with the gradual progression of disease [37]. However, soybean FLS exhibits
continuity in its levels, with minimal differences in lesion area and severity between
adjacent levels, causing blurred boundaries for intermediate levels (1-3) and leading to
potential model confusion. Similar observations have been reported in other disease
studies [38-40], where intermediate stages pose greater classification difficulty under
gradual disease progression. To address this, we analyzed misclassifications within the
intermediate levels and plan to explore improved optimization strategies to enhance
performance in future work.

In summary, HSDT-TabNet was specifically designed for high-dimensional, small-
sample, and strong inter-band correlation datasets by integrating dual-path feature ex-
traction, multi-head attention mechanism, and TPE hyperparameter optimization. This
approach effectively overcomes the limitations of traditional models in separating local and
global features, achieving outstanding performance in hyperspectral crop disease grading
tasks and proving particularly suitable for complex agricultural scenarios. The performance
gains over traditional baselines, consistent with recent advanced studies, underscore the
scientific value of our model. By concurrently modeling local and global feature relations
and optimizing hyperparameters, the model markedly enhances detection accuracy and
robustness. These findings represent an advancement in UAV-based crop disease moni-
toring, showcasing the innovation and potential impact of hybrid deep learning models
in agriculture.

5. Conclusions

To address the practical needs of soybean FLS severity detection under field conditions,
this study proposed an end-to-end HSDT-TabNet model with dual-path feature extraction.
The model employs TabNet and HSDT paths to capture local and global features, integrates
them via a multi-head attention mechanism, and applies TPE hyperparameter optimiza-
tion. This enables effective modeling of high-dimensional and small-sample hyperspectral
data. On the UAV-acquired soybean FLS dataset, the model achieved a macro-accuracy of
96.37% in five-fold cross-validation, significantly outperforming the baselines represented
by TabTransformer and SVM. Future work will focus on optimizing the model to further
improve classification performance for intermediate levels and on evaluating the frame-
work’s ability to generalize across a wide range of environmental conditions and multiple
soybean cultivars.

The achieved results meet the practical needs of soybean disease monitoring and
control, providing a new approach for field-scale severity grading of soybean diseases.
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