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Abstract

Network Intrusion Detection Systems (NIDSs) are critical to ensuring the resilience of
modern digital infrastructures. Although traditionally deployed in large-scale corporate
environments, the expanding threat landscape requires the integration of robust security
measures into Small Office/Home Office (SOHO) and Edge-of-Things (EoT) networks.
However, these environments often face significant constraints in terms of specialized
hardware and technical expertise. This article presents R-Snort, an open-source NIDS
based on Snort 3, optimized for low-cost Raspberry Pi 5 hardware. Its multi-agent archi-
tecture enables distributed deployment with centralized traffic analysis and cross-agent
attack correlation, while an intuitive web interface simplifies alert visualization and system
management for non-expert administrators. Its main contributions are: (1) a performance-
optimized NIDS agent achieving 1 Gbps throughput; (2) a distributed multi-agent ar-
chitecture enabling centralized event correlation and detection of multi-vector attacks;
and (3) an IaC-based automated deployment framework with an intuitive web interface,
democratizing professional-grade security for SOHO and EoT environments.

Keywords: Snort; network intrusion detection systems; multi-agent systems; raspberry Pi;
edge computing security; SOHO network security; edge-of-things (EoT) environment

1. Introduction
Network Intrusion Detection Systems (NIDSs) are a fundamental cybersecurity tool

that analyzes all network traffic in real time to detect and analyze cyberattacks [1]. Although
their use has traditionally focused on large-scale corporate infrastructures, SOHO networks
are a growing target for increasingly sophisticated cyberattacks, driven by the expansion of
remote work and the reliance on cloud services [2]. This reality underscores the need to
democratize IDS/IPS solutions for environments with limited resources.

In this context, Snort [3] is one of the most prevalent and versatile open-source NIDSs,
widely used for its ability to perform real-time traffic analysis and attack detection [4].
Although its use has historically been associated with high-performance servers, the evolu-
tion of technology allows its adaptation to lower-cost hardware, with the aim of extending
the use of NIDSs.
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This article presents R-Snort, a comprehensive open-source NIDS based on Snort 3,
which has been optimized to run on low-cost hardware like the Raspberry Pi 5. R-Snort
includes an intuitive web interface and a multi-node architecture, which enables the dis-
tributed deployment of agents to centralize event correlation and traffic analysis. This
low-cost approach and multi-node architecture facilitate deployment and scalability and
make it possible to democratize cybersecurity in resource-constrained environments. The
main contributions of this research are summarized as follows:

• Performance Optimization: A multi-agent NIDS designed specifically for Raspberry
Pi 5, achieving enterprise-level performance on affordable hardware. Its use is essential
for improving the security of SOHO and Edge-of-Things networks.

• Usability-Security Convergence: The development of an intuitive management web
and real-time dashboards, specifically designed to bridge the operational gap for
non-expert administrators.

• Automated Deployment: R-Snort deploys in minutes using automated scripts, re-
quiring no specialized Linux or networking knowledge. This makes enterprise-grade
NIDS accessible to small business administrators.

• Distributed Visibility: Multiple R-Snort agents can be deployed across different
network segments, all reporting to a single dashboard. This allows detection of
coordinated attacks that a single-point sensor would miss.

2. Related Work
The deployment of Network Intrusion Detection Systems (NIDS) has become a stan-

dard security measure in corporate environments. However, most of the current literature
focuses on high-speed networks with high-resource infrastructures [5,6], there is a critical
need to strengthen security within Small Office/Home Office (SOHO) and Edge-of-Things
(EoT) environments. These environments are increasingly targeted by sophisticated cyber-
attacks but often lack the specialized personnel or budget for enterprise-grade solutions.
This technological gap underscores the urgent need for IDS/IPS architectures that are
computationally efficient and accessible to resource-constrained hardware.

2.1. NIDS on Low-Cost and Embedded Platforms

Recent academic research has turned toward the analysis of NIDSs on embedded and
low-power platforms, moving beyond traditional high-performance server architectures.
Snort has established itself as a versatile open-source benchmark capable of real-time traffic
analysis through signature-based and anomaly-based detection [7]. While Snort remains
a primary focus, studies have increasingly explored alternative engines such as Suricata
and Zeek to evaluate their effectiveness and strategic placement in limited hardware
environments. Specifically, in [8] analyzes between Snort 3 and Suricata have highlighted
advances in modularity and scalability—features vital for accessible hardware. Previous
implementations on platforms such as the Raspberry Pi 4 [9] demonstrated the feasibility
of using such hardware to identify performance bottlenecks and evaluate the efficacy of
NIDS under real-world conditions.

The Raspberry Pi is by far the most widely used platform in academic Snort research,
with a substantial body of published work [9–14] providing a direct performance baseline.
This makes the Raspberry Pi 5 the natural hardware choice for a contribution seeking
comparability with the existing literature. Furthermore, at approximately $150 USD for
the 8 GB variant, the RPi5 offers a competitive price point compared to alternative edge
computing platforms with similar or greater capabilities.
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2.2. Multi-Agent Systems (MAS) and Distributed Detection

A fundamental advantage of Multi-Agent Systems (MAS) is their ability to manage
and correlate heterogeneous alerts from distributed sensors [15]. Event correlation is critical;
complex attacks often manifest as a sequence of seemingly unrelated events across different
network segments. Although a single agent may only detect a fragment of an intrusion,
a MAS can reconstruct the full attack scenario through autonomous cooperation and
information exchange. This proactive nature allows for more adaptable detection compared
to traditional monolithic IDS, which often struggle with scalability [16]. Furthermore, the
application of real-time MAS has proven crucial in mitigating processing overheads and
improving response latency against emerging threats [17,18]. Beyond detection, intelligent
agents are increasingly explored for automated intrusion response (IPS) [19]. By allowing
agents to execute corrective actions, the “window of vulnerability” between detection and
mitigation is significantly reduced, a critical factor for protecting real-time systems [20].
However, existing Snort-based MAS often focus on combining Host-based IDS (HIDS)
agents and frequently lack robust communication protocols to monitor multiple network
segments simultaneously [21].

Beyond detection, operator-oriented modeling approaches for distributed dynamic
systems [22] present a theoretically grounded perspective that could inspire future enhance-
ments to the analytical capabilities of MAS-IDS event correlation engines.

2.3. Usability Barriers and Alert Interpretation

Despite the technical robustness of engines like Snort, their management and alert
interpretation present significant barriers for non-expert users. While traditional interfaces
like BASE or ACID provided early solutions, they are now largely deprecated. Contem-
porary alternatives, such as the ELK stack (Elasticsearch, Logstash, Kibana) [23], offer
powerful visualization capabilities but demand high resource overhead and specialized
knowledge, making them impractical for SOHO administrators. Consequently, research in
this field must prioritize not only technical throughput, but also usability and “plug-and-
play” accessibility.

2.4. Advancements and Distinctions of R-Snort

To clarify the scientific contribution and position R-Snort within the existing landscape,
Table 1 compares it with the four most closely related prior works across five dimensions:
hardware target, IDS engine, agent type, demonstrated throughput, and automated deploy-
ment support.

Table 1. Comparison of R-Snort with closely related prior works.

Work Hardware IDS Engine Agent Type Auto Deploy

Varma et al. [9] RPi 4B Snort 2/3 Single-node NIDS No
Al-Yaseen et al. [17] Servers SVM/ELM MAS Multi-agent (HIDS) No
Younes & Jemili [16] Cloud/Spark Custom MAS Big-Data oriented No
Davies et al. [21] Servers + SIEM Snort 3 multi-node Collaborative NIDS Partial

R-Snort (this work) RPi 5 (8 GB) Snort 3 (opt.) Multi-agent NIDS Yes (full IaC)

Varma et al. [9] is the closest prior work in terms of platform. However, their im-
plementation uses a single RPi4 node, explicitly documents CPU saturation and RAM
bottlenecks under high-traffic conditions, and provides no automated deployment. R-Snort
advances this work by migrating to the RPi5 (2–3× the CPU performance of the RPi4’s
Cortex-A72), introducing a multi-agent architecture, and providing full IaC deployment.
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Al-Yaseen et al. [17] propose a real-time MAS using SVM and ELM classifiers evaluated
on the KDD’99 benchmark dataset. Their system targets general-purpose servers, is not
designed for resource-constrained hardware, and reports no real network throughput.

Younes and Jemili [16] propose a MAS-based IDS on Apache Spark for Big Data
environments. It is fundamentally incompatible with the SOHO/EoT context, requiring a
Spark cluster and not deployable on embedded hardware.

Davies et al. [21] present the most architecturally similar work: a collaborative IDS
using multiple Snort nodes with centralised correlation. However, their architecture targets
enterprise environments, requires a commercial LogScale SIEM for visualisation, and has
no automated deployment pipeline for non-expert users.

In summary, R-Snort is the only system in this comparison that simultaneously (1) uses
Snort 3 on low-cost embedded hardware for SOHO/EoT, (2) implements a true multi-agent
NIDS across network segments, (3) demonstrates 1 Gbps throughput with zero packet loss,
and (4) provides fully automated deployment requiring no specialised expertise.

3. R-Snort
3.1. Architecture and Implementation

The architecture of R-Snort is modular, distributed, and scalable, designed to adapt to
SOHO networks. The system consists of two main elements: the Snort agents—deployed
on embedded systems like the Raspberry Pi—and a central module that facilitates compre-
hensive coordination, management, and monitoring.

Each Snort agent operates as an autonomous sensor, based on a customized version of
Snort 3 to optimize performance on the limited hardware of embedded systems like the
Raspberry Pi. These agents use a custom Snort installation compiled from its source code,
incorporating various libraries for proper functioning, such as libdnet, libdaq, LuaJIT, Flex,
Bison, and PCRE2 (see Figure 1). This allows for efficient and stable system execution on
the Raspberry Pi platform.

Figure 1. Central Module Architecture Development.

Threat detection is based on a dual approach: official community rules and custom
rules specifically developed to identify sensitive data (e.g., credentials or bank cards),
thereby compensating for the absence of the old “Sensitive Data” preprocessor, which has
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been discontinued in Snort 3. Additionally, the system uses various Snort preprocessors,
such as HTTP Inspect, SSL Inspector, Stream IP, Stream TCP, and Reputation, which provide
an exhaustive inspection of traffic to detect evasion techniques and encrypted threats [3].
Furthermore, it used the ClamAV antivirus module which provides an additional layer of
security against malware through signature-based analysis.

The centralization of traffic and attack correlation is achieved by consolidating data
from multiple agents in the central module. For this purpose, the information of each agent
is stored in real-time in a MariaDB database using auxiliary services: ingest_service.py (for
alerts) and metrics_timer.py (for system metrics such as CPU, RAM, and temperature).

The central module, built on a Spring Boot (Java 17) backend and an Angular 19
frontend, acts as the central management and visualization point for the network. Its
backend exposes a secure REST API (protected with JWT) that allows the web interface
to remotely manage agents, query alerts, manipulate rules, and control internal services.
The frontend offers a modular interface with advanced functionalities such as remote rule
management, alert downloading, and integrated dashboard visualization via Grafana.

Communication between agents and the central module is carried out exclusively
through a REST API, implemented with FastAPI. This design, which uses HTTP/HTTPS
protocols and JSON data format, not only optimizes network resource consumption and
ensures data security but also guaranties that each agent can operate independently in case
of a temporary disconnection from the central module. The REST API exposes various
endpoints for information exchange, such as /alerts, /status, /rules, and /download-alerts.

The Snort 3 compilation was performed with optimization flags (-O2) and hardware-
specific tuning for the ARM Cortex-A76 architecture. Key configuration parameters include:
max_pkt_len=1518, thread_count=4 (one per CPU core), and stream5_global.track_tcp=yes.

3.2. Deployment

The design of R-Snort focuses on ease of deployment, offering a plug-and-play experi-
ence ideal for environments with minimal specialized personnel. This approach, inspired
by Infrastructure as Code (IaC), fully automates the system’s installation and configura-
tion, ensuring an efficient and secure implementation even for users with limited system
administration knowledge.

The R-Snort architecture is structured into three independent components that simplify
the process:

• rsnort-installer: Completely installs Snort 3, including its dependencies, preprocessor
configuration, and the activation of advanced detection rules.

• snort-agent: Installs a monitoring agent, integrating essential services such as Mari-
aDB, Grafana, metrics collection, log rotation, and a REST API for system interaction.

• rsnort-central-module: Installs the administration interface, which includes the Spring
Boot backend and the Angular frontend.

The entire process is automated using self-running installers, designed to execute
without user intervention (except for basic network configuration and administrator cre-
dentials), which facilitates the installation. Additionally, the project includes technical
documentation on GitHub https://github.com/jugomezual/R-Snort (accessed on 19 April
2026), accessible from the official repository [24], that guides the user step-by-step through
the deployment and use of the system.

3.3. Administration Frontend

The web interface of the central R-Snort module was developed using Angular 19 as the
main framework, using its capabilities to build a modular, reactive, and intuitive application.
The interface is divided into specific modules that allow the visualization of the system’s
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status and general dashboard (see Figure 2), alert management, rule administration, and
agent administration, among other modules.

Figure 2. Main Dashboard.

To improve and provide real-time analysis, personalized Grafana dashboards have
been integrated directly into the interface. For this task, the “Snort IDS/IPS Dashboard” [25]
was taken as inspiration. These dashboards allow the administrator to get a quick and
clear view of the current status of the system, key performance metrics, and patterns in the
detected alerts.

In the Status tab, system metrics such as CPU, disk and temperature are displayed,
along with the current Snort status, the last alert received, and options to restart the Snort,
storage, and metrics services (see Figure 3).

Figure 3. Snort Status.

The visualization of alerts on the frontend is dynamic and interactive, showing
alerts by different categories like severity, alert type, and attack origin, among others
(see Figure 4).

The system allows for the administration of all active rules and the creation of new
rules. Additionally, it enables the export of alerts in CSV format, just as it allows the down-
load of compressed files with archived alerts to facilitate later analysis and forensic tasks.

In the case of using the multi-agent system, the top menu allows you to see the
different agents (initially only the central module appears), and new agents can be added
at any time. Once added, the agent appears in the dropdown menu, and the dashboard
automatically updates with its metrics and alerts. In addition, active agents are shown in
the Status view, and it is possible to manage services and visualize the last detected alert
(see Figure 5).
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https://doi.org/10.3390/computers15050270


Computers 2026, 15, 270 7 of 17

Figure 4. Alerts Panel.

Figure 5. Agent Status.

3.4. Security Considerations

The central node and secondary nodes are protected by their network architecture: the
interface that listens to network traffic operates in monitor (promiscuous) mode, through
which no system is directly accessible from the monitored network. System administra-
tion and inter-agent communication are handled exclusively through a separate internal
network interface on a dedicated intranet, isolated from external access. This network
separation provides a fundamental layer of protection by design, ensuring that the NIDS
nodes expose no attack surface to the traffic they are monitoring.

Agent-to-central communication over the administration intranet is further secured
using JWT-authenticated REST API calls over HTTPS, ensuring data integrity and confi-
dentiality in transit. Individual agents are designed to operate fully autonomously in the
event of a temporary or permanent disconnection from the central module, buffering alerts
locally to prevent data loss and resuming synchronisation once connectivity is restored.

Known limitations of the current architecture include: the central correlation node
constitutes a logical single point of failure for cross-agent event correlation (mitigated by the
autonomous operation of individual agents); the current implementation does not enforce
mutual TLS for agent authentication; and the signature-based detection engine remains
susceptible to known evasion techniques targeting Snort rule sets. A formal adversarial
security analysis of the full architecture is identified as a critical direction for future work.
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4. Evaluation
To validate the effectiveness of R-Snort, a case study was built to replicate a small

business network environment. The system was put into operation on a local network that
uses a manageable switch to implement Port Mirroring functionality and send all network
traffic to the Raspberry Pi 5. This approach ensures that R-Snort receives and exhaustively
analyzes all network traffic (see Figure 6).

Figure 6. Work Environment.

R-Snort requires a minimum of 4 GB RAM (8 GB recommended), an ARMv8 or x86_64
processor, Raspberry Pi OS Bookworm or Debian 12, and a network interface supporting
promiscuous mode.

To make the test network, the following devices were used:

• A router connected to the switch, which provides Internet access.
• A manageable switch (Tenda TEG205E, Tenda Technology Co., Ltd., Shenzhen, China)

with the ability to replicate traffic from one port to another.
• Specifically, three Windows 11 workstations and two Ubuntu 22.04 laptops connected

to the switch, simulating typical office traffic.
• A Raspberry Pi 5 (Raspberry Pi Ltd., Cambridge, UK) running R-Snort, with the

following key specifications: CPU: ARM Cortex-A76 (4 cores at 2.4 GHz); RAM: 8 GB
LPDDR4X; Storage: A 32 GB microSD card.

In this way, the manageable switch sends all network traffic generated by the company
to the Raspberry Pi so that Snort can analyze the traffic in search of any type of attack.

4.1. Test 1: Performance Evaluation

To validate the efficiency of R-Snort, performance tests were conducted to evaluate its
ability to operate stably on a Raspberry Pi under high workloads. The primary objective
was to determine the system’s behavior under both normal conditions and a stress test
with 1 Gbps of traffic (the maximum allowed in a typically SOHO network) without
compromising system stability and efficiency. The 1 Gbps stress traffic was generated
using tcpreplay replaying a captured PCAP file at the maximum supported line rate, and
independently verified using iperf3 between two hosts on the test network. For normal
conditions, the test period consisted of: 0–60 s idle, 60–600 s normal office traffic (web
browsing, email, file transfers), 600–660 s idle. For the stress test, traffic was injected at
1 Gbps for 300 s.

https://doi.org/10.3390/computers15050270
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The results obtained are as follows.

• CPU Usage Analysis: Under normal conditions, CPU usage is minimal. The ap-
plication time (cpu.user) remains between 0.25% and 0.75%, while the kernel-level
time (cpu.sys) is negligible, leaving cpu.idle above 98%. However, during the stress
test, CPU usage increases significantly: cpu.user reaches 20–25% and cpu.sys 55–60%,
resulting in a total active CPU consumption of approximately 80%, with cpu.idle
dropping to 10–15%. Despite this high demand, the system demonstrates a great
capacity to process the stress test load without saturation or thermal throttling, which
validates the effectiveness of R-Snort (see Figure 7). Figure 7 shows normal conditions
on the left panel and the stress test on the right panel, enabling direct comparison.
Red denotes user-space CPU usage (cpu.user), reflecting R-Snort’s packet inspection
workload; blue denotes kernel-level CPU usage (cpu.sys); yellow denotes idle CPU
(cpu.idle); the x-axis shows wall-clock time. The dashed vertical line separates normal
operating conditions (left) from the 1 Gbps stress test (right).

Figure 7. CPU Usage under normal conditions ((left) panel) and stress test ((right) panel).

• RAM Memory Analysis: R-Snort’s direct consumption is 2.18 GB of RAM, increasing
to 2.8 GB under the stress test. This shows efficient resource management for handling
high traffic (see Figure 8). Since RAM usage remains stable under normal conditions,
Figure 8 focuses on the stress test phase, where peak consumption is observed. The red
line denotes RAM actively used by the system (mem.util.used), which rises gradually
from 2.6 GB to approximately 2.8 GB over the course of the test; the dark blue line de-
notes free RAM (mem.util.free), which decreases correspondingly from approximately
4.6 GB to 4.4 GB; the yellow-green line denotes cached memory (mem.util.cached),
which remains flat at approximately 0.3 GB throughout, confirming the absence of
cache pressure or memory leaks under sustained load.

• Disk I/O Analysis: R-Snort, once the system is started, only performs write operations
to log alerts. Since disk activity is negligible under normal conditions, Figure 9 focuses
on the stress test phase, where logging bursts are most pronounced. The blue line
(r-snort:disk.dev.write_bytes[mmcblk0]) denotes disk write throughput; peaks reflect
alert logging bursts triggered by detected events, reaching up to 350 KB/s with
approximately 1–2 s duration, after which throughput returns to baseline, confirming
that disk I/O does not accumulate or saturate under sustained high traffic. The red
line (r-snort:disk.dev.read_bytes[mmcblk0]) remains near zero throughout the entire
test, confirming that R-Snort operates as a write-only process once initialised.

https://doi.org/10.3390/computers15050270
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Figure 8. Memory usage under stress test.

Figure 9. Disk Usage (Snort–Stress Test).

• Packet Loss Rate: In both scenarios, R-Snort processed all network traffic with zero
dropped packets. This was verified via Snort’s built-in performance statistics, which
confirmed that 0 packets were dropped out of the total received during the stress tests.

During these tests, the device’s temperature remained consistently within the standard
operating parameters of the Raspberry Pi (typically below 70 °C). This thermal stability is
crucial; it ensures that the system does not trigger thermal throttling, a mechanism where
the CPU reduces its clock speed to prevent overheating.

4.2. Test 2: Multi-Agent System Test

The multi-agent architecture of R-Snort was designed to provide network visibility that
is not possible to obtain from a single sensor. To validate its operation, a test environment
was created with three agents: the Central agent (192.168.1.208), agent AG1 (192.168.1.205),
and agent AG2 (192.168.1.207). The analysis focused on the system’s ability to detect and
correlate events in a coordinated manner, using two key tests:

1. Multi-Agent Event Correlation: The first test verified the ability of each agent to
analyze the traffic of its network segment and the aptitude of the central module
to consolidate alerts. A low-intensity TCP port scan was executed from a test host
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directed at the three agents, using common management ports (161, 162 and 705). The
scans were executed sequentially (not simultaneously), with a 30-s interval between
each scan. As a result, the central module detected and correlated the alerts generated
by all sensors, confirming coordinated visibility throughout the network.

2. Distributed Traffic Analysis: The next test aimed to confirm that the agents simultane-
ously detect bursts of SSDP/UPnP discovery traffic directed at the multicast address
239.255.255.250:1900 (see Figure 10). SSDP/UPnP traffic was generated simultane-
ously from all five client devices over a 60-min period. All corresponding alerts were
filtered to measure the number of alerts, the number of agents who reported them,
and the number of different origins per minute. The analysis revealed periodic bursts
with high-density peaks and concurrent sensor activity. As shown in Figure 10, only
agents AG2 (orange, marked with ×) and central (green, marked with •) reported
alerts for this traffic pattern, as agent AG1 was deployed on a network segment that
did not receive SSDP/UPnP multicast traffic during this test; this is consistent with
the expected behaviour of a distributed architecture, where each agent only reports
traffic visible from its own network segment. At various times, multiple origins were
observed pointing to the same destination, which evidences the system’s ability to
detect distributed and multi-source attack patterns.

Figure 10. Alerts from the Multi-Agent System—Distributed Traffic Analysis (UPnP).

4.3. Contextual Baseline: Comparison with Prior RPi-Based NIDS

A direct experimental replication on a Raspberry Pi 4 under identical conditions was
not performed in the scope of this work. Instead, this section establishes a contextual
baseline by comparing R-Snort’s documented results against the performance figures
reported in the two most relevant prior works that tested Snort on Raspberry Pi hardware
under real traffic.

Sforzin et al. [26] (RPiDS) reported that the CPU begins discarding packets at data
rates as low as 10 Mbit/s when using short packets on the Raspberry Pi 2. Even with long
packets, drops appeared at approximately 70 Mbit/s, and the authors explicitly concluded
that a 100 Mbit/s Ethernet interface was inadequate for their platform.

Varma et al. [9] worked with the more capable Raspberry Pi 4B but identified CPU
saturation and RAM bottlenecks under high-traffic conditions with Snort, without achieving
zero-packet-loss at Gigabit speeds.
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In contrast, R-Snort on the Raspberry Pi 5 achieved 0% packet loss at the full 1 Gbps
SOHO line rate. Two architectural advances explain this improvement. First, the Cortex-
A76 (16 nm, 2.4 GHz) delivers 2–3× the CPU performance of the RPi4’s Cortex-A72 (28 nm,
1.5 GHz), with approximately 35% higher IPC [27]. Second, the RPi5 introduces the RP1
southbridge [27], a dedicated I/O controller (PCIe 2.0 ×4) that offloads Ethernet interrupt
handling from the main SoC—freeing the CPU for Snort’s pattern matching. Since Snort 3
is CPU-bound (rule checking ≈75% of IDS processing time [6]), this I/O offloading directly
enables sustained 1 Gbps zero-packet-loss operation. Table 2 summarises the available data
points from each source.

Table 2. Contextual performance baseline: R-Snort vs. prior Raspberry Pi + Snort deployments from
the literature. NR = not reported by the original authors.

Source Hardware Max Throughput
(0% Loss)

CPU Under
Stress

Packet Loss
Onset

Sforzin et al. [26] RPi 2B ∼70 Mbit/s (long
pkts)

100% at 10 Mbit/s
(short pkts)

From 10 Mbit/s
(short);
∼70 Mbit/s
(long)

Varma et al. [9] RPi 4B (4 GB) NR—bottlenecks
documented

Saturation at high
load

Documented;
exact rate NR

R-Snort (this work) RPi 5 (8 GB) 1 Gbps (full
SOHO rate)

∼80% (no
throttling)

None at 1 Gbps
(0% drop)

4.4. Central Node and Agent Overhead Evaluation

To quantify the resource overhead introduced by the R-Snort stack running on a single
node, a dedicated measurement experiment was conducted on the central node. The full
stack was measured (Snort, rsnort_agent, MariaDB, Grafana, and ClamAV), with a 120 s
idle phase followed by a 300 s load phase, sampling every 1 s via /proc on interface eth0.

Table 3 summarises the results of the test, which consisted of a 120 s idle phase
followed by a 300 s load phase, sampled every 1 s. The most significant finding is that
the total memory overhead introduced by the active load is minimal: the Proportional
Set Size (PSS) increases by only 2.8 MiB between idle and load conditions (514.4 MiB vs.
517.2 MiB). CPU usage remains below 1.1% in both phases, confirming that the central
node’s management stack imposes negligible computational overhead on the host. Network
throughput on the administration interface rises from 0.33 KB/s (idle) to 11.62 KB/s (load),
reflecting the alert ingestion traffic from the monitored agent.

Table 3. Central node resource overhead: idle vs. load.

Metric Idle Load

Total PSS (MiB) 514.4 517.2
Total RSS (MiB) 1583.6 1586.3
CPU mean (%) 1.02 0.90
CPU p95 (%) 0.90 0.90
RX throughput (KB/s) 0.33 11.62
TX throughput (KB/s) 0.20 0.18
Alert rate (alerts/min) — 16.05

Table 4 provides a per-component breakdown of memory (mean PSS). Grafana ac-
counts for the largest share (254.5 MiB), followed by MariaDB (115.8 MiB) and Snort
(88.9–91.7 MiB). The rsnort_agent process itself consumes approximately 55.3 MiB and
exhibits no measurable increase under load, confirming its lightweight design.
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These results validate that R-Snort’s full management stack operates well within
the memory capacity of the Raspberry Pi 5 (8 GB), leaving substantial headroom for
additional agents and correlated traffic. The alert generation rate observed under load
(16.05 alerts/min) demonstrates active detection operation during the measurement.

Figure 11 shows the R-Snort agent memory (PSS and RSS) over time, confirming stable
behaviour across both phases with no memory leaks or growth under load. Figure 12 shows
per-component CPU usage over time; the initial spike visible at t = 0 corresponds to the
startup initialisation of the rsnort_agent process (up to 11.8%), after which all components
settle below 0.5%.

Figure 11. R-Snort agent memory over time (PSS and RSS, in MiB).

Figure 12. Per-component CPU usage over time (%).

Figure 13 shows the network throughput on the administration interface over time.
During the idle phase, RX traffic remains negligible, rising to approximately 19 KB/s
once the load phase begins, reflecting alert ingestion traffic from the monitored agent. TX
throughput remains near zero throughout both phases, confirming that the central node’s
outbound traffic is minimal.
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Table 4. Per-component mean PSS memory (MiB): idle vs. load.

Component Idle (MiB) Load (MiB)

snort 88.87 91.68
rsnort_agent 55.31 55.24
mariadb 115.72 115.80
grafana 254.49 254.50

Total 514.39 517.22

Figure 13. Network throughput over time (KB/s).

5. Discussion
The results obtained from the functional and performance tests validate the technical

and operational viability of R-Snort as an effective NIDS for SOHO and EoT networks. In
line with the initial objectives, the system offers advanced detection capabilities without
compromising the stability of the environment or requiring specialized hardware.

In terms of resources, it is confirmed that the impact of Snort 3 on the system is
moderate under normal conditions, and that, under high-traffic loads, while CPU and
RAM usage increases, the system remains stable. Section 4.3 contextualises these results
against the performance figures documented in prior literature for Raspberry Pi-based Snort
deployments [9,26], where packet loss was observed at traffic rates orders of magnitude
below the 1 Gbps achieved by R-Snort. Furthermore, Section 4.4 provides a quantitative
characterisation of the central node overhead: the full R-Snort stack (Snort, rsnort_agent,
MariaDB, Grafana, and ClamAV) consumes 514.4 MiB PSS at idle and increases by only
2.8 MiB under load, with CPU usage remaining below 1.1% in both phases. This confirms
that the management stack imposes negligible overhead on the host hardware. This
tolerance validates that the modular design and the use of the Raspberry Pi 5 are suitable
for SOHO and Edge-of-Things (EoT) networks.

Among the main strengths of R-Snort is its cost-effectiveness, as it allows the deploy-
ment of a complete monitoring system with low-cost hardware and free software. Its
modular architecture and automated installer facilitate rapid deployment, even for users
without advanced technical knowledge. Integration with tools such as Grafana and Mari-
aDB provides a clear and professional visualization of alerts, improving the user experience,
and facilitating event analysis.

Beyond its cost-effectiveness, the system also demonstrates notable scalability. Al-
though limited by the hardware used, the architecture allows for the easy integration of
additional agents, which automatically connect to the central control panel. In addition,
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the ability to manage rules from the graphical interface and download logs reinforces its
usefulness in forensic or auditing processes.

The implementation of R-Snort has direct implications for applied cybersecurity in
SOHO networks. In a context where the most accessible NIDS solutions are aimed at
companies with larger resources, R-Snort provides a functional and professional alternative
for SOHO administrators, without giving up key features such as signature detection, met-
rics collection, or real-time alert visualization. In short, R-Snort represents a decisive step
towards the democratization of cybersecurity, allowing small organizations, communities,
or individuals to deploy their own NIDS with reduced effort and cost.

The current evaluation is subject to several limitations. First, the test environment
comprised only three agents in a local LAN for the multi-agent tests (Section 4.2), and while
Section 4.4 provides a single-node overhead characterisation, a full multi-node scaling
experiment measuring central node overhead as a function of the number of connected
agents remains as future work. Second, the experiments focused primarily on performance
metrics; a comprehensive detection accuracy evaluation using a labeled attack dataset
would further strengthen the scientific contribution. Third, complex evasion techniques
against the detection engine were not evaluated.

6. Conclusions
Unlike previous studies focused on the Raspberry Pi 4, which identified significant bot-

tlenecks when evaluating NIDS performance under real-world network conditions [9,26],
R-Snort uses the Raspberry Pi 5 architecture to achieve enterprise-level efficiency on low-
cost hardware.

R-Snort is a robust and versatile tool that allows the detection of network attacks. The
intuitive web interface simplifies the configuration and visualization of alerts, democratiz-
ing access to advanced cybersecurity for users without extensive knowledge.

One of R-Snort’s key innovations is its multi-agent architecture. Unlike a single-
sensor system, this configuration allows the centralized module to correlate alerts from
multiple agents, identifying distributed attack patterns. Tests have shown that R-Snort is
capable of detecting coordinated attacks with multiple origins, which validates the system’s
effectiveness in providing complete network visibility.

The development of R-Snort demonstrates that it is possible to implement a com-
prehensive and multi-agent intrusion detection system in SOHO and EoT networks. The
project meets its main objectives, as it offers an advanced and easy-to-use cybersecurity
solution, capable of operating stably and efficiently on a Raspberry Pi 5. Performance
tests validate that the impact on the CPU and RAM is acceptable, even under stress tests.
The central node overhead evaluation in Section 4.4 further confirms that the full man-
agement stack operates within 517 MiB PSS and below 1.1% CPU in both idle and load
conditions, leaving substantial hardware headroom. The architectural advances of the
RPi5—specifically the Cortex-A76 CPU and the RP1 southbridge for I/O offloading—are
the key enablers of 1 Gbps zero-packet-loss operation demonstrated in Section 4.1. These
results confirm the technical and operational viability of the solution.

Future work will focus on three directions: (1) evolving R-Snort into a full Intrusion
Prevention System (IPS) with real-time automated blocking of malicious hosts; (2) incorpo-
rating anomaly-based and machine learning-based detection to complement the current
signature-based approach; and (3) validating the architecture in larger-scale deployments
with more agents, WAN latency conditions, and a formal detection accuracy evaluation
using standardized attack datasets. A formal security analysis of the agent communication
architecture against adversarial attacks is also identified as a critical future direction. These
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improvements will allow R-Snort to evolve into a proactive security platform capable of
detecting, correlating, and responding to threats more efficiently.
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