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Highlights

What are the main findings?
• The CV-MfIaViT combines a spatial analytic-envelope front end, multiscale complex-

valued feature extraction and cross-pooling attention. The attention applies positive 
real gains that leave the phase of its non-zero input features unchanged. The complete 
model attains the highest reported mean overall accuracy (OA) and average accuracy 
(AA) among the compared methods on the three scenes.

• The model retains its accuracy advantage under spatial-block partitioning with 
shared label-free scene-level normalization. This complementary evaluation tests 
performance across separated regions without isolating the causal contribution of 
individual components.

What are the implications of the main findings?
• Cross-pooling positive real attention provides a practical phase-preserving modulation 

of learned complex features; its classification contribution is evaluated as part of the 
combined attention design.

• Reporting random-pixel and spatial-block results together makes the dependence of 
patch-based classification on the sampling protocol more visible, particularly under 
limited labeled data.

Abstract

Limited labeled data and class imbalance complicate polarimetric synthetic aperture radar 
(PolSAR) image classification. We propose a complex-valued multiscale feature interaction 
attention vision transformer (CV-MfIaViT) that combines spatial analytic-envelope prepro-
cessing, complex-valued local feature extraction and global modeling. A two-dimensional 
Hilbert transform (2D HT) provides envelope features to the shallow pathway. The complex-
valued amplitude–phase interaction attention (CV-APIA) module generates positive real 
gains through cross-modulation of pooled features; the final gating preserves the element-
wise phase of non-zero input features. A complex-valued feature complementary mapper 
(CV-FCM), a complex-valued multiscale extractor (CV-MSE) and a complex-valued vision 
transformer (CV-ViT) complete the architecture. Under random-pixel sampling, the re-
ported average accuracy (AA) exceeds CV-MsAtViT by 1.83, 3.42 and 2.48 percentage points 
on Flevoland, San Francisco and Nanjing, respectively. The advantage is also retained under 
spatial-block partitioning with shared label-free scene-level normalization. Component 
ablations and comparisons with two simple learned front ends characterize the combined 
design. The results support the evaluated architecture without isolating phase preservation 
as the cause of its accuracy gains. 
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1. Introduction
Polarimetric synthetic aperture radar (PolSAR) records complex-valued measurements 

across transmit and receive polarization states, typically horizontal (H) and vertical (V), 
and provides information about target scattering. It supports applications such as urban 
mapping [1] and retrieval of subsurface properties [2]. Related SAR research also addresses 
small-ship instance segmentation [3], moving-target shadow detection in video SAR [4] 
and ship-target refocusing [5]; these target-level tasks provide application context but 
are distinct from the pixel-level PolSAR classification studied here. Convolutional neural 
networks (CNNs) learn discriminative spatial features [6], while reliable PolSAR annotation 
remains labor-intensive [7]. Limited labels and uneven class support therefore motivate 
the present study.

PolSAR classification research combines classifier design with feature extraction. The 
classical examples include support vector machines [8], decision-tree classification [9] 
and active-learning/random-forest classification [10]. Their performance depends on the 
feature representation and classifier design.

Classical feature extraction includes statistical descriptors and polarimetric target 
decompositions. Phenomenological descriptions and decomposition reviews provide 
their physical background [11,12]; examples include entropy/alpha descriptors [13] and 
Krogager, Touzi and Freeman–Durden formulations [14–16]. Selecting features remains 
application-dependent, which motivates learned representations without replacing the 
definitions of these physical observables.

Models that combine CNNs with attention mechanisms have shown clear effectiveness 
in PolSAR image classification [17]. Early deep convolutional networks established the 
advantage of deep convolution for extracting discriminative spatial features [6,18] and 
laid the groundwork for CNN-based PolSAR classification [19], producing strong results 
with 2D CNN [20], 3D CNN [21] and 2D–3D CNN [22] architectures. More recently, 
the vision transformer (ViT) introduced a global representation paradigm by modeling 
long-range dependencies [23], and hybrid CNN–ViT architectures extract local and global 
features in parallel; PolSARFormer [24] is a representative example, balancing local detail 
against global semantics and improving the recognition of multiscale targets under limited 
supervision. Most recently, the complex-valued multiscale attention vision transformer 
(CV-MsAtViT) [25] has further embedded multiscale attention into a complex-valued ViT 
and achieved strong results on PolSAR benchmarks.

Attention mechanisms reweight feature channels or spatial positions. Examples in-
clude squeeze-and-excitation (SE) networks [26], efficient channel attention (ECA) [27], 
the convolutional block attention module (CBAM) [28] and coordinate attention (CA) [29]. 
Masked autoencoding and self-supervised pretraining offer additional strategies for learn-
ing from limited labels [30]. Their use with complex PolSAR representations requires an 
explicit definition of how magnitudes, phases and modulation weights interact.

A persistent problem is class imbalance: minority classes, such as small-scale targets 
and weakly scattering land-cover types, occupy a very small share of the samples yet carry 
high practical value [31]. Conventional attention favors dominant features and overlooks 
the evidence that distinguishes weak minority classes, raising both false alarms and missed 
detections.  Processing real and imaginary components with different gains or Cartesian 
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nonlinearities can change the phase of a learned complex feature. Positive real modulation 
offers an alternative that leaves the phase of a non-zero input feature unchanged. This 
algebraic property motivates the attention design but does not establish that any resulting 
accuracy gain is caused by phase preservation.

We propose a complex-valued framework with two representation choices: a spatial 
two-dimensional Hilbert transform (2D HT) supplies analytic-envelope features to the 
shallow pathway, and complex-valued amplitude–phase interaction attention (CV-APIA) 
applies cross-pooling magnitude modulation while passing through the input feature phase. 
These components are combined with multiscale feature extraction and a complex-valued 
vision transformer (CV-ViT).

The main contributions are as follows.

• We introduce a complex-valued multiscale feature interaction attention vision trans-
former (CV-MfIaViT), combining deterministic spatial envelope preprocessing with a 
complex-valued feature complementary mapper (CV-FCM), a complex-valued multi-
scale extractor (CV-MSE) and a transformer classification head.

• We construct cross-pooling CV-APIA attention whose positive real output gate pre-
serves the phase of each non-zero input feature. The pooling interaction and gain 
construction instantiate an existing magnitude–phase separation principle.

• We evaluate the complete model on three scenes using random-pixel and spatial-block 
protocols and report component ablations, learned-front-end comparisons and input-
window sensitivity. These experiments describe architectural performance and its 
limits of attribution.

1.1. Related Work
1.1.1. PolSAR Data Processing

Each pixel of polarimetric synthetic aperture radar (PolSAR) data can be represented 
by a scattering matrix 𝐒, which describes the linear transformation between the Jones vectors 
of the incident and scattered waves,

𝐒 = [


𝑆𝐻𝐻 𝑆𝐻𝑉
𝑆𝑉𝐻 𝑆𝑉𝑉

]


, (1)

where 𝑆𝐴𝐵 (𝐴, 𝐵 ∈ {𝐻, 𝑉}) denotes the backscattering coefficient of the electromagnetic 
wave transmitted in polarization state 𝐴 and received in state 𝐵. Under the backscattering 
reciprocity condition, 𝑆𝑉𝐻 = 𝑆𝐻𝑉  generally holds, so 𝐒 is symmetric and can be reduced to 
a three-dimensional scattering vector →𝑘 through Pauli decomposition [12]:

→𝑘 =
1

√2
[𝑆𝐻𝐻 + 𝑆𝑉𝑉 , 𝑆𝐻𝐻 − 𝑆𝑉𝑉 , 2𝑆𝐻𝑉]

𝑇
. (2)

To improve statistical stability, PolSAR data are usually multilook-processed; the co-
herency matrix 𝐓 estimates the second-order moment of the scattering vector by averaging 
outer products across looks, 

𝐓 =
1
𝑛

𝑛
∑
𝑗=1

→𝑘𝑗 →𝑘𝐻
𝑗 =

[



𝑇11 𝑇12 𝑇13
𝑇21 𝑇22 𝑇23
𝑇31 𝑇32 𝑇33

]



, (3)

where 𝑛 is the number of looks and (⋅)𝐻 denotes the conjugate transpose. Since 𝐓 is 
Hermitian, its diagonal elements are real and its off-diagonal elements complex, yielding 
six independent components 𝑇11, 𝑇22, 𝑇33, 𝑇12, 𝑇13 and 𝑇23 as input features.

Each coherency-derived channel is first centered and scaled using scene-level statistics. 
Spatial patches are then extracted from the normalized channels. The shallow-path 2D HT 
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and envelope reconstruction operate separately within each patch after this channel-wise 
normalization and patch extraction. The channel mean 𝑇𝑚𝑛_𝑎𝑣𝑔 and real non-negative stan-
dard deviation 𝑇𝑚𝑛_𝑠𝑡𝑑 are computed over the whole scene without using class labels. This 
is numerical feature standardization, not a calibrated polarimetric observable or evidence 
of Gaussian-distributed inputs. For each real-valued diagonal channel 𝑇𝑛𝑛, the statistics are

𝑇𝑛𝑛_𝑎𝑣𝑔 =
∑𝑛𝑣

𝑖=1 𝑇𝑛𝑛(𝑖)
𝑛𝑣

, (4)

𝑇𝑛𝑛_𝑠𝑡𝑑 =

√
√√
⎷

∑𝑛𝑣
𝑖=1(𝑇𝑛𝑛(𝑖) − 𝑇𝑛𝑛_𝑎𝑣𝑔)2

𝑛𝑣
. (5)

For each complex-valued off-diagonal channel 𝑇𝑚𝑛 (𝑚 ≠ 𝑛), these are computed as

𝑇𝑚𝑛_𝑎𝑣𝑔 =
∑𝑛𝑣

𝑖=1 𝑇𝑚𝑛(𝑖)
𝑛𝑣

, (6)

𝑇𝑚𝑛_𝑠𝑡𝑑 = √∑𝑛𝑣
𝑖=1(𝑇𝑚𝑛(𝑖) − 𝑇𝑚𝑛_𝑎𝑣𝑔)(𝑇𝑚𝑛(𝑖) − 𝑇𝑚𝑛_𝑎𝑣𝑔)∗

𝑛𝑣
, (7)

Here 𝑛𝑣 is the number of spatial samples in the scene used to calculate the channel 
statistics. For a non-constant channel, normalization uses

𝑇𝑚𝑛(𝑖) =
𝑇𝑚𝑛(𝑖) − 𝑇𝑚𝑛_𝑎𝑣𝑔

𝑇𝑚𝑛_𝑠𝑡𝑑
.

For off-diagonal channels, the denominator is the square root of the mean squared 
complex magnitude in Equation (7), so it is a positive real scale shared by the real and 
imaginary components. The notation 𝑇𝑚𝑛 denotes standardized coherency-derived feature 
channels rather than the entries of a new physically calibrated coherency matrix. The net-
work processes these channels as input features; no Wishart likelihood or physical target 
decomposition is applied to them. Channel-wise complex Z-score standardization of the 
same six coherency channels is also used by Kuang et al. [32] for PolSAR classification.

Numerical rationale and retained information. Writing 𝜇𝑚𝑛 = 𝑇𝑚𝑛_𝑎𝑣𝑔 and 𝜎𝑚𝑛 =
𝑇𝑚𝑛_𝑠𝑡𝑑 > 0, the definitions give

1
𝑛𝑣

∑
𝑖

𝑇𝑚𝑛(𝑖) = 0,
1
𝑛𝑣

∑
𝑖

|𝑇𝑚𝑛(𝑖)|2 = 1, 𝑇𝑚𝑛(𝑖) = 𝜎𝑚𝑛𝑇𝑚𝑛(𝑖) + 𝜇𝑚𝑛.

Thus each non-constant channel has zero empirical mean and unit empirical centered 
second moment, balancing channel scales before learned filtering without assuming Gaus-
sian inputs. Conditional on the fixed statistics, standardization is an invertible affine change 
of feature coordinates, not an approximation to the physical coherency matrix. The origi-
nal values remain recoverable from the standardized features and these statistics in exact 
arithmetic. Moreover,

𝑇𝑚𝑛(𝑖) − 𝑇𝑚𝑛(𝑗) =
𝑇𝑚𝑛(𝑖) − 𝑇𝑚𝑛(𝑗)

𝜎𝑚𝑛
.

Spatial differences within a channel therefore retain their complex-plane direction and 
relative magnitudes. This supports using the representation for discriminative learning; 
it does not prove an improvement in classification accuracy or optimality over other nor-
malizations. The invertibility statement concerns this standardization step only before the 
subsequent nonlinear envelope construction and network processing.

Relation to PolSAR matrix properties. Real diagonal channels remain real. If a full 
matrix is reconstructed by setting 𝑇𝑛𝑚 = 𝑇∗

𝑚𝑛, Hermitian symmetry is retained; equivalently, 
conjugate-paired channels have 𝜇𝑛𝑚 = 𝜇∗

𝑚𝑛 and 𝜎𝑛𝑚 = 𝜎𝑚𝑛. Positive semidefiniteness, how-
ever, is not generally retained: 𝑇𝑛𝑛(𝑖) < 𝜇𝑛𝑛 implies 𝑇𝑛𝑛(𝑖) < 0, which is incompatible with 
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a positive-semidefinite coherency matrix. In addition, complex centering can change an 
entry’s phase relative to the origin: for a non-zero centered entry, arg 𝑇𝑚𝑛 = arg(𝑇𝑚𝑛 − 𝜇𝑚𝑛), 
not generally arg 𝑇𝑚𝑛. Physical scattering interpretation therefore belongs to 𝐓; the stan-
dardized tensor is a numerical input representation. Phase preservation by CV-APIA refers 
only to the learned features entering its final gate.

Under the ideal homogeneous independent-look complex-Gaussian scattering model, 
multilook covariance/coherency statistics follow a complex-Wishart model [10]; its diagonal 
intensity marginals are Gamma-distributed. A scene containing different land-cover types 
need not follow one such marginal distribution globally. We therefore do not assume that 
the observed 𝑇𝑛𝑛(𝑖) values are Gaussian or claim a fitted probability density for these scenes. 
The distribution changes under centering and scaling; neither the original Wishart/Gamma 
form nor Gaussianization is claimed for 𝑇𝑚𝑛. Patches of these standardized features enter 
the shallow-path analytic-envelope construction in Section 2.2.1. No class labels enter the 
normalization statistics, but these whole-scene statistics are shared across spatial regions, 
which limits a strictly inductive interpretation of the block evaluation. 

Figure 1 summarizes the representation from the scattering matrix to the Pauli vec-
tor and coherency-derived channels. Equations (4)–(7) provide the scene-level statistics 
for channel-wise normalization. In the shallow pathway, the order is coherency-derived 
channels, scene-level normalization, patch extraction, and then spatial 2D HT and envelope 
reconstruction within each patch. The deep pathway uses the corresponding normalized 
complex-valued patches without this analytic-envelope transformation.

Stage 2: Patch-wise Envelope Input

Raw Tensor T ∈ C𝐷0×𝐻scene×𝑊scene (𝐷0 = 6)

Channel-wise normalisation (Eqs. 4–7)

𝑇𝑚𝑛 (𝑖) =
𝑇𝑚𝑛 (𝑖) − 𝑇𝑚𝑛 𝑎𝑣𝑔

𝑇𝑚𝑛 𝑠𝑡𝑑

Patch extraction
T̂𝑝 ∈ C6×𝑠×𝑠

Patch-wise 2D-HT Envelope Mapping
𝑓 : real branch within T̂𝑝

𝑓𝐴 (𝑥, 𝑦) = 𝑓 (𝑥, 𝑦) + 𝑖H2𝐷 { 𝑓 (𝑥, 𝑦) }

Envelope: 𝐸 (𝑥, 𝑦) =
√︃

𝑓 2 (𝑥, 𝑦) +
(
H2𝐷 { 𝑓 (𝑥, 𝑦) }

)2

Envelope Patch Tensor T̃𝑝

(Shallow-path input, 6 × 𝑠 × 𝑠)

Envelope reconstruction

Stage 1: Polarimetric Formulation

Scattering Matrix S[
𝑆𝐻𝐻 𝑆𝐻𝑉

𝑆𝑉𝐻 𝑆𝑉𝑉

]

Coherency Matrix T
𝑇11 𝑇12 𝑇13
𝑇∗

12 𝑇22 𝑇23
𝑇∗

13 𝑇∗
23 𝑇33



Pauli Vector k

1√
2


𝑆𝐻𝐻 + 𝑆𝑉𝑉

𝑆𝐻𝐻 − 𝑆𝑉𝑉

2𝑆𝐻𝑉



Pauli
Decomposition

T = 1
𝑛

∑𝑛
𝑗=1 k 𝑗k𝐻

𝑗

Stack 6 Elements:

[𝑇11 , 𝑇22 , 𝑇33 , 𝑇12 , 𝑇13 , 𝑇23 ]𝑇

Figure 1. Shallow-path preprocessing from the scattering matrix to network inputs. Channel-wise nor-
malization using Equations (4)–(7) precedes patch extraction. The 2D HT and envelope reconstruction 
are applied separately within each extracted patch. The deep pathway uses the normalized complex-
valued patches without this front end. The standardized and envelope-reconstructed channels are 
network features, not physical coherency matrices. 

1.1.2. Hybrid-Model-Based PolSAR Classification
PolSAR classification includes real- and complex-valued CNNs and hybrid CNN–

ViT architectures. Complex-valued convolution is presented by Zhang et al. [19]; two-
dimensional CNN classification is presented by Zhou et al. [20]; three-dimensional CNN 
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classification is presented by Zhang et al. [21]; and a complex-valued 2D–3D hybrid with 
attention is presented by Li et al. [22]. These examples have distinct dimensional structures.

Transformer-based approaches include the PolSAR evaluation by Dong et al. [33], 
hybrid patch interaction for dual-frequency data [34] and temporal–polarimetric–spatial 
modeling [35]. PolSARFormer [24], HybridCVNet [36] and CV-MsAtViT [25] combine 
local and global modeling in different ways. Our contribution is the specific envelope-front-
end and cross-pooling attention combination evaluated below rather than the first use of 
complex-valued processing or magnitude–phase separation.

1.1.3. Attention Mechanisms
Class imbalance is a long-standing challenge in PolSAR classification. The existing 

mitigation strategies, such as cost-sensitive latent space learning (CLSL) [37], correct part 
of the prior imbalance but act mainly at the loss or data level. Attention mechanisms, 
in contrast, calibrate the feature distribution directly at the architectural level: through chan-
nel, spatial or coordinate attention, such as SE, ECA, and CBAM, the network adaptively 
weights discriminative channels and key locations, amplifying minority-class signals while 
suppressing interference from dominant classes. In  PolSAR-specific studies, attention-
based algorithms such as AFS-CNN [38] and attention-augmented multiscale LSTM [39] 
improve the response to weak targets.  Complex attention may use Cartesian processing, 
magnitude-derived gates or combinations of both. The distinction examined here con-
cerns the cross-modulation of two pooled feature branches and a positive real output gate. 
The general phase-preserving rescaling principle is related to existing complex activations 
and is discussed explicitly in Section 2.3. We evaluate the combination with multiscale 
complex-valued feature extraction without asserting that all earlier attention mechanisms 
lack magnitude–phase separation.

2. Materials and Methods
2.1. Architecture of the CV-MfIaViT Model

The proposed model is designed for PolSAR image classification; its architecture 
appears in Figure 2. The CV-MfIaViT framework consists of a complex-valued feature-
mapping mechanism, the CV-APIA attention block tailored for complex-valued minority-
class data, a complex-valued ViT (Section 2.4), and fully connected layers for classification.

Before dual-path feature extraction, the coherency-derived channels are normalized 
using Equations (4)–(7). Patches are extracted from the normalized channels before the 
pathways diverge. The shallow pathway applies the 2D HT and envelope reconstruction 
within each patch followed by two 3D CNN layers. The deep pathway uses the correspond-
ing normalized complex-valued patches directly and two 3D CNN layers. The feature 
complementary mapper and multiscale extractor refine the extracted features, which are 
passed to CV-APIA, the complex-valued ViT block (Section 2.4) and the classification head. 
The role and limits of the shallow-path front end are described in Section 2.2.1.

2.2. Complex-Valued Feature Mapping Mechanism
Architectures based on 2D CNNs or 3D CNNs are widely used in PolSAR classifica-

tion because they capture spatial features effectively, but they have limitations in multi-
dimensional feature extraction and fine-grained information capture. To overcome these, 
the proposed complex-valued feature-mapping mechanism adopts a dual-path parallel 
convolutional design, which extracts spatial and polarimetric features  jointly through 
complex-valued convolutional filters. Such filters maintain a complex representation but do 
not generally leave an input phase unchanged.  The 3D CNN performs convolution along 
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the height, width and scattering dimensions so that spatial context and the dependencies 
along the scattering dimension are extracted simultaneously.
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Figure 2. Overall framework of the proposed CV-MfIaViT method. Patch extraction precedes the 
shallow-path 2D HT; channel normalization is shown in Figure 1.

For a single training sample, the enhanced representation 𝐓̃ forms a complex-valued 
volume of shape 𝐷0 × 𝐻 × 𝑊, where the polarimetric depth axis 𝐷0 = 6 stacks six envelope-
derived channels corresponding to the independent coherency components (the three 
diagonal envelope channels are stored as complex values with zero imaginary part) and 
𝐻 × 𝑊 is the spatial patch size. The 3D CNN stages convolve this volume jointly along the 
height, width and polarimetric depth axes, producing the five-dimensional feature tensor 
𝑋 ∈ C𝐵×𝐷×𝐻′×𝑊′×𝐶, where 𝐷 is the polarimetric depth after convolution, 𝐻′ × 𝑊′ the spatial 
size and 𝐶 the number of filters. We refer to the combination of the two refinement modules 
introduced below, the complex-valued feature complementary mapper (CV-FCM) and the 
complex-valued multiscale extractor (CV-MSE), as the feature-mapping mechanism (FM).

Specifically, for an input image 𝑋 of size 𝐻1 × 𝑊1 × 𝐶1 and a convolution kernel 𝐾 of 
size 𝐻2 × 𝑊2 × 𝐶2, the output of the 3D convolution at position (𝑥, 𝑦, 𝑧) is

𝑌̃(𝑥, 𝑦, 𝑧) =
𝑎

∑
𝑖=−𝑎

𝑏
∑

𝑗=−𝑏

𝑐
∑

𝑘=−𝑐
𝐾(𝑖, 𝑗, 𝑘) 𝑋(𝑥 + 𝑖, 𝑦 + 𝑗, 𝑧 + 𝑘) + 𝑏0, (8)

where the half-sizes are 𝑎 = ⌊𝐻2/2⌋, 𝑏 = ⌊𝑊2/2⌋ and 𝑐 = ⌊𝐶2/2⌋ so that the convolutional 
kernel is centered at (𝑥, 𝑦, 𝑧); 𝑏0 is the additive bias and is distinct from the kernel half-width 
𝑏. The expression specifies the corresponding discretely correlated response rather than a 
flipped convolution.  The symbol 𝑌̃ denotes the real-valued output of the 3D convolution 
and is deliberately distinguished from the complex convolution output 𝑌 of Equation (9). 
This operation lets the network perceive spatial neighborhoods and inter-channel patterns 
at the same time.

PolSAR images are stored in complex form, and their phase carries important physical 
scattering characteristics. Complex-valued convolutional neural networks (CV-CNNs) [40] 
are therefore introduced to process complex data directly, and they have delivered strong 
performance in PolSAR classification. Figure 3 shows that, to exploit both the real and 
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imaginary parts of the complex data, this work adopts a complex-valued 3D CNN (CV-3D 
CNN). Let the complex image be 𝑋 = 𝑋𝑟 + 𝑖𝑋𝑖 and the complex kernel be 𝐾 = 𝐾𝑟 + 𝑖𝐾𝑖, 
where 𝑋𝑟, 𝑋𝑖, 𝐾𝑟, 𝐾𝑖 are real tensors and 𝑖 is the imaginary unit. The complex convolution 
output 𝑌 is

𝑌 = 𝑋 ∗ 𝐾 = (𝑋𝑟 ∗ 𝐾𝑟 − 𝑋𝑖 ∗ 𝐾𝑖) + 𝑖(𝑋𝑟 ∗ 𝐾𝑖 + 𝑋𝑖 ∗ 𝐾𝑟), (9)

where ∗ denotes the convolution operator. This operation combines the convolution results 
of the real and imaginary parts to produce complex-valued feature maps. The argument 
of the output may differ from that of the input because complex convolution combines 
multiple weighted contributions.

(a) 3D Convolutional Mechanism (Spatial-Polarimetric Local Perception)

Input Tensor X
𝐻1 ×𝑊1 × 𝐶1

Local Patch X(𝑥,𝑦,𝑧)
𝐻2 ×𝑊2 × 𝐶2

⊙

3D Kernel W
𝐻2 ×𝑊2 × 𝐶2

∑
Output Tensor Ỹ
𝐻′

1 ×𝑊 ′
1 × 1

(b) Complex-Valued Convolution Flow

Real: 𝑋𝑟

Imag: 𝑋𝑖

𝑋𝑟 ∗ 𝐾𝑟

𝑋𝑖 ∗ 𝐾𝑖

𝑋𝑟 ∗ 𝐾𝑖

𝑋𝑖 ∗ 𝐾𝑟

−

+

Re(𝑌 ) = 𝑋𝑟 ∗ 𝐾𝑟 − 𝑋𝑖 ∗ 𝐾𝑖

Im(𝑌 ) = 𝑋𝑟 ∗ 𝐾𝑖 + 𝑋𝑖 ∗ 𝐾𝑟

Figure 3. Illustration of 3D convolution and complex-valued convolution.

The shallow feature-extraction pathway uses two 3D convolutional layers with small 
(3 × 3 × 1) filters, which capture basic spatial information efficiently and extract fine-grained 
local features at low computational cost, laying the foundation for subsequent deep feature 
extraction [41]. The deep pathway uses two (3 × 3 × 3) 3D convolutional filters, extracting 
spatial and polarimetric features jointly. Combined with the CV-FCM and CV-MSE modules, 
complex-valued spatial and channel attention ensure that the polarimetric features retain 
their detail without the information bias caused by channel-count disparities, helping the 
model to deal with feature-class imbalance—particularly in minority-class classification.

2.2.1. Two-Dimensional Hilbert Transform for Spatial-Envelope Features
The shallow pathway forms spatial analytic-envelope features from normalized 

coherency-derived channels. A spatial HT supplies the quadrature component; its non-
linear combination with the input yields an amplitude descriptor. The associated spatial 
oscillation phase is distinct from the polarimetric phase and does not define a new scatter-
ing observable.

After scene-level normalization and patch extraction, each original 𝑠 × 𝑠 patch is trans-
formed directly using the two-dimensional discrete Fourier transform (DFT) and its inverse, 
implemented by the fast Fourier transform (FFT), without additional HT-specific padding 
or windowing. This is separate from scene-edge padding during patch extraction. Branch-

https://doi.org/10.3390/rs18213775

https://doi.org/10.3390/rs18213775


Remote Sens. 2026, 18, 3775 9 of 33

wise envelopes replace the original polarimetric phase in this pathway. The deep pathway 
receives normalized complex-valued patches; phase preservation by the attention gate 
concerns its learned input features only.

Let 𝑓 (𝑥, 𝑦) denote one real-valued branch of an extracted 𝑠 × 𝑠 patch of the normalized 
coherency-derived channels 𝑇𝑚𝑛. Nine real branches are obtained: the three real diagonal 
channels 𝑇11, 𝑇22 and 𝑇33 and the real and imaginary parts of 𝑇12, 𝑇13 and 𝑇23. The same 
analytic-envelope construction is applied to each branch. The three diagonal envelopes form 
three real-valued channels, while the six off-diagonal branch envelopes are paired into three 
complex storage channels. The resulting volume 𝐓̃ retains the six-channel storage format, 
but it is an envelope-derived feature tensor rather than the original coherency matrix. It 
does not preserve the original physical polarimetric phase and is not required to satisfy 
the Hermitian positive-semidefinite constraints of a coherency matrix.  The 2D Hilbert 
transform is defined in the frequency domain as

ℋ2D{𝑓 (𝑥, 𝑦)} = ℱ−1{−𝑖 ⋅ sgn(𝜔𝑥, 𝜔𝑦) ⋅ ℱ{𝑓 (𝑥, 𝑦)}}, (10)

where ℱ  and ℱ−1 are the 2D DFT and its inverse, and 𝑞(𝜔𝑥, 𝜔𝑦) ≡ sgn(𝜔𝑥, 𝜔𝑦) is an odd 
half-plane sign function. On each 𝑠×𝑠 frequency grid, 𝑞 = +1 for 𝜔𝑥 > 0 and 𝜔𝑥 = 0, 𝜔𝑦 > 0; 
𝑞 = −1 on the complementary half-plane and 𝑞 = 0 at the origin. Thus 𝑞(−𝝎) = −𝑞(𝝎), 
and the multiplier 𝑀 = −𝑖𝑞 satisfies 𝑀(−𝝎) = 𝑀(𝝎)∗, ensuring a real quadrature output 
for real input. A constant input has zero quadrature component. All the evaluated sizes are 
odd, so no Nyquist bins occur. The discrete frequency indexing follows this conjugate-pair 
convention.

The analytic signal 𝑓𝐴(𝑥, 𝑦) is then constructed by combining the original signal with 
its Hilbert transform as the imaginary part:

𝑓𝐴(𝑥, 𝑦) = 𝑓 (𝑥, 𝑦) + 𝑖 ⋅ ℋ2D{𝑓 (𝑥, 𝑦)}. (11)

The envelope (instantaneous amplitude) of the analytic signal is

𝐸(𝑥, 𝑦) = |𝑓𝐴(𝑥, 𝑦)| = √𝑓 (𝑥, 𝑦)2 + (ℋ2D{𝑓 (𝑥, 𝑦)})2. (12)

A discrete example explains the amplitude descriptor. Let 𝐴 ≥ 0, let 𝐤 be a non-
zero angular frequency on the 𝑠 × 𝑠 DFT grid, and define 𝜃(𝐫) = 𝐤⊤𝐫 + 𝜙 for integer pixel 
coordinates 𝐫 = (𝑥, 𝑦). Then

𝑓 (𝐫) = 𝐴 cos 𝜃(𝐫),
ℋ2D𝑓 (𝐫) = 𝑞(𝐤)𝐴 sin 𝜃(𝐫), 𝐸(𝐫) = 𝐴.

The envelope retains amplitude and removes spatial carrier phase in this single-
component model. This motivates a complementary cue that is less sensitive to that phase 
rather than automatic high-frequency or weak-scatterer enhancement. For a non-negative 
varying amplitude 𝐴(𝐫), a sufficient extension condition is that both carrier-shifted spectra 
remain in their corresponding half-planes without Nyquist wrapping. Slow amplitude 
variation alone is insufficient. Related Hilbert product conditions are discussed in [42]; the 
condition here follows directly from the stated multiplier. Arbitrary broadband, multicom-
ponent and off-grid textures need not obey this interpretation.

The original-size DFT imposes periodic boundary conditions; mismatched opposite 
edges can cause circular wrap-around and boundary-dependent responses. The fixed 
half-plane convention is orientation-dependent and does not guarantee rotation invariance. 
The non-zero-frequency unit-magnitude multiplier applies only to the quadrature branch 
and does not establish artifact-free envelope processing. No artifact suppression or signal-
to-noise ratio (SNR) improvement has been measured.
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Shallow-only placement is an architectural choice: input-derived channels are trans-
formed while deeper task-dependent activations are left to the learned pathway. No shal-
low/deep/both-path placement comparison or feature-noise statistics establish this choice 
as a measured optimum.

Within each patch, the nine real-branch envelopes are re-packed into the six-slot feature 
tensor 𝐓̃ and passed to the shallow pathway’s two (3 × 3 × 1) 3D CNN layers.

Multiscale feature fusion networks are widely used in PolSAR classification, but the 
choice of filter size remains a matter of empirical optimization: PolSARFormer, for example, 
uses 3D convolutional layers of size 12 × 12 × 12, whereas HybridCVNet uses filters of 
size 11 × 7 × 3, 3 × 5 × 5 and 5 × 7. In our scheme, small kernels are used and the number 
of filters is set to nine following the empirical design guidelines of the complex-valued 
hybrid networks in [36]; this small-kernel low-filter-count setting balances computational 
efficiency against model performance, mining the deep information in the polarimetric 
features adequately while avoiding the performance fluctuations caused by too many or 
too few filters.

2.2.2. Complex-Valued Feature Complementary Mapper (CV-FCM)
After the coherency matrix of PolSAR data is unfolded, the spatial texture and po-

larimetric phase information of different channels tend to be intermingled, and the dis-
criminative features of weak channels are masked by dominant ones [43]. To solve this 
problem, we design the complex-valued feature complementary mapper (CV-FCM): as 
shown in Figure 4, the module splits the input features, weights the shallow positional 
responses through complex-valued spatial attention and balances the channel magni-
tudes through complex-valued channel attention, fusing the features implicitly for the 
subsequent network.

The module first performs channel splitting. The model input is 𝑋 ∈ C𝐵×𝐷×𝐻×𝑊×𝐶. 
The input channels are split into 𝛼𝐶 and (1 − 𝛼)𝐶, giving 𝑋main and 𝑋sub,

(𝑋main, 𝑋sub) = Split(𝑋; 𝛼), (13)

where 𝑋main denotes the main channels, 𝑋sub the subordinate channels, and 𝛼 the proportion 
coefficient of the main channels. The main branch therefore has shape C𝐵×𝐷×𝐻×𝑊×⌊𝛼𝐶⌋ and 
the subordinate branch shape C𝐵×𝐷×𝐻×𝑊×(𝐶−⌊𝛼𝐶⌋).  We set 𝛼 = 2/3, giving six main-branch 
and three subordinate-branch channels when 𝐶 = 9. This assigns more channels to the 
branch with 3 × 3 × 3 kernels than to the pointwise branch. It is a capacity-allocation choice, 
not a measured separation into semantic and purely positional feature types. The reported 
sensitivity check considers integer main-branch counts 3 through 8 (ratios approximately 
0.33–0.89) and states that average accuracy (AA) varies by less than 0.14 percentage points 
(pp) in the 0.5–0.75 ratio range. This descriptive result does not establish a validation-
selected optimum.

After the split, 𝑋main is fed into a branch of (3 × 3 × 3) convolutions to extract richer 
information, yielding 𝑋1. Meanwhile, 𝑋sub is placed in a branch of pointwise convolutions; 
because pointwise convolution extracts more weakly and the branch is shallow by design, 
it retains a large amount of low-level spatial positional information. We denote its output 
as 𝑋2:

𝑋1 = Conv1×1×1(Conv3×3×3(Conv3×3×3(𝑋main))), (14)

Throughout this feature mapper, Conv denotes a convolutional layer and BN denotes 
batch normalization. The complex-valued variants act on real and imaginary components 
through complex arithmetic. Kernel sizes are stated as spatial height × spatial width × po-
larimetric depth; this kernel convention is distinct from the written ordering of tensor axes,

𝑋2 = Conv1×1×1(𝑋sub), (15)
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where 𝑋1 represents the dominant features and 𝑋2 the weak features.
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Figure 4. Flowchart of the CV-FCM and CV-MSE modules.

The features 𝑋1 and 𝑋2 are effective but discrete; we therefore perform complementary 
mapping between them to compensate for their respective missing feature maps and achieve 
efficient feature matching.

The complex-valued channel attention is implemented as follows. A  depthwise separa-
ble complex-valued convolution is first applied to each channel followed by normalization, 
which cuts off the information exchange between channels,

𝑍 = BN(ConvGroup(𝑋1)), (16)

where 𝑍 is the feature after grouped convolution.
Global average pooling is then applied to obtain the global information of each channel. 

The key-information weights are obtained as the channel-averaged intensity,

𝜔𝑐 =
1

𝐷𝐻𝑊

𝐷
∑
𝑑=1

𝐻
∑
ℎ=1

𝑊
∑
𝑤=1

|𝑍𝑏,𝑑,ℎ,𝑤,𝑐|, 𝑐 = 1, … , 𝐶, (17)

where 𝜔𝑐 holds the intensity value of the 𝑐 channels that is broadcast to 𝜔1 and has the 
same number of channels as the original input.

The complex-valued spatial attention first passes through a (1×1×1) spatial convolution 
layer; after normalization, the  weights are obtained through sigmoid activation,

𝜔𝑏,𝑑,ℎ,𝑤,1 = 𝜎(|BN(Conv1×1×1(𝑋2))𝑏,𝑑,ℎ,𝑤,1|) ∈ (0, 1), (18)

where 𝜔𝑏,𝑑,ℎ,𝑤,1 is a single-channel feature carrying the spatial feature intensity, broadcast 
to 𝜔2, which has the same number of channels as the original input.

Next, 𝑋1, which carries rich channel information, is weighted by 𝜔2 so that each position 
receives its own weight and 𝑋2 by 𝜔1 so that each channel receives its own weight, achieving 
complementary feature fusion that exchanges higher-level information while retaining 
low-level spatial information,

𝑋CV-FCM = (𝑋1 ⊗ 𝜔2) ⊕ (𝑋2 ⊗ 𝜔1), (19)

where 𝑋CV-FCM is the fused output feature. The  process uses dominant features to guide 
weak features, alleviating the information imbalance.
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2.2.3. Complex-Valued Multiscale Extractor (CV-MSE)
In PolSAR data, minority classes are often masked by background noise, leading to a 

loss of effective information [44,45]. To exploit the available features fully, we employ multi-
kernel perception units to detect targets at different scales and establish spatial relationships 
between them, strengthening the feature representation of contextual and small-target 
information. Figure 4 shows the complex-valued multiscale extractor, which connects 
convolution kernels of different sizes sequentially and interleaves pointwise convolutions 
between kernels of different scales. The process is expressed mathematically as

𝑋′ = 𝑇2𝑘+1(𝐴( … 𝐴(𝑇𝑘(𝑋)) …)), (20)

where 𝑇𝑘 is a convolution with kernel size 𝑘 and 𝐴(⋅) the interleaved pointwise convolution 
and activation.

2.2.4. Dimensionality Reduction Before the Attention Stage
CV-FCM and CV-MSE operate on the five-dimensional tensor 𝑋 ∈ C𝐵×𝐷×𝐻′×𝑊′×𝐶

in which the polarimetric depth axis 𝐷 and the channel axis 𝐶 jointly encode the polarimetric 
and spectral information. The subsequent attention and transformer stages, however, are 
defined on two-dimensional spatial feature maps because both the interaction attention 
and the ViT model spatial relationships within each spatial slice. The transition is realized 
by a purely structural reshape that folds the polarimetric depth axis into the channel axis:

𝑋2D = Reshape(𝑋) ∈ C𝐵×𝐻′×𝑊′×𝐶″, 𝐶″ = 𝐷 ⋅ 𝐶, (21)

This notation preserves spatial coordinates: the feature at (𝑏, 𝑑, ℎ, 𝑤, 𝑐) is mapped to 
(𝑏, ℎ, 𝑤, 𝑑𝐶+𝑐) with the corresponding zero-based depth/channel indices. Equivalently, axes 
are arranged as (𝐵, 𝐻′, 𝑊′, 𝐷, 𝐶) before merging the last two. The written tensor ordering 
and the framework’s storage convention must be distinguished.

This folding introduces no learnable parameters and no information loss: every spatial 
position retains all its polarimetric depth–channel features, re-arranged along a single 
channel axis. After this folding step, the tensor has exactly the form C𝐵×𝐻′×𝑊′×𝐶″ consumed 
by the attention module below, and all the subsequent operations (CV-APIA, CV-ViT and 
the classification head) share the same four-dimensional complex tensor convention, which 
closes the data-flow loop of the whole architecture.

2.3. Complex-Valued Amplitude–Phase Interaction Attention (CV-APIA)
CV-APIA exchanges magnitude-derived gains between two pooled descriptors of the 

same complex feature map. The intended purpose is to modulate relative feature responses 
under limited labels. Here interaction denotes cross-modulation of the pooling branches 
rather than learned deformation offsets. Figure 5 introduces the complete structure before 
its operations are defined below.

Given 𝑋 ∈ C𝐵×𝐻×𝑊×𝐶, CV-APIA aggregates the channel axis separately at each spatial 
position. The average and maximum pooling branches produce 𝐴, 𝑀 ∈ C𝐵×𝐻×𝑊×1:

𝐴 = 𝒫avg(𝑋), 𝑀 = 𝒫max(𝑋). (22)

Here 𝒫  denotes channel aggregation. It retains 𝐻 and 𝑊 rather than collapsing 
the spatial map, and the resulting gains form a spatial attention mask. The complex 
maximum-pooling implementation is a model choice; complex numbers have no intrinsic 
scalar ordering.

The aggregated features are then spatially downsampled (stride 2) to reduce compu-
tational cost while preserving correlations between neighboring pixels,

𝐴𝑑 = 𝒟(𝐴), 𝑀𝑑 = 𝒟(𝑀), (23)
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where 𝒟  is the downsampling operation with stride 2, producing an output of size 
⌈𝐻/2⌉ × ⌈𝑊/2⌉.
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Figure 5.  Cross-pooling CV-APIA structure. The final positive real output gate preserves the phase of 
non-zero input features; internal complex feature mixing is distinct from this property. Half-resolution 
labels abbreviate ⌈𝐻/2⌉ × ⌈𝑊/2⌉; interpolation returns 𝐻 × 𝑊. 

The interaction branch decomposes its pooled complex features as 𝑧 = |𝑧|𝑒𝑖𝜃𝑧 and 
generates real modulation weights from their magnitudes. This operates on learned feature 
magnitudes and phases; these quantities are not treated as calibrated backscattering power 
or polarimetric scattering observables.

For independently weighted components, 𝑦 = 𝑤𝑟𝑥𝑟 + 𝑖𝑤𝑖𝑥𝑖, the phase is

𝜃𝑦 = atan2(𝑤𝑖𝑥𝑖, 𝑤𝑟𝑥𝑟).

Unequal gains can change the phase but do not do so for every input. In contrast, 
let 𝑔 = 𝜎(|𝐹|) > 0 and 𝑌 = 𝑔𝑋. For each non-zero input element, arg 𝑌 = arg 𝑋; if 𝑋 = 0, 
then 𝑌 = 0 and its phase is undefined. Thus the output gate provides an algebraic phase-
preservation property without establishing its separate causal contribution to classifica-
tion accuracy.

Concretely, the downsampled features are first expressed in exponential form,

𝐴𝑑 = |𝐴𝑑| ⋅ 𝑒𝑖Θ𝐴, 𝑀𝑑 = |𝑀𝑑| ⋅ 𝑒𝑖Θ𝑀, (24)

where | ⋅ | denotes the element-wise magnitude and Θ𝐴, Θ𝑀 ∈ R𝐵×⌈𝐻/2⌉×⌈𝑊/2⌉×1 are the 
corresponding phase tensors.

Two sets of modulation coefficients are then generated from the amplitude components 
alone through real-valued convolution and sigmoid activation, while the phase tensors are 
left unchanged,

𝑊𝑎 = 𝜎(𝒞mag(|𝐴𝑑|)), 𝑊𝑚 = 𝜎(𝒞mag(|𝑀𝑑|)), (25)

where 𝒞mag denotes a real-valued convolutional layer operating only on the amplitude 
domain and 𝜎  is the standard (real-valued) sigmoid function. By confining the nonlinear 
activation to the amplitude path, the phase information Θ𝐴 and Θ𝑀 is preserved from 
activation-induced distortion.
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The cross-weighting mechanism then modulates the amplitudes while re-attaching the 
preserved phases—an operation we call amplitude modulation with phase preservation:

𝐴′
𝑑 = (𝑊𝑚 ⊙ |𝐴𝑑|) ⋅ 𝑒𝑖Θ𝐴,

𝑀′
𝑑 = (𝑊𝑎 ⊙ |𝑀𝑑|) ⋅ 𝑒𝑖Θ𝑀,

(26)

The gain 𝑊𝑚 weights the magnitude of the average-pooled branch, while 𝑊𝑎 weights 
that of the maximum-pooled branch. The symbol ⊙ denotes element-wise multiplication. 
This cross-modulation changes the relative feature responses; it does not algebraically 
guarantee enhancement of a particular class or protection of every weak scatterer.

The modulated dual-path features are then restored to their original spatial dimensions 
by nearest-neighbor upsampling,

𝐴′
𝑢 = ℛ(𝐴′

𝑑), 𝑀′
𝑢 = ℛ(𝑀′

𝑑), (27)

where ℛ  is nearest-neighbor interpolation to the target spatial size 𝐻 × 𝑊.
The upsampled features are then concatenated along the channel dimension, and a 

fused feature that encodes both spatial coordinate information and cross-branch interaction 
gains is reconstructed through a complex convolution, complex batch normalization and 
Cartesian ReLU (Cart-ReLU, also denoted CReLU) activation,

𝐹 = 𝜙(ℬ𝒩(𝒞(Concat[𝐴′
𝑢, 𝑀′

𝑢]))), (28)

where 𝜙 is the Cart-ReLU activation, ℬ𝒩  denotes complex batch normalization, and 𝐹 ∈
C𝐵×𝐻×𝑊×1 is the fused feature.

The fusion feature 𝐹 produces a positive real spatial mask, which is applied to the 
original module input:

𝑌 = (|𝑋| ⊙ 𝜎(|𝐹|))𝑒𝑖Θ𝑋 . (29)

Here 𝑋 = |𝑋|𝑒𝑖Θ𝑋  is the fused learned feature entering CV-APIA, and 𝐹 is the internal 
feature of Equation (28). The output gate preserves the phase of each non-zero element of 
𝑋. No Cartesian activation follows this gate; Cart-ReLU is confined to the internal fusion 
branch. The internal convolutions may depend on relative phase, so this is not a claim 
that the entire mask-generation branch is phase-independent. We call this positive real 
magnitude modulation amplitude–phase decoupling (APD).

Decoupling amplitude from phase is not in itself new in complex-valued networks: 
magnitude-threshold activations such as modReLU, introduced by Arjovsky et al. [46] and 
analyzed further by Trabelsi et al. [40], rescale a complex feature by a real factor derived 
from its magnitude, and complex-valued convolutional architectures have been adopted 
widely for PolSAR classification [19,22,36]. We therefore do not present the decoupling of 
amplitude and phase as a new principle; what is specific here is how the modulating gain is 
produced and where it is applied. First, the gain is not a pointwise function of the feature’s 
own magnitude, as in modReLU, but a spatial attention mask that was obtained from 
the magnitudes of average- and maximum-pooled features over the channel dimension 
(Equation (22)). Therefore, the gain depends on the aggregated amplitude of all the 
channels rather than the magnitude of a single feature alone. Second, the mask is a bounded 
real field in (0, 1) produced by a sigmoid and is applied in the exponential domain so that 
the final gate leaves the phase of every non-zero input element of 𝑋 unchanged; Cartesian-
coordinate activations such as CReLU can change phase by truncating real or imaginary 
components. Third, one and the same real mask multiplies the real and imaginary parts, so 
the two components are modulated jointly rather than as independent real channels. These 
points concern the construction of the modulation, not the decoupling principle itself. Two 
further distinctions should be stated for precision: the mask is derived from the magnitudes 
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of the pooled features and is positive real, and the output of the module preserves the phase 
of its input feature 𝑋 (Equation (29)); we do not claim that every quantity inside the module 
is independent of phase since the internal complex convolution combines contributions 
whose sum depends on their relative phases. Finally, the ablation in Section 3.3 quantifies 
this design relative to the Cartesian-coordinate variant; as discussed there, that comparison 
evaluates the amplitude–phase-decoupled formulation as a whole and does not isolate 
phase preservation from the remaining design choices, and it is not a comparison against 
previously published decoupling methods, which differ in gating source, pooling scheme 
and task and would require a separate re-implementation.

2.4. Complex-Valued Vision Transformer (CV-ViT)
The attention stage is followed by a complex-valued vision transformer (CV-ViT) that 

captures long-range dependencies over the folded feature map. All the linear operations 
in this block are complex-valued and follow the deep complex network framework of 
Trabelsi et al. [40]: the real and imaginary parts are processed jointly through complex 
arithmetic instead of being treated as independent real-valued channels.

Complex patch embedding. Let 𝑋 ∈ C𝐵×𝐻′×𝑊′×𝐶″ denote the folded feature tensor. 
The spatial map is partitioned into 𝑁 = (𝐻′/𝑃) (𝑊′/𝑃) non-overlapping patches of size 
𝑃 × 𝑃, and  each patch is flattened into a complex vector 𝑥𝑝 ∈ C𝑃2𝐶″. A trainable complex 
embedding matrix 𝐸 ∈ C𝑃2𝐶″×𝑑emb projects each patch into the transformer dimension 𝑑emb, 
and a learnable complex positional embedding 𝑒𝑝 ∈ C𝑑emb is added. A complex class token 
𝑧cls ∈ C𝑑emb is prepended, giving the input sequence

𝑧0 = [ 𝑧cls; 𝑥1𝐸 + 𝑒1; … ; 𝑥𝑁𝐸 + 𝑒𝑁 ] ∈ C(𝑁+1)×𝑑emb. (30)

Component-wise layer normalization. Complex layer normalization (CLN) is im-
plemented by applying layer normalization separately to the real and imaginary parts. 
For 𝑧 ∈ C𝐵×(𝑁+1)×𝑑emb, the statistics are calculated over the final feature axis for each sample 
𝑏 and token 𝑛 without averaging across the batch or token axes:

𝜇𝑟,𝑏,𝑛 =
1

𝑑emb

𝑑emb

∑
𝑑=1

𝑧𝑟,𝑏,𝑛,𝑑,

𝑣𝑟,𝑏,𝑛 =
1

𝑑emb

𝑑emb

∑
𝑑=1

(𝑧𝑟,𝑏,𝑛,𝑑 − 𝜇𝑟,𝑏,𝑛)2,

ˆ𝑧𝑏,𝑛,𝑑 = 𝛾𝑟,𝑑
𝑧𝑟,𝑏,𝑛,𝑑 − 𝜇𝑟,𝑏,𝑛

√𝑣𝑟,𝑏,𝑛 + 𝜖
+ 𝛽𝑟,𝑑

+ 𝑖(


𝛾𝑖,𝑑
𝑧𝑖,𝑏,𝑛,𝑑 − 𝜇𝑖,𝑏,𝑛

√𝑣𝑖,𝑏,𝑛 + 𝜖
+ 𝛽𝑖,𝑑

)


.

(31)

The imaginary-part statistics are defined analogously. The real scale and shift pa-
rameters are learned separately for the two parts, and 𝜖 = 10−6. This is component-
wise layer normalization rather than batch normalization or a full complex-covariance 
whitening operation.

Hermitian attention and head dimensions. The embedding width is 𝑑emb = 32 and 
the number of heads is ℎ = 4. The configured key and value width is 𝑑𝑘 = 𝑑𝑣 = 32 per 
head; it is not 𝑑emb/ℎ. Suppressing the batch axis, each head 𝑚 ∈ {1, … , ℎ} uses projections 
𝑊𝑄,𝑚, 𝑊𝐾,𝑚, 𝑊𝑉,𝑚 ∈ C𝑑emb×𝑑𝑘 :

𝑄𝑚 = 𝑧𝑊𝑄,𝑚, 𝐾𝑚 = 𝑧𝑊𝐾,𝑚, 𝑉𝑚 = 𝑧𝑊𝑉,𝑚 ∈ C(𝑁+1)×𝑑𝑘 . (32)
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Separately projected queries and keys need not have real diagonal entries in 𝑄𝑚𝐾𝐻
𝑚 . Each 

head takes the real part of the conjugate-transposed product before the row-wise softmax:

𝐴𝑚 = softmax(


Re(𝑄𝑚𝐾𝐻
𝑚 )

√𝑑𝑘

)


∈ R(𝑁+1)×(𝑁+1),

𝑍𝑚 = 𝐴𝑚𝑉𝑚 ∈ C(𝑁+1)×𝑑𝑘 .

(33)

The four head outputs concatenate to width ℎ𝑑𝑘 = 128 and are projected back to the 
embedding width for the residual connection, defining multi-head attention (MHA):

MHA(𝑧) = Concat[𝑍1, … , 𝑍ℎ]𝑊𝑂, 𝑊𝑂 ∈ C128×32.

The attention weights are real and non-negative, but weighted sums of complex values 
can alter phase. The element-wise phase-preservation claim remains limited to the final 
positive real CV-APIA gate.

Complex multilayer perceptron and activation. Each transformer block ends with a 
two-layer complex multilayer perceptron (MLP)

MLP(𝑧) = 𝜎𝑐(𝑧𝑊1 + 𝑏1)𝑊2 + 𝑏2, (34)

with complex weights 𝑊1 ∈ C𝑑emb×𝑑ff and 𝑊2 ∈ C𝑑ff×𝑑emb, complex biases 𝑏1, 𝑏2, and the 
Cartesian ReLU (CReLU) activation applied to the real and imaginary parts separately 
following Trabelsi et al. [40]:

𝜎𝑐(𝑧) = ReLU(Re(𝑧)) + 𝑖 ReLU(Im(𝑧)). (35)

Each block is wrapped by residual connections and CLN in the standard ViT arrangement,

ˆ𝑧ℓ = MHA(CLN(𝑧ℓ−1)) + 𝑧ℓ−1, 𝑧ℓ = MLP(CLN( ˆ𝑧ℓ)) + ˆ𝑧ℓ, (36)

for ℓ = 1, … , 𝐿 blocks, where MHA denotes the multi-head Hermitian attention.
Classification head. After the last block, the class token 𝑧𝐿

cls is projected by a complex 
dense layer to the number of classes; the classification logits are taken as the real part of 
this projection, and a softmax produces the final probabilities.  The CV-ViT supplies global 
complex-valued modeling after the local feature extraction and CV-APIA gating. Complex 
representation and phase-preserving gating are distinct: the transformer mixes features, 
while only the specified positive real gate is asserted to preserve its non-zero input phase. 

2.5. PolSAR Datasets
Table 1 introduces two public PolSAR scenes, Flevoland and San Francisco, and an 

author-curated Nanjing scene. It lists the sensor, reported acquisition information, image 
dimensions and number of labeled classes.

Table 1. Reported scene characteristics. The Nanjing scene is author-curated rather than a public 
benchmark.

Name Sensor Time Image Band Dimensions Class

Flevoland 1989 AIRSAR 1989 L-band 750 × 1024 15
San Francisco AIRSAR 2008 L-band 900 × 1024 5

Nanjing RADARSAT-2 2017 C-band 1500 × 1500 6

The Flevoland image in Figure 6 was acquired by NASA/JPL AIRSAR over the Nether-
lands on 16 August 1989. It contains four-look L-band data of 750 × 1024 pixels at the 
reported 12 m resolution with 15 classes [47].
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(a) (b)

Figure 6.  Flevoland scene. (a) Pauli RGB composite; (b) reference-label map. Unassigned pixels are 
excluded from the scored classes. 

The San Francisco image in Figure 7 is an L-band AIRSAR scene of 900 × 1024 pixels at 
the reported 10 m resolution with five labeled classes. Xing et al. identify the San Francisco 
AIRSAR data as L-band in their experimental description and Figure 4 caption [48].

(a) (b)

Figure 7.  San Francisco scene. (a) Pauli RGB composite; (b) reference-label map. Unassigned pixels 
are excluded from the scored classes. 

The Nanjing SAR imagery was provided by the authors’ research group and acquired 
by RADARSAT-2 on 11 April 2017. The experimental scene in Figure 8 is a 1500×1500 crop at 
the reported 5 m resolution that covers Nanjing and its surroundings in Jiangsu, China. Its 
six-class reference mask was manually annotated for this study. RapidEye optical imagery 
was acquired in April 2017 at 5 m resolution, providing a visual reference. The optical images 
were mosaicked for the reference coverage; the model input is the SAR crop. This is an 
author-curated experimental scene rather than a publicly released classification benchmark.
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(a) (b)

Figure 8.  Author-curated Nanjing scene. (a) Pauli RGB composite of the SAR crop; (b) manually 
prepared partial reference mask. Water labels cover selected interior portions of the water surface 
rather than its full extent. Black denotes unassigned pixels, which are excluded from supervised label 
sampling and accuracy assessment. 

The reference mask deliberately covers selected regions, not the complete geographical 
extent of every class. For water, annotation focused on central or interior portions of the 
water surface where the annotator judged the class membership to be unambiguous rather 
than tracing the full shoreline. Partial coverage was also intended to keep the labeled pool 
and, under the fixed-proportion sampling protocol, the training-sample budget manageable. 
The remaining unannotated water pixels are left unassigned. A smaller water annotation 
area therefore describes incomplete annotation coverage, not a narrower physical river 
boundary. Black unassigned pixels are not an additional scored class and are excluded from 
supervised label sampling and the overall accuracy (OA), AA and kappa coefficient (𝜅) 
calculations. The class totals reported for the Nanjing dataset (Section 3.4) sum to 342,689 
labeled pixels, approximately 15.23% of the 1500 × 1500 crop. Accuracy is evaluated on the 
labeled test pixels under the stated sampling protocols; predictions in unannotated areas 
are not quantitatively validated by this reference mask.

2.6. Experimental Configuration
2.6.1. Input Patches and Labeled-Sample Budgets

Each sample is a square spatial patch centered on a labeled pixel, and its supervised 
target is the class of that central pixel. For the random-pixel protocol, patches are enumerated 
in row-major order with zero padding at scene boundaries; centers with the unassigned 
label are removed from the labeled sampling pool. The reported random-pixel experiments 
use class-stratified sampling with nominal training budgets of 1% of labeled pixels on 
Flevoland and San Francisco and 5% on Nanjing. The split uses train_test_split with 
stratify=y and a fixed split random_state=345; the corresponding test fractions are 0.99, 
0.99 and 0.95. Thus the percentage denominator is the labeled-pixel pool, not the area of 
the full image. If 𝑁𝐿 is the number of labeled pixels and 𝑁tr the selected training count, 
the realized ratio is 100𝑁tr/𝑁𝐿 percent. Integer class allocations are assigned by the stratified 
splitter rather than independently rounding the nominal fraction within every class.
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The training counts tabulated for Flevoland and San Francisco sum to 2078 and 8023, 
respectively. The Nanjing table instead lists the annotated class totals, not the class training 
counts. In the random-pixel protocol, labeled pixels that were not selected for training form 
the test pool. The spatial-block protocol in Section 3.6 restricts training and test samples to 
their assigned regions.

Input windows are 15 × 15 on Flevoland and Nanjing and 13 × 13 on San Francisco. 
The same dataset-specific window and reported training split are used by the compared 
methods. Window sizes follow the cited baseline settings; the separate sensitivity curves 
are descriptive evaluations on test data, not independent validation-set selection. We do 
not present these settings as the result of a held-out grid-search procedure.

2.6.2. Optimization and Repeated Evaluation
The experiments use Python (v3.9) and TensorFlow (v2.10.0) on a Windows 11 machine 

with 32 GB RAM and an NVIDIA GeForce RTX 4070 Ti GPU (NVIDIA Corporation, Santa 
Clara, CA, USA) with 12 GB VRAM. The CV-MfIaViT is trained with Adam, a learning 
rate of 10−3, categorical cross-entropy loss, batch size 128 and a maximum of 100 epochs. 
Training samples are shuffled between epochs. Early stopping monitors training accuracy 
with patience 10 and restoration of the weights selected by this criterion. No separate 
validation subset is reserved.

Configuration development and subsequent evaluation. The proposed configuration 
was established through manual exploratory trials starting from reference-method or code 
defaults rather than a formal grid search. Training loss and accuracy, together with random-
pixel test OA and AA, informed this development stage. The model and hyperparameter 
configuration was fixed before the spatial-block experiments in Section 3.6; their results 
were not used for further model revision or hyperparameter selection. The reference 
methods retain their original architecture and optimization settings from the publications 
in Section 3.4. The common labeled splits, sampling budgets and input windows are 
described here. The Adam and stopping settings above apply to the proposed model. 
Section 4 distinguishes the development-stage comparisons from the subsequent fixed-
configuration assessment.

After selecting the configuration, three random-pixel main runs separately initialize 
and train the model on the same labeled training/test center-pixel split. Aggregate OA, 
AA and 𝜅 are reported as mean ± standard deviation over these three runs. This standard 
deviation measures initialization and training variation that are conditional on the fixed 
split. The subsequent spatial-block runs retain the fixed configuration and use different 
block assignments, as specified in Section 3.6. Per-class entries in the Flevoland comparison 
are from one representative run of each method. The CV-MfIaViT vegetation entry of 93.67% 
reported for San Francisco (Section 3.4) is also a single-run class accuracy that is separately 
reported from the three-run aggregate metrics. Other class summaries follow their stated 
captions. Figure 9 follows the single-run protocol in Section 3.2.

The comparison controls the labeled-sample budget, dataset-specific input window 
and reported split at a given configuration. Model architectures are identified by the 
cited reference methods. A common window controls the supplied spatial context but 
does not imply identical effective receptive fields or independently optimal settings for 
every architecture.

2.6.3. Reported Parameter and Forward-Cost Accounting
For the default Flevoland configuration (15 × 15 input and 15 classes), the CV-MfIaViT 

has a reported total count of 2,933,146 entries in the Keras model summary: 2,933,046 train-
able parameters and 100 non-trainable batch normalization (BN) state entries. The re-
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ported network forward cost is 146.5 million floating-point operations (FLOPs) per patch. 
The Cartesian-coordinate attention variant has a reported cost of 148.2 M FLOPs. The distinc-
tion concerns the modulation step: complex multiplication combines four real products and 
two real additions, whereas multiplication of a complex feature by one real gain uses two 
real products. Complex fusion convolution, batch normalization and Cart-ReLU remain in 
the attention module, as shown in Equation (28); APD is not a wholly real-valued network.

5×5 7×7 9×9 11×11 13×13 15×15 17×17
Patch size

88

90

92

94

96

98
A

A
 (%

)

Flevoland
San Francisco
Nanjing

Figure 9. Single-run test-set AA versus input-window size. Each size is separately trained using the 
same center-pixel split, sampling proportion and other hyperparameters within a dataset. The curves 
describe window sensitivity and differ from the three-run aggregate results of the main comparisons.

Counts sum stored tensor elements: each learned complex coefficient contributes its 
separate real and imaginary entries, while BN moving statistics follow their stored tensor 
shapes. The total therefore includes non-trainable state. The attention module contributes 
82 trainable and 5 non-trainable entries, totaling 87; FM contributes 5626 trainable and 
95 non-trainable entries, totaling 5721. Parameter increments for the learned front ends are 
stated separately in the front-end ablation summary (Section 3.3).

Scene-level standardization precedes patch extraction, whereas the shallow-path 2D 
HT is computed separately within each extracted patch. The reported network FLOPs 
exclude standardization and this patch-wise front end. Parameter-free HT is therefore not 
zero-cost end-to-end processing; its computation must be included when measuring the 
complete pipeline. No measured GPU latency, peak memory or matched-hardware baseline 
training time is supplied here. The conditional area-scaling analysis in Section 3.2 is labeled 
separately from the reported default-configuration cost.

2.7. Evaluation Metrics
The predicted classification map is compared with the reference (ground-truth) data. 

Visual inspection alone is subjective and incomplete, so quantitative metrics are used; they 
are defined below.

Overall accuracy (OA) is the proportion of correctly classified pixels in the dataset,

OA =
𝑁correct
𝑁total

, (37)

where 𝑁correct is the number of correctly classified  pixels and 𝑁total the number of scored 
labeled test pixels.

Average accuracy (AA) is the arithmetic mean of the per-class accuracies,

AA =
1
𝑐

𝑐
∑
𝑖=1

𝑥𝑖, (38)

where 𝑐 is the number of scored classes and 𝑥𝑖 is the fraction of correctly predicted test 
pixels among reference pixels of class 𝑖.
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Class accuracy measures the proportion of correctly classified samples within a 
given class.

The Kappa coefficient (𝜅) evaluates the agreement between predictions and ground 
truth while discounting chance agreement,

𝜅 =
OA − 𝑃𝑒

1 − 𝑃𝑒
, (39)

where 𝑃𝑒 is the expected agreement under random chance; Kappa equals 1 for perfect 
agreement, 0 for agreement at the level of chance, and can be negative when the agreement 
is worse than chance. Its values are reported multiplied by 100, as in the tables below.

3. Results
3.1. Evaluation Overview

The experiments evaluate two public scenes, Flevoland and San Francisco, and the 
author-curated Nanjing scene. We first describe input-window sensitivity, then component 
ablations, reference-method comparisons, training-budget sensitivity and spatial-block 
evaluation. Sampling and optimization are defined in Section 2.6; each table or figure 
specifies its configuration and statistical scope.

3.2. Sensitivity Analysis of the Patch Receptive Field
A patch supplies spatial context for classifying its labeled central pixel. Larger windows 

provide more neighborhood information but can also include pixels from other classes, so 
the balance depends on scene layout and spatial sampling. Figure 9 evaluates 5×5, 7×7, 9×9, 
11 × 11, 13 × 13, 15 × 15 and 17 × 17 windows. Within each dataset, the labeled training/test 
center-pixel split, sampling proportion and other hyperparameters are held fixed according 
to Section 2.6. A model is separately initialized and trained for each size. Each plotted AA 
is a single-run test result; this experiment does not estimate run-wise uncertainty.

On Flevoland, 13 × 13 → 15 × 15 increases AA by 1.22 percentage points (pp), whereas 
15 × 15 → 17 × 17 decreases it by 1.59 pp. The corresponding changes on Nanjing are 
+1.57 and −0.84 pp. On San Francisco, the AA values at 15 × 15 and 17 × 17 are 0.51 and 
0.65 pp lower than at 13 × 13. These observations identify the peak within the tested range; 
they do not establish a universally optimal size or quantitatively measure the underlying 
land-cover scales.

The main comparisons use 15×15 on Flevoland and Nanjing and 13×13 on San Francisco 
in accordance with the baseline settings [25]. A common window within each dataset con-
trols the supplied input context, although effective receptive fields differ across architectures. 
Figure 9 characterizes sensitivity of the evaluated model to spatial context; it is a descriptive 
test-set analysis rather than an independent validation-based selection procedure.

Conditional computation-scale analysis. The 13 × 13, 15 × 15 and 17 × 17 inputs contain 
169, 225 and 289 spatial positions: increases of 33.1% and 28.4% for the two consecutive size 
changes. Convolutional operation counts depend on the corresponding feature-map areas, 
while transformer cost also depends on the token count and includes quadratic attention 
terms. Thus input area alone is not an exact total-network FLOP formula.

As an illustrative area-only scenario, applying 𝐶area(𝑠) = 146.5(𝑠/15)2 M operations to 
the reported 15×15 reference cost gives approximately 110.0 and 188.2 M at 13 and 17. These 
values are conditional extrapolations, not separately profiled model FLOPs or measured 
timings, and do not prove that convolution dominates the actual network. Within this 
scenario, Flevoland and Nanjing gain AA up to 15 while the move to 17 increases scale and 
lowers AA; on San Francisco, 13 is more accurate and has a smaller input than 15 and 17. It 
is not the smallest or cheapest input among all seven tested sizes. Actual latency, memory 
and model-specific operation counts across window sizes remain to be measured.
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3.3. Ablation Experiments
The Flevoland ablations examine module inclusion and front-end/attention variants 

under a common reported training budget. Table 2 first compares the four combinations 
of FM and the attention module while the CNN and transformer structure are fixed. Its 
columns report OA, AA and 𝜅 × 100. The run-wise standard deviations are defined in 
Section 2.6.

Table 2.  FM and attention-module combinations on Flevoland with 1% stratified training samples. 
Aggregate scores are mean ± standard deviation over three runs. 

FM APIA OA (%) AA (%) 𝜿 × 100

× × 96.43 ± 0.38 95.56 ± 0.31 96.21 ± 0.42
✓ × 97.46 ± 0.51 97.21 ± 0.64 97.44 ± 0.62
× ✓ 97.23 ± 0.45 96.63 ± 0.42 96.89 ± 0.58
✓ ✓ 97.78 ± 0.52 97.35 ± 0.68 97.61 ± 0.54

Without either module, OA is 96.43% and AA is 95.56%. FM alone gives 97.46% OA and 
97.21% AA; attention alone gives 97.23% OA and 96.63% AA; the combination gives 97.78% 
OA and 97.35% AA. The marginal OA changes are 0.55 pp for FM with attention present 
and 0.32 pp for attention with FM present. These are descriptive differences between the 
compared architectures.

Using the total-count convention in Section 2.6, the attention module adds
82 + 5 = 87 entries and FM adds 5626 + 95 = 5721, giving 87 + 5721 = 5808. Of these, 
5708 are trainable parameters and 100 are non-trainable BN state entries. Relative to the 
full-model total, 100 × 5808/2933146 = 0.198% after rounding. This is total-count overhead, 
not trainable overhead or measured execution cost.

Table 3 then compares identity and 2D HT front ends with and without APD plus 
learned front ends G1 and G3 with APD enabled. The reference is the FM-plus-Cartesian-
attention configuration from Table 2. G1 applies 𝑥′ = 2𝜎(𝑊|𝑥| + 𝑏) ⊙ 𝑥 to the six-component 
vector at each spatial location; 𝑊 ∈ R6×6 and 𝑏 ∈ R6 are real-valued and correspond to 
42 reported parameters. The reported G3 count corresponds to one complex input and 
output channel, a 3 × 3 × 1 kernel and complex bias: 2(9 + 1) = 20 independent real scalars. 
These are distinct from the six polarimetric-depth slots.

Table 3.  Front-end and APD ablation on Flevoland with a 15 × 15 input and 1% training samples. 
Mean ± standard deviation is reported over three runs. Learned G1/G3 replace the front end with 
APD enabled; their reported parameter increments and network forward costs exclude channel 
standardization and patch-wise HT preprocessing. 

Front End APD  Extra Params  FLOPs (M) OA (%) AA (%) 𝜿 × 100

Identity ×  0 148.2 97.78 ± 0.52 97.35 ± 0.68 97.61 ± 0.54
2D HT ×  0 148.2 97.95 ± 0.50 97.65 ± 0.64 97.81 ± 0.52

Identity ✓  0 146.5 97.91 ± 0.48 97.53 ± 0.61 97.74 ± 0.51
 G1 (learned gate) ✓ +42 146.6 97.98 ± 0.46 97.70 ± 0.59 97.81 ± 0.49

 G3 (local conv) ✓ +20 147.1 98.04 ± 0.47 97.78 ± 0.60 97.87 ± 0.49
2D HT (proposed) ✓  0 146.5 98.15 ± 0.48 97.96 ± 0.71 97.98 ± 0.45

Adding 2D HT to the reference changes OA by +0.17 pp and AA by +0.30 pp. APD 
alone changes them by +0.13 and +0.18 pp. The combined configuration reaches 98.15% 
OA and 97.96% AA, changes of +0.37 and +0.61 pp. The individual changes sum to 
0.17 + 0.13 = 0.30 pp for OA and 0.30 + 0.18 = 0.48 pp for AA. These point differences 
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describe the joint design; they are not a significance test of interaction or proof of phase 
preservation as the cause of the gains.

G1 gives 97.98 ± 0.46% OA and 97.70 ± 0.59% AA, and G3 gives 98.04 ± 0.47% OA 
and 97.78 ± 0.60% AA. Their OA means are 0.17 and 0.11 pp below the fixed-front-end 
mean, respectively. Three-run dispersion is larger than these point differences, and no 
formal superiority or equivalence test is reported. The results show similar reported means 
with different front-end parameter requirements. The fixed transform requires no learned 
front-end parameters, while its patch-wise computation still has a cost.

Statistical Interpretation
OA weights classes according to test-pixel frequency, whereas AA gives each scored 

class equal weight. The joint front-end/attention configuration has an AA point gain of 
0.61 pp and an OA point gain of 0.37 pp over its reference. This is compatible with the 
class-balance motivation but does not identify a particular scattering mechanism.

The OA standard deviations in Table 3 range from 0.46 to 0.52 pp and the AA standard 
deviations from 0.59 to 0.71 pp. Accuracy differences, run-wise variation and individual class 
point values have distinct interpretations. In particular, large class differences between com-
plete models are not isolated component effects, and a smaller accuracy standard deviation 
does not by itself demonstrate faster or more stable training convergence. The representative-
run class values on Flevoland also do not provide per-class uncertainty estimates.

3.4. Comparison with Reference Methods
The seven reference configurations cover convolutional and transformer families: CV-

2D CNN [20], CV-3D CNN [21], CV-2D–3D [22], ViT [23], Swin Transformer [49], PolSAR-
Former [24] and CV-MsAtViT [25]. The cited works identify their architectural and original 
configuration sources. Each reference method uses its original architecture and optimization 
settings with the common sampling and input-window settings in Section 2.6. The results 
compare these stated configurations; development and subsequent fixed-configuration 
evaluation are distinguished in Sections 2.6 and 3.6.

3.4.1. Classification Results on the Flevoland Dataset
Table 4 presents the 15 class accuracies, training counts and aggregate metrics for the 

1% training configuration. It distinguishes representative-run class values from three-run 
aggregate summaries.

The CV-MfIaViT has the highest reported aggregate means among these configurations: 
98.15±0.48% OA, 97.96±0.71% AA and 97.98±0.45 for 𝜅 ×100. Its AA mean is 1.83 pp above 
CV-MsAtViT. The CNN and transformer references differ in architecture and performance; 
these comparisons do not isolate dimensionality, parameter count or a single physical effect.

The proposed model attains the best or tied-best class value in nine of 15 classes. 
The representative buildings value is 97.55% compared with 81.12% for CV-MsAtViT, a dif-
ference of 16.43 pp with six tabulated training samples. Grass and peas differ by 4.51 
and 4.92 pp. Stem beans and beet are lower by 1.42 and 1.74 pp than CV-MsAtViT and 
PolSARFormer, respectively. These class differences characterize complete models and do 
not identify the contribution of phase preservation alone.

Figure 10 provides the classification-map comparison as visual context; numerical 
accuracy is determined on the scored reference pixels.

3.4.2. Classification Results on the San Francisco Dataset
Table 5 reports the five class summaries, training counts and aggregate metrics under 

1% training and a 13 × 13 input. This separates sample support from prediction accuracy.
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Table 4.  Flevoland reference-class accuracies and reported training counts. Class accuracies are from 
one representative run per method; aggregate OA, AA and 𝜅 × 100 are mean ± standard deviation 
across three runs. Accuracy units are percent. 

Class Training 
Samples

CV-2D 
CNN

CV-3D 
CNN CV-2D–3D ViT Swin T PolSAR-

Former
CV-

MsAtViT
CV-

MfIaViT

Water 292 98.13 99.19 97.12 99.34 99.59 99.84 99.36 99.96
Forest 159 94.38 99.43 94.40 94.04 96.15 99.36 98.34 97.95

Lucerne 112 95.41 98.64 96.66 97.43 97.65 96.38 97.39 96.51
Grass 102 3.66 89.89 84.50 90.22 85.04 93.38 89.74 94.25

Rapeseed 219 88.13 97.08 87.65 95.01 90.44 96.58 98.84 98.95
Beet 147 87.17 94.10 90.28 95.63 95.86 98.08 92.46 96.34

Potatoes 213 79.63 96.50 95.83 98.00 92.65 90.52 97.83 97.43
Peas 104 86.19 95.31 98.61 94.48 92.92 96.41 93.74 98.66

Stem Beans 85 89.96 96.27 94.32 86.77 94.28 96.21 99.49 98.07
Bare Soil 63 2.94 83.27 90.37 97.19 94.84 84.56 97.04 98.99
Wheat 176 82.53 98.63 97.04 85.03 96.49 97.64 98.08 96.38

Wheat 2 106 0.10 62.88 87.97 95.58 84.41 81.24 98.87 98.89
Wheat 3 220 94.70 98.38 96.06 98.61 96.59 95.57 99.75 99.85
Barley 74 90.58 95.97 94.16 94.15 96.77 96.34 99.82 99.82

Buildings 6 83.30 92.05 84.53 12.96 68.00 87.68 81.12 97.55

OA (%) 78.50 ± 2.42 94.94 ± 2.55 93.68 ± 2.23 94.80 ± 3.28 94.33 ± 2.26 95.34 ± 1.08 97.53 ± 0.78 98.15 ± 0.48
AA (%) 71.79 ± 2.71 93.17 ± 2.81 92.63 ± 2.51 88.96 ± 3.53 92.11 ± 2.41 93.99 ± 1.31 96.13 ± 0.81 97.96 ± 0.71

Kappa ×100 76.33 ± 2.31 94.47 ± 2.45 93.10 ± 2.17 94.32 ± 3.10 93.80 ± 2.13 94.91 ± 1.05 97.30 ± 0.75 97.98 ± 0.45

Figure 10. Classification maps on the Flevoland dataset. (a) Ground truth; (b) CV-2D CNN; (c) CV-3D 
CNN; (d) CV-2D–3D; (e) ViT; (f) Swin T; (g) PolSARFormer; (h) CV-MsAtViT; (i) CV-MfIaViT.

The proposed model gives 97.46 ± 0.87% OA, 93.14 ± 0.96% AA and 96.03 ± 1.03 for 
𝜅 × 100. Its OA mean is 0.11 pp above CV-MsAtViT and its AA mean is 3.42 pp higher. 
The small OA difference should be read together with the run-wise dispersion.

Vegetation has 535 training samples within the 8023-sample training set. The CV-
MfIaViT gives a single-run test accuracy of 93.67% for this class; this value is not a three-run 
class mean. The tabulated PolSARFormer class value is 71.17%. Training and evaluation 
follow Section 2.6. Water reaches 99.71%, while other methods lead on mountain, urban 
and bare soil. These results show class-dependent trade-offs rather than improvement for 
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every class. Figure 11 displays the corresponding maps; it does not replace the numerical 
evaluation or isolate an attention mechanism.

Table 5.  San Francisco class accuracies and reported training counts. The CV-MfIaViT vegetation 
entry of 93.67% is a single-run class accuracy. Aggregate OA, AA and 𝜅 × 100 are mean ± standard 
deviation over three runs. Accuracy units are percent. 

Class Training 
Samples

CV-2D 
CNN

CV-3D 
CNN CV-2D–3D ViT Swin T PolSAR-

Former
CV-

MsAtViT
CV-

MfIaViT

Water 3296 98.39 99.37 99.01 97.49 98.53 97.72 99.55 99.71
Mountain 627 90.92 98.34 92.99 90.03 90.65 92.54 97.89 92.16
Vegetation 535 78.64 87.84 82.65 62.31 55.85 71.17 73.02 93.67

Urban 3428 98.20 95.99 95.51 98.91 98.48 99.00 99.70 97.45
Bare soil 137 69.57 74.82 50.81 70.51 70.12 83.38 78.43 82.70

OA (%) 95.92 ± 2.78 96.66 ± 2.46 95.13 ± 2.12 94.71 ± 2.54 94.56 ± 2.41 95.85 ± 1.57 97.35 ± 1.28 97.46 ± 0.87
AA (%) 87.14 ± 2.63 91.27 ± 2.33 84.19 ± 1.97 83.85 ± 2.12 82.73 ± 1.96 88.76 ± 1.39 89.72 ± 1.37 93.14 ± 0.96

Kappa ×100 93.58 ± 2.93 94.79 ± 2.78 92.38 ± 2.26 91.70 ± 2.61 91.47 ± 2.33 93.49 ± 1.53 95.81 ± 1.11 96.03 ± 1.03

Figure 11. Classification maps on the San Francisco dataset. (a) Ground truth; (b) CV-2D CNN; 
(c) CV-3D CNN; (d) CV-2D–3D; (e) ViT; (f) Swin T; (g) PolSARFormer; (h) CV-MsAtViT; (i) CV-
MfIaViT.

3.4.3. Classification Results on the Nanjing Dataset
Table 6 reports the six annotated class totals and model accuracies under the nominal 5% 

training configuration. The annotated counts sum to 342,689; they must not be interpreted 
as the training-set size. Figure 12 supplies the classification-map comparison. These results 
are evaluated against the supplied author-curated labels, not an independently verified 
complete land-cover map.
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Table 6.  Nanjing reported class accuracies and annotated reference-pixel counts. The second column 
is not a training-count column. Class accuracies are averaged over three reported runs; aggregate 
metrics include run-wise standard deviations. Accuracy units are percent. Results are conditional on 
the author-curated reference labels. 

Class Labeled 
Pixels

CV-2D 
CNN

CV-3D 
CNN CV-2D–3D ViT Swin T PolSAR-

Former
CV-

MsAtViT
CV-

MfIaViT

Forest 110,901 87.12 93.57 97.68 92.12 92.40 93.07 98.73 97.51
Industrial 3444 12.22 63.44 43.50 56.06 75.05 62.99 86.32 90.02

Residential 43,018 83.53 92.51 91.79 90.23 90.05 93.52 94.95 94.64
Road 14,673 19.18 64.20 51.69 59.70 78.67 81.49 76.06 86.49
Water 95,418 96.33 98.86 97.84 96.64 99.19 98.66 99.55 98.51

Farmland 75,235 84.61 96.56 87.72 89.95 87.41 94.55 95.35 98.67

OA (%) 85.08 ± 3.32 93.99 ± 2.13 92.44 ± 2.34 90.95 ± 3.47 92.15 ± 2.31 94.18 ± 1.86 96.71 ± 1.36 97.15 ± 0.98
AA (%) 63.83 ± 3.89 84.86 ± 2.43 78.37 ± 2.16 80.78 ± 3.12 87.13 ± 2.21 87.38 ± 2.32 91.83 ± 1.24 94.31 ± 0.72

Kappa ×100 79.86 ± 3.56 91.96 ± 2.36 89.79 ± 2.47 87.87 ± 3.32 89.52 ± 2.43 92.24 ± 1.97 95.57 ± 1.44 96.17 ± 1.04

Figure 12. Classification maps on the Nanjing dataset. (a) Partial reference mask; (b) CV-2D CNN; 
(c) CV-3D CNN; (d) CV-2D–3D; (e) ViT; (f) Swin T; (g) PolSARFormer; (h) CV-MsAtViT; (i) CV-
MfIaViT.

The CV-MfIaViT has reported means of 97.15 ± 0.98% OA, 94.31 ± 0.72% AA and 
96.17 ± 1.04 for 𝜅 × 100. The AA mean is 2.48 pp higher than CV-MsAtViT. Industrial and 
road differ by 3.70 and 10.43 pp in the class summaries, while forest and water are lower 
than the corresponding CV-MsAtViT values.

The images provide qualitative context for the labeled regions. Their apparent spatial 
agreement does not independently establish registration or annotation accuracy. The private-
scene comparison therefore supports performance on the reported reference mask. The 
annotation-quality limitation is stated in Sections 2.5 and 4.
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3.5. Results Under Different Sampling Rates
Figure 13 compares CV-3D CNN, Swin Transformer, CV-MsAtViT and CV-MfIaViT 

on Nanjing at nominal training proportions of 3%, 4%, 5%, 6% and 7%. At a given rate, 
the training budget is defined relative to the 342,689 labeled reference pixels with class 
stratification as described in Section 2.6; the realized percentage is 100𝑁tr/342,689, where 𝑁tr
is the selected training count. Unassigned pixels are excluded from this denominator. Each 
plotted OA, AA and 𝜅 × 100 value is the mean over three training runs at that rate. The input 
window and remaining configuration are kept at their reported settings. The curves are 
training-budget sensitivity evaluations, not an independent hyperparameter-selection pro-
cedure.

Larger labeled budgets are generally associated with higher plotted scores, although in-
dividual point sequences need not be monotonic. The four configurations show rate-
dependent differences in their reported aggregate metrics. The plot does not establish 
that one architecture intrinsically requires a particular quantity of data, and it provides no 
isolated measurement of attention-learning stability.

Figure 14 provides enlarged map comparisons for selected regions on the three scenes. 
These illustrations complement the class summaries without serving as measurements of 
attention weights or the physical effect of the front end.
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Figure 13.  Nanjing aggregate metrics at nominal 3–7% labeled-pixel training rates. The panels 
(a–c) show three-run means of OA, AA and 𝜅 × 100 for the reported configurations; no run-wise 
uncertainty bars are shown. 

3.6. Generalization Under Spatial-Block Partition
After the configuration was fixed, spatial-block experiments were conducted without 

using their outcomes to modify the model or hyperparameters. Random-pixel sampling can 
place training and test centers close together, so sliding patches may share spatial context. 
This subsequent evaluation partitions each scene into a 3 × 3 grid: six blocks supply training 
samples and the remaining three supply test samples. The nominal training budget is kept 
at 1% of labeled pixels for Flevoland and San Francisco and 5% for Nanjing. Samples are 
drawn only from the assigned training region. The reported class-preserving constraint 
keeps each class represented in the training selection.

The spatial separation requirement concerns the complete patch footprint, not merely 
disjoint center coordinates. Three reported runs use different block assignments; their 
mean ± standard deviation reflects the combined regional configuration and training 
variation. Changing the six training blocks also changes the three complementary test 
blocks, so the variation cannot be attributed only to training-region selection.

Table 7 places these block results alongside the random-pixel metrics. Scene-level 
standardization is shared label-free preprocessing, while the 2D HT operates separately 
within each patch. The shared normalization statistics limit a strictly inductive interpretation 
even when the patch regions are separated. All the methods have lower means under the 
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reported block evaluation. The CV-MfIaViT’s OA decreases by 3.87, 3.61 and 4.55 pp on 
Flevoland, San Francisco and Nanjing, respectively, and it retains the highest reported OA 
and AA means among the compared configurations. Relative to CV-MsAtViT, the block-
protocol OA means are higher by 1.93, 1.75 and 1.78 pp on Flevoland, San Francisco and 
Nanjing, respectively; the corresponding AA differences are 3.31, 4.77 and 4.15 pp. These 
are descriptive differences between the reported means. This supports its cross-region 
performance under the stated protocol. It does not isolate a physical mechanism, establish 
an artifact-free HT operator or exclude the influence of shared whole-scene normalization.
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Figure 14. Minority-class results of CV-3D CNN, Swin T, CV-MsAtViT, and CV-MfIaViT across 
different datasets.

Table 7. Reported aggregate accuracy under random-pixel and spatial-block sampling. Values are 
mean ± standard deviation over three runs. Block runs retain the configuration fixed before this eval-
uation and use different complementary region assignments with shared scene-level normalization.

Dataset Partition Metric CV-3D CNN Swin T PolSARFormer CV-MsAtViT CV-MfIaViT

Flevoland
Random (1%) OA (%) 94.94±2.55 94.33±2.26 95.34±1.08 97.53±0.78 98.15 ± 0.48

AA (%) 93.17±2.81 92.11±2.41 93.99±1.31 96.13±0.81 97.96 ± 0.71
Block OA (%) 88.62±1.25 87.15±1.38 89.47±1.12 92.35±0.95 94.28 ± 0.76

AA (%) 85.40±1.42 84.02±1.55 87.12±1.28 89.84±1.10 93.15 ± 0.88

San Francisco
Random (1%) OA (%) 96.66±2.46 94.56±2.41 95.85±1.57 97.35±1.28 97.46 ± 0.87

AA (%) 91.27±2.33 82.73±1.96 88.76±1.39 89.72±1.37 93.14 ± 0.96
Block OA (%) 89.14±1.35 86.80±1.42 89.72±1.20 92.10±0.98 93.85 ± 0.82

AA (%) 83.25±1.48 77.10±1.62 82.41±1.35 84.65±1.15 89.42 ± 0.94

Nanjing
Random (5%) OA (%) 93.99±2.13 92.15±2.31 94.18±1.86 96.71±1.36 97.15 ± 0.98

AA (%) 84.86±2.43 87.13±2.21 87.38±2.32 91.83±1.24 94.31 ± 0.72
Block OA (%) 86.74±1.45 85.32±1.50 87.65±1.30 90.82±1.10 92.60 ± 0.85

AA (%) 76.20±1.65 78.90±1.58 80.45±1.42 84.60±1.25 88.75 ± 0.98

4. Discussion
Representation and attribution. As shown in Section 1.1.1, channel standardization 

is an invertible feature reparameterization for fixed statistics and positive channel scales; 
it does not preserve all the physical coherency-matrix properties. The reported results 
evaluate the complete pipeline and do not isolate the benefit of normalization against 
alternative scaling schemes. The spatial front end supplies analytic-envelope features to one 
pathway; it is not a polarimetric decomposition. Positive real attention preserves the phase 
of a non-zero learned input feature. The combined classification results and Cartesian/APD 
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ablation do not separately identify phase preservation, non-negativity, pooling or parameter 
changes as the cause of the gains. Internal complex mixing can alter phase even when the 
final gate preserves it.

Fixed and learned front ends. With APD enabled in Table 3, replacing the identity 
front end with 2D HT changes the reported OA mean from 97.91% to 98.15% and AA 
from 97.53% to 97.96%, differences of 0.24 and 0.43 pp. The fixed-front-end mean is also 
numerically higher than those of G1 and G3, demonstrating OA differences of 0.17 and 
0.11 pp. These observations support the evaluated representation at the classification level; 
they do not distinguish its amplitude-description effect from possible boundary-dependent 
cues or establish physical scattering enhancement. Three runs do not establish superiority 
or equivalence. A fixed transform avoids learned front-end parameters and optimization 
but still requires computation within every processed patch. The input-area extrapolation 
describes a conditional cost scenario; matched operation accounting, memory and timing 
across sizes and reference models are not available.

Evaluation limits. The ablations are restricted to Flevoland, and the limited support 
of rare classes constrains class-specific uncertainty estimates. The random-pixel results in-
formed configuration development and therefore describe development-stage comparisons 
rather than untouched-test estimates. In contrast, the subsequent spatial-block experiments 
used the previously fixed configuration, and no model or hyperparameter changes were 
made from their results. They provide a further assessment under separated-region sam-
pling rather than another tuning stage. These experiments still use the same scenes and 
shared label-free scene-level normalization; they do not constitute evaluation on entirely 
new scenes or a strictly inductive protocol. The reference methods retain their original 
settings, so the comparison does not equalize per-model tuning budgets. The single-run 
window curves do not estimate training variability; the random-pixel standard deviations 
describe variation that is conditional on a fixed labeled split. The patch-wise FFT remains 
local to each input patch. Exact split indices, block-boundary handling, initialization seeds 
and final settings are needed for exact numerical replication.

Nanjing is an author-curated SAR crop with a manually prepared partial reference 
mask. Water annotation favors interior regions where the annotator judged the class mem-
bership to be unambiguous. This choice may favor easier water pixels and does not establish 
performance at shorelines or over the full water extent. The reported accuracies concern 
the selected labeled test population and do not measure prediction accuracy in unassigned 
regions. Partial coverage was intended to limit the training-sample budget; it does not 
itself establish stronger prediction accuracy or a measured training-speed benefit. Selective 
annotation limits the representativeness of the assessment for the entire scene; broader 
validation would require additional reference observations.

Further evaluation. Useful extensions include controlled HT placement comparisons, 
direct envelope and attention-weight visualization, a matched-mask phase experiment and 
a common-hardware accuracy–cost study. For large scenes, pruning, distillation, mixed 
precision and parallel inference may reduce the deployment burden; their benefits require 
measurement in the target implementation.

5. Conclusions
The CV-MfIaViT combines a spatial analytic-envelope front end, complex-valued 

multiscale feature extraction, cross-pooling attention and transformer modeling. Its final 
positive real attention gate preserves the phase of non-zero input features; the empirical 
evaluation concerns the complete design rather than phase preservation alone.

On the supplied reference labels, the reported random-pixel OA means are 98.15%, 
97.46% and 97.15% for Flevoland, San Francisco and Nanjing, respectively. The proposed 
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model also retains the highest reported OA and AA means in the spatial-block comparison 
of Table 7 under shared scene-level normalization. The class gains and declines show that 
the effects depend on the evaluated scene and class.

Figure 9 identifies AA peaks at 15×15, 13×13 and 15×15 within the tested ranges. Larger 
windows do not improve accuracy monotonically, and their input scale increases; the area-
only extrapolation is a conditional illustration, not a measured model cost. Figure 13 further 
shows the dependence of the reported Nanjing metrics on the labeled training budget.

The spatial-block results provide a subsequent assessment of the fixed configuration 
without further model revision. Future work should extend the evaluation to new scenes 
and strengthen annotation validation, reproducible split/run reporting, direct feature in-
terpretation and matched-hardware cost measurement. The current conclusions remain 
specific to the three scenes, the stated configuration-development and sampling protocols, 
and the supplied reference labels.
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Abbreviations
 The following abbreviations are used in this manuscript:

PolSAR polarimetric synthetic aperture radar
ViT vision transformer
CV-MfIaViT complex-valued multiscale feature interaction attention vision transformer
CV-APIA complex-valued amplitude–phase interaction attention
CV-FCM complex-valued feature complementary mapper
CV-MSE complex-valued multiscale extractor
CV-ViT complex-valued vision transformer
CV-MsAtViT complex-valued multiscale attention vision transformer
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FM feature-mapping mechanism
APD amplitude–phase decoupling
2D HT two-dimensional Hilbert transform
CLN complex layer normalization
CReLU Cartesian ReLU
OA overall accuracy
AA average accuracy
MHA multi-head attention
MLP multilayer perceptron
SE squeeze-and-excitation
ECA efficient channel attention
CBAM convolutional block attention module
CA coordinate attention
Conv convolutional layer
BN batch normalization
SNR signal-to-noise ratio
DFT discrete Fourier transform
FFT fast Fourier transform
FLOPs floating-point operations
GT reference (ground-truth) labels
C-APIA Cartesian-coordinate attention variant
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