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Highlights

What are the main findings?

e A four-scale RT-DETR framework (FSLA-RTDETR) was developed for accurate detec-
tion of dense small-object seabed pockmarks in shaded-relief bathymetric imagery.

e  The proposed framework combines the SAC-C2f backbone, LPEA Encoder, a DGCST-
based feature fusion neck, and an additional high-resolution P, feature level to enhance
small-object feature representation and localization accuracy.

What are the implications of the main findings?

e  Under the present no-pretraining setting, FSLA-RTDETR outperforms the represen-
tative CNN- and Transformer-based object detectors evaluated in this study, demon-
strating its effectiveness for dense small-object detection in complex seabed scenes.

e The proposed framework provides an efficient solution for automated seabed pock-
mark mapping, facilitating marine geological investigation and seabed hazard
assessment.

Abstract

Seabed pockmarks are important geomorphological indicators of shallow fluid migration,
shallow gas activity, and gas hydrate-related processes. However, automatic pockmark
detection from shaded-relief bathymetric imagery remains challenging because many
pockmarks have small image-space footprints, occur densely, have weak boundaries,
and are embedded in complex seabed backgrounds. To address these issues, this study
proposes FSLA-RTDETR, an improved four-scale RT-DETR network for dense small-object
seabed pockmark detection. The model introduces SAC-C2f to enhance high-level feature
representation, the LPEA Encoder to improve global contextual modeling, and a DGCST-
based bidirectional feature fusion network to integrate shallow spatial details and deep
semantic information. In addition, the high-resolution P, feature is incorporated into
the decoder to improve small-object localization. A pockmark detection dataset was
constructed from publicly available BOEM bathymetric data from the northern Gulf of
Mexico, containing 880 images and 8013 annotated pockmark instances. Experimental
results show that FSLA-RTDETR achieves mAP50, mAP75, and mAP50-95 values of
0.9218, 0.6221, and 0.5485, respectively. Compared with the baseline RI-DETR, mAP75 and
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mAP50-95 increase by 6.01 and 2.22 percentage points, respectively. Under the present
no-pretraining setting, comparative experiments further demonstrate that FSLA-RTDETR
achieves superior high-IoU localization performance compared with the representative
object detection models evaluated in this study, providing an effective method for automatic
seabed pockmark detection and geomorphological mapping.

Keywords: seabed pockmark; shaded-relief bathymetric imagery; small-object detection;
RT-DETR; deep learning; seabed geomorphological mapping

1. Introduction

Submarine topography provides essential evidence for interpreting seafloor geological
processes, evaluating marine resource potential, and assessing the environmental conditions
relevant to offshore engineering [1]. Among various seafloor landforms, pockmarks are
widely recognized as negative-relief features that commonly occur on continental shelves,
continental slopes, and deep-sea basins. They are usually expressed as circular, subcircular,
or elliptical depressions in bathymetric data [2—-4]. The development of pockmarks is
generally associated with fluid escape from shallow sediments, including methane seepage,
pore-water expulsion, and shallow gas migration [5-8]. In many areas, pockmark fields
are also related to sediment instability and submarine landslide processes, which may
affect the safety of seabed pipelines, cables, and other engineering structures [9,10]. In
addition, these depressions can create local habitat heterogeneity and may influence benthic
communities and carbon cycling at the seafloor [8,11,12]. Reliable pockmark detection is
therefore important for marine geological mapping, hydrocarbon exploration, gas hydrate
assessment, and environmental studies of the seabed [13].

The increasing availability of multibeam echo-sounding and 3D seismic data has
made it possible to map seabed geomorphology at much higher spatial resolution than
before [14-17]. On this basis, a range of methods has been developed for identifying
pockmarks from bathymetric data. Existing studies can be roughly grouped into manual
interpretation, rule-based geomorphometric analysis, semi-automated GIS workflows,
template matching, machine learning methods, and more recent deep learning approaches.

Manual interpretation was used in many early studies and remains valuable when de-
tailed geomorphological judgment is required. For example, ref. [18] identified pockmarks
through visual analysis of multibeam bathymetry in a GIS environment. Pockmark centers
were determined according to slope-aspect variations, and their boundaries were delin-
eated with the aid of multiple terrain-derived maps. This type of interpretation can provide
detailed and reliable mapping results, but it is time-consuming and depends strongly on
expert experience. When pockmarks occur in large numbers or need to be mapped over
broad regions, manual delineation becomes difficult to apply efficiently [19].

To reduce the workload of manual mapping, rule-based geomorphometric methods
have been introduced. Ref. [20] proposed a semi-automated framework that uses terrain
attributes such as slope, curvature, and relative elevation, together with hydrological
tools including depression filling and watershed segmentation, to identify pockmark-
like depressions. Such methods improve processing efficiency and are relatively easy to
implement. However, their performance is often sensitive to threshold selection and terrain
assumptions. As a result, they may not generalize well to seabed areas with complex relief,
variable illumination effects, or irregular pockmark morphology.

Semi-automated GIS workflows have further improved the efficiency of large-scale
pockmark mapping. Refs. [21,22] developed GIS-based toolchains that combine terrain anal-
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ysis and spatial segmentation for extracting and characterizing pockmarks from multibeam
bathymetry. Ref. [23] also proposed a multi-step workflow for detecting large pockmark
populations and analyzing their spatial distribution and hydrodynamic setting. These
approaches are useful for regional mapping and statistical analysis, but they still require
expert-defined parameters and several processing stages. This limits their adaptability
when the seabed background, data resolution, or pockmark morphology changes.

Template matching provides another way to detect pockmarks by comparing bathy-
metric patterns with predefined geometric models. Ref. [24] proposed the POSIT method,
which detects pockmarks by correlating spherical or ellipsoidal cap models with bathymet-
ric data through a convolution—correlation framework. This strategy can achieve accurate
localization without requiring training samples. Nevertheless, its effectiveness depends
on the assumption that pockmarks can be approximated by simple geometric shapes. For
irregular, partly eroded, or densely distributed pockmarks, exhaustive parameter searching
also increases the computational cost.

Machine learning methods have recently been used to improve the discrimination
between true pockmarks and other seafloor depressions. Ref. [25] combined Bathymet-
ric Position Index-based candidate extraction, morphometric feature calculation, and
Random Forest classification to refine pockmark detection. This approach helps reduce
false positives compared with purely rule-based extraction. However, it still depends on
handcrafted descriptors and pre-segmented candidate regions, so the detection process is
not fully end-to-end.

Deep learning methods have also begun to be applied to seabed geomorphological
interpretation. Ref. [26] used convolutional neural networks and generative adversarial
networks to detect and segment pockmarks from bathymetric data [27-30]. Compared with
handcrafted feature-based methods, deep networks can learn hierarchical representations
directly from the input data and are better suited to complex seabed backgrounds. However,
conventional CNN-based models may still have difficulty capturing long-range spatial
relationships, and densely distributed pockmark targets with small image-space footprints
can be weakened or lost after repeated downsampling.

Overall, existing pockmark detection methods have evolved from manual interpreta-
tion and rule-based geomorphometric analysis to data-driven learning-based approaches.
Nevertheless, several challenges remain unresolved. First, many pockmark targets occupy
only a limited portion of the image, making them vulnerable to information loss during
repeated downsampling. Second, pockmarks are often densely distributed, which increases
the difficulty of separating adjacent targets and accurately localizing their boundaries.
Third, shaded-relief bathymetric images contain complex seabed textures, illumination-
induced variations, and weak morphological contrasts, which can easily lead to false
detections or missed detections. Therefore, an end-to-end detection framework that can
jointly preserve shallow spatial details, enhance high-level semantic representation, and
exploit global contextual information is needed for automatic pockmark detection from
shaded-relief bathymetric imagery.

To address these challenges, this study proposes FSLA-RTDETR, a Four-Scale Synergis-
tic Linear-Attention RT-DETR network for dense small-object seabed pockmark detection.
The proposed model introduces SAC-C2f into the deeper stages of the backbone to en-
hance discriminative semantic representation for weak pockmark-related morphological
patterns. The LPEA Encoder is employed to strengthen global contextual modeling of the
deepest feature map while preserving positional information and local spatial structure.
Inspired by [31], DGCST is adopted as a lightweight fusion block and embedded into
the bidirectional feature fusion neck to improve multi-scale feature interaction. Finally,
the high-resolution P, feature is incorporated into the RT-DETR [32] decoder, forming a
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four-scale detection structure based on P, P3, P4, and Ps features. The proposed framework
is evaluated on a manually annotated pockmark dataset constructed from publicly avail-
able BOEM shaded-relief bathymetric data and is validated through ablation studies and
comparisons with representative one-stage, two-stage, and DETR-like detectors.

The main contributions of this study are summarized as follows:

A manually annotated seabed pockmark detection dataset was constructed from
publicly available BOEM shaded-relief bathymetric data in the northern Gulf of Mexico,
containing 880 images and 8013 annotated pockmark instances.

A four-scale RT-DETR-based detection framework was developed for dense small-
object pockmark detection, in which the high-resolution P feature is incorporated to
improve the localization of small-object targets with weak boundaries.

Three task-oriented components are incorporated into FSLA-RTDETR, including the
SAC-C2f-enhanced backbone, the LPEA Encoder, and a DGCST-based bidirectional
feature fusion neck, to enhance semantic representation, global contextual modeling,
and multi-scale feature interaction.

Extensive ablation and comparative experiments demonstrate that the proposed FSLA-
RTDETR improves high-IoU localization performance and outperforms representative
one-stage, two-stage, and DETR-like detectors in terms of mAP75 and mAP50-95.

2. Study Area and Data
2.1. Study Area

The study area is located on the deepwater continental slope of the northern Gulf of

Mexico, as shown in Figure 1. This area is recognized as one of the most active fluid seepage

provinces worldwide, where submarine geomorphological features such as pockmarks,
cold seeps, and mud volcanoes are widely developed [33].
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Figure 1. Location and bathymetric depth range of the study area.
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The formation of pockmarks in this region is closely related to subsurface fluid migra-
tion, fault activity, and gas hydrate dissociation [34,35]. Due to high sedimentation rates
and abundant fine-grained sediments, the northern Gulf of Mexico provides favorable
conditions for the development and preservation of pockmarks [36].

In bathymetric imagery, pockmarks are expressed as local depressions with variable
outlines and sizes, and they commonly occur in clustered patterns across different spatial
scales [37]. Such morphology and spatial organization make the northern Gulf of Mexico
a challenging case for testing whether automatic detection models can separate adjacent
pockmarks and maintain stable performance across scale variations.

2.2. Data Description

The bathymetric data were taken from the BOEM open-access dataset Northern Gulf
of Mexico Deepwater Bathymetry Grid and 3D Seismic, which provides regional deepwater
bathymetric information for the northern Gulf of Mexico. The original digital elevation
model (DEM) consists of approximately 1.4 billion grid cells, each with a spatial resolution
of 40 x 40 feet, covering a depth range from —130 ft to —11,087 ft (approximately —40 m
to —3379 m) [38]. The average vertical uncertainty of the DEM is estimated to be approx-
imately 1.3% of water depth, which is acceptable for regional-scale geomorphological
interpretation. The large spatial coverage and relatively fine grid resolution of this dataset
make it suitable for examining pockmark morphology over the northern Gulf of Mexico.

In this study, the shaded-relief bathymetric imagery provided directly by BOEM was
used as the model input rather than being independently generated from the raw depth
grid by the authors. The imagery was obtained from BOEM's deepwater bathymetry and
hillshade product, “Northern GoA Deepwater Bathymetry Grid from 3D Seismic.” Accord-
ing to the official BOEM product documentation, the hillshaded rasters were generated in
ArcMap using illumination from due north at a 45° angle and a vertical exaggeration factor
of 5. No additional image normalization, tonal adjustment, or hillshade transformation
was applied to the BOEM shaded-relief imagery. Hillshade visualization emphasizes subtle
relief changes by introducing an illumination effect, making shallow depressions and their
margins easier to recognize in areas with weak terrain contrast. This representation is
therefore better aligned with the visual characteristics used during manual pockmark
interpretation, especially for subtle depressions embedded in complex seabed textures.

Because the original bathymetric grid covers a broad region, it was first divided
into smaller image patches using a sliding-window cropping strategy. A window size of
512 x 512 pixels and a stride of 512 pixels were used in both the horizontal and vertical
directions, resulting in an overlap ratio of 0% between adjacent patches. No image resizing
was applied during patch generation. For areas near the boundary of the study region that
could not be fully covered by the sliding window, zero-padding was applied so that all
patches had the same input size. This processing step allowed the model to use a fixed
input dimension while still retaining edge-region information.

Only patches containing visible pockmarks were retained for annotation and con-
struction of the primary dataset used for model training, validation, and testing. Patches
without identifiable pockmark targets were excluded from this primary dataset to reduce
redundant background samples. To further assess false-positive behavior in completely
target-free seabed areas, 88 pockmark-free patches were subsequently selected from the
excluded patches to form a separate target-free evaluation set. Each of these patches was
manually inspected to confirm the absence of visible pockmarks and was used only for
post-training evaluation, without being involved in model training, validation, or parame-
ter optimization. However, the pockmark-containing patches in the primary dataset still
include large areas of non-pockmark seabed, such as irregular terrain textures, illumination-
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related shading, and other local relief variations. As a result, the detector still needed to
distinguish true pockmark depressions from visually similar background structures within
each patch.

The selected image patches were manually annotated using Labelme. Each pockmark
was labeled with an axis-aligned bounding box and assigned to one category, “pockmark”.
Pockmark identification was based primarily on the geomorphological characteristics
visible in the shaded-relief bathymetric imagery, with the corresponding original DEM
used as an auxiliary reference. Candidate features were identified as pockmarks when
they exhibited a coherent negative-relief morphology, typically with an approximately
circular, subcircular, or elliptical planform, and a discernible depression relative to the
surrounding seabed. The original DEM was consulted to verify that the interpreted feature
corresponded to an actual bathymetric depression rather than solely to an illumination-
related tonal variation in the shaded-relief image. Elongated or highly irregular terrain
features, isolated shading variations without a corresponding bathymetric depression, and
ambiguous features that could not be confidently distinguished from the surrounding
seabed were excluded from annotation. During annotation, particular attention was given
to clustered pockmarks and depressions with weak boundaries, because these cases were
more likely to cause missed labels or inconsistent box placement.

The initial annotations were completed by the first author and then checked by a sec-
ond expert. When disagreements occurred, the two annotators reviewed the corresponding
image patches together and reached a final decision through discussion. To further evaluate
annotation consistency, 100 image patches were randomly selected and independently
annotated by both annotators. Within each image, bounding boxes from the two indepen-
dent annotation sets that referred to the same visually identifiable pockmark instance were
manually matched on a one-to-one basis. The IoU was then calculated for each matched
pair of bounding boxes, and the reported mean IoU was obtained by averaging the IoU
values across all matched pockmark instances. The average bounding-box IoU between
the two annotation sets was 0.91, indicating a high level of inter-annotator consistency in
bounding-box placement.

The primary pockmark dataset contains 880 images and 8013 annotated pockmark
instances, corresponding to an average of about 9.1 targets per image. The dataset was ran-
domly split into training, validation, and test sets at a ratio of 8:1:1. As a result, 704 images
were used for training, 88 images for validation, and 88 images for testing. The additional
88 target-free patches were kept separate from these three subsets and were used exclu-
sively for false-positive evaluation. Because the sliding-window stride was equal to the
patch size, no overlapping image regions or duplicated pixels occurred between adjacent
patches. However, since the primary dataset was randomly split at the patch level, spatially
adjacent but non-overlapping patches could potentially be assigned to different subsets.
Therefore, some degree of spatial autocorrelation between neighboring patches cannot be
completely excluded.

Figure 2 summarizes the statistical characteristics of the annotated pockmark dataset.
All annotations belong to the single class “pockmark”. As shown in Figure 2a, the bounding-
box aspect ratios are mainly concentrated around 1.0, indicating that most pockmarks have
similar horizontal and vertical extents, which is consistent with their generally circular or
elliptical morphology. Figure 2b shows a clear positive relationship between normalized
bounding-box width and height, further confirming the relatively regular shape character-
istics of most annotated pockmarks. The mean bounding-box width and height were 12.31
and 13.32 pixels, respectively, with a mean bounding-box area of 193.68 pixels®. Given the
raster cell size of 40 ft (approximately 12.192 m) per pixel, these mean bounding-box dimen-
sions correspond to approximate physical extents of 150.06 m x 162.35 m. These physical
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Figure 2. Statistical characteristics of the annotated pockmark dataset. (a) Bounding-box aspect-ratio
distribution; (b) normalized bounding-box width—height distribution; (c) distribution of the number
of pockmark instances per image; and (d) COCO-based object-size distribution, showing that the
dataset is overwhelmingly dominated by small objects.

Figure 2c shows that the number of pockmarks per image varies considerably and
exhibits a long-tailed distribution, indicating that some image patches contain densely
clustered pockmarks whereas others contain only a small number of targets. Figure 2d fur-
ther demonstrates the strong predominance of COCO-defined small objects in the dataset.
According to the COCO object-size convention, 7925 of the 8013 annotated pockmarks
(98.90%) were classified as small objects, while only 88 instances (1.10%) were classified as
medium objects, and no large objects were present. Here, “small object” refers specifically
to the image-space object-size category defined by COCO and should not be interpreted
as indicating that the corresponding seabed pockmarks are necessarily small in absolute
geomorphological dimensions. Overall, the dataset is therefore strongly dominated by
small-object, densely distributed, and low-contrast seabed targets. These characteristics
make pockmark detection challenging because target boundaries are often weak, neighbor-
ing depressions may overlap visually, and repeated downsampling in detection networks
can progressively reduce fine-scale spatial information. The pronounced predominance of
small objects also provides a clear motivation for introducing high-resolution feature repre-
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sentations and enhanced multi-scale feature fusion in the proposed detector. In addition,
the use of open-access BOEM bathymetric data improves the reproducibility of the dataset
construction process and enables future studies to revisit the same source region.

3. Methods
3.1. Overall Architecture of FSLA-RTDETR

Dense pockmark fields in shaded-relief bathymetric images are difficult to detect
because many targets occupy small image-space regions, exhibit weak boundaries, and are
visually mixed with background terrain textures. To improve detection under these condi-
tions, we developed FSLA-RTDETR, a Four-Scale Synergistic Linear-Attention RT-DETR
network for automatic seabed pockmark detection. As illustrated in Figure 3, the network
is organized around four parts: a SAC-C2f-enhanced backbone for feature extraction, an
LPEA Encoder for high-level contextual modeling, a DGCST-based bidirectional neck for
multi-scale feature fusion, and a four-scale RT-DETR decoder for final prediction.

( N\ N\ )\ 4 N
SAC-C2f LPEA Encoder DGCST-based Bidirectional Four-scale
Enhanced Backbone ) » Feature Fusion Neck RT-DETR Decoder
Linear Positional
Synergistic Attention Enhanced Attention Encoder DGCST: Dynamic Group Convolution Shuffle Transformer
Convolution C2f .
Object
Upsample x2 ;
A EEEEes.
Conv + C2f
1x1 (Concat)
Conv (P4)
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)
P3/8 g‘ Multi-scale
Conv + C2f - (Concat Deformable
Conv (P3) Attention
e
— R =)
P4/16 A
Conv + (Concat) ——
Conv (P2
SAC-C2f S / Cross-attention
with
Bottom-up Path 41>
F2,F3, F4, F5
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(" iy )
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)
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Figure 3. Overall architecture of FSLA-RTDETR.
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Given an input shaded-relief bathymetric image I € R>*W  the backbone first
extracts hierarchical features at four spatial scales:

{Pz,P3,P4,P5}:B(I), (1)

where 5(-) denotes the backbone network. P,, P3, Py, and Ps represent feature maps with

downsampling ratios of 4, 8, 16, and 32, respectively. Compared with the standard RI-DETR

backbone, the proposed backbone introduces SAC-C2f modules into the deeper stages to

enhance high-level semantic representation while maintaining efficient feature extraction.
The deepest semantic feature Ps is further processed by the LPEA Encoder:

Ys = Epea (P5), ()

where £(-) denotes the LPEA Encoder and Y5 represents the enhanced high-level seman-
tic feature. By incorporating linear attention, positional enhancement, and local spa-
tial refinement, the LPEA Encoder improves global contextual modeling for complex
seabed backgrounds.

Subsequently, the DGCST-based bidirectional feature fusion neck integrates shal-
low spatial details and deep semantic information. The enhanced four-scale features are
generated as follows:

{F2, F3,Fy, Fs} = Npcest(Pa, Ps, Py, Ys), 3)

where N (-) denotes the bidirectional feature fusion neck, and F,, F3, Fy, and F5 are the
fused multi-scale features. The high-resolution P, feature is first projected to the unified
channel dimension through a 1 x 1 convolution. Meanwhile, the top-down Ps3-level
representation is upsampled to the P, spatial resolution. These two feature maps are then
concatenated along the channel dimension and refined by the DGCST module to generate
the enhanced high-resolution feature F,. Starting from F,, the subsequent bottom-up
pathway progressively propagates the fused spatial and semantic information to produce
F3, F4, and F5. The high-resolution feature F, retains fine spatial details that are important
for localizing small-object pockmarks, while the deeper features provide stronger semantic
and contextual information.

Finally, the four-scale RT-DETR decoder takes the fused features as input and outputs
a fixed set of object predictions:

Y = Drrpetr (F2 B3, Fu, F5), (4)

where D(+) denotes the RT-DETR decoder and Y represents the predicted pockmark de-
tection results, including class probabilities and bounding-box coordinates. Specifically,
the four fused feature maps {F,, F3, Fy, F5 } are supplied to the decoder as four independent
multi-scale feature inputs. The P;-level information is therefore not directly concatenated
with the other scales at the decoder entrance; instead, it is first incorporated into the bidirec-
tional neck to form F,, which is then processed together with F3, Fy, and Fs by the existing
RT-DETR decoding mechanism. No additional attention module is introduced specifically
for the P, branch.

Compared with the original RI-DETR, FSLA-RTDETR introduces four major improve-
ments. First, SAC-C2f modules are embedded into the deeper stages of the backbone to
strengthen discriminative feature representation for weak pockmark-related morphological
patterns. Second, the LPEA Encoder is introduced to enhance global contextual modeling
of the deepest feature map while preserving positional and local spatial information. Third,
a DGCST-based bidirectional feature fusion neck is constructed to improve cross-scale
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feature interaction. Fourth, the high-resolution P>-level information is fused within the
neck to generate F,, and the resulting four-scale feature set { F,, F3, Fy, F5 } is supplied to the
RT-DETR decoder, forming a four-scale detection structure that is better suited to dense
small-object pockmark detection.

3.2. SAC-C2f Enhanced Backbone

The backbone network is responsible for extracting hierarchical visual features from
shaded-relief bathymetric imagery. In the shallow stages, standard convolutional layers
and C2f modules are used to preserve local texture information and fine spatial details.
However, pockmark targets often occupy small image-space regions and exhibit weak
boundaries and low-contrast morphological expression, which can be easily confused
with complex seabed background textures. Therefore, stronger semantic representation is
required in the deeper stages of the backbone.

To enhance high-level feature representation, inspired by [39,40], this study introduces
the Synergistic Attention-Convolution C2f module, termed SAC-C2f. SAC-C2f is built upon
the original C2f structure and replaces the internal bottleneck units with SAC blocks. In
this way, SAC-C2f preserves the efficient split-concat feature aggregation mechanism of
C2f while improving the ability of the deeper backbone stages to capture discriminative
pockmark-related morphological patterns.

RCXHXW

Given an input feature map X € , the C2f structure first applies a convolu-

tional projection and splits the projected feature into two branches:
X1, Xp = Split(Conv(X)). (5)

One branch is retained for feature reuse, while the other branch is sequentially pro-
cessed by n SAC blocks:
Yi:Si(Yi_l),izl,Z,...,n, (6)

where Yy = Xj, S;(+) denotes the i-th SAC block, and n represents the number of repeated
SAC blocks. The intermediate features generated by the SAC blocks are concatenated with
the retained branch and fused by a final convolution:

Y = Conv(Concat(X1, X, Y1,--.,Yn))- 7)

Inside each SAC block, the input feature Y;_; € RCEXHXW g first flattened into a token
sequence:
T = Flatten(Y;_1), T € RN*C, (8)

where N = H x W. The query, key, and value are generated from the same token sequence:

Multi-head self-attention is then applied to model contextual dependencies among
spatial positions:
T = MHA(Q,K, V). (10)

The attention output is reshaped into a two-dimensional feature map:

A = Reshape(Ty,), A € REHXW, (11)
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To further refine the attention response, a synergistic modulation module is introduced.
The modulation module consists of pixel attention, channel attention, and multi-scale
spatial attention. Pixel attention is formulated as

Ay = A®c(BN(Conviyi(A))), (12)

where o (-) denotes the sigmoid function and ® represents element-wise multiplication.
Channel attention is calculated by global average pooling followed by a lightweight fully
connected transformation:

A. = A®0(FC(GAP(A))). (13)

Multi-scale spatial attention is implemented using parallel dilated convolutions with
dilation rates of 1, 6, 12, and 18:

Ag = Convyyq (Concat(Conv§X3(A)) (14)

r€1,6,12,18> :

The pixel-channel attention interaction is used to modulate the multi-scale spatial
feature:
Am = BN (Convy 1 (Softmax(ApAc)As)) +b+ A, (15)

where b is a learnable bias term. This modulation process adaptively combines pixel-level
saliency, channel-wise discrimination, and multi-scale spatial context, which is beneficial
for enhancing weak pockmark-related structures in complex seabed backgrounds.

The modulated feature is then flattened back into a token sequence and added to the
original token sequence through a residual connection:

T, = Dropout(LN(Flatten(Ay) + T)). (16)
The normalized token feature is reshaped back into a two-dimensional feature map:
7 = Reshape(T;), Z € RE*H*W, (17)

After that, a Convolutional GLU [39] module is applied for local feature refinement
and gated feature selection. Specifically, Z is first projected by a 1 x 1 convolution and split
into a feature branch and a gating branch:

U, Vg = Split(Convy1(Z)). (18)

The feature branch is enhanced by depthwise convolution, while the gating branch
controls information flow through element-wise multiplication:

G = DWCono(U) & V. (19)

The gated feature is then projected back to the original channel dimension and added
to the input feature through a residual connection:

Zy = Z + Convi1(G). (20)

Finally, the SAC block output is obtained through two-dimensional layer normaliza-
tion and dropout:
Si(Yj_1) = Dropout(LNyy(Zg)). (21)
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Compared with the original C2f module, SAC-C2f maintains the efficient cross-stage
feature aggregation strategy but replaces the internal bottleneck transformation with SAC
blocks. Through multi-head self-attention, pixel-channel-spatial synergistic modulation,
and convolutional gated feed-forward refinement, SAC-C2f enhances both contextual
representation and local feature discrimination. This design is particularly suitable for
shaded-relief bathymetric imagery, where pockmark targets often have small image-space
footprints and weak boundaries and are embedded in complex seabed backgrounds.

The detailed structure of the proposed module is illustrated in Figure 4.
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Figure 4. Architecture of the SAC-C2f module.

3.3. LPEA Encoder

To enhance the global contextual representation of high-level semantic features, the
deepest feature map Ps is fed into the Linear Positional Enhanced Attention Encoder,
abbreviated as LPEA Encoder. In FSLA-RTDETR, the LPEA Encoder is applied only
to the P5 feature level. The encoder combines magnitude-aware linear attention [41],
rotary positional embedding [42], local positional enhancement, output gating, and a
convolutional feed-forward network to strengthen high-level semantic representation.

Given an input feature map X € RO*W the attention module first generates query,
key, value, and output-gating features through a1l x 1 convolution:

(22)

[Q/ Kr V/ O] = Conlel(x)r
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where Q, K, V, and O denote the query, key, value, and output-gating features, respectively.
The query, key, and value features are reshaped into multi-head token representations:

Q,K,V ERBXhXNXd, (23)

where B is the batch size, h is the number of attention heads, N = H x W is the number of
spatial tokens, and d = C/h is the channel dimension of each head.

To enable linear attention computation, the query and key features are first mapped
into a positive feature space using an ELU activation:

Q*=ELU(Q) +1,
Kt=ELU(K) +1. (24)

The magnitude-aware normalization term is calculated before applying positional
rotation:
1
z= Q*(Mean(K*))Twi*?, (25)

where d~1/2 is the scaling factor and the mean operation is performed along the token
dimension.

To preserve spatial positional information, rotary positional embedding is then applied
to the positive query and key features:

Q0=0(Q"),kK=0(K"), (26)

where ©(-) denotes the RoPE operation. This operation introduces two-dimensional spatial
positional information into the attention computation and helps the model preserve relative
spatial relationships among seabed morphological structures.

The linear key-value aggregation is formulated as

d—1/2 o7
= N K V. (27)

The magnitude-aware linear attention response is calculated as

R:QS®<1+Zie>z®MmMV) (28)

where € is a small constant for numerical stability, and ©® denotes element-wise
multiplication.
To enhance local spatial structure representation, a 5 X 5 depthwise convolution is
applied to the value branch:
L = DWConvs.5(V). (29)

The local positional enhancement L is added to the linear attention response:
R'=R+L. (30)

Finally, the enhanced response is modulated by the output-gating feature O and
projected by a 1 x 1 convolution:

Y = Convix1((R+L) ®O). (31)
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The complete LPEA Encoder follows a post-normalization residual structure. The
attention output is first added to the input feature and normalized:

X" = Norm(X + Dropout(Ypyara))- (32)

Then, a convolutional feed-forward network consisting of two 1 x 1 convolutional
layers and a GELU activation is applied:

FFN(X') = Convy 1 (Dropout(GELU (Convyx1(X')))). (33)

The final output of the LPEA Encoder is obtained through another residual connection
and normalization:
Y5 = Norm (X' 4+ Dropout(FFN(X'))). (34)

Through this design, the LPEA Encoder enhances long-range contextual modeling
with linear attention while preserving positional and local spatial information through
RoPE and depthwise convolution. This makes it suitable for detecting densely distributed
pockmark targets with small image-space footprints in complex seabed terrain.

The detailed structure of the proposed module is illustrated in Figure 5.
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Figure 5. Architecture of the LPEA Encoder.

3.4. DGCST-Based Bidirectional Feature Fusion Neck

Although high-level features contain rich semantic information, small-object pock-
marks are often more clearly represented in shallow feature maps with higher spatial
resolution. Therefore, effective multi-scale feature fusion is essential for dense small-object
pockmark detection. In FSLA-RTDETR, a DGCST-based bidirectional feature fusion neck is
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constructed to integrate multi-scale features from P,, P;, P4, and the encoded high-level
feature Ys.

The proposed feature fusion neck consists of a top-down pathway and a bottom-up
pathway. In the top-down pathway, the encoded feature Y5 is progressively upsampled and
fused with lower-level backbone features after 1 x 1 channel projection. Specifically, Y5 is
upsampled and fused with the projected P, feature to generate Yy. Then, Yy is upsampled
and fused with the projected P feature to generate Y3. Finally, Y3 is upsampled and fused
with the projected P, feature to generate the high-resolution fused feature F,. This top-down
process transfers high-level semantic information to shallow high-resolution features.

The bottom-up pathway further enhances cross-scale information interaction. Starting
from F,, the feature is progressively downsampled and fused with Y3, Yy, and Y5, producing
the final fused features F3, F4, and Fs, respectively. Through this bidirectional design,
shallow spatial details and deep semantic information can be effectively integrated.

The fusion process can be formulated as

Yy = DGCST(Concat Up(Y5),mej ,
Y; = DGCST(Concat(Up(Yy), PL")),
F, = DGCST( Concat Up(Y3),P2pmj , (35)
F3 = DGCST(Concat(Down(F),Y3)),
Fy, = DGCST(Concat(Down(F3),Yy)),
Fs = DGCST(Concat(Down(Fy),Ys)),

where Up(-) and Down(-) denote upsampling and downsampling operations, respectively.
Pip ") denotes the feature obtained by projecting P; with a 1 x 1 convolution. The final
multi-scale features {F,, F3, Fy4, F5} are used as the input to the four-scale RT-DETR decoder.

The Dynamic Group Convolution Shuffle Transformer, abbreviated as DGCST, is used
as the basic fusion block in the neck. Given an input feature X, DGCST first appliesa 1 x 1
convolution to unify the channel dimension:

X' = Convy»1(X). (36)
Then, the projected feature is split into two channel groups:
Xy, Xp = Split(X'), (37)

C
where X; € RT*XHxXW

represents a lightweight spatial transformation branch, and X, €
R% xHxW

is preserved as an information-retention branch. The first branch is processed by
group convolution:
X1 = GConv(Xy), (38)

where the number of groups is equal to the number of channels in X, making this operation
equivalent to depthwise convolution on the partial channel branch. To enhance cross-
channel information exchange, channel shuffle is then applied:

Ry = Shuffle (551) . (39)
The shuffled branch is concatenated with the preserved branch:

Xy = Concat (X1, Xa). (40)
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Finally, two consecutive 1 x 1 convolutions are used to refine cross-channel interaction,
and a residual connection is introduced to preserve the fused feature information:

Ypcest = X¢ + Convyxq (Conlel (Xf) ) (41)

DGCST differs from standard fusion blocks in the way it handles channel transfor-
mation. Instead of applying spatial convolution to the whole feature map, it processes
only one channel subset and keeps the remaining channels as an information-preserving
branch. This reduces unnecessary spatial computation while maintaining the original
feature response to a large extent. After the partial group convolution, channel shuffle is
used to mix the transformed features across channels, and the following 1 x 1 convolutions
further refine the fused representation. In the proposed neck, this structure helps combine
fine spatial cues from high-resolution features with semantic information from deeper
layers. This is important for pockmark detection because shallow features are useful for
localizing pockmark targets with small image-space footprints, but they also contain strong
seabed texture variations that may interfere with target discrimination.

3.5. Four-Scale RT-DETR Decoder and Prediction Head

The enhanced multi-scale features generated by the DGCST-based bidirectional feature
fusion neck are fed into the RT-DETR decoder for final object prediction. Unlike the
conventional three-scale detection structure that mainly uses Ps, Py, and P5, FSLA-RTDETR
incorporates the high-resolution F, feature into the decoder. Therefore, the decoder receives
four feature levels:

F ={k, Kk, F}, (42)

where F,, F3, F4, and Fs correspond to feature maps with downsampling ratios of 4, 8, 16,
and 32, respectively.

The inclusion of the F, feature is particularly important for seabed pockmark detection.
Since many pockmarks occupy only a small fraction of the input image, repeated downsam-
pling may weaken or even remove fine boundary cues. By introducing the high-resolution
F, feature, the decoder can access richer shallow spatial information, which helps improve
the localization of densely distributed pockmark targets with small image-space footprints.

Given a set of object queries Qp, the RT-DETR decoder updates the query features by
interacting with the four-scale memory features:

Q =Di(Q-1,F),l=12,...,L, (43)

where Q; denotes the object query features at the /-th decoder layer, L is the number
of decoder layers, and D)(-) represents the I-th decoder layer. Through multi-scale fea-
ture interaction, the object queries progressively learn target-related semantic and spatial
information from different feature levels.

After the final decoder layer, the prediction head generates classification scores and
bounding-box coordinates for each object query:

pi = Head (5/1‘)/

! (44)
b; = Headpox(q:),

where g; denotes the i-th object query after decoding, p; represents the predicted proba-
bility of the pockmark class, and b; denotes the predicted bounding-box. Since this study
focuses on single-class pockmark detection, the classification branch mainly distinguishes
pockmark targets from background regions, while the regression branch estimates their
bounding-box locations.
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The final prediction set can be expressed as

. ~\ 1Ny
v={(p:bi)} " (45)
i=1

where N; denotes the number of object queries. Compared with the three-scale decoder,
the four-scale decoder provides stronger small-object representation by combining high-
resolution spatial details from F, with semantic features from deeper layers. This design is
beneficial for detecting densely distributed, weakly bounded pockmark targets with small
image-space footprints in shaded-relief bathymetric imagery.

To further investigate the feature-response behavior of FSLA-RTDETR, Grad-CAM
visualization was conducted at two representative stages of the network, as shown in
Figure 6. Two representative pockmark scenes were selected for qualitative comparison
with the baseline RT-DETR.

Input

FSLA-RTDETR RT-DETR Input FSLA-RTDETR RT-DETR
(2) (b)

Figure 6. Grad-CAM visualization comparison between RT-DETR and FSLA-RTDETR for two
representative pockmark scenes. (a) Feature responses after AIFI and LPEA, respectively; (b) multi-
scale feature responses immediately before decoder input. Warmer colors indicate stronger
activation responses.

In Figure 6a, the heatmaps are generated from the high-level encoded features after
the AIFI module in RT-DETR and after the LPEA Encoder in FSLA-RTDETR. Compared
with the baseline, FSLA-RTDETR generally produces more localized and target-oriented ac-
tivation responses around pockmark regions, while the responses of RI-DETR are relatively
broader and more diffuse over the surrounding seabed background. In densely distributed
areas, the activation regions produced by FSLA-RTDETR also show better correspondence
with individual pockmark targets. These qualitative observations suggest that the LPEA
Encoder improves the discrimination of pockmark-related high-level features and reduces
irrelevant responses to complex seabed textures.

Figure 6b further compares the multi-scale feature responses immediately before
decoder input. For RT-DETR, the heatmaps are generated from its three decoder-input
feature levels, whereas for FSLA-RTDETR, the visualization is derived from the four
fused feature levels {F,, F3,Fy, F5}. The responses from the selected multi-scale layers
are aggregated to obtain the final Grad-CAM visualization. Compared with the baseline,
FSLA-RTDETR exhibits more spatially concentrated responses around densely distributed
small-object pockmarks, with less activation spreading into surrounding background
regions. Neighboring targets also tend to retain more distinguishable response regions.
This indicates that the additional high-resolution F, feature and DGCST-based bidirectional
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feature fusion improve the preservation of fine spatial information and strengthen the
representation of dense small-object pockmarks before decoding.

3.6. Training Objective

FSLA-RTDETR follows the set prediction training strategy of RT-DETR. Given a
ground-truth set

Y ={(eb) by (46)

P { ()}, “

where M is the number of ground-truth pockmarks and Nj is the number of object queries,

and a prediction set

Hungarian matching is used to establish a one-to-one assignment between predictions and
ground-truth objects:

M
o= argm;’n Z] Crmatch (]/j/ ]2(7(]')) (48)

]:
The matching cost consists of classification cost, L1 bounding-box cost, and GloU cost:
Conateh = Acts Cats + A1 Hb]' - E(r(j) Hl + Agiou Cgiou . (49)

For Hungarian matching, the weighting coefficients for the classification, L1 bounding-
box, and GIoU costs were set to 2, 5, and 2, respectively.
After matching, the final training loss is defined as

L=MAgs Las + A1l + /\giou L"giau ’ (50)

where L5, L11, and Lgioy denote the classification loss, L1 bounding-box regression
loss, and generalized IoU loss, respectively. For the final training loss, the corresponding
weighting coefficients were set to 1, 5, and 2, respectively. The classification term employed
Varifocal Loss, with a focusing parameter of v = 1.5 and a balancing factor of & = 0.25.
Auxiliary losses from the intermediate decoder layers were also retained during training.
This objective enables the model to distinguish pockmark targets from complex seabed
backgrounds while improving bounding-box localization accuracy.

4. Experiments and Analysis

4.1. Ablation Study
4.1.1. Experimental Design

To evaluate the contribution of each component in the proposed FSLA-RTDETR,
ablation experiments were conducted on the seabed pockmark detection dataset. The
original RT-DETR was used as the baseline model. Based on this baseline, SAC-C2f, LPEA,
the high-resolution P, feature level, and the DGCST-based bidirectional feature fusion neck
were introduced under different configurations.

All models were trained and evaluated using the same dataset split, input image size,
training strategy, and evaluation protocol. Precision, Recall, F1-score, mAP50, mAP75, and
mAP50-95 were adopted as evaluation metrics. Since many pockmark targets have small
image-space footprints, occur densely, and often exhibit weak boundaries in shaded-relief
bathymetric imagery, mAP75 and mAP50-95 were considered important indicators for
evaluating high-quality localization performance.

To further isolate the individual contributions of the P, feature level and DGCST, two
additional variants were evaluated. In the P,-only variant, the decoder feature dimension
was kept at 256, identical to the baseline, so that the effect of introducing the additional
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high-resolution feature level could be assessed independently. Similarly, a DGCST-only
variant was constructed by replacing the baseline feature-fusion module with DGCST
while keeping the other components unchanged. In the progressively integrated four-scale
variants, the decoder dimension was reduced to 128 to balance detection performance and
model complexity. The detailed component configurations are summarized in Table 1, while
the corresponding quantitative performance and computational complexity are reported
in Table 2.

Table 1. Component configurations of the ablation variants.

Variant SAC-C2f LPEA P, DGCST Decoder Dim.
V0 Baseline - - - - 256
V1 v - - - 256
V2 - v - - 256
V3 - - v - 256
V4 - - - Ve 256
V5 v v - - 256
Vo6 v v v - 128
v7 v v v v 128

FSLA-RTDETR

Note: “~” indicates that the corresponding modification is not added, and “v” indicates that it
is added.

Table 2. Quantitative performance and model complexity of the ablation variants.

Variant Params (M) GFLOPs FPS Precision Recall F1-Score mAP50 mAP75 mAP50-95
VO Baseline 19.87 56.9 275.70 0.8668 0.8329 0.8495 0.9173 0.5620 0.5263
Vi 20.92 57.5 158.52 0.8687 0.8227 0.8451 0.9132 0.5677 0.5263
V2 19.95 57.2 270.27 0.8765 0.8177 0.8461 0.9173 0.5658 0.5255
V3 21.08 94.0 190.05 0.8708 0.8213 0.8453 0.9215 0.5804 0.5316
V4 18.50 50.1 280.08 0.8707 0.8290 0.8494 0.9167 0.5824 0.5308
V5 20.99 57.8 220.68 0.8791 0.8363 0.8572 0.9283 0.5967 0.5395
V6 19.73 79.8 126.54 0.8614 0.8128 0.8364 0.9157 0.6101 0.5434
V7 FSLA-
RTDETR 18.40 77.1 194.94 0.8480 0.8408 0.8444 0.9218 0.6221 0.5485

Note: Bold indicates the best value for each metric, and underline indicates the second-best value.
Lower is better for Params and GFLOPs, while higher is better for FPS, Precision, Recall, F1-Score,
mAP50, mAP75, and mAP50-95.

4.1.2. Quantitative Results

Compared with the baseline RT-DETR, the complete FSLA-RTDETR improved Recall
from 0.8329 to 0.8408, mAP50 from 0.9173 to 0.9218, mAP75 from 0.5620 to 0.6221, and
mAP50-95 from 0.5263 to 0.5485. Among these metrics, mAP75 showed the most notable
improvement, increasing by 6.01 percentage points. This indicates that the proposed model
improves high-quality bounding-box localization for dense small-object pockmarks under
stricter IoU conditions.

However, Precision decreased from 0.8668 to 0.8480, and F1-score slightly decreased
from 0.8495 to 0.8444. This suggests that FSLA-RTDETR tends to detect more pock-
mark candidates, which improves Recall and high-IoU localization performance but
may also introduce additional false positives. For dense seabed pockmark mapping,
reducing missed detections and improving localization quality are particularly impor-
tant, because missed pockmarks may affect subsequent spatial distribution analysis and
geomorphological interpretation.

To further examine the robustness of the reported performance improvements, the
baseline RT-DETR and the proposed FSLA-RTDETR were independently trained using
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three random seeds (42, 123, and 3407), while all other training and evaluation settings
were kept unchanged. As shown in Table 3, the baseline RT-DETR achieved mean mAP50,
mAP75, and mAP50-95 values of 0.9142 + 0.0029, 0.5585 + 0.0084, and 0.5225 + 0.0042,
respectively. In comparison, FSLA-RTDETR achieved 0.9226 + 0.0010, 0.6171 4 0.0107, and
0.5478 £ 0.0020, corresponding to average improvements of 0.84, 5.86, and 2.53 percentage
points, respectively. In particular, the improvements in mAP75 and mAP50-95 were
consistently observed across all three random seeds, indicating that the gains in high-IoU
localization performance were not limited to a single training run. However, Precision
and Recall showed greater run-to-run variation for FSLA-RTDETR, suggesting that these
threshold-dependent metrics remain more sensitive to stochastic training variation.

Table 3. Repeated-run performance of the baseline RT-DETR and FSLA-RTDETR over three random
seeds. Values are reported as mean =+ standard deviation.

Model Precision Recall F1-Score mAP50 mAP75 mAP50-95
I?,?j;g}; 0.8655 + 0.0015 0.8281 4+ 0.0042  0.8463 + 0.0028 0.9142 4+ 0.0029  0.5585 + 0.0084  0.5225 =+ 0.0042

FSLA-RTDETR  0.8535 £ 0.0105 0.8339 £0.0187  0.8435 £ 0.0047  0.9226 £ 0.0010  0.6171 £ 0.0107  0.5478 £ 0.0020

Note: The results were obtained from three independent training runs using random seeds 42, 123,
and 3407 under otherwise identical training and evaluation settings. Standard deviations were
calculated across the three runs.

4.1.3. Effect of SAC-C2f and LPEA

When SAC-C2f was introduced alone, Precision slightly increased from 0.8668 to
0.8687, and mAP75 increased from 0.5620 to 0.5677. However, Recall decreased from 0.8329
to 0.8227, and F1-score decreased from 0.8495 to 0.8451. This indicates that SAC-C2f can
slightly improve feature discriminability and high-IoU localization quality, but using it
alone may make the detector more conservative for weak or ambiguous pockmark targets.

Similarly, when only the original encoder was replaced by LPEA, Precision increased
from 0.8668 to 0.8765, and mAP75 increased from 0.5620 to 0.5658. However, Recall
decreased from 0.8329 to 0.8177, and mAP50-95 slightly decreased from 0.5263 to 0.5255.
This suggests that LPEA improves the contextual discrimination of high-level semantic
features, but it does not independently improve the detection of all weak pockmark targets.

When SAC-C2f and LPEA were jointly used, the model achieved consistent improve-
ments over the baseline. Precision increased from 0.8668 to 0.8791, Recall increased from
0.8329 to 0.8363, F1-score increased from 0.8495 to 0.8572, mAP50 increased from 0.9173
to 0.9283, mAP75 increased from 0.5620 to 0.5967, and mAP50-95 increased from 0.5263
to 0.5395. These results demonstrate that SAC-C2f and LPEA are complementary. SAC-
C2f enhances high-level feature representation through synergistic attention-convolution
modeling, while LPEA improves contextual encoding using linear positional attention.

4.1.4. Effect of the High-Resolution P, Feature Level

To isolate the contribution of the high-resolution P, feature level, an additional P;-only
variant (V3) was evaluated while keeping the RT-DETR decoder dimension fixed at 256,
identical to the baseline configuration. Compared with the baseline (V0), introducing P»
increased Precision from 0.8668 to 0.8708, mAP50 from 0.9173 to 0.9215, mAP75 from 0.5620
to 0.5804, and mAP50-95 from 0.5263 to 0.5316. The improvement was particularly evident
for mAP75, which increased by 0.0184. These results indicate that the high-resolution P,
feature provides additional fine-grained spatial information that is beneficial for precise
localization of small-object pockmarks under stricter IoU criteria.

However, Recall decreased from 0.8329 to 0.8213 and F1-score decreased slightly from
0.8495 to 0.8453. This suggests that introducing high-resolution shallow features alone does
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not uniformly improve all detection metrics and may also introduce additional background
responses from irregular terrain textures and illumination-related shading.

The isolated P, experiment also clarifies the change in model complexity. With the
decoder dimension fixed at 256, adding P, increased the parameter count from 19.87 M to
21.08 M and the computational cost from 56.9 to 94.0 GFLOPs. Therefore, the reduction in
parameter count observed in the progressive V6 configuration should not be attributed to
P, itself. In V6, the decoder dimension was simultaneously reduced from 256 to 128, which
substantially decreased the number of learnable parameters in decoder-related projection,
attention, and feed-forward operations. This parameter reduction exceeded the additional
parameters introduced by the P, branch, resulting in a lower overall parameter count
(19.73 M). Nevertheless, because P, operates on a substantially higher-resolution feature
map, the computational cost still increased to 79.8 GFLOPs.

4.1.5. Effect of DGCST-Based Feature Fusion

To independently evaluate the contribution of DGCST, a DGCST-only variant (V4)
was first compared with the baseline model. Introducing DGCST increased Precision from
0.8668 to 0.8707, mAP75 from 0.5620 to 0.5824, and mAP50-95 from 0.5263 to 0.5308. In
particular, mAP75 improved by 0.0204, indicating that DGCST contributes to more accurate
localization under stricter IoU criteria. Meanwhile, the parameter count decreased from
19.87 M to 18.50 M and GFLOPs decreased from 56.9 to 50.1, while inference FPS increased
from 275.70 to 280.08. These results show that DGCST improves high-IoU localization
performance while reducing model complexity and computational cost.

The effect of DGCST was further examined in the complete four-scale configuration.
Compared with V6, which contains SAC-C2f, LPEA, and P, but does not use DGCST, the
complete FSLA-RTDETR (V7) improved Recall from 0.8128 to 0.8408, F1-score from 0.8364
to 0.8444, mAP50 from 0.9157 to 0.9218, mAP75 from 0.6101 to 0.6221, and mAP50-95 from
0.5434 to 0.5485. At the same time, the parameter count decreased from 19.73 M to 18.40 M
and GFLOPs decreased from 79.8 to 77.1.

These results indicate that DGCST provides complementary benefits in the four-
scale architecture. By combining partial depthwise convolution, channel shuffle, and
residual pointwise transformation, it facilitates interaction between shallow spatial details
and deeper semantic information while limiting computational redundancy. This helps
mitigate the additional background interference introduced by high-resolution features
and improves both localization quality and model efficiency.

4.2. Comparative Experiments
4.2.1. Experimental Settings

To comprehensively evaluate the effectiveness of the proposed FSLA-RTDETR for
seabed pockmark detection, several representative object detection models were selected for
comparative experiments, including one-stage detectors, two-stage detectors, and DETR-
like Transformer-based detectors. Specifically, YOLO11m [43] and YOLO26m [44] were
adopted as representative one-stage detectors; Faster R-CNN-R50-FPN [28] and Cascade R-
CNN-R50-FPN [45] were selected as classical two-stage detection baselines; and Deformable
DETR-Refine-R50 [46] and DINO-4scale-R50 [47] were included as representative DETR-
like Transformer detectors.

To establish a controlled comparison under the same data-availability condition, all
models were trained from scratch without using pretrained weights and evaluated using the
same training, validation, and test splits. This no-pretraining setting was adopted to exclude
the influence of external pretraining datasets and to ensure that all models learned directly
from the constructed pockmark dataset. The common training hyperparameters were
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kept consistent across the compared models, including an input size of 512 x 512 pixels, a
batch size of 4, 300 training epochs, the AdamW optimizer, an initial learning rate of 1 x
107, a weight decay of 1 x 10~*, approximately 5 warm-up epochs, and a random seed
of 42. Meanwhile, architecture-specific components and training mechanisms, including
assignment or matching strategies, detection heads, loss formulations, proposal-generation
procedures, and decoder structures, were retained according to the corresponding model
implementations rather than being forcibly unified. The detailed implementation settings,
including hardware environment, software versions, training hyperparameters, and FPS
measurement protocol, are summarized in Table 4.

Table 4. Implementation details for model training and evaluation.

Item Setting
GPU NVIDIA GeForce RTX 5090
Python version 3.10.20
PyTorch version 2.7.0+cul28
Ultralytics version 8.4.26
MMDetection version 3.3.0
Input image size 512 x 512 pixels
Batch size 4
Training epochs 300
Optimizer AdamW
Initial learning rate 1x1074
Weight decay 1x1074
Warm-up 5 epochs
Random seed 42
Pretrained weights None
Maximum detections per image 300
Hungarian matching weights (classification/L1/GIoU) 2/5/2
Training loss weights (classification/L1/GIoU) 1/5/2
Varifocal Loss a 0.25
Varifocal Loss y 1.5
Auxiliary decoder losses Enabled for intermediate decoder layers
FPS measurement Pre-processing + model inference + post-processing

The proposed FSLA-RTDETR differs from the compared baseline models in that it
adopts a self-designed backbone network within an RT-DETR-style detection framework.
This backbone is specifically designed to enhance feature representation for densely dis-
tributed, low-contrast pockmark targets with small image-space footprints in shaded-relief
bathymetric imagery.

All models were evaluated on the test set. Precision, Recall, and Fl-score were com-
puted under a unified fixed-threshold setting, where the confidence threshold was set to
0.5, the IoU threshold for matching predicted boxes with ground-truth boxes was set to
0.5, and the maximum number of detections per image was set to 300. The mAP metrics,
including mAP50, mAP75, and mAP50-95, were calculated using the standard COCO-style
evaluation protocol. Because different detector architectures may benefit differently from
large-scale pretraining, particularly for a relatively small, single-class dataset, the compar-
ative results reported in this study should be interpreted specifically under the present
no-pretraining setting rather than as an absolute ranking of the detector families under
pretrained conditions.

https://doi.org/10.3390/1s18213633


https://doi.org/10.3390/rs18213633

Remote Sens. 2026, 18, 3633

23 of 33

4.2.2. Quantitative Results

Table 5 presents the quantitative comparison of different detectors on the pockmark
test set. Overall, FSLA-RTDETR achieves the best performance in terms of F1-score, mAP50,
mAP75, and mAP50-95 among all compared models. The proposed model obtains a
Precision of 0.8480, Recall of 0.8408, F1-score of 0.8444, mAP50 of 0.9218, mAP75 of 0.6221,
and mAP50-95 of 0.5485.

Table 5. Quantitative comparison of different detectors on the pockmark test set under the no-
pretraining setting.

Model Params FPS Precision Recall F1-Score mAP50 mAP75 mAP50-95
YOLO11m 20.03M 151.52 0.8441 0.8227 0.8333 0.9010 0.4536 0.4818
YOLO26m 20.35M 158.73 0.8384 0.7825 0.8095 0.8773 0.4819 0.4860

Faster R-CNN-R50-FPN 43.35M 65.87 0.7054 0.8752 0.7812 0.8735 0.3627 0.4298
Cascade R-CNN-R50-FPN 69.15M 43.62 0.7025 0.8639 0.7748 0.8581 0.3544 0.4262
Deformable DETR-Refine-R50 40.76M 47.99 0.8225 0.7399 0.7790 0.8057 0.3816 0.4129
DINO-4scale-R50 47.56M 36.98 0.9136 0.7128 0.8008 0.8513 0.4062 0.4410
FSLA-RTDETR 18.40M 194.94 0.8480 0.8408 0.8444 0.9218 0.6221 0.5485

Note: Bold indicates the best result for each metric, and underline indicates the second-best result.
For Params, lower is better; for FPS, higher is better; for all other metrics, higher is better.

Although DINO-4scale-R50 achieves the highest Precision of 0.9136, its Recall is
relatively low, indicating that it tends to produce more conservative detections. Faster
R-CNN-R50-FPN obtains the highest Recall among the compared baselines, reaching 0.8752,
but its Precision and localization-related mAP metrics are relatively limited. In comparison,
FSLA-RTDETR achieves a better balance between Precision and Recall, resulting in the high-
est Fl-score of 0.8444. More importantly, FSLA-RTDETR shows a clear advantage in mAP75
and mAP50-95, demonstrating its stronger localization capability for seabed pockmarks.

Figure 7 further compares the precision-recall (PR) curves of the seven detectors at
IoU thresholds of 0.50 and 0.75. As shown in Figure 7a, all models maintain relatively
high precision over a broad recall range at IoU = 0.50, indicating that most detectors are
capable of identifying pockmark targets under a relatively moderate localization criterion.
Nevertheless, FSLA-RTDETR maintains a favorable precision—recall trade-off, particularly
in the high-recall region. When the IoU threshold is increased to 0.75, as shown in Figure 7b,
the differences among the detectors become substantially more pronounced. The PR
curve of FSLA-RTDETR remains clearly above those of the other models over most of
the recall range and extends to a higher recall level while retaining comparatively high
precision. This result is consistent with its superior mAP75 performance and indicates
that FSLA-RTDETR provides more accurate high-IoU bounding-box localization for dense
small-object pockmarks. The larger performance advantage at IoU = 0.75 also suggests
that the proposed high-resolution feature representation and multi-scale feature-fusion
strategy are particularly beneficial when stricter spatial agreement between predicted and
ground-truth bounding boxes is required.

4.2.3. Comparison with One-Stage Detectors

YOLO11m and YOLO26m were selected as representative one-stage detectors.
Both models show competitive detection performance under the no-pretraining setting.
YOLO11m achieves a Precision of 0.8441, Recall of 0.8227, F1-score of 0.8333, mAP50 of
0.9010, mAP75 of 0.4536, and mAP50-95 of 0.4818. YOLO26m obtains a Precision of 0.8384,
Recall of 0.7825, Fl-score of 0.8095, mAP50 of 0.8773, mAP75 of 0.4819, and mAP50-95
of 0.4860.
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Figure 7. Precision—recall curves of different detectors on the pockmark test set at (a) IoU = 0.50 and
(b) IoU = 0.75.

Compared with YOLO11m, FSLA-RTDETR improves mAP50 from 0.9010 to 0.9218,
mAP75 from 0.4536 to 0.6221, and mAP50-95 from 0.4818 to 0.5485. Compared with
YOLO26m, FSLA-RTDETR improves mAP50 by 0.0445, mAP75 by 0.1402, and mAP50-95
by 0.0625. These results indicate that although YOLO-based models have strong one-
stage detection capability, FSLA-RTDETR provides more accurate pockmark localization,
especially under stricter IoU thresholds.

The improvement in mAP75 is particularly important for this task. Since many pock-
mark targets have small image-space footprints, occur densely, and exhibit blurred bound-
aries in shaded-relief bathymetric imagery, a small deviation in the predicted bounding box
may lead to a substantial decrease in IoU. Therefore, the higher mAP75 achieved by FSLA-
RTDETR indicates that the proposed model provides more accurate high-loU bounding-box
localization and better spatial alignment between predicted and ground-truth boxes.

4.2.4. Comparison with Two-Stage Detectors

Faster R-CNN-R50-FPN and Cascade R-CNN-R50-FPN were used as two-stage base-
lines. Faster R-CNN obtains an mAP50 of 0.8735, mAP75 of 0.3627, and mAP50-95 of
0.4298. Cascade R-CNN obtains an mAP50 of 0.8581, mAP75 of 0.3544, and mAP50-95 of
0.4262. These results show that two-stage detectors can effectively detect pockmark targets
at a relatively loose IoU threshold, but their high-IoU localization performance remains
limited under the no-pretraining setting.

Compared with Faster R-CNN, FSLA-RTDETR improves mAP50 from 0.8735 to 0.9218,
mAP75 from 0.3627 to 0.6221, and mAP50-95 from 0.4298 to 0.5485. Compared with
Cascade R-CNN, FSLA-RTDETR improves mAP50 by 0.0637, mAP75 by 0.2667, and mAP50-
95 by 0.1223. Although Cascade R-CNN is designed to improve localization accuracy
through multi-stage bounding-box refinement, its performance under the present no-
pretraining setting remains lower than that of FSLA-RTDETR, particularly at stricter IoU
thresholds. This may be related to the limited training data scale, the lack of pretrained
weights, and the ambiguous boundaries of seabed depressions.

Under the present no-pretraining setting, FSLA-RTDETR benefits from its task-
oriented backbone design and RT-DETR-style detection framework, which enables more
effective feature extraction and object localization for pockmarks in complex seabed geo-
morphological backgrounds. These results should therefore be interpreted as a comparison
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under the current experimental conditions rather than as a general ranking of two-stage
and RT-DETR-based detector families under pretrained settings.

4.2.5. Comparison with DETR-like Transformer Detectors

Deformable DETR-Refine-R50 and DINO-4scale-R50 were adopted as representative
DETR-like Transformer detectors. Deformable DETR-Refine-R50 achieves an mAP50 of
0.8057, mAP75 of 0.3816, and mAP50-95 of 0.4129. DINO-4scale-R50 achieves an mAP50 of
0.8513, mAP75 of 0.4062, and mAP50-95 of 0.4410. DINO performs better than Deformable
DETR-Refine, which may be related to its stronger query optimization and denoising
training strategy.

However, both DETR-like baselines achieve lower detection accuracy than FSLA-
RTDETR under the current no-pretraining setting. Compared with DINO, FSLA-RTDETR
improves mAP50 from 0.8513 to 0.9218, mAP75 from 0.4062 to 0.6221, and mAP50-95
from 0.4410 to 0.5485. Compared with Deformable DETR-Refine, FSLA-RTDETR improves
mAP50 by 0.1161, mAP75 by 0.2405, and mAP50-95 by 0.1356.

The comparatively lower performance of the R50-based DETR-like models under the
present experimental setting suggests that these architectures may be more difficult to
optimize from scratch on this relatively small, single-class dataset with densely distributed
small-object targets. This performance advantage may reflect the task-oriented design of
FSLA-RTDETR, which is tailored to weak-contrast, densely distributed pockmark targets
with small image-space footprints. The increase in mAP75 also shows that the proposed
model improves bounding-box localization at stricter IoU thresholds, rather than only
increasing low-threshold detection accuracy. Nevertheless, these conclusions are restricted
to the current no-pretraining setting. Because different detector architectures may benefit
differently from large-scale pretraining, their relative performance may change when
pretrained weights or alternative model-specific training strategies are used.

To facilitate a more intuitive comparison of the detection performance across several
challenging scenarios, representative results are presented in Figures 8-10.

Faster R-CNN

Cascade R-CNN Deformable DETR DINO

Figure 8. Qualitative comparison of different detectors for small-object pockmarks located near image
boundaries. Ground-truth annotations are shown as red dashed boxes, and predicted bounding
boxes are shown as blue solid boxes.
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Faster R-CNN Cascade R-CNN Deformable DETR

Figure 9. Qualitative comparison of different detectors for densely distributed small-object pockmarks.
Ground-truth annotations are shown as red dashed boxes, and predicted bounding boxes are shown
as blue solid boxes.

Faster R-CNN Cascade R-CNN Deformable DETR DINO

Figure 10. Qualitative comparison of different detectors for dense small-object pockmarks in complex
seabed environments. Ground-truth annotations are shown as red dashed boxes, and predicted
bounding boxes are shown as blue solid boxes.
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4.3. Target-Free Background Evaluation

To further evaluate the false-positive behavior of FSLA-RTDETR in pockmark-free
seabed areas, the trained model was tested on the additional target-free evaluation set
described in Section 2.2. This set contains 88 manually verified 512 x 512-pixel patches with
no visible pockmarks and was not involved in model training, validation, or parameter
optimization. Since no ground-truth pockmarks are present in these images, all predicted
pockmark instances are regarded as false-positive detections.

To characterize the false-positive behavior under different confidence criteria, the
model was evaluated at confidence thresholds of 0.5, 0.6, 0.7, and 0.8. In addition to the
total number of false-positive detections, the average number of false positives per image
(FP/image) and the false-positive image rate (FPIR) were reported. FPIR represents the
percentage of target-free images containing at least one false-positive detection. To further
quantify the practical trade-off between false-positive suppression and true-pockmark
retention, the original pockmark-containing test set was evaluated at the same confidence
thresholds. At each threshold, predicted boxes were matched to the ground-truth annota-
tions using an IoU threshold of 0.5 with one-to-one matching, and Precision, Recall, and
Fl-score were calculated.

As shown in Table 6, at a confidence threshold of 0.5, the model produced 57 false-
positive detections across the 88 target-free patches, corresponding to 0.6477 false positives
per image. Among these patches, 34 contained at least one false-positive detection, resulting
in an FPIR of 38.64%. On the original pockmark-containing test set, the corresponding
Precision, Recall, and F1-score were 0.8439, 0.8458, and 0.8448, respectively. When the
confidence threshold was increased to 0.6, the total number of false-positive detections
decreased to 34, with an FP/image of 0.3864 and an FPIR of 26.14%. At the same time,
Precision increased to 0.9070, whereas Recall decreased to 0.7716 and the F1-score decreased
slightly to 0.8338. At a threshold of 0.7, only 12 false-positive detections were observed
in 11 patches, corresponding to an FP/image of 0.1364 and an FPIR of 12.50%. Precision
further increased to 0.9633, while Recall and F1-score decreased to 0.6766 and 0.7949,
respectively. When the threshold was further increased to 0.8, the model produced only
four false-positive detections in four patches, resulting in an FP/image of 0.0455 and an
FPIR of 4.55%. Under this stricter threshold, Precision reached 0.9891, but Recall decreased
markedly to 0.4527, with an F1-score of 0.6212.

Table 6. Trade-off between true-pockmark detection and false-positive suppression at different
confidence thresholds.

Confidence .. Images o

Threshold Precision Recall F1-Score Total FP FP/Image with >1 FP FPIR (%)
0.5 0.8439 0.8458 0.8448 57 0.6477 34 38.64
0.6 0.9070 0.7716 0.8338 34 0.3864 23 26.14
0.7 0.9633 0.6766 0.7949 12 0.1364 11 12.50
0.8 0.9891 0.4527 0.6212 4 0.0455 4 4.55

Note: Precision, Recall, and F1-score were calculated on the original pockmark-containing test set
using an IoU threshold of 0.5 for one-to-one prediction-to-ground-truth matching. Total FP, FP/image,
Images with >1 FP, and FPIR were calculated on the 88 target-free patches. The Precision, Recall,
and Fl-score values in Table 6 were recomputed directly from saved predictions using explicit one-
to-one matching for the confidence-threshold analysis and may therefore differ slightly from the
framework-reported summary metrics in Table 5.

A consistent reduction in false-positive detections was observed as the confidence

threshold increased. Increasing the threshold from 0.5 to 0.8 reduced the total number
of false-positive detections from 57 to 4, corresponding to a reduction of approximately
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93.0%. Meanwhile, the FPIR decreased from 38.64% to 4.55%. However, the improvement
in false-positive suppression was accompanied by a progressive reduction in true-positive
retention. For example, increasing the threshold from 0.5 to 0.6 reduced FP/image from
0.6477 to 0.3864 and FPIR from 38.64% to 26.14%, while Recall decreased from 0.8458
to 0.7716. At a threshold of 0.8, false-positive responses were strongly suppressed, but
Recall decreased to 0.4527. These results demonstrate a clear threshold-dependent trade-off
between false-positive suppression and true-pockmark retention.

Representative examples are presented in Figure 11. At relatively low confidence
thresholds, some local depressions, irregular seabed textures, and illumination-induced
shading patterns may be incorrectly identified as pockmarks because of their visual simi-
larity to true pockmark features. As the confidence threshold increases, these false-positive
detections are progressively reduced or eliminated. Nevertheless, a higher confidence
threshold also removes an increasing proportion of lower-confidence true pockmark detec-
tions. Therefore, rather than defining a single universally optimal confidence threshold, the
operating threshold should be selected according to the requirements of the specific appli-

cation. Lower thresholds favor the retention of potential pockmark candidates, whereas
higher thresholds provide stronger false-alarm suppression and may reduce the subsequent
manual verification workload.

Figure 11. Representative false-positive detections on target-free bathymetric patches under
different confidence thresholds. Bounding boxes indicate false-positive pockmark detections.
As the confidence threshold increases from 0.5 to 0.8, most low-confidence false detections are
progressively suppressed.

5. Discussion

FSLA-RTDETR was developed for the detection of dense small-object seabed pock-
marks in shaded-relief bathymetric imagery. Compared with general object detection tasks,
this problem is more difficult because many pockmarks occupy only a small part of the
image, have weak or incomplete boundaries, and are often mixed with complex seabed
textures. These characteristics make both target recognition and bounding-box localization
challenging, especially when adjacent pockmarks occur in clusters.
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On the constructed pockmark detection dataset, FSLA-RTDETR achieved mAP50,
mAP75, and mAP50-95 values of 0.9218, 0.6221, and 0.5485, respectively. Compared with
the baseline RT-DETR, mAP75 increased by 6.01 percentage points and mAP50-95 increased
by 2.22 percentage points. The larger gain in mAP75 is particularly meaningful for this
task. In pockmark mapping, a loose detection box may still contribute to mAP50, but it is
less useful for describing the actual position and extent of an individual depression. The
improvement under stricter IoU evaluation suggests that FSLA-RTDETR does not simply
detect more candidate targets but also improves the spatial agreement between predicted
boxes and annotated pockmarks.

The ablation experiments also indicate that the different components of FSLA-RTDETR
contribute in different ways. SAC-C2f improves the representation of weak pockmark-
related morphological patterns in deeper backbone stages. The LPEA Encoder helps the
model use broader contextual information from high-level features, which is useful when
individual pockmarks are not clearly separated from the surrounding terrain. Introducing
the high-resolution P, feature gives the decoder access to finer spatial details and helps
preserve small-target information that may be weakened after repeated downsampling.
However, shallow features also contain strong seabed texture variations and illumination-
related patterns. The DGCST-based bidirectional feature fusion neck helps balance these
two effects by combining shallow localization cues with deeper semantic information,
which contributes to the improvements in Recall, mAP75, and mAP50-95.

From the perspective of seabed geomorphological mapping, the proposed detector can
be used as a candidate extraction tool for large bathymetric regions. The detection results
can support pockmark distribution mapping, local density estimation, and preliminary
analysis of spatial patterns. Since pockmarks are commonly associated with fluid escape,
shallow gas activity, and gas hydrate-related processes, automatic detection can reduce the
workload of manual interpretation during the early stage of regional seabed analysis. The
method is therefore more suitable for large-area screening and object-level mapping than
for replacing detailed expert geomorphological interpretation.

Several limitations remain. First, densely clustered pockmarks are still difficult to
separate in some cases. When neighboring pockmarks are closely spaced, their shaded-
relief expressions may merge into a connected depression cluster. The original shape of
each pockmark then becomes less distinguishable, and the model may miss individual
targets or produce incomplete separation. This problem is likely to become more obvious
when such clustered samples are insufficiently represented in the training set.

Second, weak boundaries and low local contrast still affect detection quality. Some
pockmarks gradually transition into the surrounding seabed terrain, and their margins are
not clearly expressed in the hillshade image. In these cases, the predicted box may shift
away from the annotated depression boundary, or weak pockmarks may be confused with
ordinary seabed undulations. Hillshade imagery may also enhance scarps, sediment waves,
illumination-related textures, and other non-pockmark depressions, which can produce
false positives. Pockmarks located close to image boundaries are another difficult case
because part of their spatial context may be missing after patch cropping.

Third, the current framework represents pockmarks using bounding boxes. This
representation is efficient for object-level detection and regional candidate mapping, but
it does not directly delineate geomorphological boundaries and cannot describe detailed
geomorphological attributes such as boundary irregularity, elongation, internal relief varia-
tion, or depression depth. Therefore, FSLA-RTDETR is better suited for object-level spatial
localization of potential pockmark targets than for full geomorphometric characterization.
Accordingly, improvements in high-IoU detection metrics such as mAP75 should be inter-
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preted as better agreement between predicted and ground-truth bounding boxes rather than
as more accurate delineation of the actual geomorphological boundaries of pockmarks.

Fourth, the current random patch-level split does not ensure complete spatial inde-
pendence between the training, validation, and test subsets. Although the 512 x 512-pixel
patches were generated with a stride of 512 pixels and therefore do not spatially over-
lap, spatially adjacent patches may still be assigned to different subsets. Neighboring
patches may share similar seabed morphology, local relief characteristics, and image ap-
pearance, which could make the present evaluation less challenging than a geographically
blocked validation. Consequently, residual spatial dependence may lead to an optimistic
estimate of model performance when transferred to spatially independent areas. There-
fore, the reported results should be interpreted primarily as patch-level generalization
within the same regional bathymetric domain rather than as fully spatially independent
geographic generalization.

Fifth, the dataset used in this study was constructed from the northern Gulf of Mexico.
Although this region contains abundant and diverse pockmark features, it still represents
a specific seabed environment. Therefore, the external generalizability of FSLA-RTDETR
has not yet been fully validated using independent datasets from other marine regions.
Pockmark morphology, seabed sedimentary conditions, background relief patterns, and
the visual appearance of shaded-relief bathymetric imagery may vary substantially among
different geological settings. Variations in bathymetric spatial resolution may alter the
apparent size, boundary sharpness, and local relief expression of pockmarks, while different
sonar acquisition systems and processing workflows may introduce differences in spatial
sampling, noise characteristics, artifacts, and image contrast. In addition, changes in
hillshade illumination parameters may modify the apparent shading patterns and edge
characteristics of the same seabed morphology. These domain shifts may potentially lead
to reduced detection recall, decreased bounding-box localization accuracy, or increased
false-positive responses to unfamiliar seabed structures. However, because independent
cross-domain test data from other sea areas were not available in the present study, the
magnitude of such performance degradation cannot yet be quantitatively determined.
Future work will therefore focus on cross-region validation using bathymetric datasets
from different geological environments, spatial resolutions, and acquisition systems, as well
as transfer-learning, domain-adaptation, and domain-generalization strategies to improve
the robustness of FSLA-RTDETR under domain shifts.

Future work should address these limitations from both the data and task-design
perspectives. More bathymetric datasets from different regions should be introduced to
evaluate the transferability of the model under different seabed conditions. Geographically
blocked data partitioning and spatially independent test regions should also be adopted
to provide a more rigorous assessment of spatial generalization and reduce the potential
influence of spatial autocorrelation between training and evaluation samples. Additional
training samples should also be collected for difficult cases, including densely clustered
pockmarks, merged depressions, weak-boundary targets, boundary-located targets, and
target-free background patches. These samples would help the model learn confusing
patterns more effectively and reduce false detections. In addition, segmentation-based
or multi-task frameworks could be explored to combine pockmark detection, boundary
delineation, and geomorphometric attribute extraction. This would make the results more
useful for geological interpretation beyond simple target localization.

6. Conclusions

This study proposed FSLA-RTDETR, an improved four-scale RT-DETR network for
dense small-object seabed pockmark detection from shaded-relief bathymetric imagery.
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The model introduces a SAC-C2f-enhanced backbone, an LPEA Encoder, a DGCST-based
bidirectional feature fusion neck, and a four-scale decoder with the high-resolution P,
feature. These components were designed to improve semantic representation, contextual
modeling, multi-scale feature fusion, and small-object localization.

A pockmark detection dataset was constructed from BOEM bathymetric data in the
northern Gulf of Mexico, containing 880 images and 8013 annotated pockmark instances.
On this dataset, FSLA-RTDETR achieved mAP50, mAP75, and mAP50-95 values of 0.9218,
0.6221, and 0.5485, respectively. Compared with the baseline RT-DETR, the model improved
mAP75 by 6.01 percentage points and mAP50-95 by 2.22 percentage points, showing
better localization performance under stricter IoU thresholds. It should be noted that all
comparative models in this study were trained from scratch without ImageNet-pretrained
weights. Therefore, the reported comparative performance is specific to the present no-
pretraining setting. Different detector architectures may benefit differently from pretrained
initialization, particularly on a relatively small, single-class, geomorphology-oriented
dataset, and the relative performance ranking may change when pretrained backbones
are introduced.

The results indicate that FSLA-RTDETR is effective for detecting densely distributed
and weakly bounded pockmark targets with small image-space footprints in complex
seabed backgrounds. The method can provide candidate-level pockmark mapping results
for large bathymetric datasets and may support subsequent analysis of pockmark distribu-
tion and seabed geomorphological patterns. However, further validation across different
regions and data resolutions is still needed, and future work should extend the framework
toward segmentation and geomorphometric attribute extraction.
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