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Highlights

What are the main findings?

*  We propose SAGE, a saliency and geometry enhanced transfer attack framework for
LiDAR-based 3D perception.

*  Extensive experiments on ModelNet40, ScanObjectNN, KITTI, and nuScenes show
that SAGE improves black-box transferability across both point cloud classifiers and
LiDAR-based 3D object detectors.

What are the implications of the main findings?

*  The results reveal that transferable adversarial perturbations can affect not only iso-
lated object classification but also full-scene LiDAR detection pipelines.

*  SAGE provides a practical robustness-evaluation tool for safety-critical 3D remote
sensing perception systems and suggests a general saliency—geometry direction for
transferable point cloud attacks.

Abstract

LiDAR point clouds are widely used in remote sensing perception scenarios, such as
autonomous driving. However, LIDAR-based perception models remain vulnerable to
adversarial perturbations, which may compromise the reliability of safety-critical 3D per-
ception systems. Among different attack paradigms, transfer-based attacks are particularly
practical because they generate adversarial examples on accessible surrogate models and
apply the generated examples directly to unknown target models. Nevertheless, existing
transferable attacks on point clouds often perturb regions that are discriminative for the
surrogate model but insufficiently stable across different architectures, leading to limited
transferability and noticeable geometric distortion. To address this problem, we propose
SAGE, a Saliency And Geometry Enhanced transferable attack framework for LIDAR
point cloud perception in remote sensing. Specifically, SAGE unifies point-coordinate priors
with source-model gradient signals to generate a saliency map, which serves as a trans-
ferable indicator of vulnerable local structures. SAGE further leverages this map through
saliency-guided perturbation allocation and explicit geometric constraints to enhance trans-
ferability while preserving point-cloud geometry. To demonstrate the effectiveness of SAGE,
we evaluate SAGE on point-cloud classification benchmarks and further validate it on
LiDAR-based 3D object detection using KITTI and nuScenes. Experimental results show
that SAGE consistently outperforms existing transferable attack methods in attack success
rate while preserving favorable geometric quality of adversarial point clouds. These find-
ings demonstrate that SAGE offers an effective and practical framework for assessing the
transfer robustness of LIDAR-based remote sensing perception systems.
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1. Introduction

LiDAR is a remote sensing technology that acquires 3D geometric information by emit-
ting laser pulses and measuring their returns. Owing to its accurate spatial representation
and robustness to illumination variations, LIDAR point clouds have been widely used in
autonomous driving, intelligent transportation, mobile mapping, urban-scale scene under-
standing, and other remote sensing applications. In conventional surveying and remote
sensing workflows, the reliability of LIDAR data is commonly improved through sensor cal-
ibration, registration, filtering, denoising, and quality control. Nevertheless, the increasing
adoption of end-to-end deep learning introduces an additional source of uncertainty: even
when the acquired point cloud appears geometrically reasonable, small data anomalies may
still cause unexpected changes in model predictions. Previous studies have shown that
point-density variation, ambient noise, occlusion, calibration errors, and adverse weather
can substantially affect point-cloud processing and recognition systems [1-3]. Therefore,
evaluating the sensitivity of learning-based LiDAR perception models to abnormal point-
cloud observations has become an important problem for the reliability and security of
remote sensing applications.

Adversarial attacks provide a controlled means of exposing such model vulnerabil-
ities. By introducing deliberately optimized but constrained perturbations into an input
point cloud, an attacker can cause incorrect object recognition or missed detections [4-6].
As shown in Figure 1, object-level points can be extracted from a clean LiDAR scene,
perturbed in the digital domain, and inserted back into the original scene, potentially
changing the output of a perception model. In this work, adversarial perturbations are
used as controlled stress-testing samples for identifying model-dependent vulnerabilities,
quantifying robustness gaps, and supporting the development of anomaly detection, robust
training, and defensive preprocessing methods for LIDAR perception systems.
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Figure 1. Illustration of adversarial attacks in LIDAR-based remote sensing perception. Object-level
points are extracted from a clean scene, perturbed into adversarial points, and then inserted back into
the original scene. The clean scene can be correctly perceived, whereas the adversarial scene may
cause recognition failure.
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Existing adversarial attacks are generally studied under white-box or black-box set-
tings. White-box attacks assume that the attacker can access the parameters and gradients
of the target model, which enables direct optimization against the victim model [7-9].
Although such attacks are effective for diagnosing model weaknesses, this assumption is
often unavailable for deployed LiDAR perception systems because their internal param-
eters and architectures are normally inaccessible. Black-box attacks therefore provide a
more challenging robustness-evaluation setting. Query-based attacks infer the behavior of
the target model through repeated model queries [10], but their high computational and
query costs limit their applicability when model access is restricted. Transfer-based attacks
instead generate adversarial samples on an accessible surrogate model and directly evalu-
ate them on unknown target models [11-14]. Consequently, cross-model transferability is
an important indicator of whether an identified vulnerability is specific to one model or
shared by multiple perception architectures.

Recent transferable attacks have mainly been developed for point-cloud classifica-
tion. Existing methods improve transferability through generative modeling, perturbation
decomposition, feature guidance, and hypothesis-space expansion [11-16]. However,
different 3D perception models employ distinct neighborhood construction, feature ag-
gregation, and spatial encoding mechanisms. Adversarial samples can therefore overfit
the surrogate model’s local gradients and fail to generalize to unseen architectures. More-
over, classification-based evaluations mainly consider isolated and normalized object point
clouds, whereas LiDAR-based detection operates on full scenes affected by background
clutter, occlusion, range-dependent sparsity, and detector-specific preprocessing. A transfer-
able perturbation must remain effective after the attacked object is reinserted into the scene
and processed through voxelization, feature extraction, proposal generation, and detection.
These differences make transferable robustness evaluation in LIDAR detection substantially
more challenging.

To address these problems, we propose SAGE, a Saliency And Geometry Enhanced
transferable attack framework for evaluating the robustness of 3D point-cloud percep-
tion models. SAGE uses coordinate self-attention to capture structurally discriminative
regions and tangent-plane gradient information to identify task-sensitive local structures.
The two signals are fused to construct a saliency map that combines model-independent
geometric evidence with task-dependent sensitivity. SAGE further introduces saliency-
guided patch selection, perturbation-strength allocation, and explicit geometric constraints
to reduce unnecessary deformation and alleviate overfitting to surrogate-specific gradients.
Beyond controlled evaluations on ModelNet40 [17] and ScanObjectNN [18], we evaluate
SAGE on KITTI [19] and nuScenes [20] to investigate whether the identified vulnerabilities
remain transferable across full-scene LiDAR detection pipelines.

As illustrated in Figure 2, conventional transferable attacks often search within a
relatively coarse adversarial space, whereas SAGE identifies compact regions that are
simultaneously structurally important and perception-sensitive. Perturbing these regions
improves cross-model attack effectiveness while limiting unnecessary changes to low-
impact points. From a remote sensing perspective, this evaluation reveals which geometric
structures are consistently relied upon by different learning-based models and provides
challenging samples for subsequent robustness analysis and defensive model development.

The main contributions of this work are summarized as follows:

1.  Weinvestigate the transferability limitations of black-box adversarial attacks in LIDAR-
based 3D remote sensing perception and identify critical-region localization as a key
factor for improving cross-model attack effectiveness, providing useful insights for
future studies on transferable point cloud attacks.
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2. We propose a new saliency and geometry enhanced transferable attack framework,
which provides an effective solution to the transferability problem in LiDAR point
cloud perception for remote sensing scenarios.

3. We extend the evaluation from conventional point cloud classification benchmarks to
realistic remote sensing detection scenarios. Extensive experiments demonstrate that
SAGE effectively improves attack transferability in remote sensing perception while
preserving the geometric imperceptibility of adversarial point clouds.

Non-adversarial space

Adversarial space 1
- CFG attack

Critical feature region

Adversarial space 2
— SAGE

More salient critical region

x_adv1 (CFG)
x_adv2 (SAGE)

SAGE refinement
(Saliency-guided)

Figure 2. Existing transfer attacks may locate a coarse adversarial space, whereas SAGE searches
for a more salient and transferable critical region. Concentrating perturbations in this refined region
improves black-box transferability while reducing unnecessary geometric distortion.

2. Related Work
2.1. Robustness of LIDAR in Remote Sensing

The reliability of LIDAR-based remote sensing depends fundamentally on the quality
of the acquired point clouds. Existing studies commonly assess LiDAR data in terms of
geometric accuracy, precision, completeness, point density, and consistency across repeated
observations. These properties are influenced by ranging uncertainty, scanning distance,
incidence angle, pulse frequency, angular resolution, and surface reflectance. Hartmann and
Alkhatib [21] modeled spatially varying uncertainty in laser-scanning measurements, while
Algadhi et al. [22] demonstrated that scanning distance and incidence angle directly affect
the ability of terrestrial laser scanners to capture local surface structures. Verhelst et al. [23]
further showed that different pulse-frequency settings can alter point density, completeness,
and the accuracy of structural measurements. These studies indicate that LIDAR point
clouds are affected by nonuniform acquisition uncertainty and therefore require systematic
quality assessment before subsequent interpretation.

In practical surveying and mapping applications, LIDAR data are also affected by real
environmental and operational interference. Platform motion, positioning errors, object
occlusion, vegetation movement, reflective surfaces, and outdoor noise may introduce
outliers, missing observations, local deformation, or misalignment between consecutive
scans. For example, mobile laser scanning under forest canopies is affected by both veg-
etation occlusion and degraded GNSS/INS positioning, which can reduce point-cloud
alignment quality [24]. Outdoor LiDAR scenes also exhibit substantial range-dependent
variations in point spacing and noise distribution, making fixed-parameter filtering un-
suitable for all spatial regions [25]. Accordingly, calibration, registration, denoising, outlier
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removal, and uncertainty compensation remain essential for recovering accurate geometric
information in real surveying environments.

The above research primarily addresses errors introduced by sensors, acquisition con-
figurations, positioning systems, and natural environments, with the objective of restoring
a point cloud that more faithfully represents the physical world. However, the increasing
use of end-to-end learning introduces an additional robustness concern: even geometrically
bounded input variations may be amplified by a perception model and cause unstable
predictions. Adversarial robustness evaluation therefore complements conventional LIDAR
quality assessment by examining model sensitivity after data acquisition and preprocess-
ing. From this perspective, SAGE provides controlled digital perturbations for identifying
decision-sensitive geometric structures and evaluating whether the corresponding vul-
nerabilities are shared across heterogeneous point-cloud classifiers and LiDAR detectors,
thereby supporting robustness diagnosis and future defensive model development.

2.2. Adversarial Attacks Against Point Cloud Classification

Point cloud classification is a fundamental task in 3D perception. Early representa-
tive models, such as PointNet [26], directly process unordered point sets using shared
multilayer perceptrons and symmetric aggregation. PointNet++ [27] further introduces hi-
erarchical local grouping to capture fine-grained geometric structures. Subsequent models
improve point cloud representation from different perspectives. DGCNN [28] constructs
dynamic graph neighborhoods and extracts edge features through graph convolution.
PointCNN [29], PointConv [30], and CurveNet [31] design more expressive local opera-
tors to model irregular 3D geometry. Transformer-based architectures, such as PCT [32]
and Point Transformer [33], further exploit long-range dependencies among points. Al-
though these models perform well on point-cloud classification, their diverse feature
extraction mechanisms rely on different decision evidence, making transferable adversarial
attacks across classifiers highly challenging.

Adversarial attacks against point cloud classifiers can be broadly divided into white-
box and black-box settings. In the white-box setting, the attacker has access to the parame-
ters or gradients of the target model and can directly optimize adversarial perturbations
against the target classifier. 3D-Adv [4] first demonstrated that point cloud classifiers can be
misled by shifting, adding, or removing points, revealing the vulnerability of point-based
networks. Subsequent studies introduced geometric constraints to improve the plausibil-
ity of adversarial point clouds. KNN [34] exploits local neighborhood structures, while
GeoAS3 [5] incorporates geometry-aware regularization to preserve natural object shapes.
SI-Adv [35] constrains perturbations along shape-invariant directions, and HiT-Adv [6]
hides adversarial deformations in visually insensitive surface regions. These methods
provide valuable insights into the geometric sensitivity of point cloud classifiers. However,
their reliance on gradients limits their practicality in deployed perception systems.

Since model parameters and gradients are usually unavailable in real-world remote
sensing and LiDAR perception systems, recent research has increasingly shifted toward
black-box attacks. Among these attacks, transfer-based methods are an important direction
because adversarial examples generated on a surrogate model can be directly applied
to unknown target models without repeated queries. AdvPC [11] explores transferable
adversarial point clouds through a generative strategy, showing that surrogate-based
perturbations can affect unseen classifiers. PF-Attack [12] improves transferability by
exploiting point-wise frequency information. CFG [14] introduces critical feature guidance
to align adversarial updates with more transferable feature cues across different backbones.
In a stricter setting, NoPain [16] studies no-box point cloud attacks through an optimal-
transport-based formulation, while OPS [15] enhances transferability by expanding the
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hypothesis space. These studies have significantly advanced black-box point cloud attacks.
However, existing black-box attacks often do not sufficiently distinguish the discriminative
roles of critical model features, which are essential for improving the transferability of
adversarial samples.

2.3. Adversarial Attacks Against LiDAR 3D Object Detection

LiDAR-based 3D object detection is a core component of modern remote sensing per-
ception, autonomous driving, and intelligent transportation systems. According to the point
cloud representation used by the detector, existing methods can be roughly categorized into
point-based, voxel-based, pillar-based, and point-voxel hybrid detectors. Point-based meth-
ods, such as PointRCNN [36], directly process raw point clouds and preserve fine-grained
geometric information. Voxel-based methods, including VoxelNet [37] and SECOND [38],
convert irregular point clouds into sparse voxel representations to improve computa-
tional efficiency. Pillar-based methods, such as PointPillars [39], further simplify 3D voxel
structures into vertical pillars, enabling efficient pseudo-image feature extraction. Hybrid
detectors, such as PartA2 [40] and PV-RCNN [41], combine voxel-level semantic repre-
sentation with point-level refinement to improve detection accuracy. These architectural
differences make adversarial attacks on LiDAR detection more challenging than attacks
on classification, because the perturbations must remain effective after object points are
embedded into full scenes and processed by different detection pipelines.

Recent studies have begun to investigate adversarial attacks against LIDAR 3D object
detectors. Wang et al. [9] studied adversarial point perturbations for 3D object detection
and optimized perturbations to suppress detection confidence. SlowLiDAR [42] explored
another attack objective by increasing the inference latency of LiDAR-based detection
systems. Efficient Attack [43] improves the efficiency of adversarial optimization for 3D
detection, while GSVA [44] focuses on attacking sparse voxel representations and addresses
the difficulty of perturbing voxelized detection pipelines. In addition, recent surveys and
studies [45,46] indicate that adversarial threats against LIDAR detectors have become
increasingly important for safety-critical perception systems. However, many existing
detection attacks are designed under white-box or detector-specific assumptions, and their
transferability across heterogeneous detectors remains limited. Compared with classifi-
cation attacks, transferable attacks for full-scene LiDAR detection must simultaneously
consider object-level saliency, geometric fidelity, and cross-detector consistency. Motivated
by these limitations, this work studies saliency- and geometry-enhanced transfer attacks
across both point cloud classification and LiDAR 3D object detection, aiming to provide
a more comprehensive robustness evaluation for 3D remote sensing perception systems.

3. Methodology

We present SAGE, a saliency and geometry enhanced transfer attack for 3D point cloud
perception. As shown in Figure 3, SAGE can be applied to both object-level classification
and scene-level 3D detection. Given a clean point cloud or an object point set extracted
from a LiDAR scene, SAGE performs an iterative attack on a surrogate perception model.
In each iteration, it identifies regions that are both task-sensitive and geometrically reliable,
and then concentrates perturbations on these regions while explicitly controlling geometric
distortion. The method is organized around two coupled decisions: where to perturb
and how much to perturb. These decisions are optimized under a unified constrained
formulation. Algorithm 1 summarizes the overall procedure.
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Algorithm 1 Saliency & Geometry Enhanced Attack (SAGE)

Input: Clean point set X, task annotation ), surrogate perception model Fy; steps T;
budgets (¢, p); saliency parameters (1, it); gain parameters (&, gmax); patch parameters
(p, k); guidance weight B.

(T)

adv*

1: Initialize U « 0,5 « 0, ng)v X

2: fort =0to T —1do

3 Compute the unified perception loss Eper by Equation (2)
(1)

Output: Adversarial point set X

4:  Compute s, by Equation (6) and st(;zl by Equations (7)—(9).

5. Obtain the unified saliency map s(*) by Equations (10) and (11).

6:  Construct the mask m(*) using top-p seeds and KNN expansion; compute the gain
¢! by Equation (13).

7. Form A®) ¢ o UM and X} X + A0,

8 Update U"*)) by a mask-gated gradient step on Equation (14), with m(*) and g(*)
fixed.
9:  Form At « o) o (t+1),
10:  Align A+ by Equation (17) and enforce Equation (18).
1 Set XU X 4 Al
12: end for 1
13: return X .

Self-Attention Branch Confine Region
Multi-Head Atiention

KNN &
—

Perturbation

@ Saliency map

Input sample Tangent Gradient Branch Confine Strength

—

Adversarial
sample

Source
Model

Iil_.

Tangent saliency 99 = dip(1+as®, 1, gnex)  Gain

o

Figure 3. Overview of the SAGE pipeline. First, the Self-Attention Branch and the Tangent Gradient
Branch produce complementary saliency signals, which are stabilized with EMA to form a unified
saliency map. Next, the Top-p salient points are expanded via KNN into a compact patch to confine the
perturbation region. Meanwhile, a gain is derived from the saliency map to confine the perturbation
strength. Finally, after applying the perturbation and performing iterative updates, we obtain the
adversarial sample. The red points denote the salient points.

3.1. Preliminaries

Let X € RN*3 denote the point set to be attacked. For classification, X is an object-
level point cloud with label y. For detection, X denotes the object points associated with
a detected object in a LIDAR scene. After perturbation, the adversarial object points are
pasted back into the original scene to form the adversarial scene S,qy. Let Fy denote
a surrogate 3D perception model, which can be either a point cloud classifier or a LIDAR-
based 3D detector. We generate an adversarial point cloud X, 4, by adding a perturbation
A to the clean point set X:

Xogv = X+4A, A eRN¥3, (1)
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To support both classification and detection, we define a unified perception objective:

Leas(Fp(Xaav),y), classification,

= ()
per Laet(Fp(Saav),0), detection,
where o0 denotes the attacked object that is successfully detected in the clean scene.
For untargeted classification attacks, we use the negative cross entropy:
'CCIS(RP(XadV)ry) = _CE(F¢(XadV)/]/)' (3)

Minimizing Equation (3) increases the classification error of the surrogate classifier.
For untargeted detection attacks, we directly optimize the detection score of the
attacked object:

‘Cdet(FtP(Sadv)lo) = ¢ (Sadvra)r 4)

where g4(Saqv,0) denotes the confidence score assigned by the detector to the attacked
object o in the adversarial scene. If the attacked object is no longer detected, 4¢(S,qy,0)
becomes low.

Under this unified formulation, adversarial example generation is written as

min Lper s.t. D(Xaqv, X) <, (5)
adv
where D(-) measures geometric distortion and € is the imperceptibility budget. SAGE
follows Equation (5) and instantiates D(-) with explicit ¢, constraints in Section 3.4. Be-
fore introducing the constrained solution, we first describe how SAGE estimates saliency
and then converts saliency into two control signals: a patch mask for region selection and a
gain vector for update allocation.

3.2. Unified Saliency Estimation
(t)

adv”
saliency vector s(!) € RN by combining coordinate self-attention and tangent-plane gradi-

At iteration t, denote the current adversarial point cloud by X"/ . SAGE computes a
ents. The attention branch captures structurally important regions from point relationships,
while the tangent branch identifies task-sensitive regions under local geometric constraints.
Their fusion favors points that are both structurally representative and prediction-sensitive,
reducing overfitting to surrogate-specific gradients. An exponential moving average is
further used to stabilize the saliency across iterations.

3.2.1. Coordinate Self-Attention Saliency

We map point coordinates to point-wise feature vectors through a linear projection
and apply a lightweight self-attention module to obtain H*) € RN*4. This branch captures
spatial dependencies among points and highlights regions that contribute strongly to
the point-cloud structure. The attention-based saliency is computed by max-normalized
feature magnitudes:

0 _ _IHY]],
M max [[HOl,

(6)

3.2.2. Tangent-Plane Gradient Saliency

Using the unified perception loss in Equation (2), we compute the coordinate gradient
at the current iterate:
Gl = VX(t) 'Cper € RV, )

adv
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Let Nx € RN*3 be the estimated normal field of the clean point set X. We remove the
normal component of the gradient to obtain a tangent-plane signal:

G = G — (G . Nx) Ny. ®

This projection retains task-sensitive variations along the local surface and suppresses
excessive off-surface responses. The tangent saliency is then defined by max-normalized
tangent magnitudes:
t
(o _ 1671

tan T

©)

max || G\

3.2.3. Fusion and Temporal Stabilization

The two branches provide complementary information. Attention saliency emphasizes
stable geometric structures but does not directly measure their influence on the prediction.
Tangent saliency reflects task sensitivity but may contain surrogate-specific gradient re-
sponses. Their fusion strengthens regions supported by both structural importance and
task sensitivity, making the selected regions more likely to remain effective across different
models. The two saliency signals are fused as follows:

5(t)
s =t 4asl) a0 T (10)

attn tan’ (1)
To suppress iteration-specific noise, we maintain an exponential moving average:
s = st 4 (1 — )50, (11)

The parameter y controls the contribution of the tangent-plane signal, and y is the EMA
decay. The final saliency map at iteration ¢ is s().

3.3. Salient Patch Mask and Gain Allocation

Given the unified saliency s(*), SAGE constructs two control signals: a compact patch
mask that specifies where to update and a gain vector that specifies how strongly each point
is updated. The mask localizes perturbations to salient regions, while the gain redistributes
the perturbation strength according to point-wise saliency.

3.3.1. Salient Patch Mask

We first select the p points with the largest saliency scores as seeds and expand each
seed to its k-NN neighborhood. The union of these neighborhoods forms a coherent salient
patch P(). We encode P(*) as a binary mask m(*) € {0,1}N:

1 7 ()
u® — ] TEP (12)
I 0, otherwise.

During optimization, m(!) gates the gradient update, thereby concentrating perturbations
on compact salient regions and avoiding unnecessary changes to less relevant points.

3.3.2. Gain Allocation

In parallel, we derive a point-wise gain vector from the saliency map:

g(t) = Clip(l +u S(t), 1, gmax)/ (13)
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where « controls the amplification strength and gmax prevents excessive local distortion.
High-saliency points receive stronger updates, while low-saliency points remain close to
the baseline update strength. The clipping range [1, gmax| improves optimization stability
and reduces the influence of transient saliency peaks.

3.4. Generation of Adversarial Examples

We combine the above controls to generate X,4y. The optimization uses a composite
objective, while explicit £, budgets are enforced throughout the iterative process. Mask gat-
ing and gain modulation are applied at every iteration but serve different roles. The mask
determines where gradients are applied, and the gain determines the relative update
strength of each point.

3.4.1. Objective

We optimize the following composite loss:
L = Lper + Lcg + Lsace, (14)

where Lper is the task-specific perception loss defined in Equation (2), and
Leqd(Xaqv, X) = CD(Xagy, X) preserves the global shape. The SAGE guidance term is
defined as

Lsace(Xadv; X) = B | W(X) © @¢(Xaav) |l;- (15)

The feature tensor ®,(-) denotes the last shared intermediate feature tensor before
the task-specific prediction head. For classification, we use the point-wise feature before
global aggregation; for detection, we use the backbone feature before the classification and
regression heads. The importance weight W(X) is obtained from the absolute gradient
of Lper with respect to ®(X), followed by channel-wise aggregation and max normaliza-
tion. This choice balances low-level geometric information and task-specific semantics.
The sensitivity to 8 is analyzed in Section 4.5.

3.4.2. Gain-Modulated Perturbation and Mask-Gated Update

We maintain a base offset field U() € RN*3 and form the perturbation through
gain modulation:

A =W ou®,  xY = x40 (16)

adv

At each iteration, we update U(") with a first-order optimizer on Equation (14). The update
is gated by m(*), thereby restricting the gradient update primarily to the salient patch.
The gain ¢(*) reallocates the effective perturbation magnitude across points in the selected
region. Specifically, g(t) is computed from s(t) at the beginning of iteration f and remains

fixed when producing U(+1).

3.4.3. Geometry-Aware Alignment

To preserve local surface plausibility, we align the perturbation with the clean
point surface:
AD (AW Nx) Nx. (17)

This alignment limits off-surface drift and keeps the update consistent with local
surface orientation.

https:/ /doi.org/10.3390/rs18132209


https://doi.org/10.3390/rs18132209

Remote Sens. 2026, 18, 2209 11 of 25
3.4.4. Explicit /, Constraints
Finally, we control imperceptibility by enforcing two £, budgets on A(*):
(t L&
180 <6 <Y 1802 < pe (18)
j=1

where [|A®)]|5,0 = max;< <N HA](-t) |l2. The per-point constraint prevents prominent outliers,
while the mean constraint limits the overall geometric distortion. Together, these constraints
limit both local outliers and overall displacement, encouraging geometrically plausible
adversarial examples for object-level classification and scene-level detection.

4. Experiments

4.1. Experimental Setup
4.1.1. Classification Setup

Datasets. We evaluated transfer attacks on ModelNet40 and ScanObjectNN. Mod-
elNet40 is a synthetic CAD benchmark containing 12,311 objects from 40 categories [17].
Following the settings of CFG [14] and PF-Attack [12], we used a subset of 250 samples from
10 categories for evaluation. ScanObjectNN is a real-world scanned dataset collected from
RGB-D scenes and contains approximately 15,000 objects from 15 categories [18,47]. Com-
pared with ModelNet40, ScanObjectNN includes clutter, partial observations, and sensor
noise, making transfer attacks more challenging.

Models and baselines. We evaluated the proposed method on representative classifi-
cation models, including PointNet, PointNet++ (MSG), PointNet++ (S5G), and DGCNN,
as well as advanced architectures such as PointConv, PointCNN, CurveNet, PCT, PT,
and Point-PN. We further evaluated robustness under multiple defense models, including
SRS, SOR, CCN, and Point-AT. To demonstrate the effectiveness of the proposed method,
we compared it with several strong attack baselines, including 3D-Adv, KNN, GeoA3,
AdvPC, PF-Attack, and CFG.

Evaluation metrics. We used the attack success rate (ASR) and the transferability
score (TS) to measure attack strength. TS is defined as the average black-box ASR over
all surrogate-target pairs, where PointNet, PointNet++ (SSG/MSG), and DGCNN are
alternately used as surrogate models. We reported Chamfer Distance (CD), Hausdorff
Distance (HD), and F-score to evaluate geometric quality.

Implementation details. Following previous works, we used perturbation budgets of
€ € {0.18,0.45} and fixed B at 0.40. The parameter p was set to 0.57 for € = 0.18 and 0.25 for
€ = 0.45. The rationale for these values is discussed in the ablation study. All experiments
were conducted on an NVIDIA GeForce RTX 5090 GPU.

4.1.2. Detection Setup

Datasets. We conducted detection experiments on KITTI [19] and nuScenes [20]. KITTI
is a widely used autonomous driving benchmark with 3712 training samples, 3769 vali-
dation samples, and 7518 test samples. nuScenes is a large-scale multimodal autonomous
driving dataset with more than 1000 driving scenes, including approximately 28,000, 6000,
and 6000 annotated samples for training, validation, and testing, respectively.

Models and baselines. We evaluated the proposed method on four representative
LiDAR-based 3D object detectors, including PartA2, PointPillars, PV-RCNN, and SECOND.
To verify the effectiveness of the proposed method, we compared it with two strong attack
baselines, AdvPC and HiT-Adv.

Implementation details. We extracted only the points inside the successfully detected
3D boxes and applied coordinate perturbations. The 3D IoU thresholds for Car, Pedestrian,
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and Cyclist were set to 0.7, 0.5, and 0.5, respectively, ensuring reliable object matching
before and after the attack. Furthermore, € = 0.18 and € = 0.45 correspond to maximum
per-point displacements of 0.18 m and 0.45 m. The smaller budget represents mild local
coordinate variation, whereas € = 0.45 is used as a strong stress-test setting rather than a
typical real-world LiDAR noise level. These settings preserve the overall object structure
and provide controlled perturbation budgets for LIDAR robustness evaluation. For the
main experiments, results are averaged over three runs with random seeds 0, 42, and 2026.

4.2. Classification Task
4.2.1. Transferability on ModelNet40

Tables 1 and 2 show that SAGE consistently surpasses the compared transfer-based
attack baselines on ModelNet40. The improvement is not uniform across architectures:
we observe larger gains on targets with relatively concentrated decision evidence, where
the salient patch discovered by SAGE is more likely to remain transferable across models.
For example, on PointCNN under € = 0.18, SAGE improves black-box ASR from 32.7%
to 40.0%. A similar trend can also be observed on PointNet++(SSG), which indicates that
saliency-guided compact perturbation is particularly beneficial when the downstream
architecture relies on stable local geometric cues.

Table 1. Attack transferability across classical point cloud models on ModelNet40. Attack success
rate (%).

e =018 € =045
Source Attack . . . :

PointNet P";ﬁ?g)"* P"‘(‘;t;\g;“ DGCNN PointNet P";ﬁ?g)"* P"‘(’;t;\g;“ DGCNN

3D-Adv [4] 100.0 8.4 104 68  100.0 8.8 9.6 8.0

KNN [34] 100.0 9.6 108 60 1000 9.6 8.4 6.4

GeoA3 [5] 100.0 20.0 196 72 1000 236 208 7.2

PointNet  AdvPC[l1] 98.8 204 276 224 9838 180 26.8 204

PF-Attack[12]  100.0 496 615 248 1000 59.3 64.8 28.8

CFG[14] 100.0 726 80.6 393 1000 847 88.0 493

SAGE (Ours) 100.0 78.4 85.6 43.6 100.0 88.4 91.6 56.2

3D-Adv [4] 6.8 100.0 284 1.2 7.2 100.0 292 12

KNN [34] 6.4 100.0 22,0 8.8 6.4 100.0 232 7.6

. GeoA3 [5] 44 100.0 144 6.4 44 100.0 136 6.0

P Ozﬁg]égﬁ AdvPC [11] 132 97.2 548 39.6 184 98.0 58.0 39.2

PF-Attack [12] 172 100.0 67.0 243 192 100.0 75.0 275

CFG[14] 176 100.0 72.9 253 36.6 100.0 835 347

SAGE (Ours) 20.5 100.0 75.9 26.1 42.6 100.0 90.8 35.8

3D-Adv [4] 7.6 9.6 100.0 6.0 7.2 104 100.0 7.2

KNN [34] 6.4 9.2 100.0 6.4 6.8 7.6 100.0 6.0

. GeoA3 [5] 52 104 100.0 22 48 9.2 100.0 40

P OI?;SI:\IS;H AdvPC [11] 12.0 272 99.2 28 140 30.8 99.2 276

PF-Attack [12] 139 474 100.0 196 157 56.9 100.0 23.0

CFG[14] 181 84.7 100.0 383 37.7 86.4 100.0 459

SAGE (Ours) 18.9 819 100.0 39.8 37.8 88.8 100.0 474

3D-Adv [4] 9.2 1.2 312 1000 9.6 128 304 1000

KNN [34] 7.2 9.6 140 99.6 6.8 10.0 1.2 99.6

GeoA3 [5] 44 272 276 1000 44 268 256 1000

DGCNN  AdvPC[l1] 196 46.0 64.4 94.8 3238 488 64.4 97.2

PF-Attack [12] 213 609 748  100.0 261 79.7 858 1000

CFG[14] 293 70.1 889 1000 39.0 86.0 918 1000

SAGE (Ours) 29.5 72.5 89.8 100.0 43.5 86.4 92.8 100.0

Table 2. Attack transferability across state-of-the-art point cloud models on ModelNet40. Attack
success rate (%). Source model: PointNet.

e =0.18 e = 0.45
Attack Point Point Curve Point Point Point Curve Point
Conv CNN Net PCT PT -PN Conv CNN Net PCT PT -PN
3D-Adv [4] 0.8 1.0 1.8 0.0 0.2 1.2 0.8 0.1 1.8 0.0 1.0 0.7
GeoA3 [5] 10.3 2.1 5.5 3.3 18.3 5.5 14.9 55 6.7 7.5 19.6 10.2
PF-Attack [12] 50.3 29.5 22.7 23.4 49.9 26.1 53.2 334 24.8 28.7 52.3 40.8
CFG [14] 68.1 32.7 29.2 30.4 65.6 42.5 81.3 43.4 47.5 48.6 84.7 61.5

SAGE (Ours) 74.8 40.0 31.2 304 75.2  45.6 83.5 47.4 56.2 52.6 88.0 71.1
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4.2.2. Global Transferability Score

We further evaluated the overall black-box transferability on ModelNet40 using TS.
As shown in Table 3, SAGE achieves the highest TS under both perturbation budgets. Its
improvement over the compared methods is more pronounced under the larger budget,
indicating that saliency-guided perturbation allocation makes more effective use of the
available budget without sacrificing cross-architecture transferability.

Table 3. Transferability score TS (%) on ModelNet40 under different perturbation budgets.

€ 3D-Adv KNN GeoA® AdvPC PF-Attack CFG SAGE (Ours)
0.18 12.2 9.7 124 30.8 40.2 53.1 55.2
0.45 12.6 9.2 12.5 33.3 46.8 63.6 66.8

4.2.3. Transferability on ScanObjectNN

We further evaluated our method on ScanObjectNN, which is a more realistic bench-
mark because of clutter, incompleteness, and sensor noise. As shown in Tables 4 and 5,
SAGE consistently outperforms previous transfer-based attacks on both classical and
state-of-the-art targets. Notably, the performance trend on ScanObjectNN remains largely
consistent with that on ModelNet40, which suggests that the proposed saliency—geometry
coupling is not restricted to CAD data and remains effective on real scanned objects.

Table 4. Transfer-based attacks on classical models on ScanObjectNN. Attack success rate (%). Source
model: PointNet.

e =0.18 € = 045

Attack PointNet++ PointNet++ PointNet++ PointNet++

PointNet (MSG) (SSG) DGCNN PointNet (MSG) (SSG) DGCNN
3D-Adv [4] 100.0 7.5 7.5 9.0 100.0 7.3 7.5 9.0
GeoA3 [5] 100.0 18.3 20.1 18.2 100.0 17.8 19.5 17.8
PF-Attack [12] 100.0 50.4 54.6 40.3 100.0 514 54.2 40.8
CFG [14] 100.0 66.5 68.0 58.3 100.0 69.1 70.3 58.4
SAGE (Ours) 100.0 74.4 75.2 58.8 100.0 75.8 76.0 65.6

Table 5. Transfer-based attack performance on ScanObjectNN. Attack success rate (%). Source model:
PointNet.

€ =0.18 € = 045
Attack Point Point Curve Point Point Point Curve Point
Conv CNN Net PCT PT -PN Conv CNN Net PCT PT -PN
3D-Adv [4] 9.3 10.6 10.0 8.6 12.8 27.3 9.2 2.1 10.0 9.0 13.2 27.2
GeoA3 [5] 21.7 20.6 18.8 17.3 27.3 40.4 214 20.8 18.3 16.7 27.0 41.9
PF-Attack [12] 50.1 45.0 47.1 45.6 51.9 68.8 47.9 45.5 46.4 47.1 51.8 69.5
CFG [14] 61.7 50.9 64.5 63.6 67.0 80.0 63.8 53.7 66.5 66.8 68.9 81.8

SAGE (Ours) 756 676 652 608 716 840 848 748 720 804 79.6 884

4.2.4. Attacking Defended Classifiers

To evaluate the robustness of the proposed attack beyond standard undefended
classifiers, we additionally tested SAGE against several representative defense strategies.
As shown in Tables 6 and 7, SAGE consistently achieves the highest or nearly the highest
black-box ASR on defended models.

The evaluated defenses include Simple Random Sampling (SRS), Statistical Outlier
Removal (SOR), the Convex Combination Network (CCN) [48], and an adversarially trained
PointNet (AT) [49]. These results indicate that the perturbation regions identified by SAGE
remain effective even after standard purification and robustness-enhancement procedures.
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Table 6. Black-box transfer attacks against defenses on ModelNet40. Attack success rate (%). Source
model: PointNet.

e =018 € =045
Attack

SRS SOR CCN AT SRS SOR CCN AT
3D-Adv [4] 26.4 17.2 0.0 5.0 1.0 17.2 0.0 1.0
GeoA3 [5] 58.3 43.8 11.3 3.8 53.8 40.8 11.7 3.8
PF-Attack [12] 55.7 424 30.0 10.4 61.1 33.8 36.5 144
CFG [14] 79.2 62.9 50.6 22.6 87.9 73.0 66.8 30.8
SAGE (Ours) 82.0 66.4 58.4 22.0 88.0 73.5 73.9 30.9

Table 7. Black-box transfer attacks against defenses on ScanObjectNN. Attack success rate (%). Source
model: PointNet.

€ =0.18 e =045

Attack

SRS SOR CCN AT SRS SOR CCN AT
3D-Adv [4] 67.4 67.8 8.3 235 48.7 48.7 8.3 23.5
GeoA3 [5] 77.6 59.4 234 275 77.2 59.0 22.8 26.9
PF-Attack [12] 60.1 50.4 52.3 41.6 56.8 50.4 534 41.0
CFG [14] 96.6 82.2 63.4 56.0 95.7 81.1 64.8 60.7
SAGE (Ours) 97.0 83.0 68.0 57.2 95.8 82.0 71.2 71.6

4.2.5. Running Time Comparison

We also compared the average adversarial generation time under the same experi-
mental setting. As shown in Table 8, although SAGE is slightly slower than the simplest
white-box attacks, it remains more efficient than the stronger transfer baselines PF-Attack
and CFG while achieving better transfer performance. This result indicates that the addi-
tional saliency estimation and gain allocation in SAGE introduce only moderate computa-
tional overhead.

Table 8. Time comparison. The source model is PointNet. Running time is the average time
(in minutes) required to generate one adversarial point cloud.

Attack Method 3D-Adv GeoA3 PF-Attack CFG SAGE (Ours)
Running Time 0.04 0.05 0.10 0.07 0.06

4.2.6. Imperceptibility on ModelNet40

Table 9 reports the geometric discrepancy between clean and adversarial point clouds.
Under both budgets, SAGE consistently achieves better imperceptibility than CFG [14],
which further verifies that the proposed saliency-guided perturbation allocation improves
transferability without introducing excessive geometric distortion.

Table 9. Imperceptibility on ModelNet40 with PointNet as surrogate. The arrows indicate the
preferred direction: | means lower is better, and 1 means higher is better.

e =0.18
Method CD(avg)l HD(avg)l F@0.0101 F@0.0201
CFG [14] 0.006850 0.031494 0.1004 0.2239
SAGE (Ours) 0.006245 0.029601 0.1029 0.2291
€ =045
Method CD(avg)l HD(avg)l F@0.0101 F@0.0207
CFG [14] 0.010866 0.166553 0.0949 0.2120
SAGE (Ours) 0.008241 0.151758 0.1101 0.2363

4.3. Detection Task

We next evaluated whether the transferability improvements achieved by SAGE on
classification benchmarks extend to realistic LIDAR detection pipelines. Unlike point cloud
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classification, object detection requires the adversarial object to remain effective after being
inserted back into the full scene and transferred across different detector architectures.
Therefore, this setting is more challenging and better reflects practical black-box threats.

4.3.1. Transferability on KITTI

As shown in Tables 10 and 11, we summarized the transfer results on KITTI. Following
the standard KITTI evaluation protocol, we report results for three object categories, namely
Car, Pedestrian, and Cyclist. The results show that SAGE consistently outperforms AdvPC
and HiT-Adv under € = 0.18 in most source—target transfer settings, demonstrating its
strong transferability under a relatively small perturbation budget. However, the improve-
ment is not uniform across all cases. For example, under € = 0.18, SAGE is slightly lower
than HiT-Adv in the PointPillars-to-SECOND transfer on Cyclist, indicating that sparse
categories and certain detector pairs remain challenging. When the perturbation budget is
increased to € = 0.45, the transfer ASR of SAGE exceeds 90% in several settings, further
confirming the effectiveness of the proposed method.

Table 10. Transfer attack success rate (%) on KITTI under € = 0.18. For each class, the reported ASR
is averaged over the Easy, Moderate, and Hard difficulty levels.

PartA? PointPillars PV-RCNN SECOND
Source Attack
Car Pedestrian  Cyclist Car Pedestrian  Cyclist Car Pedestrian  Cyclist Car Pedestrian  Cyclist
AdvPC [11] 14.31 27.22 11.74 9.25 28.52 6.90 9.66 31.11 13.85 10.05 26.54 11.56
PartA? HiT-Adv [6] 7.15 20.53 7.30 6.59 25.95 9.35 6.10 21.63 8.08 6.67 21.00 7.52
SAGE (Ours) 24.71 71.54 19.39 10.49 28.71 10.29 20.93 68.55 29.84 15.09 53.84 13.58
AdvPC[11] 25.95 25.13 14.41 43.55 31.28 24.67 23.71 25.58 14.39 28.31 25.16 14.68
PointPillars HiT-Adv [6] 34.54 51.34 36.30 35.24 51.38 33.81 31.21 42.49 37.16 32.54 42.57 26.51
SAGE (Ours) 45.38 53.39 37.99 57.52 52.99 36.26 40.07 44.46 40.56 45.71 46.10 25.14
AdvPC[11] 12.56 26.85 11.21 9.55 30.06 6.08 8.99 29.12 13.13 9.74 25.68 11.19
PV-RCNN  HiT-Adv [6] 7.04 21.28 4.63 6.50 26.98 5.98 5.85 22.90 5.57 6.38 23.83 4.40
SAGE (Ours) 27.92 67.68 21.53 9.60 30.57 7.66 23.70 63.29 26.58 17.55 48.07 15.23
AdvPC[11] 13.24 28.30 12.28 9.64 30.25 12.90 9.45 30.22 14.39 10.47 27.52 11.19
SECOND HiT-Adv [6] 6.74 19.61 6.58 6.20 25.05 6.17 5.42 20.52 6.28 5.78 21.81 6.61
SAGE (Ours) 24.74 70.47 19.75 10.58 30.64 10.17 20.30 65.06 29.66 14.61 49.34 11.38
Table 11. Transfer attack success rate (%) on KITTI under € = 0.45. For each class, the reported ASR
is averaged over the Easy, Moderate, and Hard difficulty levels.
PartA? PointPillars PV-RCNN SECOND
Source Attack
Car Pedestrian Cyclist Car Pedestrian  Cyclist Car Pedestrian Cyclist Car Pedestrian  Cyclist
AdvPC[11] 14.15 28.19 11.39 9.35 28.58 12.71 9.60 29.48 13.64 10.23 26.49 11.74
PartA? HiT-Adv [6] 11.57 51.50 13.88 10.26 52.92 13.83 10.49 52.45 15.86 10.83 51.41 14.13
SAGE (Ours) 89.33 98.93 86.65 48.11 94.16 65.42 87.42 98.16 90.05 81.59 96.31 83.30
AdvPC[11] 25.69 24.76 14.41 43.46 31.09 24.30 23.73 25.23 16.52 28.23 25.62 14.31
PointPillars HiT-Adv [6] 95.53 89.76 85.23 76.68 86.71 75.33 92.82 88.87 84.09 92.72 85.92 77.80
SAGE (Ours) 95.60 94.21 88.08 90.06 94.67 88.41 94.30 94.26 88.83 93.77 94.35 86.42
AdvPC[11] 12.30 25.62 11.92 9.45 29.74 12.34 9.03 28.71 14.36 9.74 26.77 10.83
PV-RCNN  HiT-Adv [6] 11.66 45.34 16.01 10.63 49.58 16.07 10.84 46.99 15.14 10.83 46.51 14.13
SAGE (Ours) 91.32 99.04 87.90 50.86 94.48 65.05 89.60 98.33 90.96 84.88 95.73 83.49
AdvPC[11] 13.21 27.92 12.63 9.63 30.25 12.90 9.72 31.19 13.90 10.44 27.47 11.19
SECOND HiT-Adv [6] 9.93 4491 14.23 9.23 46.05 13.08 9.03 4424 13.15 8.87 45.70 10.83
SAGE (Ours) 92.65 98.98 90.93 51.64 96.53 68.22 91.05 98.83 93.67 85.40 97.06 85.50

To further evaluate the scene-level detection degradation, we use 3D mAP as a com-
plementary metric, which is computed following the KITTI APRr4g protocol. As shown in
Table 12, the adversarial examples generated by SAGE clearly reduce the mAP of different
target detectors, further demonstrating the effectiveness of the proposed transferable attack
in full-scene LiDAR detection.

In addition, we visualized adversarial examples generated on four detectors in
Figures 4 and 5. The visual results show that SAGE achieves strong attack performance
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while preserving visually plausible and geometry-consistent object structures. To further
evaluate the scene-level visual effect of SAGE in realistic LIDAR-based remote sensing
perception, we pasted the generated adversarial objects back into their original full-frame
scenes. As shown in Figure 6, the adversarial samples remain visually consistent with the
surrounding scene after being reinserted into the full LiDAR frame, demonstrating the
applicability of SAGE to realistic scene-level perception scenarios.

Table 12. Transfer results of 3D mAP (%) on KITTI. The downward arrows indicate the reduction in

mAP after the attack.
PartA? PointPillars PV-RCNN SECOND
Source
Clean Adv. ({) Clean Adv. ({) Clean Adv. ({) Clean Adwv. ({)
PartA? 88.80 39.01(J49.79) 78.61 61.01(J17.60) 87.01 37.19 (|49.82) 83.68  45.81 (]37.88)

PointPillars  88.80 78.63 (110.17) 78.61 6856 (110.05) 87.01 76.91(/10.10) 83.68 73.06 (}10.62)
PV-RCNN  88.80 3849 (15031) 78.61 60.60 (118.01) 87.01 38.17 (J48.84) 83.68 46.77 (136.91)
SECOND 8880 38.75(150.06) 78.61 61.61(J17.000 87.01 3844 (14857) 83.68 47.46(136.22)

Car Cyclist Pedestrian
moderate moderate hard easy moderate hard

Clean

&

HiT-Adv

& .

SAGE

A4

Car Cyclist Pedestrian
moderate moderate

Clean
Adv-PC
HiT-Adv

SAGE

Figure 4. Visualization of adversarial objects on KITTI. Blue points denote clean objects and yellow
points denote adversarial objects. The two rows correspond to adversarial samples generated from
PartA? and PointPillars, respectively.
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Car Cyclist Pedestrian
easy moderate hard easy moderate hard easy moderate
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SAGE . e < 2%
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H " 2 o ==
Car Cyclist Pedestrian
easy moderate hard easy moderate hard easy moderate

Clean
Adv-PC

HiT-Adv

Figure 5. Visualization of adversarial objects on KITTI. Blue points denote clean objects and yellow
points denote adversarial objects. The two rows correspond to adversarial samples generated from
PV-RCNN and SECOND, respectively.

Par 2

PointPillars

PV-RCNN

SECOND

Figure 6. Full-scene visualization on KITTL The left column shows original LiDAR scenes with clean
vehicle points in blue, while the right column shows adversarial scenes with original points in yellow
and perturbed points in red.
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4.3.2. Transferability on nuScenes

To further demonstrate the generalization ability of the proposed method, we evalu-
ated SAGE on nuScenes. Tables 13 and 14 report the transfer results on the nuScenes dataset.
Compared with KITTI, nuScenes contains more diverse object categories and a wider range
of scene layouts, making cross-detector transfer more challenging and leading to lower
overall transfer success rates. Nevertheless, SAGE still achieves strong transferable attack
performance, and in several source-target settings, its transfer results are substantially
higher than those of the baseline methods. However, the gains are not uniform across all
categories and detector pairs. For example, under € = 0.45, SAGE is less effective than HiT-
Adv on Barrier in the PointPillars-to-PartA? transfer, suggesting that some scene-dependent
categories remain challenging.

Table 13. Transfer attack success rate (%) on nuScenes under € = 0.18. Reported results are shown for
Car, Pedestrian, Barrier, and Truck.

PartA? PointPillars PV-RCNN SECOND

Source Attack
Car Pedestrian Barrier Truck Car Pedestrian Barrier Truck Car Pedestrian Barrier Truck Car Pedestrian Barrier Truck
AdvPC[11] 11.90 3197 4562 1095 277 19.17 3165 1.86 8.64 3343 2975 830 3.61 3228 54.36 3.70
PartA? HiT-Adv [6] 11.32 32.69 3425 11.19 3.25 2891 33.15 124 951 40.78 3740 8.36 4.35 30.63 3433 340
SAGE (Ours) 13.13 3217 46.09 17.08 3.70 25.02 33.88 248 10.21 3642 3850 11.74 4.84 37.00 49.13 6.48
AdvPC[11] 13.26 42,05 3245 1555 1148 46.10 61.06 13.62 11.25 4324 2791 1211 7.62 4099 55.84 8.33
PointPillars HiT-Adv [6] 13.61 44.64 4423 9.03 6.86 4358 57.38 4.02 11.15 45.11 36.46 10.18 6.73 40.25 5436 4.63
SAGE (Ours) 18.21 49.32 45.70 16.95 17.61 54.57 71.61 19.50 13.82 49.00 36.83 14.59 11.18 47.72 70.89 11.11
AdvPC[11] 11.43 3190 4494 12.01 2.70 2924 3393 248 9.16 4458 29.24 10.03 3.50 4276 5450 3.40
PV-RCNN HiT-Adv [6] 11.32 33.65 3330 7.22 281 2796 3097 124 879 4259 3500 9.82 4.13 3279 3311 4.01
SAGE (Ours) 13.05 34.28 49.36 14.59 348 3147 36.92 3.55 11.05 4585 30.35 15.30 5.32 46.25 54.73 5.86
AdvPC[11] 12.28 41.82 54.06 1343 291 40.04 4356 1.86 9.12 46.02 3436 7.27 3.36 40.65 53.69 4.32
SECOND HiT-Adv [6] 11.83 34.17 3274 830 2.88 30.00 36.07 341 943 43.06 3458 10.18 3.91 3442 29.02 4.01
SAGE (Ours) 14.98 4391 5049 17.08 3.97 4293 43.04 4.02 12.21 47.61 37.55 11.39 4.34 4141 58.08 5.86
Table 14. Transfer attack success rate (%) on nuScenes under € = 0.45. Reported results are shown for

Car, Pedestrian, Barrier, and Truck.
PartA? PointPillars PV-RCNN SECOND

Source Attack
Car Pedestrian Barrier Truck Car Pedestrian Barrier Truck Car Pedestrian Barrier Truck Car Pedestrian Barrier Truck
AdvPC[11] 12.71 4253 5513 9.16 276 38.66 5282 1.86 8.09 4352 3037 7.07 3.81 4281 5392 4.00
PartA? HiT-Adv [6] 14.77 4291 49.22 10.29 5.21 41.24 5045 4.02 11.50 46.03 4736 851 5.50 4354 5196 4.39
SAGE (Ours) 37.12 7222  86.00 38.71 10.38 38.58 7223 12.69 29.11 63.28 70.74 28.82 15.70 50.03 78.88 19.69
AdvPC[11] 13.96 4490 32.89 9.89 11.71 4541 61.75 14.55 10.34 46.10 25.66 12.72 8.09 41.08 56.08 7.08
PointPillars HiT-Adv [6] 26.13 5532 84.31 17.28 23.09 85.43 89.33 13.93 23.13 59.53 78.80 18.44 20.12 54.78 84.84 13.79
SAGE (Ours) 49.36 63.85 4344 35.48 32.54 83.67 87.84 29.10 45.56 63.00 4394 30.21 32.09 66.49 61.04 25.23
AdvPC[11] 13.21 4172 5264 952 262 38.15 5337 248 7.89 4448 3047 9.19 4.28 4254 5392 4.62
PV-RCNN HiT-Adv [6] 14.68 42.02 4981 8.09 4.92 38.22 4322 3.10 10.83 4622 4953 10.28 5.28 4260 4899 5.96
SAGE (Ours) 37.58 5215 75.97 37.28 10.63 3214 63.88 11.76 34.19 65.56  73.82 30.90 17.05 4342 66.48 17.85
AdvPC[11] 12.58 4445 5570 11.36 2.95 39.03 5228 1.86 9.05 46.67 33.84 671 3.99 41.01 54.32 3.08
SECOND HiT-Adv [6] 13.71 42.02 4425 6.62 4.62 36.08 45.57 4.64 10.99 4748 4416 993 5.94 39.72  46.28 4.08
SAGE (Ours) 39.28 66.25 64.19 36.92 13.40 51.54 69.69 14.86 35.12 63.76  56.37 33.33 22.03 66.22 78.75 20.31

In addition, to further show that SAGE can generate adversarial objects with better
geometric quality, we visualized the adversarial point clouds produced by different attacks.
The visualization results are shown in Figure 7. Furthermore, to evaluate the scene-level
visual effect of SAGE in realistic LIDAR-based remote sensing perception, we reinserted the
generated adversarial objects into their original full-frame scenes on the nuScenes dataset.
The results are shown in Figure 8.
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Figure 7. Visualization of adversarial objects on nuScenes. Blue points denote clean objects, and yel-

low points denote adversarial objects. The four images are arranged in the order of PartAZ, PointPil-
lars, PV-RCNN, and SECOND. (a) PartAZ2. (b) PointPillars. (c) PV-RCNN. (d) SECOND.

Par 2

PointPillars

PV-RCNN

SECOND

Figure 8. Full-scene visualization on nuScenes. The left column shows original LiDAR scenes with
clean vehicle points in blue, while the right column shows adversarial scenes with original points in
yellow and perturbed points in red.

4.4. Failure Case Analysis

Although SAGE achieves strong overall transferability, several failure cases remain.
In classification, its advantage becomes smaller when the source and target models em-
ploy substantially different feature aggregation mechanisms. For example, SAGE is less
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effective than AdvPC for the PointNet++(MSG) to DGCNN transfer in Table 1, and slightly
underperforms CFG on PCT in Table 5. In detection, lower transferability is mainly ob-
served for sparse and small objects, such as Cyclist and Truck, especially under the smaller
perturbation budget, as shown in Tables 10 and 13. This is because limited object points
make saliency estimation less stable. When only a few points are available, the local
neighborhood and normal estimation become less reliable, and many points may receive
similarly high saliency scores, making it harder to identify a compact and truly transferable
critical region. Detector-specific voxelization and scene context may further weaken the
perturbations after scene reinsertion. These results indicate that SAGE remains sensitive to
large architectural differences and extremely sparse object observations.

4.5. Ablation Study
4.5.1. Ablation on Saliency and Confine Modules.

Figure 9 shows that, in the saliency module, removing either saliency signal decreases
black-box ASR, and removing both signals causes a more pronounced drop. Furthermore,
in the confine module, we observe an interesting phenomenon: when the gain is removed,
using only the patch leads to worse performance than the setting without both patch
and gain. The best results are achieved when both patch masking and gain allocation
are enabled. We conjecture that, without gain, confining the perturbation region tends to
produce updates that are simultaneously weak and spatially restricted, which can make
the attack less effective.

Source Model: PointNet

Attack Success Rate (%)
(€]
)
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--¥%-. Point Transformer =:#:- DGCNN =+ = PointCNN -:#:: CurveNet

Figure 9. Ablation study of the two modules (¢ = 0.18) on ModelNet40 with PointNet as the surrogate.
(a) Saliency module. (b) Control module.

To further examine the contribution of each component in LiDAR-based 3D object
detection, we conducted an additional ablation study on KITTI under € = 0.45. PointPillars
and SECOND were selected as representative source detectors, and each reported ASR
is averaged over the four target detectors. As shown in Table 15, removing the saliency-
estimation or perturbation-control components generally weakens the averaged transfer
performance, indicating that these components are beneficial for detection transferability.
Meanwhile, this ablation is not intended to exhaustively cover all source detectors; rather,
it provides representative component-level evidence from two source detectors and shows
that the proposed modules remain effective in the detection transfer setting.
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Table 15. Detection-task ablation results on KITTI under € = 0.45.
Source: PointPillars Source: SECOND
Configuration - : : :
Car Pedestrian Cyclist  Car Pedestrian Cyclist

w/o attention and tangent ~ 85.81 73.15 64.78 66.26 76.84 63.12
w/o tangent 85.49 76.48 68.65 73.73 79.02 67.21
w/o attention 89.51 77.41 69.18 72.14 81.06 68.93
w/o patch and gain 87.57 72.60 62.98 68.19 78.13 62.45
w/o patch 88.56 76.15 65.45 73.24 83.71 66.08
w/o gain 87.58 75.89 68.46 71.25 80.43 69.07
SAGE 93.43 94.37 87.94 80.19 97.85 84.58

4.5.2. Parameter Selection.

We analyzed  and p on ModelNet40 with e = 0.18. We first varied B with fixed
p = 0.50, using 0.4, 0.5, 0.6, 0.7, and 0.8. As shown in Figure 10a, the smallest value
performs best in our setting. As f increases, the guidance term drives the update too
strongly toward surrogate-specific evidence, and transferability on unseen architectures
gradually weakens. With = 0.40, the guidance term acts as a light bias rather than a hard
constraint, so the perturbation still follows the classification objective while being nudged
toward more reusable features.
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Figure 10. Parameter sensitivity analysis on ModelNet40 with PointNet as the source model under
€ = 0.18. (a) Sensitivity analysis of g with p = 0.50. (b) Sensitivity analysis of p with f = 0.60.

1

We then varied p with fixed g = 0.60, using 0.50, 0.53, 0.55, 0.57, and 0.60. As shown
in Figure 10b, smaller p makes the mean constraint overly tight, so the salient patch cannot
accumulate sufficient displacement under the same per-point bound. In contrast, larger
o relaxes the mean constraint and makes the perturbation more likely to spread beyond
the salient patch, thereby introducing unnecessary drift in low-impact regions. We chose
o = 0.57 at e = 0.18 because it keeps the update concentrated while preserving sufficient
patch strength. For € = 0.45, we decreased p to 0.25 to regulate average displacement and
confine the increased per-point budget to localized regions.

4.5.3. EMA and Mean-/, Constraint Design

We further analyzed two design choices, namely the global mean-¢; constraint and
EMA smoothing. First, removing the global mean-/, constraint while retaining the per-
point ¢ bound leads to increased geometric distortion: the average CD rises from 0.006547
to 0.007490. This observation is in line with our expectation and further verifies that the
proposed global constraint is effective in enhancing geometric fidelity.

Second, EMA mainly contributes to transfer stability. As shown in Figure 11, removing
EMA consistently reduces the black-box ASR on most target models under both perturba-
tion budgets. Under € = 0.18, the variant with EMA achieves higher attack success rates
on most targets, with clear gains on PointNet++(MSG), PointNet++(SSG), PointConv, Point
Transformer, CCN, DGCNN, PCT, PointCNN, CurveNet, and PointNet-AT.
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Figure 11. Effect of EMA on black-box transfer attack performance with PointNet as the source model
under € = 0.18.

As shown in Figure 12, a similar trend is observed under € = 0.45, where EMA
again improves performance on the majority of targets, especially on PointNet++(MSG),
PointNet++(SSG), PointConv, Point Transformer, CCN, Point-PN, and CurveNet. These
results indicate that EMA effectively suppresses saliency fluctuation across iterations and
helps maintain a more coherent and transferable perturbation focus.
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Figure 12. Effect of EMA on black-box transfer attack performance with PointNet as the source model
under € = 0.45.

5. Discussion

The results show that the transferability of adversarial point clouds is closely related to
whether the perturbed regions represent stable geometric evidence shared by different per-
ception architectures. By combining structural saliency with task-sensitive gradients, SAGE
concentrates perturbations on compact critical regions and avoids unnecessary modifica-
tions to less influential points. This explains why the proposed method achieves stronger
cross-model transferability while maintaining favorable geometric quality. The identified
regions also provide useful clues for understanding the common decision dependencies
of point-cloud classifiers and LiDAR detectors. However, the effectiveness of SAGE still
depends on the surrogate model to some extent. When the source and target models use
substantially different feature-aggregation mechanisms, the saliency estimated from the
surrogate model may contain source-specific cues, which can reduce the transfer gain in
some architecture pairs.

The current study focuses on digital-domain robustness evaluation and modifies only
the three-dimensional coordinates of existing points. This setting allows the influence
of geometric perturbations to be examined independently across different point-cloud
perception models. In real LiDAR acquisition, however, point generation is also affected
by scanning patterns, angular resolution, viewing distance, occlusion, surface reflectance,
and sensor noise. Therefore, the results obtained in this study mainly reflect vulnerabilities
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in the downstream digital perception pipeline rather than directly demonstrating physical
attack realizability.

Extending digital perturbations to physical environments requires additional consis-
tency constraints, including laser-ray geometry, visibility relationships, range-dependent
point density, reflection intensity, and cross-modal alignment. These factors will be incorpo-
rated in future work through ray-consistent and occlusion-aware perturbation generation,
intensity-aware optimization, sensor simulation, and controlled physical evaluation. In ad-
dition, the transferable critical regions and adversarial samples generated by SAGE can
support future studies on adversarial training, anomaly detection, and robustness enhance-
ment for LIDAR-based perception systems.

6. Conclusions

In this paper, we proposed SAGE, a saliency and geometry enhanced transferable
attack framework for LiDAR point cloud perception in remote sensing. By integrating
saliency estimation with geometry-aware perturbation control, SAGE identifies transferable
critical regions and generates adversarial point clouds that are both highly effective and
geometrically plausible. Extensive experiments on classification benchmarks and realistic
remote sensing perception scenarios demonstrate that SAGE substantially improves transfer
attack success rates over existing baselines while preserving geometric imperceptibility.
These results suggest that SAGE provides an effective solution for robustness evaluation
in real-world remote sensing perception systems. In future work, we will extend SAGE
to more realistic physical and temporal settings and further investigate defense strategies
against transferable point cloud attacks.
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