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Highlights

What are the main findings?

• We propose CM-CR, a SAR-conditioned cloud-removal framework that distills a SAR-
Conditioned Score-Based Diffusion (teacher) into a SAR-conditioned consistency model
(student) and refines outputs via multistep resampling.

• CM-CR achieves state-of-the-art PSNR/SSIM/SAM/MAE on SEN12MS-CR while re-
quiring substantially fewer sampling steps than standard diffusion models.

What is the implications of the main findings?

• The method improves the usability of optical remote sensing data under thick-cloud
conditions across diverse scenes.

• It preserves the reconstruction fidelity of diffusion models with markedly reduced inference
complexity, making it suitable for large-scale and operational remote sensing tasks.

Abstract

Cloud contamination, especially thick cloud cover, severely limits the usability of optical
remote sensing imagery by obscuring surface information. Due to the strong penetrabil-
ity of microwave signals, Synthetic Aperture Radar (SAR) has emerged as an effective
source for thick cloud removal. While SAR-assisted deep learning methods, such as CNNs
and GANs, have made notable progress, the quality of generated imagery still requires
improvement. Diffusion models, which offer strong potential for enhancing generation
fidelity, could address this limitation but suffer from slow sampling speeds that constrain
practical use and underscore the need for greater efficiency. To simultaneously enhance
both reconstruction quality and sampling efficiency, this paper proposes a fast-sampling
SAR-conditioned consistency model based on consistency distillation, named CM-CR,
which adopts a teacher–student architecture to divide the reconstruction process into
a rapid coarse prediction stage and a detailed refinement stage, significantly reducing
per-scene processing time while maintaining high reconstruction fidelity. Specifically, a
SAR-Conditioned Score-Based Diffusion Model (SCSBD) is first developed as the teacher
network for learning a SAR-conditioned optical image generation model. Consistency
distillation is then used to derive the student network SAR-conditioned consistency model
(SCCM), which enables a rapid coarse prediction through single-step sampling. Finally,
a Progressive Denoising via Multistep Resampling (PDMSR) strategy is introduced to
iteratively refine the single-step output, producing fine-grained reconstructions. Com-
parative experiments conducted on the widely used cloud removal benchmark dataset
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SEN12MS-CR demonstrate that the proposed CM-CR method achieves state-of-the-art
(SOTA) performance across all image quality metrics. Notably, although its design uses
approximately 80 times more parameters compared with a standard Denoising Diffusion
Probabilistic Model (DDPM), it delivers up to a 40-fold acceleration at inference.

Keywords: cloud removal; SAR; optical remote sensing images; consistency model

1. Introduction
With the rapid advancement of remote sensing technology, optical remote sensing im-

agery has become indispensable for a wide range of applications, including meteorological
monitoring [1], agricultural assessment [2], urban planning [3], and disaster management [4].
High-resolution and wide-coverage optical images offer crucial support for obtaining surface
information on Earth. However, these images are frequently compromised by atmospheric
interference such as clouds and haze, which significantly degrade image quality and usability.
Among these factors, cloud contamination is the most prominent, as it not only obscures
surface features and causes information loss, but also introduces artifacts and blurring, thereby
hindering subsequent analysis and interpretation [5]. Effectively removing cloud interference
from optical remote sensing images has thus emerged as a critical challenge in the field.

Cloud cover can be categorized into thin and thick clouds based on their optical
thickness and impact on surface visibility. Thin clouds partially obscure ground features,
whereas thick clouds block surface information entirely, often causing severe spectral
distortion and shadow effects [6]. The task of thick cloud removal aims to recover ground
information from regions severely occluded by dense clouds. Existing methods for thick
cloud removal can be broadly grouped into three categories: inpainting-based, multi-
temporal, and multi-modal approaches [7].

Inpainting-based methods assume spatial and semantic correlations between cloud-
covered and cloud-free regions within the same image [8–13]. These methods use the
surrounding cloud-free areas to infer and reconstruct the missing content. While they can
produce visually plausible results when the scene is simple and cloud coverage is limited,
their reliance on single-modal information and lack of prior knowledge limits their ability
to recover complex surface features accurately.

Multi-temporal methods [14–20] leverage multiple images of the same region acquired
at different times, using cloud-free references to reconstruct cloud-obscured regions. How-
ever, these approaches often suffer from difficulties in acquiring temporally aligned and
high-quality references, and inconsistencies caused by temporal differences may degrade
reconstruction performance.

Multi-modal approaches [21–27] address these limitations by incorporating comple-
mentary data from different sensors. In particular, Synthetic Aperture Radar (SAR), with
its all-weather and day-and-night imaging capabilities, can provide reliable structural and
textural information for cloud-covered areas. By circumventing the temporal inconsisten-
cies associated with multi-temporal methods, SAR data offer a promising modality for the
accurate reconstruction of heavily clouded regions. Accordingly, this work adopts SAR
imagery as a conditioning input to guide the cloud removal process.

Generative Adversarial Networks (GANs) have been widely applied in deep learning-
based cloud removal frameworks [28–30]. While effective, GANs often suffer from inherent
instability during training, difficulties in convergence, and vulnerability to mode collapse.
Moreover, the limited generative capacity and poor generalization of GAN-based methods
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frequently result in blurred textures and loss of fine details, which restrict their ability to
meet the precision requirements for high-quality cloud removal.

Recently, diffusion models [31] have emerged as state-of-the-art generative models,
outperforming GANs in various vision tasks [32]. Built upon a Markovian denoising pro-
cess, diffusion models offer more stable and reliable training along with superior generative
fidelity. They have been successfully applied to a wide range of image generation tasks
such as inpainting [33], super-resolution [34], and style transfer [35]. These advancements
have inspired the use of diffusion models in cloud removal, with several works reporting
promising results [36–41]. However, vanilla diffusion-based approaches still suffer from
slow inference, as the iterative denoising process required for high-quality synthesis incurs
high computational costs. This inefficiency remains a major bottleneck for the practical
deployment of diffusion-based cloud removal techniques.

To address the inefficiency of diffusion models, recent advances have introduced
consistency models [42], which preserve high generative fidelity and accelerate inference,
providing an efficient solution for cloud removal tasks. Inspired by this line of work, we
propose CM-CR, a novel and efficient cloud removal framework based on SAR-conditioned
consistency models. It is designed to simultaneously achieve high-quality reconstruction
and fast inference, enabling practical cloud removal for optical remote sensing images. The
main contributions of this work are as follows:

1. We develop a SAR-Conditioned Score-Based Diffusion (SCSBD) model as a teacher
network, where SAR data are utilized as conditional input to guide the generation
of structural features and spatial layouts under SAR constraints, establishing a solid
foundation for the subsequent distillation process.

2. We introduce a consistency distillation strategy that distills the SCCM (SAR-
Conditioned Consistency Model) student model from the trained SCSBD, enabling
efficient single-step cloud removal with coarse predictions.

3. To further refine the initial output, we propose a Progressive Denoising via Multi-
step Resampling (PDMSR) strategy. By injecting noise into the coarse results and
resampling, this strategy recovers fine-grained spectral details, effectively balancing
inference efficiency and reconstruction quality.

2. Preliminaries
2.1. Diffusion Models

Diffusion models are a family of generative models that formulate data synthesis as a
two-stage process. The forward process gradually perturbs data with Gaussian noise, while
the reverse process, parameterized by a neural network, iteratively reconstructs the original
distribution. The seminal denoising diffusion probabilistic model (DDPM) [32] first established
this formulation, and Song et al. [43] further extended it through a stochastic differential
equation (SDE) framework, leading to score-based generative models capable of accurately
approximating complex data distributions. Our method builds upon the score-based diffusion
models, and the following section provides a concise theoretical overview.

In the SDE-based formulation of diffusion models, data x0 ∼ pdata(x) are progressively
perturbed along a continuous time variable t ∈ [0, T]. The forward process is defined by
the following equation:

dxt = µ(xt, t) dt + σ(t) dwt, (1)

where µ(xt, t) is the drift term, σ(t) controls the noise intensity, and wt denotes a standard
Wiener process. Solving this SDE transforms the data distribution pdata into a simple prior,
typically a standard Gaussian pT(x), which serves as the starting point for the generative
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reverse process. To generate new data, sampling begins by drawing noise from the prior
x̂T ∼ N (0, T2I) and reversing the diffusion process. The reverse-time SDE can be defined as:

dx =
[
µ(x, t)− σ(t)2∇x log pt(x)

]
dt + σ(t) dw̄, (2)

where ∇x log pt(x) is the score function and w̄ denotes a Wiener process with time flowing
backward from T to 0. By integrating this reverse SDE, samples x̂0 can be obtained, which
approximate the target distribution pdata(x).

Song et al. [43] demonstrated that the reverse SDE has an equivalent deterministic for-
mulation, termed the probability flow ODE (PF-ODE), which preserves the same marginal
distributions:

dx =
[
µ(x, t)− 1

2 σ(t)2∇x log pt(x)
]
dt. (3)

In practice, a score network sϕ(x, t) ≈ ∇x log pt(x) is trained via score matching. Under
the setting of Karras et al. [44], where µ(x, t) = 0 and σ(t) =

√
2t, Equation (3) reduces to

dxt

dt
= −t sϕ(xt, t). (4)

2.2. Consistency Models

Consistency models [42] have recently been proposed to support efficient single-
step sampling while still permitting iterative generation for improved trade-offs between
sample quality and computational cost. Unlike conventional diffusion models that rely
on lengthy sampling trajectories, consistency models directly learn a consistency function
f : (xt, t) 7→ xϵ that enforces self-consistency across different time steps along the PF-ODE
trajectory, f (xt, t) = f (xt′ , t′) for all t, t′ ∈ [ϵ, T], where ϵ is a fixed small positive number.
This property enables them to achieve one-step generation.

To ensure reliable training, a boundary condition f (xϵ, ϵ) = xϵ is imposed, guarantee-
ing identity mapping at the start of the trajectory. In practice, the consistency model fθ(x, t)
is parameterized by a neural network subject to this constraint:

fθ(x, t) = cskip(t)x + cout(t)Fθ(x, t) (5)

where cskip(t) and cout(t) are differentiable functions with the cskip(ϵ) = 1 and cout(ϵ) = 0.
Fθ(x, t) denotes the output of the deep neural network. Sampling with a trained consistency
model is highly efficient: starting from Gaussian noise x̂T ∼ N (0, T2 I), a single forward
evaluation x̂ϵ = fθ(x̂T , T) suffices to produce high-quality samples. These properties distin-
guish consistency models as an independent family of generative models, complementing
and extending diffusion-based approaches.

3. Methodology
We propose CM-CR, a cloud removal framework built upon SAR-conditioned consis-

tency modeling. As illustrated in Figure 1, CM-CR comprises three main components.
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Figure 1. Overall architecture of the proposed CM-CR framework. It consists of three main components:
(1) training the SCSBD model as the teacher; (2) consistency distillation for student model SCCM; and
(3) refining the coarse output via the PDMSR strategy to obtain high-quality cloud-free images. Step 1
trains the SCSBD as the teacher model, as elaborated in Section 3.1. Step 2 employs consistency distillation
to transfer knowledge from SCSBD to the student model SCCM, enabling single-step sampling for
coarse cloud removal, detailed in Section 3.2. Step 3 further refines these coarse results via the proposed
PDMSR strategy, yielding high-quality, cloud-free reconstructions, as described in Section 3.3.

3.1. SAR-Conditioned Score-Based Diffusion (SCSBD) Model

As mentioned in Section 2.2, we need to train a teacher network to estimate the
score, which will be used for subsequent sampling and cloud removal processes. Figure 2
illustrates the training procedure of our SCSBD network. We utilize U-Net [45] as the
backbone network to construct the SCSBD network. The U-Net architecture, with its
symmetrical encoder–decoder structure, iteratively compresses and reconstructs the spatial
features of the image, while employing skip connections to retain high-resolution spatial
information. Owing to its all-weather and all-day imaging capability, SAR imagery provides
stable ground information even under cloud coverage. This feature enables SAR data to
effectively compensate for the missing information in optical images caused by cloud
occlusion, significantly enhancing the model’s ability to reconstruct realistic scenes.

To further improve the accuracy of cloud removal, we integrate SAR imagery as auxiliary
conditional information, which is concatenated with noisy cloud-free optical images to serve
as input to train the SCSBD. Specifically, the SAR image csar is merged with the noisy optical
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image xt at time step t and jointly processed as input to the model. This fusion approach
ensures effective integration of SAR and optical features at the input stage, allowing the model
to effectively capture their relationships during encoding, thereby leveraging SAR data as
prior knowledge to enhance scene understanding and reconstruction.

Within the U-Net architecture, SAR data is not only combined with cloud-free optical
images at the initial input stage but also further incorporated via skip connections during
the decoder phase to facilitate better learning and utilization of SAR conditional information.
Ultimately, the model produces a predicted score sϕ(x, σ, csar) under the SAR condition,
which guides the reconstruction process. This approach allows the model to manage
complex weather conditions and occlusions more effectively, generating clearer and more
accurate cloud-free images.

Figure 2. Architecture of the proposed SCSBD and SCCM. The network adopts a U-Net-like encoder–
decoder structure to iteratively downsample and upsample the noisy optical image, conditioned on
the corresponding SAR image and time embedding. The final predicted noise is estimated to guide
the sampling process for effective cloud removal.

In the following sections, we will elaborate on the modeling details of the SCSBD
from a theoretical perspective. We define pσ(x̃) =

∫
pdata(x)N (x̃; x, σ2 I)dt as the perturbed

data distribution. We denote
{

σi

}L

i=1
to be a positive noise levels sequence that satisfies

σmin = σ1 < σ2 < · · · < σL = σmax. The noise levels are selected such that σ1 is small
enough to minimize its impact on the data pσmin(x) ≈ pdata(x) , while σL is large enough
such that pσmax(x) ≈ N (x; 0, σ2

maxI). Our goal is to train an SAR-conditioned score network
that can estimate the scores of all perturbed data distributions simultaneously. Specifically,

for each σ ∈
{

σi

}L

i=1
, the relationship sϕ(x̃, σ, csar) ≈ ∇x̃ log pσ(x̃|csar) should hold. Note

that sϕ(x, σ, csar) ∈ RD when x ∈ RD. We refer to sϕ(x, σ, csar) as the SCSBD.
The denoising score matching method was employed to train the SCSBD. As shown

in Algorithm 1, let the noise distribution be pσ(x̃ | x) = N (x̃ | x, σ2 I). Consequently, the
gradient of the log-probability is given by ∇x̃ log pσ(x̃ | x) = − x̃−x

σ2 . For a specific value of
σ, the objective function for denoising score matching is:

ℓ(ϕ; σi) =
1
2
Epdata(x)Ex̃i∼N (xi ,σ2

i I)

[∥∥∥∥∥sϕ(x̃i, σi, csar) +
x̃i − xi

σ2
i

∥∥∥∥∥
2

2

]
(6)

By performing a weighted summation of all σ ∈ {σi}L
i=1 objectives, we obtain a

final objective:
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L(ϕ; {σi}L
i=1) =

1
L

L

∑
i=1

λ(σi)ℓ(ϕ; σi) (7)

where λ(σi) > 0 be a coefficient function dependent on σi. Provided that sϕ(x, σ, csar)

is well trained, the function sϕ∗(x, σ, csar) will minimize Equation (7) for almost all i ∈
{1, 2, · · · , L}.

Algorithm 1 Training SCSBD via Denoising Score Matching

Require: Training dataset D = {xi}N
i=1, noise levels {σi}L

i=1, coefficients λ(σ), Model
sϕ(x, σ, csar), learning rate η, number of epochs E, batch size B

Ensure: Trained model parameters ϕ
1: for epoch = 1 to E do
2: for each data point xi in D do
3: for each noise level σi do
4: Sample noise ϵ ∼ N (0, I)
5: Perturb data x̃i ← xi + σiϵ
6: Noise distribution pσi (x̃i|xi) = N (x̃i|xi, σ2

i I)
7: Compute the score of the perturbed data ∇x̃i log pσi(x̃i | xi) = −(x̃i − xi)/σ2

i
8: Estimate the score by model sϕ(x̃i, σi, csar)

9: ℓ(ϕ; σi)← 1
2Epdata(x)Ex̃i∼N (xi ,σ2

i I)

[∥∥∥∥sϕ(x̃i, σi, csar) +
x̃i−xi

σ2
i

∥∥∥∥2

2

]
10: end for
11: L(ϕ; {σi}L

i=1)←
1
L ∑L

i=1 λ(σi)ℓ(ϕ; σi)

12: ϕ← ϕ− η∇ϕL(ϕ; {σi}L
i=1)

13: end for
14: end for

Once the SAR-Conditioned Score Network sϕ∗(x, σ, csar) is trained, the cloud-free image
sampling process can be conducted by plugging the score model into the empirical PF-ODE
described in Equation (4). As illustrated by Equation (8), the sampling process starts from
the prior Gaussian distribution x̂T ∼ N (0, T2I). An accurate estimate of x̂ϕ

tn−1
can be derived

from xtn by executing a single discretization step with a numerical ODE solver.

x̂ϕ
tn−1

:= xtn + (tn−1 − tn)Φ(xtn , tn, csar; ϕ) (8)

Here, Φ represents the numerical solver for the PF-ODE; we employ the Euler solver
Φ(x, t, csar; ϕ) = −tsϕ(x, t, csar) to solve the aforementioned equation. The variable ti de-
notes a specific time point, and we follow the time setting approach proposed by Karras for ti.
Specifically, the time interval [ϵ, T] is divided into N− 1 segments, with boundaries defined
by t1 = ϵ < t2 < · · · < tN = T. In practice, ti can be calculated using the following formula:

ti =

(
ϵ1/ρ +

i− 1
N − 1

(
T1/ρ − ϵ1/ρ

))ρ

(9)

For numerical stability, ϵ is set to a very small positive value, and ρ is assigned a value of 7
in this work.

The noise xT , sampled from the prior Gaussian distribution, along with the SAR image
corresponding to the cloud-covered image, serves as input for the model. Using an ODE
solver, Equation (8) is iteratively solved to produce the cloud-free image x̂0. Analogous to
image editing approaches based on diffusion models, the blending technique is employed
on the cloud-covered image and the generated cloud-free image x̂0 to derive the final
de-clouded result:
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x = m⊙ x̂0 + (1−m)⊙ xcloudy (10)

where m represents a binary mask denoting cloud-covered regions, with the value set to 1
for cloud-covered areas and 0 for cloud-free areas. xcloudy denotes the cloud-covered image.

3.2. SAR-Conditioned Consistency Model (SCCM) via Consistency Distillation

The slow sampling speed of diffusion models represents a significant bottleneck,
limiting their application in cloud removal tasks. Compared to other cloud removal
methods based on DDPM models, our proposed approach, based on the score-based
diffusion model, demonstrates significant improvements in sampling efficiency under
the ODE framework. However, iteratively solving the ODE with a numerical solver
requires multiple evaluations of the score model sϕ(x, σ, csar) , which renders the process
computationally intensive. Therefore, enhancing the speed and efficiency of cloud removal
remains a crucial challenge that we aim to address.

Song et al. [42] proposed a novel addition to the family of diffusion models: con-
sistency models, which enable single-step generation and additionally support iterative
generation, balancing sample quality with computational efficiency. Inspired by the Con-
sistency Model, we employed a consistency distillation strategy based on our pre-trained
Score Model, ultimately developing a framework capable of rapid cloud removal. This
approach allows for efficient inference by distilling the capabilities of the Score Model into a
more streamlined process, significantly enhancing the speed of cloud removal while main-
taining high-quality output. The resulting framework effectively addresses the challenges
of slow sampling typically associated with diffusion models, offering a promising solution
for real-time applications.

In the following section, we will introduce the consistency distillation training strategy,
which builds upon the SCSBD model sϕ(x, σ, csar).

Figure 3 presents the consistency distillation strategy utilized in this study. The
objective of the consistency distillation strategy is to establish a SAR-conditioned consis-
tency function, denoted as Gθ . For the sequence of solution trajectories obtained from
Equation (4), {x̂t}t∈[0,T], the consistency function should satisfy the following property:
for any pair (x, t, csar) associated with the same PF-ODE, the consistency function should
map them consistently to the identical point x̂0, i.e., G(xt, t, csar) = G(xt′ , t′, csar) = x̂0

for all t, t′ ∈ [0, T]. Consequently, the distilled model allows for single-step generation,
eliminating the requirement for multiple iterations typically performed by an ODE solver.

The consistency distillation training process is presented in Algorithm 2. In this
process, a pair of adjacent points is sampled from the ODE trajectory, and a consistency
loss is utilized to supervise their mapping back to the same origin, thereby facilitating
the distillation training. Specifically, a data point x ∼ pdata is initially sampled from the
dataset D, and Gaussian noise is subsequently added to it. From the SDE transition density
N (x, t2

n+1 I), xtn+1 is sampled. A single discretization step using an ODE numerical solver

is then performed according to Equation (8) to obtain x̂ϕ
tn

, yielding a pair of adjacent points

(x̂ϕ
tn

, xtn+1). These two points, belonging to the same ODE trajectory, should satisfy the
properties of the SAR-conditioned consistency function Gθ . The following loss function is
used to perform the distillation training of the model:

LN
CD(θ, θ′; ϕ) = E[λ(tn)d(Gθ(xtn+1 , tn+1, csar),Gθ′(x̂

ϕ
tn

, tn, csar))] (11)

where n ∼ U [[1, N − 1]], x ∼ pdata and xtn+1 ∼ N (x; t2
n+1 I). λ(·) is the positive weighting

function. Furthermore, θ′ refers to the running average of the parameter θ throughout the
optimization process. The function d(·, ·) serves as a metric for measuring the discrepancy
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in outputs between two adjacent points under the SAR-conditioned consistency function.
In this paper, the mean squared error (MSE) is employed as the metric.

Figure 3. The SCCM is trained to map points on any trajectory of the PF ODE to the trajectory’s origin.

Algorithm 2 Training SCCM via Consistency Distillation

Require: Training dataset D, initial model parameter θ, learning rate η, ODE solver
Φ(·, ·, ·; ϕ), metric function d(·, ·), weighting function λ(·), and EMA decay rate µ

Ensure: Trained model parameter θ
1: Initialize target network parameter θ′ ← θ
2: repeat
3: Sample x ∼ D and n ∼ U [[1, N − 1]]
4: Sample xtn+1 ∼ N (x; t2

n+1 I)
5: Compute x̂ϕ

tn
← xtn+1 + (tn − tn+1)Φ(xtn+1 , tn+1, csar; ϕ)

6: Compute loss: L(θ, θ′; ϕ)← λ(tn)d(Gθ(xtn+1 , tn+1; csar),Gθ′(x̂
ϕ
tn

, tn; csar))

7: Update model parameter: θ ← θ − η∇θL(θ, θ′; ϕ)
8: Update target network parameter: θ′ ← stop grad(µθ′ + (1− µ)θ)
9: until convergence

3.3. Progressive Denoising via Multistep Resampling for Refined Cloud Removal

Building upon SCSBD and the distillation consistency model (SCCM) described in
Sections 3.1 and 3.2, this section introduces the Progressive Denoising via Multistep Re-
sampling (PDMSR) strategy, which serves as the core inference mechanism in the CM-CR
framework. PDMSR is specifically designed to enhance cloud removal fidelity while
preserving high inference efficiency.

As shown in Figure 4, the PDMSR strategy begins by sampling a noise image xT ∼
N (0, I) and feeding it, along with the conditional SAR image csar, into the consistency
function Gθ to generate an initial cloud-removed result x̂0. This result is fused with the
cloud-free regions of the original image xcloudy using a binary cloud mask to obtain a
hybrid image. However, directly using this one-step prediction often leads to artifacts or
inconsistencies in reconstructed regions due to limited spectral guidance.
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Add noise

1-mask

mask

Next iteration

SCCMSCCM

Time 

Embedding

+

...
 N Iterations

Result

t

Inference

Pixel-wise 

product

SAR Condition

Figure 4. Illustration of the proposed PDMSR inference strategy, which progressively refines the
cloud removal results by leveraging multistep denoising and re-noising guided by cloud-free regions.
xT denotes the initial noisy image, xcloudy is the cloudy input, xi is the intermediate noisy sample at
iteration i, and x′ is the progressively refined output.

To overcome this limitation, PDMSR introduces a multistep inference scheme that
progressively reintroduces noise and refines the prediction in each step as detailed in
Algorithm 3. Specifically, at each iteration, the intermediate result is perturbed with
decreasing levels of Gaussian noise and then passed back through the consistency function.
Moreover, cloud-free regions from the original image are preserved and fused back into the
estimate after each step. This process allows the model to incorporate rich contextual and
spectral priors from unoccluded areas, guiding the reconstruction of cloud-covered regions
toward more semantically consistent and visually plausible outputs.

Algorithm 3 Progressive Denoising via Multistep Resampling (PDMSR)

1: Input: Consistency function Gθ(·, ·, ·), time steps t1 > t2 > · · · > tN , cloudy image
xcloudy, binary mask m, SAR condition csar, initial noise xT

2: x← Gθ(xT , T, csar)
3: x′ ← xcloudy ⊙m + x⊙ (1−m)
4: for i = 2 to N do
5: Sample xi ∼ N (x′, (t2

i − ϵ2)I)
6: x← Gθ(xi, ti, csar)
7: x′ ← xcloudy ⊙m + x⊙ (1−m)
8: end for
9: Output: x′

Although PDMSR involves N iterative steps, each step is computationally efficient due
to the single-pass property of the distilled model Gθ. Consequently, the overall inference speed
remains significantly faster than traditional diffusion-based methods, which typically require
hundreds of ODE solver steps. Our ablation studies further confirm that PDMSR substantially
improves the structural consistency and visual fidelity of cloud-removed images.

4. Experimental Results
4.1. Data

The dataset utilized in this study is the publicly available SEN12MS-CR [46], compris-
ing 169 non-overlapping regions of interest (ROIs) sampled across all inhabited continents
and across various meteorological seasons. Each ROI contains a triplet of orthorectified
and geo-referenced images: a cloudy Sentinel-2 optical observation, its corresponding
cloud-free counterpart, and a co-registered Sentinel-1 SAR image that integrates both VV
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and VH polarization channels as a dual-channel input. All three images were acquired
within the same season to minimize surface variability. As illustrated in Figure 5, each ROI
was further partitioned into overlapping triplet patches of 256 × 256 pixels using a stride of
128 pixels. Note that the cloudy and cloud-free Sentinel-2 images in SEN12MS-CR are not
always captured on the same day. They are selected as the closest-available temporal pair
within the same season to minimize surface changes, as defined by the dataset protocol.
Likewise, Sentinel-1 SAR images are temporally aligned within the same seasonal window.
We follow the official pairing to avoid manual alignment bias, which is a standard practice
in cloud-removal studies.

The Sentinel-2 data are sourced from the Level-1C top-of-atmosphere (TOP) reflectance
product, with pixel values ranging from 0 to 10,000 and including all 13 spectral bands.
In contrast, Sentinel-1 images are derived from the Level-1 GRD product, acquired in
Interferometric Wide (IW) swath mode with dual-polarization channels (VV and VH), and
represented as backscatter coefficients in the decibel (dB) scale.

For model training, 20,000 triplet patches were selected, where only the red, green,
and blue (RGB) bands from the Sentinel-2 imagery were preserved and used as input. To
evaluate performance, an additional 400 representative test samples were curated according
to cloud fraction and type of land cover. Specifically, 80 samples were drawn from each
cloud coverage interval: 0–20%, 20–40%, 40–60%, 60–80%, and 80–100%.

Figure 5. Representative samples from the SEN12MS-CR dataset. Rows correspond to the four
meteorological seasons (spring, summer, fall, and winter), while columns represent the geo-referenced
cloudy Sentinel-2 image, the Sentinel-1 SAR image with VH polarization, the SAR image with VV
polarization, and a temporally matched cloud-free Sentinel-2 image.

4.2. Implementation Details

To ensure experimental reproducibility, this section presents the detailed training
hyperparameter settings for SCSBD and SCCM and the evaluation metrics adopted to
assess model performance.
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4.2.1. Training Setting

All experiments were conducted on a high-performance computing server equipped with
an AMD EPYC 7763 64-core CPU and an NVIDIA A100-SXM4-80GB GPU, running the Ubuntu
operating system. The implementation was built on Python 3.10 using the PyTorch framework.

For training the SCSBD, we adopted an input image resolution of 256 × 256 pixels with
a batch size of 4. The model was trained for 700,000 steps (approximately 7 days) across
one A100 GPU using mixed-precision arithmetic to enhance computational efficiency. The
initial learning rate was set to 0.0001, with a three-tiered exponential moving average (EMA)
strategy employing decay rates of 0.999, 0.9999, and 0.9999432189950708 respectively.

During the SCCM distillation phase, we maintained identical configurations for batch
size, input resolution, and computational resources while modifying specific hyperparame-
ters: the learning rate was reduced to 0.00001, and a dropout rate of 0.1 was introduced
in the teacher model. This phase utilized Heun’s method as the ODE solver and incorpo-
rated LPIPS as the weighting function to quantify the differences between generated and
ground-truth images.

4.2.2. Evaluation Metrics

In all experiments, we report the Peak Signal-to-Noise Ratio (PSNR), Structural Sim-
ilarity Index Measure (SSIM), Spectral Angle Mapper (SAM), and Mean Absolute Error
(MAE) on the test set to assess the quality of the cloud removal results.

PSNR is a widely used metric in Image Quality Assessment(IQA) , where higher values
generally correspond to better image quality. Its formulation is provided in Equation (12):

PSNR = 10× log10

(
MAX2

MSE

)
(12)

MSE =
∑N

i=1 (yi − ŷi)
2

N
(13)

where yi and ŷi are the ground truth and predicted intensity values at the i − th pixel,
respectively, and N is the number of pixels. MAX represents the maximum pixel inten-
sity, set to 10,000 in this study to match the TOP reflectance scale. The Mean Squared
Error (MSE), defined in Equation (13), quantifies the average squared difference between
corresponding pixels.

The Structural Similarity Index Measure (SSIM) evaluates image similarity by compar-
ing luminance, contrast, and structural information between the predicted and reference
images. It is computed as:

SSIM(x, y) =
(2µxµy + C1)(2σxy + C2)

(µ2
x + µ2

y + C1)(σ2
x + σ2

y + C2)
(14)

where µx and µy denote the local means of images x and y, σ2
x and σ2

y are the corresponding
variances, and σxy is the covariance between them. Constants C1 and C2 are used to stabilize
the division and are derived from the dynamic range of the pixel values. The SSIM value
ranges from 0 to 1, with higher values indicating greater structural similarity.

Spectral Angle Mapper (SAM) measures the spectral consistency between the pre-
dicted and reference images by calculating the angle between their spectral vectors. It is
computed as:

SAM(x, y) = arccos
(

⟨x, y⟩
∥x∥2 · ∥y∥2

)
(15)

where x and y denote the spectral vectors of the reference and predicted images at a
given pixel location, respectively. ⟨x, y⟩ represents the dot product of the two vectors, and
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∥x∥2 and ∥y∥2 are their Euclidean norms. A smaller SAM value indicates higher spectral
consistency, with 0 representing perfect spectral alignment.

The Mean Absolute Error (MAE) quantifies the average magnitude of pixel-wise
differences between the predicted and reference images. It is insensitive to the direction of
the error and directly reflects overall reconstruction accuracy. The MAE is defined as:

MAE =
1
N

N

∑
i=1
|yi − ŷi| (16)

where yi and ŷi represent the ground truth and predicted values at the i-th pixel, and N
is the total number of pixels. A lower MAE value indicates better performance, with 0
corresponding to a perfect reconstruction.

4.3. Cloud Removal Results

In this section, four representative terrain types—grassland, farmland, mountainous
terrain, and urban areas—were selected to assess the performance of CM-CR under diverse
geomorphological conditions. All data were derived from Sentinel-2 imagery within the
SEN12MS-CR dataset, and true-color composites were generated using the red, green,
and blue spectral bands. Despite considerable local variability in spectral and radiometric
properties, as well as complex topography and significant elevation differences, the pro-
posed CM-CR exhibited strong performance, effectively recovering most of the information
obscured by cloud cover.

As shown in Figure 6, CM-CR effectively removes thick cloud cover in grassland
scenes and demonstrates strong capability in reconstructing homogeneous surface areas.
In particular, the red box in Figure 6a highlights that under extensive cloud coverage, the
method may still introduce noticeable artifacts. Nevertheless, as illustrated in Figure 6b,
even in visually complex regions, CM-CR can reliably recover uniform structures. It is
worth noting that the reconstruction fidelity is influenced by the quality and structural
details present in the SAR input.

Figure 6. Cloud removal results in grassland scenes: (a) under extensive cloud coverage; (b) under
complex scene conditions. Red bounding boxes indicate key regions of reconstruction.

As shown in Figure 7, CM-CR achieves notable performance in removing thick cloud
cover over farmland areas. Leveraging SAR guidance, the method effectively reconstructs
both structural and textural details. In the region highlighted by the red box in Figure 7a,
CM-CR successfully distinguishes multiple land cover types and restores them with high
fidelity. However, due to the limited accuracy of existing cloud detection algorithms, some
residual cloud artifacts remain in the reconstructed output. Figure 7b further demonstrates
that, even in scenes characterized by complex layouts, the model can generate content
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consistent with the surrounding semantic context. Nevertheless, in regions with dense
cloud coverage, the SAR input may lack sufficient structural cues, which in turn affects
reconstruction accuracy and leads to noticeable deviations.

Figure 7. Cloud removal results in farmland scenes: (a) with multiple land cover types; (b) under
complex layout conditions. Red bounding boxes indicate key regions of reconstruction. Red bounding
boxes indicate key regions of reconstruction.

As illustrated in Figure 8, CM-CR exhibits strong reconstruction performance even in
mountainous terrains with complex textures and elevation variations. In the region marked
by the red box in Figure 8a, the model accurately recovers structural features present in
the SAR image. However, due to the limitations of SAR in capturing fine topographic
details—particularly over the central hill—noticeable discrepancies remain between the
result and the reference cloud-free image. Figure 8b further illustrates the model’s ability
to restore mountainous structures in challenging scenarios. Nonetheless, in some areas,
inconsistencies arise due to differences in acquisition time between the SAR and cloudy
optical image. For example, water accumulation observed in the SAR image within valley
regions is not reflected in the cloudy image, resulting in differences between the preserved
cloud-free regions and reference cloud-free image.

Figure 8. Cloud removal results in mountainous scenes: (a) with complex textures and elevation
changes; (b) under temporal inconsistency between SAR and optical data. Red bounding boxes
indicate key regions of reconstruction.

As shown in Figure 9, CM-CR demonstrates strong reconstruction performance in
urban environments characterized by complex layouts and high-frequency textures. In
Figure 9a, the model attempts to recover dense road networks and their local branching
structures from a heavily cloud-obscured input. While it successfully reconstructs portions
that are clearly reflected in the SAR image, a downward-branching segment is missing
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due to its poor visibility and ambiguity in the SAR signal. In contrast, Figure 9b illustrates
a more favorable outcome. Despite thick cloud cover in the optical observation, CM-CR
effectively restores primary roadways and building layouts with notable consistency. The
clearer structural cues in the SAR image significantly enhance reconstruction quality in
occluded regions. Nevertheless, minor discrepancies persist in areas with highly textured
content, underscoring the inherent challenges of urban reconstruction under severely
degraded observations.

Figure 9. Cloud removal results in urban scenes: (a) with dense road networks; (b) under heavy cloud
occlusion with clear structural guidance. Red bounding boxes indicate key regions of reconstruction.

4.4. Comparisons with State-of-the-Art Methods

We conducted a comparative analysis of the proposed model against existing meth-
ods—including the discriminative baselines Dsen2-CR [46], GLF-CR [47], and UnCR [48], as
well as diffusion-based approaches DiffCR [36] and Repaint [49]—evaluating both cloud re-
moval performance and computational efficiency. All models were trained on the same set
of 20,000 triplet samples and tested on the same evaluation dataset. For DiffCR and Repaint,
the number of sampling steps was kept consistent with their original implementations,
both using 200 steps. Since our CM-CR model achieves the reconstruction results shown in
Table 1 with only 13 PDMSR steps, we further included a qualitative comparison where
Repaint’s sampling steps were artificially reduced to 13—denoted as Repaint-13—to enable
a more direct comparison with our approach. Since the GLF-CR method uses 128 × 128
inputs while all other methods use 256 × 256 images, we combined four non-overlapping
128 × 128 patches to form a single 256 × 256 image, ensuring fairness when calculating
reconstruction quality metrics. Additionally, the “Time” reported for GLF-CR reflects the
total time needed to process these four 128 × 128 patches.

Table 1. Quantitative comparison of cloud removal methods. Bold indicates the best, and underlined
indicates the second-best results.

Method PSNR (dB) ↑ SSIM ↑ SAM ↓ MAE (TOP) ↓ Params (M) Time (s/img) ↓

Dsen2-CR [46] 32.214 0.906 0.048 244.03 75.9 0.062
GLF-CR [47] 33.159 0.922 0.043 221.08 73.1 0.095
UnCR [48] 30.686 0.897 0.062 290.53 97.1 0.088
DiffCR [36] 29.317 0.861 0.105 364.85 87.5 2.218
Repaint [49] 32.508 0.907 0.054 246.05 34.62 83.062
CM-CR (Ours) 34.191 0.935 0.042 202.69 2730.71 2.023

We first conducted quantitative comparative experiments with current state-of-the-art
cloud removal methods. Table 1 summarizes the detailed image reconstruction quality
metrics, including the average PSNR, SSIM, SAM, and MAE. In addition, it reports model
performance metrics, specifically the number of parameters (Params) and the time required
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to reconstruct a single image (Time). The experimental results show that our method
consistently outperforms all other approaches in evaluation metrics, fully demonstrating
its effectiveness for the cloud removal task. Specifically, compared to the second-best
method, our approach achieves notable improvements: the PSNR increases by 3.1%, the
SSIM improves by 1.4%, while the SAM and MAE decrease by 2.3% and 8.3%, respectively.
Although the inference time of CM-CR is still slightly longer than that of discriminative
models, its parameter count is approximately 28 times greater than that of UnCR, the largest
among the discriminative baselines. This larger parameter scale provides CM-CR with
stronger feature extraction capacity, enabling it to learn more robust representations and
achieve superior reconstruction performance. Notably, compared to the Repaint method,
which adopts a standard DDPM sampling strategy, CM-CR achieves an impressive 40×
reduction in per-image processing time while using about 80 times more parameters. Even
when compared with the efficient diffusion-based model DiffCR, CM-CR still improves
per-image processing speed by approximately 8.8% despite having about 30 times more
parameters. These results demonstrate the high sampling efficiency of CM-CR.

We next conducted qualitative comparative experiments with current state-of-the-art
cloud removal methods. Figures 10–13 present qualitative comparison results of different
methods across various scenes. As shown in Figure 10, the comparison illustrates how
each method, assisted by SAR, performs in reconstructing scene structures. Figure 10a
depicts a scene with simple structural layouts, whereas Figure 10b shows a more complex
structural scenario. The discriminative models Dsen2-CR, GLF-CR, and UnCR can partially
recover missing structures; however, due to their limited capacity to restore fine details,
the reconstructed regions appear overly smoothed. DiffCR fails to preserve structural
consistency, leading to incomplete or distorted reconstructions. Repaint-13, which reduces
the sampling steps from 200 to 13, results in insufficient denoising and noticeable residual
noise. In contrast, both Repaint and CM-CR successfully reconstruct clear and well-defined
structural elements, with the restored regions exhibiting abundant fine-grained details.

Figure 11 presents a scene containing both textural and structural features, where
Figure 11a depicts a simple texture–structure scenario and Figure 11b illustrates a more
complex one. Taking the red-marked region in Figure 11a as an example, in the simple
setting, the discriminative models can accurately distinguish edges and texture structures,
producing recognizable shapes with coherent and naturally smooth textures. However,
the reconstruction by UnCR shows noticeable blurring in the restored areas. In addition,
both DiffCR and Repaint-13 fail to preserve structural consistency. While Repaint and
CM-CR can both recover accurate structural information, Repaint exhibits color deviations
in the restored textures. By contrast, the reconstruction by CM-CR yields smoother textures
with better structural fidelity. In Figure 11b, the red-marked area highlights a region with
complex textures and structural content. In this more challenging scenario, Dsen2-CR,
GLF-CR, UnCR, DiffCR, and Repaint-13 are unable to faithfully reconstruct either the
structures or the detailed textures. Although Repaint partially recovers complex structures
and textures, its accuracy remains limited. In comparison, our method, CM-CR, can more
precisely reconstruct both complex structural elements and multi-scale texture details.

Figure 12 shows reconstruction results for scenes containing complex high-frequency
details. Specifically, Figure 12a presents a scene with a small amount of such information,
while Figure 12b illustrates a scene rich in complex high-frequency features. As shown
in the red-marked area of Figure 12a, in a scene with limited complex high-frequency
information, the Dsen2-CR, GLF-CR, and UnCR methods can only recover coarse structural
outlines and fail to capture fine details. DiffCR and Repaint-13 fail to produce meaningful
reconstructions altogether. The Repaint method achieves relatively better results but still
loses typical high-frequency elements such as buildings. In contrast, our method not
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only restores the structural content but also fully preserves high-frequency features like
buildings. This advantage arises because the standard DDPM sampling mechanism used by
Repaint tends to generate content that aligns with surrounding semantic context, making
it prone to missing localized high-frequency details. By comparison, our CM-CR method
requires only 13 sampling steps, significantly reducing the risk of neglecting such high-
frequency information. In the red-marked area of Figure 12b, the cloud-covered region
contains dense buildings and other complex high-frequency details. In this case, models
such as Dsen2-CR, GLF-CR, UnCR, DiffCR, and Repaint-13 all fail to effectively reconstruct
such regions rich in fine-grained structures. Among them, the Repaint model can only
partially recover structural information, whereas our CM-CR model clearly reconstructs
the dense and complex high-frequency content. This result demonstrates the superior
generative capability and reconstruction effectiveness of CM-CR in challenging scenarios.

Figure 10. Qualitative comparison of scene structural reconstruction capabilities for cloud removal
algorithms. (a) shows a test scene with simple geometric structures, while (b) depicts a scene with more
complex topological patterns. Red-marked areas highlight key regions of reconstruction. For better visual
inspection, zooming in is recommended to examine differences in structural reconstruction quality.

Figure 13 provides a qualitative comparison of various cloud removal algorithms
applied to scenes with prominent high-frequency details and mixed-frequency charac-
teristics. As shown in the red-marked area of Figure 13a, the scene features dominant
high-frequency details, specifically bright building rooftops. Here, Dsen2-CR, GLF-CR,
and UnCR recover only coarse structural outlines and miss fine rooftop details. DiffCR
and Repaint-13 fail to preserve these features, leading to incomplete reconstructions with
visible artifacts. While Repaint achieves better structural recovery, it still shows color
inconsistencies and blurred rooftop edges. In contrast, our CM-CR model clearly restores
the bright rooftops with sharp structures and fine-grained details, demonstrating strong
localized high-frequency reconstruction. In Figure 13b, the scene combines low-frequency
textures with high-frequency details. For this mixed region, Dsen2-CR, GLF-CR, UnCR,
DiffCR, and Repaint-13 struggle to maintain texture continuity and structural sharpness,
often producing blurred or inconsistent areas. Repaint partially recovers textures and
boundaries but retains artifacts. By comparison, CM-CR generates coherent results that
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preserve both textures and embedded high-frequency details, showing its effectiveness in
complex mixed-frequency scenarios.

Figure 11. Qualitative comparison of the structural and textural co-reconstruction performance of cloud
removal algorithms. (a) shows a test scene with simple geometric structures and uniform texture features,
while (b) depicts a representative scene containing complex topological structures and multi-scale textural
details. Red-marked areas highlight key regions of reconstruction. For better visual inspection, zooming in
is recommended to examine differences in structural reconstruction quality.

Figure 12. Qualitative comparison of the reconstruction performance of cloud removal algorithms in
scenes with varying levels of high-frequency information. (a) shows a relatively simple scene with
sparse high-frequency details, while (b) depicts a more complex scene rich in dense high-frequency
content. Red-marked areas highlight key regions of reconstruction. For better visual inspection,
zooming in is recommended to examine differences in structural reconstruction quality.
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Figure 13. Qualitative comparison of the reconstruction performance of cloud removal algorithms in
scenes featuring dominant high-frequency details and mixed-frequency characteristics. (a) shows a
test scene where bright building rooftops serve as distinct high-frequency components. (b) presents a
composite scene where low-frequency textures and high-frequency details coexist. Red-marked areas
highlight key regions of reconstruction. For better visual inspection, zooming in is recommended to
examine differences in structural reconstruction quality.

In summary, the qualitative results across diverse scenes confirm that all baseline
methods struggle to simultaneously restore structural, textural, and spectral details under
dense cloud cover. Discriminative models often oversmooth fine structures, while DiffCR
and Repaint-13 fail to fully recover high-frequency elements due to limited sampling steps.
The standard Repaint method with longer sampling partially improves structural quality
but still shows color inconsistencies and high computational cost. Compared to these
baselines, CM-CR consistently achieves clearer structures, richer textures, and better local
detail preservation with a much faster sampling process, demonstrating its strong potential
for robust cloud removal in complex scenarios.

4.5. Ablation Study
4.5.1. The Effectiveness of SAR Image

To verify the effectiveness of SAR condition in cloud removal, both quantitative and
qualitative comparisons are conducted, as shown in Table 2 and Figure 14, respectively.

Quantitatively, the inclusion of SAR auxiliary information significantly enhances
reconstruction quality across all evaluation metrics. Specifically, compared to the w/o
SAR setting, the w/SAR configuration improves the PSNR from 28.431 to 34.191 and the
SSIM from 0.794 to 0.9346. Meanwhile, the SAM and MAE values drop from 0.177 to
0.042 and from 379.04 to 202.69, respectively. These results clearly demonstrate that SAR
conditioning improves not only the fidelity but also the structural and spectral consistency
of the reconstructed images.

Qualitatively, as illustrated in Figure 14, reconstructions without SAR exhibit pro-
nounced randomness in the generated textures and structures, especially in the heavily
cloud-covered regions, leading to unrealistic or distorted outcomes. In contrast, with SAR
assistance, the model effectively reconstructs terrain-aligned structures and fine-grained
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textures, guided by backscattering priors inherent in SAR data. This improvement can
be attributed to the auxiliary structural and backscattering information provided by SAR
imagery, which effectively compensates for the information lost due to cloud occlusion in
the optical domain.

These results jointly confirm the substantial benefit of incorporating SAR data into
the cloud removal framework, enabling more accurate, consistent, and reliable image
reconstruction under challenging cloud conditions.

Table 2. Ablation study on the impact of SAR conditioning for cloud removal.

Method PSNR (↑) SSIM (↑) SAM (↓) MAE (↓)

w/o SAR 28.431 0.794 0.177 379.04

w/SAR 34.191 0.9346 0.042 202.69

Figure 14. Qualitative comparison results illustrating the impact of SAR are shown. The label
“w/o SAR” denotes cloud removal outcomes without incorporating SAR imagery, whereas “w/SAR”
indicates results generated with SAR auxiliary.

4.5.2. Numbers of PDMSR

To investigate the impact of the number of resampling steps in the PDMSR strategy, we
conduct a visual analysis of the reconstruction quality under different sampling iterations.
The results are presented in Figure 15, which shows the cloud removal progression from
the initial noise (index 1) and the one-step coarse prediction (index 2), followed by PDMSR
refinement results corresponding to 1 to 18 PDMSR steps (indices 3–20).

It is observed that single-step sampling (index 2) struggles to produce satisfactory
reconstruction results, often leading to incomplete or noisy reconstructions in heavily
cloud-covered regions. As the number of PDMSR steps increases, the reconstructed regions
gradually improve in visual quality, exhibiting enhanced structural continuity and reduced
artifacts. Notably, by the 13th PDMSR step (index 15), CM-CR is already able to produce
high-quality reconstructions that closely resemble the underlying terrain. Further increas-
ing the number of steps beyond this point yields diminishing returns, with negligible
improvements observed in visual fidelity or detail enhancement. As summarized in Table 3,
reconstruction accuracy improves gradually with more PDMSR steps and stabilizes around
13 steps, while runtime grows nearly linearly with the number of steps. This supports our
choice of roughly 13 PDMSR steps as a practical efficiency–quality trade-off.

These findings suggest that while increasing the number of PDMSR steps enhances re-
construction effectiveness, there exists an optimal threshold (around Step 13) beyond which
the benefits plateau. This insight provides a practical guideline for balancing inference
efficiency and reconstruction quality in real-world applications of the CM-CR method.
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Figure 15. Cloud removal progression with PDMSR steps. Index 1 denotes the initial noise; index 2
denotes the coarse prediction (one-step student inference); indices 3–20 denote results after applying
PDMSR with 1 to 18 refinement steps.

Table 3. Effect of PDMSR steps on reconstruction quality and runtime. Note that “Step = 1” corre-
sponds to the first PDMSR refinement output in Figure 15 (i.e., index 3 in that figure), following the
initial noise (index 1) and the one-step coarse prediction (index 2).

Steps PSNR ↑ SSIM ↑ SAM ↓ MAE (TOP) ↓ Time (s/img) ↓
1 29.125 0.858 0.1080 372.0 0.311
5 31.642 0.905 0.0550 245.0 0.933
9 33.172 0.928 0.0465 210.0 1.555
13 34.191 0.935 0.0420 202.69 2.178
17 34.213 0.936 0.0418 201.8 2.801

5. Discussion
In this section, we focus on two key questions: (1) How does CM-CR perform under

low-quality SAR input conditions? (2) How does its cloud removal performance compare
to baseline models across different levels of cloud coverage? Figure 16 illustrates two
representative failure cases of reconstruction due to poor SAR quality. Figure 17 provides
a quantitative comparison of image quality trends across methods under cloud coverage
ratios ranging from 0% to 100%.

Figure 16. Qualitative performance analysis under low-quality SAR image conditions.
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Figure 17. Image quality metrics for different methods vary with cloud coverage levels. Subfigures
(a–d) show the PSNR, SSIM, SAM, and MAE variations across different cloud coverage
ranges, respectively.

5.1. Performance Analysis Under Low-Quality SAR Image

The reconstruction process of CM-CR is highly dependent on the auxiliary information
provided by SAR imagery, which places high demands on the quality of the SAR input.
As discussed in Section 4.4, we found that when SAR images accurately provide both
low-frequency and high-frequency information, CM-CR consistently achieves favorable
reconstruction results. However, in real-world applications, the quality of SAR imagery
often cannot be maintained at a consistently high level and may fail to deliver reliable
low- and high-frequency information. For example, as shown in the red-marked area
of the first row in Figure 16, the SAR image appears as a homogeneous region, whereas
the cloud-free reference image from another time indicates that the same region contains
complex structural details. This suggests that the SAR image has lost structural information
in that area, resulting in CM-CR failing to recover the corresponding structural features.
This demonstrates the limitation of CM-CR in its strong dependence on SAR image quality.

As shown in the second row of Figure 16, the reconstruction results produced by
CM-CR exhibit some randomness; nevertheless, some details are still recovered, and the
visual quality of the reconstructed region remains acceptable. This may be attributed to the
fact that although the efficient sampling strategy adopted by CM-CR enhances the model’s
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generalization capability to some extent, it is not universally applicable to all scenarios,
particularly when the auxiliary information provided by SAR imagery is relatively limited.

In the SEN12MS-CR dataset, the SAR images have already undergone standard pre-
processing, including radiometric calibration, speckle suppression, and terrain correction.
Therefore, the “low-quality” SAR samples observed in this study mainly originate from
intrinsic acquisition limitations rather than post-processing imperfections. Typical cases
include geometric distortions (layover or shadowing) and weak backscatter from smooth
or specular surfaces, where structural details are genuinely absent from the SAR signal
and cannot be recovered by conventional enhancement. To address this limitation, incorpo-
rating complementary information from multi-temporal optical observations or auxiliary
modalities such as Landsat-8, which provide reliable spectral reflectance and temporal
consistency, could effectively compensate for the missing structural or textural cues. From
the modeling perspective, designing modules that better capture the contextual and se-
mantic information of optical imagery—such as cross-modal attention or spatial–semantic
reasoning blocks—may further enhance reconstruction performance when SAR guidance
is degraded. These strategies indicate a promising direction toward a unified, multi-source
framework for robust cloud removal under challenging SAR conditions.

5.2. Analysis of Different Cloud Coverage

Figure 17 illustrates the quantitative trends of reconstruction quality for different cloud
removal algorithms as cloud coverage varies.

Figure 17a shows that as cloud coverage increases, the PSNR of all algorithms steadily
decreases, mainly because greater cloud coverage raises the complexity of recovering
surface information. Among the discriminative models, GLF-CR performs better than
Dsen2-CR and UnCR under light to moderate cloud coverage (coverage < 60%), consis-
tently maintaining higher PSNR values. However, once the coverage exceeds this threshold,
its performance deteriorates more rapidly. DiffCR consistently shows relatively low re-
construction quality across all cloud coverage levels, with PSNR values noticeably lower
than those of other baselines. Repaint and CM-CR, which rely on explicit cloud region
masks during reconstruction, are more affected under high-cloud-coverage conditions
(coverage > 60%). Notably, when cloud coverage approaches 100%, the PSNR of CM-CR
even falls below that of GLF-CR and Dsen2-CR. This indicates that explicit mask-based
models may become less robust in extremely dense cloud scenarios where accurate mask
estimation and guidance become more challenging.

In Figure 17b, a similar decreasing trend is observed for the SSIM. As cloud coverage
increases, the structural similarity achieved by the discriminative methods (Dsen2-CR, GLF-
CR, and UnCR) gradually declines. DiffCR and Repaint also exhibit a pronounced drop
in SSIM under heavy-cloud conditions, indicating limitations in maintaining structural
consistency. In contrast, the CM-CR method demonstrates a stronger capability to preserve
structural information, with its SSIM values consistently leading the other methods. This
result highlights that CM-CR can better leverage the auxiliary information provided by
SAR imagery to maintain structural coherence even under dense cloud coverage.

Figure 17c shows the evaluation results for the SAM. For this metric, a lower SAM
value indicates better spectral consistency. The discriminative models Dsen2-CR, GLF-CR,
and UnCR demonstrate relatively stable SAM values, with only slight increases as cloud
coverage increases. In contrast, the SAM value for the Repaint model rises significantly
when cloud coverage exceeds 80%, reflecting poorer spectral consistency under dense
clouds. However, although the CM-CR model exhibits clear advantages when cloud cover-
age is below 80%, its SAM value surpasses that of the UnCR model when cloud coverage
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exceeds this level. This indicates that our method may face limitations in maintaining
spectral consistency under very high-cloud-coverage conditions.

Figure 17d shows the variation in MAE with increasing cloud coverage. Among the
discriminative methods, UnCR generally produces higher MAE values under thick-cloud
conditions. As cloud coverage increases, DiffCR shows a pronounced increase in error.
While the Repaint method maintains moderate error levels, it does not match the lower
MAE achieved by CM-CR. The CM-CR method consistently yields the lowest MAE values,
with only slight increases over GLF-CR and Dsen2-CR when cloud coverage exceeds 80%.
This highlights the advantage of CM-CR in minimizing per-pixel reconstruction errors
across different cloud scenarios.

Overall, the results under different cloud coverage levels show that all methods
degrade as cloud coverage increases, reflecting the increasing challenge of recovering
structural and spectral details under dense clouds. Among the discriminative models,
methods like GLF-CR and Dsen2-CR remain relatively stable at low to moderate coverage
but decline more sharply beyond 60%. DiffCR consistently performs worse than the
discriminative baselines across all metrics, while Repaint achieves better reconstruction
quality than DiffCR and most discriminative models under moderate coverage but suffers
under very high cloud amounts due to its dependence on accurate masks. CM-CR maintains
clear advantages across most metrics and coverage levels, though its performance gap
narrows when coverage exceeds 80%, highlighting that further improvements are needed
to handle near-complete occlusion.

6. Conclusions
In this study, we proposed CM-CR, a novel consistency model-based architecture

that effectively removes thick clouds from optical remote sensing imagery. By integrating
SAR information and adopting a consistency distillation strategy, the model achieves
high-quality reconstruction while significantly improving sampling efficiency compared
to standard diffusion models. Extensive experiments conducted on the SEN12MS-CR
benchmark demonstrate that CM-CR consistently outperforms mainstream discriminative
and diffusion-based cloud removal methods in terms of PSNR, SSIM, SAM, and MAE
metrics. The key contribution of this work lies in dividing the complex reconstruction
process into a rapid coarse prediction and a progressive refinement stage, which balances
reconstruction fidelity and inference speed. In the future, further research will focus
on enhancing the model’s generalization capability for different satellite data sources,
exploring multi-modal data fusion, and reducing reliance on explicit cloud masks. This
work provides a promising direction for improving the usability of optical remote sensing
data under challenging cloud conditions.
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