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Highlights

Main Findings:

• A novel deep learning network is proposed for simultaneous blind deblurring and
enhancement of UAV infrared images, integrating feature extraction, fusion, and
simulated diffusion modules, along with a region-specific pixel loss and progressive
training strategy.

• The method achieves significant performance improvements, including a 10.7% in-
crease in PSNR, 25.6% reduction in edge inference time, and 18.4% decrease in
parameter count.

Implications:

• Offers an efficient and lightweight solution for real-time infrared image restoration on
mobile platforms such as UAVs.

• Enhances image quality and inference speed, providing a reliable foundation for
downstream high-level vision tasks.

Abstract

In response to the inherent limitations of uncooled infrared imaging devices and the image
degradation caused by UAV (Unmanned Aerial Vehicle) platform motion, resulting in
low contrast and blurred details, a novel single-image blind deblurring and enhancement
network is proposed for UAV infrared imagery. This network achieves global blind deblur-
ring and local feature enhancement, laying a foundation for subsequent high-level vision
tasks. The proposed architecture comprises three key modules: feature extraction, feature
fusion, and simulated diffusion. Furthermore, a region-specific pixel loss is introduced
to strengthen local feature perception, while a progressive training strategy is adopted to
optimize model performance. Experimental results on public infrared datasets demonstrate
that the presented method outperforms state-of-the-art methods HCTIRdeblur, reducing
parameter count by 18.4%, improving PSNR by 10.7%, and decreasing edge inference time
by 25.6%. This work addresses critical challenges in UAV infrared image processing and
offers a promising solution for real-world applications.
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1. Introduction
Infrared (IR) imaging has become an indispensable technology in various applications,

including surveillance, remote sensing, and military operations. However, the quality of IR
images acquired from Unmanned Aerial Vehicle (UAV) platforms is often compromised
due to inherent limitations of uncooled infrared sensors and platform motion [1]. These
factors contribute to low contrast, blurred details, and overall degradation of image quality,
which significantly impedes subsequent high-level vision tasks, like object detection, as
illustrated in Figure 1. This figure showcases representative examples of low-quality in-
frared images, highlighting the challenges faced in UAV-Captured infrared imaging. Recent
advancements [2] in deep learning have shown promising results in image restoration and
enhancement. However, the unique characteristics of UAV IR imagery present several
challenges that are not adequately addressed by existing methods [3]. First, the complex
motion patterns of UAV platforms induce spatially varying blur, which is difficult to model
and remove using traditional deblurring techniques. Second, the low signal-to-noise ratio
(SNR) of uncooled IR sensors exacerbates the problem of feature preservation during the
enhancement process. Third, the lack of large-scale, high-quality IR image datasets hinders
the development of robust learning-based solutions.

  
(a) (b) 

Figure 1. Poor visual quality and inadequate detection results of low-quality infrared images acquired
from UAV platforms. (a) Acquired low-quality images; (b) Object detection results, where red arrows
indicate false detections and blue arrows indicate missed detections.

To address these challenges, we propose a novel single-image blind deblurring and
enhancement network specifically designed for UAV IR imagery. Our approach integrates
global blind deblurring with local feature enhancement in a unified framework, leveraging
the strengths of deep learning to overcome the limitations of traditional methods. The
proposed network architecture incorporates three key modules: feature extraction, feature
fusion, and simulated diffusion, each tailored to address specific aspects of the IR image
restoration problem.

Furthermore, we introduce a region-specific pixel loss to enhance local feature per-
ception, addressing the critical issue of preserving fine details in IR images. To optimize
the learning process, we employ a progressive training strategy that gradually increases
the complexity of the tasks, allowing the model to build a robust representation of IR
image characteristics.

The main contributions of this work can be summarized as follows:

1. A novel network architecture is proposed for single-image blind deblurring and
enhancement of UAV IR imagery, addressing the unique challenges posed by uncooled
sensors and platform motion.
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2. A region-specific pixel loss is proposed together with a progressive training
strategy, aiming to improve local feature preservation and enhance the model’s
overall performance.

3. Extensive evaluations on public IR datasets confirm that the method not only achieves
superior performance to existing approaches but also does so with fewer parameters
and faster inference speeds.

The remainder of this paper is organized as follows: Section 2 reviews related work
in IR image enhancement and deep learning-based image restoration. Section 3 describes
the proposed network architecture and training methodology in detail. Section 4 presents
experimental results and comparisons with existing methods. Finally, Section 5 concludes
the paper and discusses future research directions.

2. Related Work
The enhancement and restoration of IR images, particularly those captured from UAV

or airborne platforms, have been extensively studied in recent years. This section reviews
the most relevant works in the fields of IR image deblurring, enhancement, and deep
learning-based image restoration, highlighting the development trends and the innovative
contributions of our work. Additionally, to highlight the significance of our work, a
systematic review of UAV Image Rapid Processing Technologies and Applications was
also included.

2.1. Infrared Image Enhancement

IR image enhancement has been a subject of intense research due to its crucial role in
various applications, including surveillance, medical imaging, and autonomous systems.
Traditional methods, such as histogram equalization and its variants [4], have been widely
used for contrast enhancement. However, these methods often struggle with preserving
fine details and handling complex scenes.

Recent years have witnessed a shift towards more sophisticated enhancement tech-
niques. Ma et al. [5] proposed a novel method that synergizes the advantages of Multi-Scale
Retinex (MSR) and Adaptive Gamma Correction with Weighting Distribution (AGCWD).
Their approach first preserves the merits of both techniques in a detailed image using
illumination-based weighting. The final image, constructed by combining the detailed and
original images, effectively maintains contrast in high-luminance regions while enhancing
details in low-luminance areas, resulting in a more balanced enhancement across varying
illumination conditions.

Ren et al. [6] proposed a novel Region Super-Resolution Generative Adversarial Net-
work (RSRGAN) to address the challenges in infrared small target detection. Their approach
incorporates a Region Context Network (RCN) as the backbone for efficient region proposal,
and a Generative Adversarial Network (GAN) structure for distribution transformation
and super-resolution enhancement. This method effectively converts blurry infrared small
targets to clearer ones with similar distributions to the training set, followed by resolution
enhancement. The discriminator aids in generating higher-quality super-resolution images.
Their approach demonstrated superior performance in detecting small infrared targets
compared to state-of-the-art methods, particularly when tested on a challenging custom
dataset of small infrared drone targets.

More recently, attention mechanisms have been incorporated into enhancement net-
works to focus on salient regions. Fan et al. [7] introduced a Lightweight Attention-guided
ConvNeXt Network (LACN) for low-light image enhancement. Their method incorporates
a novel Attention ConvNeXt Module (ACM) and a Selective Kernel Attention Module
(SKAM) into a lightweight network structure. This approach effectively improves im-
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age brightness and contrast while suppressing noise amplification. The network’s multi-
attention mechanism and feature fusion strategy enable adaptive adjustment to various
lighting conditions, demonstrating superior performance in enhancing low-light images
compared to state-of-the-art methods.

2.2. Deep Learning-Based Image Restoration

Deep learning has revolutionized image restoration tasks, including denoising, de-
blurring, and super-resolution. Convolutional Neural Networks (CNNs) have been at the
forefront of this revolution, with architectures like U-Net [8] setting benchmarks in various
restoration tasks.

In the context of image deblurring, Kupyn et al. [9] introduced DeblurGAN-v2, a
conditional GAN that achieves state-of-the-art performance in motion deblurring. Their
approach incorporates a feature pyramid network and a relativistic discriminator, enabling
efficient and high-quality blur removal.

For image super-resolution, the field has seen significant advancements. Liu et al. [10]
proposed two enhancements to the ESRGAN algorithm for super-resolution image syn-
thesis. They incorporated channel attention mechanisms (SENet and ECA-Net) into the
generator to model cross-channel feature dependencies, and integrated LPIPS as an image
quality assessment metric in the discriminator. Their approach demonstrated improved
image naturalness and perceptual quality across multiple benchmark datasets, as evaluated
by NIQE and LPIPS metrics.

Transformer-based architectures have recently gained traction in image restoration
tasks. Liang et al. [11] proposed SwinIR, which effectively incorporates Swin Transformer
blocks into a three-part architecture for tasks like super-resolution and denoising, demon-
strating the potential of self-attention for global dependency modeling. Building upon this,
recent advancements have explored more specialized and efficient designs. The LucidFlux
framework adapts a large-scale diffusion Transformer (DiT) for universal image restoration
without relying on text captions. It introduces a dual-branch conditioner to anchor geome-
try from the degraded input and suppress artifacts, achieving robust performance across
various degradation types through a timestep-aware modulation schedule [12]. Another
significant trend is the hybridization of CNNs and Transformers to leverage their com-
plementary strengths. For instance, the MDDA-former architecture strategically embeds
multi-dimensional dynamic attention blocks (inspired by CNNs) for local feature extraction
and efficient Transformer blocks for global context modeling in a U-Net framework. This de-
sign has proven effective for complex degradations like rain and haze, achieving a balance
between performance and computational efficiency [13]. Furthermore, the MSCSCformer
introduces a multi-scale convolutional sparse coding-based Transformer for pansharpening,
which employs both spatial and spectral self-attention mechanisms to capture long-range
dependencies and inter-band correlations simultaneously [14].

2.3. Infrared Image Deblurring

Deblurring IR images presents unique challenges due to the low signal-to-noise ratio
and the complex blur patterns often encountered in practical scenarios. Traditional de-
blurring methods, such as Wiener filtering and Richardson-Lucy deconvolution [15], often
struggle with the spatially varying blur common in IR imagery.

Deep learning approaches have shown promising results in addressing these chal-
lenges. Zhao et al. [16] proposed a GAN-based method incorporating channel prior dis-
crimination for infrared image deblurring. Their approach uniquely combines traditional
and learning-based blind deblurring techniques, addressing both uniform and non-uniform
blur. The method considers blur caused by object motion, camera movement, and scene
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depth variations, demonstrating effectiveness on various datasets for single infrared image
deblurring. Wu et al. [17] introduced a multi-scale network for single image deblurring,
addressing the issues of blurring scale and context information utilization. Their ap-
proach incorporates an Ensemble Learning Model with weak learners and a Spatial Feature
Enhancement Module to preserve spatial details. The proposed method demonstrated
superior performance on benchmark datasets compared to state-of-the-art deblurring
techniques, including NAFNet and Restormer.

2.4. UAV Image Rapid Processing Technologies and Applications

The rapid advancement of UAV in remote sensing has driven increasing demand
for real-time, high-efficiency image processing pipelines, especially in mission-critical
applications such as precision agriculture, urban monitoring, and disaster response. Recent
efforts have focused on optimizing the entire photogrammetric workflow—from feature
matching to pose reconstruction—under challenging conditions including low image
overlap, repetitive textures, and large-format sensor outputs.

Xiao et al. [18] proposed a novel real-time matching and pose reconstruction frame-
work specifically tailored for low-overlap agricultural UAV imagery. By introducing an
adaptive map initialization strategy, optimized feature extraction with global texture aware-
ness, and a multi-model adaptive tracking mechanism, their method achieves robust visual
localization at approximately 3.4 frames per second, significantly outperforming tradi-
tional SfM and SLAM systems in both speed and reliability. This work underscores the
importance of algorithmic resilience in real-time UAV photogrammetry, particularly when
dealing with weakly textured or repetitive scenes—a common challenge also encountered
in infrared imaging.

Further expanding on geometric and semantic integration, Li et al. [19] introduced
a spatio-temporal data fusion framework for digital twin cities, leveraging cross-domain
data integration through a unified geographic entity model. Their system enables real-time
association of heterogeneous urban data via a knowledge graph powered by deep learning-
based address matching, achieving over 99% F1-score in entity alignment. This highlights
a growing trend toward intelligent, context-aware processing architectures that go beyond
pixel-level enhancement to incorporate semantic understanding, a direction highly relevant
for advanced UAV-based surveillance and decision support systems.

In another line of work, Xiao et al. [20] addressed the challenge of affine-invariant
feature matching in oblique urban UAV imagery by proposing the Nicer Affine Invariant
Feature (NAIF) algorithm. By exploiting rough exterior orientation (EO) data to guide
affine rectification before SIFT matching, NAIF drastically reduces computational overhead
while maintaining high correspondence accuracy. This sensor-guided fusion of geometric
priors with traditional computer vision techniques exemplifies an efficient paradigm for
accelerating image processing pipelines—an approach highly compatible with FPGA-based
hardware acceleration, where predictable dataflow and early-stage regularization can
maximize throughput and minimize latency.

Collectively, these studies reflect a shift from purely software-centric optimization
toward tightly coupled algorithm-hardware co-design strategies for UAV image processing.
While much of the existing literature emphasizes visible-spectrum imagery and geometric
reconstruction, there remains a critical gap in real-time enhancement of infrared data—
particularly under motion blur and low signal-to-noise conditions. To this end, FPGA-
based implementations offer a promising avenue by enabling low-latency, power-efficient
execution of deblurring and enhancement kernels, thereby complementing the algorithmic
advances in real-time UAV vision systems.
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2.5. Summary

The deployment of image restoration algorithms on UAV platforms imposes a unique
set of constraints that are often at odds with the high computational demands of modern
deep learning models. As reviewed, existing methods have made significant strides in
enhancing IR image quality [5–7], deblurring [16,17], and even leveraging transformative
architectures like Transformers [11–14]. Furthermore, the push for real-time processing
in UAV photogrammetry is evident [18,20]. However, a critical gap remains in providing
a computationally efficient, end-to-end solution that delivers simultaneous blind deblur-
ring and feature enhancement specifically for power- and latency-sensitive UAV infrared
vision systems.

The prevailing trend towards larger models and more complex architectures [12,21–23]
often leads to high parameter counts and inference latency, rendering them unsuitable for
real-time processing on UAV-borne edge computing devices. While some lightweight net-
works exist [24], they frequently lack the specialized design to handle the severe, spatially-
varying blur and low contrast inherent in UAV-captured IR imagery.

Therefore, our work directly addresses this gap by introducing a novel network that is
co-designed with the UAV’s operational constraints from the ground up.

In summary, the principal contribution of this work is not merely another incre-
mental improvement in image quality, but the presentation of a holistically designed,
application-aware solution that effectively balances restoration performance with the strin-
gent real-world requirements of UAV platforms, as validated by our state-of-the-art results
in accuracy, speed, and power efficiency on edge hardware.

3. Method
This section is divided into three parts, which introduce the overall structure and

principles of the model, the construction method of the required infrared dataset, and the
design of loss functions and training strategies, respectively.

3.1. Network Architecture

UAV infrared imaging faces unique challenges, including image blur and degrada-
tion caused by platform vibration, atmospheric turbulence, and rapid target movement.
Additionally, the inherent low contrast and lack of detail in infrared images further exac-
erbate image quality deterioration [25]. To address these challenges, this paper proposes
a single-image blind deblurring and enhancement network for UAV platforms, designed
to simultaneously achieve blind deblurring and target feature enhancement of infrared
images. The network architecture is illustrated in Figure 2.

Considering the limited computational resources and real-time processing require-
ments in UAV environments, the network adopts an efficient, lightweight design with an
overall encoder–decoder structure. This architecture effectively captures multi-scale image
features while maintaining computational efficiency. The network comprises three key
components: a feature extraction module, a feature fusion module, and a diffusion module.

The feature extraction module consists of three cascaded residual blocks, effectively
mitigating the vanishing gradient problem in deep networks. Unlike mainstream ap-
proaches that reduce image spatial dimensions, this network avoids using max pooling to
better preserve image details and edge information, facilitating the enhancement of infrared
target features. This design choice is based on the critical role of target edge information in
infrared images for object detection and recognition.

The feature fusion module is composed of CUR modules, employing nearest neighbor
interpolation for upsampling. Compared to other upsampling methods such as bilinear
interpolation or transposed convolution, nearest neighbor interpolation is computation-
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ally less expensive and better preserves edge information in lower resolution infrared
images [26]. Concurrently, feature outputs from the extraction module are concatenated,
fusing multi-level image features without significantly increasing computational complex-
ity. This multi-scale feature fusion strategy has proven effective in various computer vision
tasks [27].
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Figure 2. The architecture of the Single-Image Infrared Blind Deblurring and Enhancement Network
for UAV Platforms is presented.

Notably, the diffusion module employs three cascaded ResB blocks to simulate the
progressive refinement characteristic of diffusion models, rather than replicating their full
multi-step noising-denoising mechanism. The choice of three ResB blocks represents a de-
sign trade-off, offering sufficient capacity for progressive refinement while maintaining low
computational overhead suitable for UAV deployment, as validated by our edge inference
results in Section 4.5. Inspired by the iterative enhancement process in diffusion-based
methods [28,29], each ResB stage progressively refines feature representations—effectively
simulating a coarse-to-fine recovery trajectory analogous to multi-stage denoising. While
classical diffusion models explicitly model noise transitions across hundreds of steps, our
design captures a condensed, three-stage refinement process: each ResB incrementally
restores structural details and suppresses artifacts. Additionally, the skip connections in
ResB help maintain information flow throughout the generation process, preserving gradi-
ent flow and information content to prevent loss—a mechanism widely proven effective
in deep learning. This progressive learning strategy enables the model to handle com-
plex degradation patterns efficiently, aligning with the conceptual framework of diffusion
without incurring excessive computational overhead.

3.2. Dataset Construction

Deep learning models driven by data rely on high-quality image deblurring datasets
to learn the correspondence between blurred and sharp images for image restoration and
enhancement. While there are various datasets available for visible light image blind
deblurring, there is a lack of publicly available datasets specifically designed for infrared
image blind deblurring and feature enhancement in air-to-ground scenarios.

To address this issue, we utilized the infrared track dataset from the 2021 Aerospace
Cup competition organized by the National University of Defense Technology as the
foundation for our custom dataset construction. This dataset comprises 21,750 infrared
images captured under diverse meteorological conditions, featuring weak and small targets.
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The images have a resolution of 640 × 480 pixels, with each image containing up to six
small vehicles as targets. Figure 3 presents representative examples from this dataset.

 

Figure 3. Infrared dataset from the 2021 Aerospace Cup competition organized by the National
University of Defense Technology.

We introduced global mixed blur noise to the original images and intensified the
inherent noise in target regions of infrared images to generate degraded images. These
degraded images were then used as input, with the original images serving as ground
truth (GT) for network training. By comparing the differences between the degraded
input and the original image, the network learned to perform image restoration and target
feature enhancement. In practical applications, inputting blurred or original images into
the trained network yields clear images with enhanced features, laying the foundation for
subsequent advanced vision tasks.

During the flight of UAVs platforms, infrared image acquisition is affected by high-
speed flight, attitude changes, and rotor vibrations, resulting in defocus blur, motion blur,
and mixture blur [30]. The blur noise modeling is as follows:

Motion blur, caused by the rapid movement of the UAV platform, can be simulated by
convolving the original infrared image with an affine transformation matrix, as shown in
Equation (1).

Im = Io * WA (1)

where Im represents the motion-blurred infrared image, Io denotes the original infrared
image, * signifies the convolution operation, and WA represents the affine transforma-
tion matrix.

Defocus blur in infrared images can result from improper focusing of the infrared
imaging equipment. This phenomenon can be simulated by convolving the original infrared
image with a Gaussian filter, as expressed in Equation (2).

Id = Io * GF (2)

where Id represents the infrared image with defocus blur, and GF signifies the Gaussian
filter. Mixed blur can be simulated by sequentially convolving the original infrared image
with a Gaussian filter and an affine transformation matrix [31], as shown in Equation (3).
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Imix = Io * GF * WA (3)

Furthermore, due to inherent limitations, infrared imaging devices generate both fixed
pattern noise and random noise during image acquisition [32]. These noise types can be
modeled as follows:

Fixed pattern noise, resulting from non-uniformity in the infrared detector’s response,
imaging defects, and clutter interference, is modeled as multiplicative noise, as expressed
in Equation (4).

xi = aiI + bi (i = 1, 2, . . ., N) (4)

where I represents the incident infrared radiation, xi denotes the response of the detector
element, and N is the number of detector elements in the array. It is evident that the gain
(ai) and offset (bi) of each unit reflect the non-uniformity of individual detector elements.

Random noise, caused by photon fluctuations in infrared background radiation, photo-
electric conversion noise in the infrared detector, and additional noise from signal readout
and processing circuits, is modeled as Poisson noise. Its probability density function (PDF)
is shown in Equation (5).

P(x = m) = λm e−λ/m! (m = 0, 1, 2, . . .; λ > 0) (5)

To ensure the reproducibility of our blur simulation, we specify the parameter ranges
employed for each blur type. For motion blur, the affine transformation matrix WA incorpo-
rated rotation angles uniformly sampled from [−15◦, +15◦] and translation displacements
along both axes within [−20, +20] pixels. Defocus blur was simulated using a Gaussian
filter GF with kernel sizes varying between 3 * 3 and 5 * 5, and standard deviations σ rang-
ing from 0.5 to 4.0. For mixed blur, we sequentially applied the Gaussian filter and affine
transformation matrix, with parameters independently drawn from the aforementioned
ranges. Additionally, to emulate real-world infrared sensor imperfections, fixed pattern
noise was introduced with gain ai and offset bi varying by ±10% around the nominal
response, while Poisson noise was added to simulate photon fluctuations with λ scaled
proportionally to the local image intensity.

3.3. Loss Function and Training Strategy

To comprehensively evaluate the local and global feature differences between the
degraded and original images, we designed a multi-scale loss function. This function
incorporates regional pixel loss, deep feature loss and gradient mixed loss.

3.3.1. Regional Pixel Loss

In infrared image enhancement tasks, methods relying on L2 loss to calculate image
differences primarily focus on disparities between individual pixel values, neglecting the
relationships among pixels. This limitation leads to restricted perception of local features.
To address this challenge, as shown in Equation (6), we introduce a novel loss function that
incorporates pixel relationships into the calculation of image differences, thereby enabling
a more accurate assessment of image disparities. This approach effectively integrates the
connectivity of regional pixels into the loss calculation by adjusting weights ω(i, j) based
on local pixel similarities. This loss not only reflects differences between individual pixels
but also contributes to a more comprehensive evaluation of overall image differences,
particularly emphasizing visually continuous or highly similar regions.

Lpd =
1
N∑i,j ω(i, j)|Io(i, j)− Id(i, j)|2 (6)
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The calculation of ω(i, j) is shown in Equation (7), where α is a regulatory parameter
controlling the degree of influence that similarity has on the weight. The regulatory pa-
rameter α was empirically determined through subsequent ablation studies. We evaluated
a range of values and found that α = 0.5 effectively balances the contribution of local
structural similarity against the global pixel-wise fidelity. A lower α undervalues the local
pixel relationships, reverting the loss towards a standard L2 norm, while a higher α over-
penalizes minor intensity variations, potentially introducing artifacts. The chosen value of
0.5 consistently yielded optimal performance across our validation set, demonstrating a
robust compromise that enhances local feature perception without compromising overall
image integrity. D(i, j) represents the average difference of the 8 surrounding pixels at
corresponding positions in the two images, as specifically illustrated in Equation (8).

ω(i, j) = e−αD(i,j) (7)

D(i, j) =
1
8∑i+1

u=i−1 ∑j+1
v=j−1 |I1(u, v)− I2(u, v)|, (u ̸= i, v ̸= j) (8)

3.3.2. Deep Feature Loss

The deep feature loss is defined as shown in Equation (9). The degraded enhanced
image output by the network and the original image (GT) are separately input into a
pre-trained VGG-16 model to extract their feature representations. Mean Squared Error
(MSE) is used as the loss metric to calculate the difference between these two feature
representations. This ensures that the degraded enhanced image and the original image
maintain consistency at the perceptual level, which is crucial for the visual quality of
the image.

Ldf =
1
N∑N

i=1|VGG(Ioi)− VGG(Iei)|2 (9)

where Ioi represents the original image serving as the GT, Iei represents the degraded
enhanced image output by the network, VGG(·) represents the convolution operation of
the VGG-16 network, and N represents the training batch size.

3.3.3. Gradient Mixed Loss

The gradient mixed loss is shown in Equation (10), which comprehensively considers
both the gradient information and pixel-level differences of the image. Gradient information
represents the rate of change in pixel values of the infrared image, manifesting as edge
information and detailed textures in the image. By minimizing the gradient difference
between the degraded enhanced image and the original image, the network can learn
to enhance image edges and textures. To avoid introducing excessive noise and causing
distortion while enhancing image details, we incorporate the L1 loss function on this
basis. The L1 loss helps the network learn pixel-level consistency of the image, thereby
maintaining consistency between the enhanced image and the original image in terms of
overall brightness and visual effect.

Lgm =
1
N∑N

i=1

(∣∣∣∣∂Ioi
∂x

− ∂Iei
∂x

∣∣∣∣+ ∣∣∣∣∂Ioi
∂y

− ∂Iei
∂y

∣∣∣∣+ β|Ioi − Iei|
)

(10)

where ∂I
∂x and ∂I

∂y represent the gradients of image I in the horizontal and vertical directions,
respectively. β is a weight parameter, adjusted based on experimental results, with a
default value of 1. The weight parameter β is set to 1 to establish an equal contribution
between the gradient loss and the L1 pixel loss. This balanced weighting was concluded
from systematic observation during our experimental phase. We found that assigning
equal importance to both terms ensures that the network simultaneously prioritizes edge
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sharpness (through gradient alignment) and global intensity consistency (through L1
minimization). This 1:1 ratio provided the most stable convergence behavior and superior
quantitative results compared to other tentative values (e.g., 0.5, 2), avoiding the need for
an additional hyperparameter that could lead to over-fitting on a specific dataset.

3.3.4. Progressive Training Strategy

In the realm of infrared image enhancement, the design of the training strategy is
crucial, as it directly impacts the model’s learning effectiveness and ultimate enhancement
performance. Inspired by diffusion models, which simulate the gradual evolution of data
akin to the progressive enhancement of images from low to high quality, we implement a
stage-wise training strategy as a practical realization of diffusion model principles in our
infrared image enhancement task.

Our approach involves adjusting the loss function across different stages to gradu-
ally guide the model in learning deblurring and feature enhancement capabilities. This
progressive training strategy allows the model to focus on different learning objectives at
various stages, incrementally improving its overall performance. Such a gradual learning
mechanism also helps prevent overfitting or local optima traps in the early training phases.

The specific training strategy is as follows. In the initial phase (0–0.2 epochs), we
employ deep feature loss as the total loss function. This enables the model to learn high-
level visual features, which is crucial for preliminary deblurring and enhancing image
structure. In the early training phase (0.2–0.4 epochs), we introduce regional pixel loss as
the total loss function. This significantly enhances pixel-level consistency, ensuring the
enhanced image maintains higher visual similarity to the original. In the mid-training
phase (0.4–0.6 epochs), gradient mixed loss is used for optimization, allowing the net-
work to learn the ability to enhance image edges and textures. In the late training phase
(0.6–1 epoch), we utilize a weighted combination of the aforementioned loss functions as
the total loss. This comprehensively improves the image’s pixel-level accuracy, perceptual
quality, and structural consistency.

Through this progressive training strategy, the model gradually acquires deblur-
ring and feature enhancement capabilities, achieving high-quality infrared image en-
hancement. The total loss function incorporates regional pixel loss, deep feature
loss, and gradient mixed loss, each playing a crucial role in different stages of the
training process.

4. Experiments
4.1. Experiment Environment

To evaluate the effectiveness of the proposed method, ablation studies and comparative
experiments were designed. The hardware platform settings applied in these experiments
are shown in Table 1. Our experiments were conducted under the Python 3.10.12 and
PyTorch 2.1.1+cu121 framework. For both training and testing phases, we utilized a
computing platform equipped with an NVIDIA GeForce RTX 3090 GPU.

Table 1. Applications in each class.

Names Related Configurations

GPU NVIDIA GeForce RTX 3090
CPU Inter(R) Core™ i9-13900K

Operating system Ubuntu 22.04
Deep learning framework Pytorch 2.1.1 + CUDA 12.1
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4.2. Assessment Indicators

In this study, we selected three commonly used metrics to evaluate the performance
of infrared image blind deblurring. Specifically, these include Root Mean Square Error
(RMSE), Peak Signal-to-Noise Ratio (PSNR), and Structural Similarity Index (SSIM). Addi-
tionally, two no-reference metrics were chosen to assess feature enhancement performance
in practical applications: Metric of Enhancement (EME) and Signal-to-Noise Ratio based
Measure of Enhancement (SNRME). Furthermore, inference time on edge devices (Time)
was used to evaluate the practical application inference speed of the algorithm.

RMSE represents the average pixel difference between the degraded enhanced image
and the corresponding original image. A lower RMSE indicates a smaller discrepancy
between the degraded enhanced image and the corresponding original image, suggesting
stronger image stabilization and feature enhancement performance of the network. It is
defined as shown in Equation (11).

RMSE =

√
1
N∑N

i=1(Ioi − Iei)
2 (11)

PSNR (Peak Signal-to-Noise Ratio) is used to evaluate the ratio between the maximum
pixel value and the mean squared error of deblurring in an image. A higher PSNR value
indicates better image deblurring performance. Specifically, PSNR objectively reflects
the degree of image quality improvement, especially in cases where blur is introduced
by motion and noise. The calculation method is shown in Equation (12), where PMAX
represents the maximum pixel value in the image, which is 255 for infrared images.

PSNR = 20log10

(
PMAX
RMSE

)
(12)

SSIM (Structural Similarity Index Measure) comprehensively assesses the similarity
between a clear image and its corresponding deblurred image from three aspects: lumi-
nance, contrast, and structure. A higher SSIM value indicates better image deblurring
performance. The SSIM ranges from 0 to 1, where 1 represents two identical images. This
metric provides a more perceptually relevant evaluation of image quality compared to
pixel-based measures. The calculation method is shown in Equation (13).

SSIM(x, y) =
(2µxµy + C1)(2σxy + C2)

(µ2
x + µ2

y + C
1
)(σ2

x + σ2
y + C

2
)

(13)

where µx and µy represent the mean pixel values of the degraded-enhanced image and the
original image, respectively. σx, σy, and σxy denote the variance of the degraded-enhanced
image, the variance of the original image, and the covariance between the degraded-
enhanced image and the original image, respectively. C1 and C2 are two parameters used
to maintain stability, which are set to 2.55 and 7.65 in this study.

In this study, we employ two no-reference image quality metrics to evaluate the
enhancement performance: the Metric of Enhancement (EME) and a Signal-to-Noise Ratio
based Measure of Enhancement (SNRME). The EME is calculated as Equation (14).

EME =
1

Nb
∑Nb

k=1 20log10(
Imax,k

Imin,k
) (14)

where Nb is the total number of 8 × 8 pixel blocks in the image, and Imax,k and Imin,k are
the maximum and minimum pixel values in the k-th block, respectively. A higher EME
value indicates better local contrast.
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The SNRME, based on the image’s signal-to-noise ratio, is computed as Equation (15).

SNRME =
µ

σ
(15)

where µ is the mean pixel value of the image, and σ is the standard deviation of pixel
values. A higher SNRME value suggests a better balance between signal strength and noise
level in the image.

4.3. Ablation Experiments

To validate the effectiveness of the proposed modules, ablation experiments were con-
ducted, and comparative studies with various state-of-the-art algorithms were performed
under identical conditions. All experimental models were trained from scratch without
pre-trained weights. The input image size was adjusted to 480 × 640, with a batch size of 8
and training duration of 100 epochs.

The results of the ablation experiments are presented in Table 2, with visual examples
shown in Figure 4. The analysis reveals several key insights regarding the contribution of
each component.

Table 2. Comparison of metrics for ablation experiments.

Diffusion Module Regional Pixel Loss Progressive Training PSNR/dB SSIM RMSE EME SNRME

31.35 0.8678 7.16 1.32 3.38√
34.38 0.8721 5.87 1.45 3.39√ √
35.56 0.8715 4.33 1.53 3.42√ √
36.44 0.8919 3.89 1.59 3.44√ √
36.93 0.9006 3.68 1.64 3.47√ √ √
36.95 0.9012 3.67 1.66 3.49

    
(a) (b) (c) (d) 

    
(e) (f) (g) (h) 

Figure 4. Comparison of ablation experiments results. (a) Blurred image, (b) Original image,
(c) No configuration, (d) Diffusion Module only, (e) Diffusion Module + Regional Pixel Loss,
(f) Diffusion Module + Progressive Training, (g) Regional Pixel Loss + Progressive Training, and
(h) Full configuration. The red box is an enlarged detail illustration.

First, the significant performance leap from the baseline (Row 1) to the model with
only the Diffusion Module (Row 2) across all metrics—especially PSNR (31.35 to 34.38 dB)
and EME (1.32 to 1.45)—underscores its role as the foundational component for global
deblurring and contrast improvement. It effectively initiates the restoration process by
suppressing high-frequency noise and recovering low-frequency structural information.

Second, the efficacy of the Regional Pixel Loss and Progressive Training Strategy as
powerful independent enhancers is evident. Rows 3 and 4 demonstrate that introducing
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either one alongside the Diffusion Module yields substantial further gains. Notably, the
configuration employing only these two modules, without the Diffusion Module (Row 5),
achieves performance (PSNR 36.93 dB, EME 1.64) that is remarkably close to the full model
(Row 6). This indicates that the Regional Pixel Loss and Progressive Training Strategy
together possess a strong capability for local detail recovery and overall optimization, to
the extent that they can, to a large degree, compensate for the absence of the dedicated
Diffusion Module. The synergy between them drives high pixel-level accuracy and superior
perceptual quality.

Ultimately, the full model (Row 6), which integrates all three components, achieves
the most balanced and robust performance. While its quantitative metrics are comparable
to Row 5, its incorporation of the Diffusion Module ensures a more stable and generalized
restoration process, as observed qualitatively in Figure 4h, which exhibits superior clarity
and artifact suppression compared to Figure 4g. This validates that the Diffusion Module
provides a crucial deblurring prior, while the other two components focus on enhancement
and optimization, resulting in a synergistic effect that delivers both high-quality and
reliable outputs.

4.4. Comparison with State-of-the-Art Methods

To evaluate the applicability and effectiveness of the proposed method for infrared
image deblurring and feature enhancement in UAV scenarios, comparative studies were
conducted with various state-of-the-art algorithms under identical conditions. The experi-
mental results are presented in Table 3, where the bolded data represent the optimal values.

Table 3. Performance comparison with other algorithms.

Model Parameters PSNR/dB SSIM RMSE

IREGAN [33] 1.05 M 31.87 0.8619 7.16
PWStableNet [21] 7.91 M 30.89 0.8542 7.50

Improved U-Net [22] 7.29 M 31.85 0.9065 6.89
Uformer-T [23] 5.23 M 34.33 0.9144 6.78

HCTIRdeblur [30] 4.77 M 33.38 0.9367 5.43
Ours 3.89 M 36.95 0.9012 3.67

The results demonstrate that our method achieves significant advantages across mul-
tiple evaluation metrics. Specifically, compared to the latest advancement in [30], our
method reduces the parameter count by 18.4% while improving PSNR by 10.7%. This
can be attributed to several factors. While PWStableNet and improved U-Net show good
performance, they have a large number of parameters and high computational complex-
ity. IREGAN adopts a lightweight design with fewer parameters but struggles to handle
complex noise, resulting in lower PSNR and SSIM values.

In contrast, our approach employs a lightweight feature extraction module that fuses
multi-level features at low computational cost. The diffusion module, utilizing cascaded
ResB models, progressively processes noise, enhancing image restoration capabilities.
Furthermore, the introduction of a regional pixel loss function and a staged training
strategy further improves the model’s ability to deblur images and enhance features.

It is noted that our method’s SSIM is lower than some competitors, despite superior
PSNR/RMSE. This stems from a fundamental design choice: our network performs joint
deblurring and active enhancement. The regional pixel loss deliberately enhances local
features and contrasts beyond the original image to improve target saliency for detection.
This enhancement alters local image statistics, slightly reducing structural similarity with
the GT, but yields significantly better pixel-level accuracy and, most importantly, provides
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a more effective input for downstream vision tasks, as confirmed by our object detection
results presented in Section 4.5.

The experimental results of different algorithms are illustrated in Figure 5. It can be
observed that the method in [33], with its shallow convolutional layers, exhibits limited
feature extraction capability and fails to effectively restore image information. The approach
in [21] successfully recovers the contour information of targets but lacks overall contrast.
Methods in [22,23] restore target contour information with good contrast, but suffer from
significant loss of detail information.

    
(1a) (1b) (1c) (1d) 

    
(1e) (1f) (1g) (1h) 

    
(2a) (2b) (2c) (2d) 

    
(2e) (2f) (2g) (2h) 

Figure 5. Two sets of comparative experimental results with state-of-the-art methods. From (1a–1h):
blurred image, original image, method of [33], method of [21], method of [22], method of [23], method
of [30], and ours. From (2a–2h) are the same.

In comparison, our proposed method achieves effective global blind deblurring of
infrared images and local enhancement of target features. The restored images demonstrate
superior clarity, improved contrast, and preservation of fine details. This comprehensive
improvement in image quality is particularly evident in the enhanced visibility of target
features and the overall sharpness of the image.

4.5. Real-World Scenario Evaluation

To validate the practical application value of our method, we implemented algorithm
compilation and hardware deployment using the Vitis-AI framework, and conducted real-
world scenario testing for infrared image deblurring and feature enhancement on an UAV
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platform DJI MATRICE 300 RTK, equipped with Master 600 uncooled Vanadium Oxide
(VOx) IR camera as its payload (Figure 6).

Visible Light 
Camera IR Camera 

Laser Emitter 

Figure 6. DJI Drone Payload.

In the AI full-stack deployment framework for edge computing devices, Vitis-AI
serves as the compiler and backend, receiving network parameters trained by frontend Deep
Neural Network (DNN) frameworks, optimizing and compiling them, and then transferring
the results to the backend for edge device utilization. The algorithm deployment process is
illustrated in Figure 7.

 
(a) 

 
(b) 

Network 
Architecture Base Model Optimized 

Model
Quantized 

Model
Compiled 

Filestraining pruning quantization compilation

Dataset PC Algorithm 
Optimization Process

Test Dataset Compiled 
Files

DPU

Inference 
ResultsTest Files

Edge Inference Process

Figure 7. Optimization and deployment process for deep neural network models using the
Vitis-AI, with (a) representing the host-side optimization process and (b) denoting the edge-side
inference process.

On the host side, the process begins with constructing and training the base model
using the PyTorch deep learning framework. Subsequently, the Vitis-AI tool is employed
for model pruning to obtain an optimized model. Further quantization is performed on the
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model, converting floating-point weights to fixed-point representations to align with FPGA
computational characteristics. Finally, the Vitis-AI compiler compiles the model to generate
compilation files. Concurrently, the compiler optimizes the network model for specific
Xilinx hardware architectures, such as the ZU5EV chip, to achieve optimal performance
and resource utilization. On the edge side, the optimized model can be loaded onto the
Zynq UltraScale+ MPSoC ZU5EV chip for execution.

The quantitative performance metrics of various enhancement methods are presented
in Table 4, with the corresponding visual results illustrated in Figure 8. The bolded data
in Table 4 represent the optimal values. Our proposed method demonstrates notable
improvements in image information content, exhibiting increases of 1.8% and 0.6% in
EME and SNRME, respectively, compared to state-of-the-art approaches. Visually, our
method achieves superior clarity and contrast enhancement, significantly improving target
edge definition and detail preservation. In contrast, other algorithms struggle with detail
blurring or insufficient contrast, particularly in complex background scenarios.

Table 4. Performance metrics comparison of various algorithms in real-world scenarios.

Model EME SNRME Time/Ms Power/W mAP/%

IREGAN [33] 1.25 3.45 5.6 1.36 83.3
PWStableNet [21] 1.40 3.52 17.3 4.50 85.0

Improved U-Net [22] 1.51 3.50 16.8 4.24 85.9
Uformer-T [23] 1.54 3.52 9.2 2.58 86.8

HCTIRdeblur [30] 1.63 3.47 8.2 2.16 86.5
Ours 1.66 3.49 6.1 1.95 87.2

    
(a) (b) (c) (d) 

   

 

(e) (f) (g)  

Figure 8. Comparison of experimental results from various algorithms in real-world scenarios. From
(a–g): original image, method of [33], method of [21], method of [22], method of [23], method of [30],
and ours.

Although the methods proposed in [21,22] achieve relatively high SNRME values, their
complex model structures pose challenges for edge deployment and inference. Our pro-
posed method, however, strikes a balance between accuracy and computational efficiency,
offering faster inference speeds. This makes it more suitable for practical applications,
especially in resource-constrained environments. To quantitatively validate the claim that
our enhancement method facilitates subsequent high-level vision tasks, we evaluated object
detection performance on the enhanced imagery using a pre-trained YOLOv11 network [34].
As presented in Table 4, our method achieves the highest mAP of 87.2%, outperforming all
competing approaches. This result provides concrete evidence that the superior deblurring



Remote Sens. 2025, 17, 3446 18 of 22

and contrast enhancement of our model directly translates into more reliable and accurate
object detection, as demonstrated by its high EME and the visual results in Figure 8. The
corresponding comparisons in Figure 9 further show that our enhanced images enable
the detector to identify targets with greater confidence and reduce false negatives in clut-
tered backgrounds. Thus, this quantitative analysis confirms that our real-time deblurring
network not only improves perceptual image quality but also establishes a more robust
foundation for critical downstream applications in UAV infrared vision.

    
(a) (b) (c) (d) 

   

 

(e) (f) (g)  

Figure 9. Visual comparison of object detection performance on images deblurred by different
algorithms, demonstrating the practical benefit of our method for downstream tasks. Detections are
generated by a pre-trained YOLOv11 model. From (a–g): original image, method of [33], method
of [21], method of [22], method of [23], method of [30], and ours. In the figure, the blue bounding
boxes represent car targets, while the red bounding boxes denote person targets.

Furthermore, the power consumption of the FPGA implementation is a critical consid-
eration for UAV-based edge platforms, where energy efficiency directly impacts mission
endurance. As summarized in Table 4, our method achieves a competitive power con-
sumption of only 1.95 W during real-time inference, significantly lower than several recent
approaches such as PWStableNet (4.50 W) and Improved U-Net (4.24 W). This efficiency
stems from our lightweight architecture design—with only 3.89 M parameters—effectively
balancing computational complexity and inference quality. Such low-power operation, com-
bined with faster processing speed and superior enhancement performance, underscores
the practical viability of our system in resource-constrained aerial imaging scenarios.

The experimental results validate the efficacy of our proposed approach in enhancing
infrared images, demonstrating its superior capability in preserving fine details while
significantly improving overall image quality. Our method achieves this through efficient
feature extraction and fusion strategies, coupled with the synergistic effects of the diffusion
module and region-specific pixel loss. This combination enables more effective deblurring
and feature enhancement of infrared images in UAV scenarios. Furthermore, the compu-
tational efficiency of our method addresses the growing demand for real-time processing
in various infrared imaging applications. By providing higher quality, enhanced infrared
images, our approach lays a more reliable foundation for subsequent advanced vision tasks,
such as object detection and tracking. This improvement in image quality and processing
speed represents a significant step forward in infrared image processing, particularly for
applications requiring rapid, on-board analysis in dynamic environments.

To further analyze the system latency, we deconstructed the total inference time into
three distinct stages: (1) the pre-processing stage, executed by the ARM processing unit,
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which handles image decoding and resizing; (2) the network inference stage, accelerated
by the dedicated DPU kernel, which performs convolutional operations; and (3) the post-
processing stage, again handled by the ARM unit, responsible for image display. The
profiling results, detailed in Table 5, reveal a significant disparity in the time distribution:
the pre-processing stage dominates the latency, accounting for 64% of the total time, while
the core network inference and post-processing stages constitute 15% and 21%, respectively.
This imbalance can be primarily attributed to the architectural mismatch between the tasks
and the processing units. The pre- and post-processing stages, involving memory-intensive
and sequential operations, are executed on the general-purpose ARM processor, which
becomes a bottleneck. In contrast, the network inference stage is highly optimized and of-
floaded to the specialized DPU, a domain-specific architecture designed for efficient parallel
computation of convolutional layers, resulting in its markedly lower latency. Consequently,
these findings indicate that the primary target for subsequent optimization should be the
acceleration of the pre- and post-processing stages, potentially through algorithmic refine-
ments, instruction-level optimizations on the ARM cores, or the integration of lightweight
hardware accelerators for specific data handling tasks.

Table 5. Breakdown of the end-to-end inference time.

Stage Processing Unit Key Operations Time Consumption (%)

Pre-processing ARM Image Decoding,
Resizing 64

Network Inference DPU Kernel Convolutional
Operations 15

Post-processing ARM Image Display 21

Additionally, to evaluate the hardware efficiency and feasibility for deployment on
resource-constrained UAV platforms, the post-implementation resource utilization of our
design on the Zynq UltraScale+ MPSoC is summarized in Table 6. The results demonstrate
a balanced resource consumption profile. The LUT utilization of 55% is expected, as it
primarily drives the compute-intensive operations of the Deep Processing Unit (DPU).
A moderate Flip-Flop usage of 33% reflects an efficient pipeline design, while the 22%
consumption of Block RAM is adequate for storing the parameters of our model after
quantization and the intermediate feature maps. This resource footprint, combined with
a total power consumption of 1.95 W, confirms the practical viability of our system for
embedded aerial applications.

Table 6. Hardware Resource Utilization Analysis.

LUTs FFs BRAM

Total Available 117,120 234,240 144
Amount Utilized 64,416 77,299 32
Utilization Ratio 55% 32.9% 22.2%

Primary Function Compute,
Control Logic Pipeline Registers Feature Map,

Weight Storage

5. Conclusions
In this article, we proposed a novel single-image blind deblurring and enhancement

network for UAV infrared imaging systems. This approach effectively addresses the inher-
ent limitations of uncooled infrared sensors and the image degradation caused by platform
vibrations, which typically result in low contrast and detail loss. Our network architecture,
comprising feature extraction, fusion, and simulated diffusion modules, achieves global
blind deblurring and local feature enhancement of infrared images.
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The introduction of a region-specific pixel loss function significantly improved the
model’s ability to capture local features, while the progressive training strategy fur-
ther enhanced overall performance. Experimental results demonstrate that our method
reduces parameter count by 18.4%, improves PSNR by 10.7%, and decreases FPGA-
based edge-device inference time by 25.6% compared to state-of-the-art approaches such
as HCTIRdeblur [30]. These improvements not only enhance the quality of UAV in-
frared images but also provide a more reliable foundation for subsequent advanced
vision tasks.

Despite the promising results, certain limitations of the proposed methodology war-
rant discussion. Firstly, the model’s performance is inherently tied to the diversity and
quality of the training dataset. While our custom dataset covers various blur types, it
may not encompass all possible real-world degradation scenarios encountered by UAVs
in extreme conditions. Secondly, as a supervised learning approach, our method re-
lies on the availability of paired sharp-degraded data, which can be challenging to
acquire at scale for specific operational environments. Future work will focus on ex-
ploring self-supervised or test-time adaptation techniques to mitigate this dependency
and enhance the model’s generalization capability across a broader spectrum of unseen
degradation patterns.
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