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Abstract

:

Lidar sensors enable precise pose estimation of an uncooperative spacecraft in close range. In this context, the iterative closest point (ICP) is usually employed as a tracking method. However, when the size of the point clouds increases, the required computation time of the ICP can become a limiting factor. The normal distribution transform (NDT) is an alternative algorithm which can be more efficient than the ICP, but suffers from robustness issues. In addition, lidar sensors are also subject to motion blur effects when tracking a spacecraft tumbling with a high angular velocity, leading to a loss of precision in the relative pose estimation. This work introduces a smoothed formulation of the NDT to improve the algorithm’s robustness while maintaining its efficiency. Additionally, two strategies are investigated to mitigate the effects of motion blur. The first consists in un-distorting the point cloud, while the second is a continuous-time formulation of the NDT. Hardware-in-the-loop tests at the European Proximity Operations Simulator demonstrate the capability of the proposed methods to precisely track an uncooperative spacecraft under realistic conditions within tens of milliseconds, even when the spacecraft tumbles with a significant angular rate.
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1. Introduction


With the increasing number of active or inactive satellites orbiting the Earth, there is a need for maintaining the space infrastructure in orbit. This maintenance can include on-orbit servicing missions designed to expand the lifetime of a satellite by repairing or refueling, or active debris removal missions to take inactive satellites which could become a threat to other spacecrafts off orbit. Such a mission was demonstrated in geostationary orbit with the “Mission-Extension Vehicle 2” [1], aiming at extending the lifetime of “Intelsat 10-02” by five years.



In this context, the target spacecraft is uncooperative and might be tumbling freely. During the far- and mid-range phase of the rendezvous, an estimation of the target’s position is sufficient to initiate the approach. However, once in close-range (typically at a relative distance below 30 m), precise relative pose estimation (position and attitude) becomes necessary in order to perform possible robotic activities such as grasping and detumbling. If visual cameras can be used for pose estimation, they are also strongly affected by the varying luminosity conditions (day/night eclipses and high contrast) [2]. On the contrary, active range imaging sensors such as lidars and time-of-flight (ToF) cameras are less affected by the illumination conditions. The use of these sensors for space rendezvous is being increasingly studied due to the advances in these sensing devices [3].



ToF cameras provide a precise and instantaneous depth image of an object, often associated with intensity or RGB information. Yet these cameras have a very limited range with a maximum working distance of around 10 m [4,5,6], so that they have to be used in conjunction with another sensor with a wider working range for complete rendezvous scenarios. In contrast, existing lidar sensors for space can work at distances of several hundred meters up to several kilometers [1,7], so they can also be used to provide distance and direction measurements in mid-range. Thus, lidar sensors are suitable for transitioning from angles-only navigation in far-range [8,9] to full pose estimation in close-range. For this reason, the use of a lidar for uncooperative pose estimation is studied in this work. Lidars also provide precise 3D scans, yet because of their relatively low framerate, they can be subject to motion blur effects. In particular, if the target spacecraft tumbles with a high velocity, this effect becomes significant.



When using 3D scans, the task of relative pose estimation is usually split in two distinct steps, pose initialization and pose tracking. Methods for pose initialization are also widely discussed in the literature [10,11,12], but this work will focus on the second part, pose tracking. Point cloud registration aims at aligning two 3D scans given an initial estimate of their relative pose. The most commonly used registration algorithm is the iterative closest point (ICP) [13]. ICP or one of its variants is generally used for tracking an uncooperative target with range imaging sensors [3]. While ICP is a precise and robust registration method, when the size of the point clouds increases, it can become difficult to perform registration in real-time [6]. This is especially true with on-board computers which have limited capabilities compared to the processing hardware available on ground.



An alternative algorithm is the normal distribution transform (NDT) [14], which was often found to be faster than ICP while reaching similar precision [15,16]. However, the NDT suffers from discontinuity issues of the cost function, making it sensitive to a good initial estimate in order to converge [17]. The main contributions of this work are the formulation of a smoothed version of the NDT aiming at tackling this issue, the investigation of different strategies for accounting for motion blur when tracking tumbling targets, and the extensive hardware-in-the-loop evaluation of these methods. In detail, a Gaussian kernel is used to smooth the NDT map and increase the algorithm’s robustness and efficiency. For performing motion blur correction of the point cloud, the first evaluated strategy consists in the use of a Kalman filter, and the second in a continuous-time formulation of the NDT registration algorithm. The different methods are evaluated experimentally and compared to ICP in hardware-in-the-loop tests for different scenarios, including cases where the target satellite tumbles with a high angular rate.



The remainder of this paper is structured as follows. In Section 2, related work and point cloud registration algorithms are described in detail. Section 3 introduces the proposed smoothed NDT algorithm as well as strategies for motion blur compensation. Hardware-in-the-loop experiments were performed to evaluate these methods for tracking uncooperative tumbling targets. They are presented in Section 4, and discussed in the following Section 5. Finally, Section 6 concludes the paper.




2. Related Work


2.1. Point Cloud Registration


Fine point cloud registration methods are local optimization methods, which rely on an initial estimate to find the relative pose between two scans. These methods are used in various fields of robotics. An extensive review of fine point cloud registration methods can be found in [17]. When using a registration method, the two scans which are matched are called the target and the source point cloud. The target point cloud is the reference or model scan, which is possibly created from a CAD model. The second scan is the source point cloud; it is often the last point cloud that was recorded by the sensor.



The most famous fine registration method is the iterative closest point (ICP), which was introduced by Besl and McKay [13]. The principle of ICP is to express the disparity between the two point clouds via a least squares formulation. For each point of the source cloud, the Euclidean distance to the closest point in the target point cloud is measured. The optimal rigid transformation that aligns both scans is found by minimizing the sum of these squared distances iteratively until convergence. There exist numerous variants of the ICP, among which are point-to-plane ICP [18], trimmed ICP [19] or generalized ICP [20]. The ICP is a highly precise registration method. Nevertheless, association mismatches can happen due to the nearest neighbor strategy [17].



A second popular algorithm is the normal distribution transform (NDT). The NDT was first introduced for 2D point clouds by Biber and Straßer [14] before being extended for 3D scans [21]. The first step of the NDT is to subdivide the scene into a regular voxel grid. For each voxel, the mean and covariance of the points of the target point cloud which fall into this cell are computed. The idea of the NDT is to assume that the points of the target point cloud follow a normal distribution in each cell. The alignment of a source point cloud is found by maximizing its likelihood according to this probability distribution. Likewise, gradient-based methods are used for finding the optimal pose iteratively. The NDT is also a high-precision registration method, and can be faster than the ICP because of the voxel-wise representation [15,16]. Instead of choosing a fixed voxel size for the NDT grid, coarse-to-fine strategies consist in computing multiple NDT runs with progressively reduced cell size [22,23]. Other approaches set the cell size to be smaller close to the origin of the sensor and coarser further away to account for the uneven density of points in the cloud [24,25]. Rather than using a voxel grid, Das and Waslander apply a clustering algorithm to define the groups of points which should be represented by a common distribution [26].



When the pose changes during the iterations of the NDT algorithm, the points of the source point cloud can be associated with a different voxel of the target cloud than previously. In consequence, the cost function of the NDT varies discontinuously. These discontinuities are more pronounced for the NDT than ICP because of the coarser voxel representation. Therefore, the NDT more than the ICP relies on a good initial estimate for finding the correct pose transform [27]. Solutions to overcome this robustness problem such as using eight overlapping voxel grids [24,28] or tri-linear interpolation between neighboring cells [15] lead to an increase in the computation time by four to eight times. Likewise, Quenzel and Behnke [25] form a Gaussian mixture representation by associating each point with the 27 surrounding voxel distributions, and incorporate additional metrics in the representation, but their method requires a GPU to run in real-time. Instead of 3D NDT distributions, it is also possible to consider planar distributions (surfels) adapted for projective data association on a GPU, and minimize the point-to-plane error [29]. However, there is a need for addressing the NDT discontinuity problem without losing the efficiency of the algorithm or requiring a GPU.



Lidar sensors are subject to motion blur or motion distortion effects, especially when dealing with fast dynamics. A common strategy to mitigate this effect is to motion compensate the point cloud in a pre-processing step based on the assumption of constant velocity and angular velocity during the scan [30,31]. In lidar odometry and mapping [32], feature-based motion estimation is performed with high frequency, before motion compensation and global registration is executed with lower frequency. Alternatively, elastic or continuous-time scan registration algorithms iteratively estimate the motion that the sensor had during the scan as part of the optimization routine [33,34,35].




2.2. Satellite Pose Tracking Using Range Data


Most authors rely on the ICP for satellite tracking with range data [4,7], or on one of its variants. Opromolla et al. use the ICP with a nearest neighbor search for the first iteration and normal shooting for the following ones [36]. Li et al. use RANSAC in combination with the ICP for robustly rejecting association mismatches and performing model-less tracking of the spacecraft using a SLAM scheme [37]. For a faster nearest neighbor search, Klionovska and Burri apply the ICP in conjunction with the reverse calibration method, meant for the registration of range images provided by ToF sensors such as PMD cameras [5]. Because ToF sensors can deliver very dense point clouds at close range, Sun et al. first extract salient points from the scan before performing ICP registration on the reduced point clouds [6]. The consecutive scans are used to increment a global map and build a model of the target spacecraft. Their approach is also compared to the classical ICP, generalized ICP and NDT, but requires high-resolution depth images. To the best of our knowledge, their work is the only one investigating the use of the NDT for satellite pose tracking reported so far, and relies on the implementation from the C++ Point Cloud Library.



Many factors can influence the quality of the point clouds: beam divergence, sensor noise, materials on the target. In particular, spacecrafts are often coated with golden multi-layer insulation (MLI) sheets, and the resulting reflections and light scattering affects the quality of the scans. To mitigate the effect of these reflections, Wang et al. use a trimmed ICP to robustly reject outliers [38]. Another effect is motion distortion, which arises when using a scanning lidar with a low acquisition frequency compared to the angular rate of the satellite (typically when the target rotates by more than a few degrees during one scan). ToF cameras are not affected by this effect due to their scanning principle, and many experimental evaluations conducted during hardware-in-the-loop experiments rely on their use [4,5,6,38]. Martinez et al. consider the problem of tracking a rocket upper-stage body spinning with a high angular rate of 10 deg/s, with simulated ToF measurements at 1 Hz [39]. For speeding up the tracking process, they combine the ICP with key-point description and matching. When using lidar simulators, motion blur is an effect which is often not modeled to generate the point clouds [36,40]. However, to account for low lidar frame-rates and the pose shift that might have happened between two scans, Opromolla and Nocerino use an unscented Kalman filter to predict the current pose of the target spacecraft [40]. The unscented filter is preferred for accounting for the non-linearities of the dynamics. The filter prediction is then used as an initial guess for ICP registration. A scanning lidar mounted on a robotic facility is used by Li et al. for estimating the pose and inertial parameters of a tumbling satellite [37]. The target satellite rotates at 1 deg/s for a scan time of 1.65 s, so that motion blur is not taken into consideration. Yin et al. conduct a hardware-in-the-loop experiment with a target tumbling with 10 deg/s, but the single-line scanning lidar that was used has an equally high acquisition frequency of 10 Hz [41]. Thus, as far as we know, the impact of motion blur when using a scanning lidar for tracking a rapidly tumbling target remains unstudied.





3. Proposed Methods


3.1. Smoothed Normal Distribution Transform


The smoothed NDT is a variant of the NDT that we introduced in [42]. It aims at mitigating the discontinuity issues of the NDT cost function mentioned in Section 2.1 without affecting the computation time of the algorithm. We will detail the main steps here. For clarity of the notation, scalars will be written in normal font, vectors in bold, and matrices in capital bold letters.



Instead of subdividing the target point cloud into a regular voxel grid (typically via an octree), the smoothed NDT relies on a kd-tree partition of the target point cloud. During construction, each cell of the tree is subdivided recursively until a minimal cell size is reached. Once the subdivision has happened, as in a standard NDT, the distribution of the points in each cell is computed. For each cell indexed by   k ∈  1 , … , n   , the distribution is characterized by the mean and covariance   (  μ k  ,  C k  )   of the points of the target cloud belonging to that cell. Afterwards, the distributions of all cells undergo a smoothing step, so that each cell not only represents the distribution of the points it contains, but also of neighboring points.



The principle of the smoothing of a cell is presented in Figure 1. Given a certain smoothing radius, all cells within the radius are aggregated and weighted depending on their distance to the considered cell’s center. Let p be the number of distributions within the radius, which are indexed by    k 1  , … ,  k p   . The new distribution obtained by aggregating theses distributions characterized by    (  μ  k 1   ,  C  k 1   )  , … ,  (  μ  k p   ,  C  k p   )    with the weights    w  k 1   , …  w  k p     is defined by the mean and covariance:


   μ ˜  =  ∑  i = 1  p   w  k i    μ  k i    ,   C ˜  =  ∑  i = 1  p   w  k i    (  C  k i   +  μ  k i    μ   k i   T  )  −  μ ˜    μ ˜  T  .  



(1)







The weights are given by a continuous Gaussian blur. If  c  is the center of the cell being currently smoothed, then a distribution with   n  k i    points and mean   μ  k i    has a weight:


   w  k i   ∝  n  k i   exp  ( −     | |   μ  k i   − c   | |  2    2  σ 2     )  ,  



(2)




where  σ  is the standard deviation of the chosen Gaussian blur. It is typically chosen to be close to the minimal cell size of the kd-tree [42], while the smoothing radius for considering neighboring distributions can be chosen to equal   3 σ  .



Finally, registration of a source point cloud   (  z 1  , … ,  z m  )   is performed using the smoothed distributions. The homogeneous 3D transformation which aligns the source point cloud with the target point cloud is denoted by   T ∈ S E ( 3 )  . In this work, the pose will be characterized by a rotation matrix and a position and will be viewed as   T =  ( R , p )  ∈ S O  ( 3 )  ×  R 3   . Instead of computing the likelihood according to the normal distribution as in the classical NDT, a relaxed cost function is used to speed up the optimization process, as in [23]. The optimal pose is the one which minimizes the distance of the source point cloud to the distributions of the target point cloud in a least squares sense, according to the Mahalanobis distance between a point and a distribution:


   min T   ∑  i = 1  m      μ ˜   η ( i )   − T  (  z i  )   T    C ˜   η ( i )   − 1      μ ˜   η ( i )   − T  (  z i  )   .  



(3)







Here,   η :  1 , … , m  →  1 , … , n    is the mapping, such that   (   μ ˜   η ( i )   ,   C ˜   η ( i )   )   are the smoothed distribution parameters of the cell closest to   T (  z i  )  . The cost function is minimized in an iterative way using weighted least squares. The gradients can be computed analytically. For a representation of the optimization problem with a minimal number of parameters, the optimization can be performed in the manifold of the Lie group   S E ( 3 )  . Using the same convention as Sola et al. [43], the capitalized Exp and Log function map a vector   ρ ∈  R 3    to its corresponding rotation matrix   R ∈ S O ( 3 )  :


  Exp  ( ρ )  ≜ exp  (  ρ ×  )  = R ,  Log  ( R )  = ρ ,  



(4)




where   ρ ×   is the cross product matrix of  ρ . The left “round-plus” operator is introduced to represent an increment of an element   T = ( R , p )   of   S E ( 3 )   by a vector of the manifold   δ ∈  R 6   :


  δ ⊕ T =  Exp   δ  1 : 3    R ,   δ  4 : 6   + p  .  



(5)







Next, the left Jacobian on Lie groups [43] of a transformation of a point   z i   is defined by


     J i     =    D T (  z i  )   D T             ≜  lim  δ → 0       ( δ ⊕ T )   (  z i  )  − T  (  z i  )   δ            =      −   ( R  z i  )  ×   I 3       ,     



(6)




where   I 3   is the identity matrix of size 3. The justification for the last line is given in Appendix A.1. The increment to apply according to the Gauss–Newton algorithm is   ϵ ∈  R 6    solution of


   (  ∑  i = 1  m   J i T    C ˜   η ( i )   − 1    J i  )  ϵ = −  ∑  i = 1  m   J i T    C ˜   η ( i )   − 1    T   z i   −   μ ˜   η ( i )    .  



(7)







Finally, the pose is updated via   T ← ϵ ⊕ T   until convergence.



Compared to the classical NDT, the smoothed NDT only requires the additional smoothing step, which is performed as a pre-processing step. Because the smoothing can be performed efficiently using the tree structure, the additional computation time is minor [42]. In the case where a reference 3D model of the satellite is known beforehand, the construction of the smoothed NDT map only has to be performed once with this model point cloud. Each incoming source point cloud is then registered with respect to this smoothed NDT map.




3.2. Conjunction with a Filter and Motion Compensation


In its basis configuration, the tracking always uses the previous NDT result as an initial guess for estimating the pose of the current scan. The principle of this tracking method is summarized in Figure 2.



When the lidar frame-rate is low, or the relative dynamics is fast, this initial guess might be inaccurate. A more precise initial estimate can be obtained by using the prediction from a navigation filter as an initial estimate, whether it is with a simple kinematic-only filter [36] or a more complex unscented filter [40]. Similarly to [36], we use a simple filter to estimate the current velocity and angular velocity of the target satellite. The currently estimated position and velocity of the target with respect to the chaser are denoted by   p k   and   v k  . The predictions at the next time step after time   Δ t   are denoted by the subscript   k + 1 | k  . Under a simple assumption of constant relative velocity, they yield


       p  k + 1 | k      =  p k  +  v k  Δ t       v  k + 1 | k      =  v k       .  



(8)







The attitude of the target in the chaser coordinate frame is   R k  , and   ω k   is the angular velocity expressed in the target coordinate frame. The prediction according to a simplified model of constant angular velocity is


       R  k + 1 | k      =  R k  Exp  (  ω k  Δ t )        ω  k + 1 | k      =  ω k       .  



(9)







This basic evolution model of the relative dynamics is sufficient for the purpose of this filter, which is only to support the pose estimation. Moreover, it does not require knowledge of the target’s inertial parameters. For the guidance and control tasks, a separate and more complex filter can be used, but is not the subject of this work.



The NDT algorithm provides a pose measurement   (   R ¯   k + 1   ,   p ¯   k + 1   )   which is used to update both Kalman filters. The position filter is a linear Kalman filter. Given the state and measurement noises, the gain    K  k + 1   p o s   ∈  R  6 × 3     is obtained by the standard Kalman filter theory, and is used to perform the update:


       p  k + 1        v  k + 1       =      p  k + 1 | k        v  k + 1 | k       +  K  k + 1   p o s    (   p ¯   k + 1   −  p  k + 1 | k   )  .  



(10)







For the attitude, an invariant extended Kalman filter (IEKF) [44] is used, as it is an elegant generalization of extended Kalman filtering on Lie groups. Similarly to an extended Kalman filter, the IEKF theory provides a gain    K  k + 1   a t t   ∈  R  6 × 3     which is used to update the attitude prediction. We refer to [44,45] for a detailed description of the IEKF equations. The increment in the attitude space is performed using the ⊕ operator of Equation (5):


   (  R  k + 1   ,   ω  k + 1   )  =   K  k + 1   a t t   Log  (   R ¯   k + 1    R  k + 1 | k  T  )   ⊕  (  R  k + 1 | k   ,   ω  k + 1 | k   )  .  



(11)







In addition to providing an initial guess for the registration algorithm, the predictions of the filter can be used to perform motion compensation of the point cloud. Motion compensation is the process of correcting the point cloud using the individual timestamp of each point in order to mitigate the effects of motion blur. In detail, each point   z i   of a new point cloud has a timestamp    t i  ∈  [  t k  ,  t  k + 1   ]   , where   t k   and   t  k + 1    are the start and end times of the scan. The point cloud is motion compensated to transform all points to the position they would have at the end of the scan. Calling   Δ  t i  =  t  k + 1   −  t i   , each point expressed in the chaser coordinate frame is transformed according to the linear kinematics model of Equations (8) and (9):


   z i   (  t  k + 1   )  =  p  k + 1 | k   + Exp  (  R k   ω k  Δ  t i  )   (  z i   (  t i  )  −  p  k + 1 | k   +  v k  Δ  t i  )  ,  



(12)




where    R k   ω k    is the angular velocity expressed in the chaser coordinate frame. This motion compensation can be performed as a pre-processing step of the raw point clouds prior to performing registration. It is computationally inexpensive compared to the registration algorithm. The overall tracking logic when using the filter prediction and performing motion compensation in conjunction with smoothed NDT registration is presented in Figure 3.




3.3. Continuous-Time NDT


An alternative solution to account for motion blur is the use of a continuous-time registration algorithm, for which not only the points’ position, but also their timestamp is considered during the optimization. The proposed continuous-time approach is similar to Elastic Lidar Fusion [33], but differs in that we use the smoothed NDT as an underlying registration algorithm and provide an analytical formula for the computation of the gradients.



We consider a start pose   T s   at time   t s  , and an end pose   T e   at time   t e  . The poses are characterized by the rotation matrices    R s  ,  R e  ∈ S O  ( 3 )    and the positions    p s  ,  p e  ∈  R 3   . The interpolated pose at time   t ∈ [  t s  ,  t e  ]   is given by the position and attitude


       p u     =  ( 1 − u )   p s  + u  p e        R u     = Exp  u Log   R e    (  R s  )   − 1      R s       ,  



(13)




where   u =    t −  t s     t e  −  t s       is the interpolation factor. The second expression is simply the matrix formulation of the spherical linear interpolation (slerp).



Given a source point cloud   (  z 1  , … ,  z m  )   with timestamps    t i  ∈  [  t s  ,  t e  ]   , the objective of the continuous-time NDT is to find the end pose   T e   solution of


   min  T e    ∑  i = 1  m      μ ˜   η ( i )   −  T i   (  z i  )   T    C ˜   η ( i )   − 1      μ ˜   η ( i )   −  T i   (  z i  )   .  



(14)







This formulation is very close to the one of the smoothed NDT (Equation (3)) with the difference that   T i   is the pose interpolated between   T s   and   T e   at time   t i  , according to Equation (13), which we write    T i  = interp  (  T s  ,  T e  , u )   . The optimization of the end pose   T e   is performed in the same way as described in Section 3.1, using the Jacobian of the interpolated transformation of a point   z i   which is given by


   J i  =    D interp  (  T s  ,  T e  , u )   (  z i  )    D  T e     =      −   (  R u   z i  )  ×  u  D exp   ( u Log Q )   D log   ( Q )   u  I 3       ,  



(15)




where   Q =  R e    (  R s  )   − 1    , and   D exp   and   D log   are the derivation of the matrix exponential and logarithm in the tangent space of   S O ( 3 )  , as given in [46]. The justification for obtaining this Jacobian is provided in Appendix A.2.



Note that in this formulation, the start pose   T s   is fixed and typically the result of the registration at the previous step. For accounting for high frequency motion, it is possible to relax this constraint [35], and to simultaneously optimize both poses   T s   and   T e  . However, this involves optimizing more parameters, and was found to be less stable in our experiments.



An important point usually performed as a pre-processing step for all registration algorithms is to start with a down-sampling of the point cloud using a regular voxel grid, not only to limit the point cloud size, but also to have a more even partition of the points, independently of the sensor’s scanning pattern. When down-sampling before using a continuous-time algorithm, it is important not to lose the timestamp information. We choose to set the timestamp of each down-sampled point according to the mean of the timestamps of the points which fell into that voxel. For better stability, the filter prediction can also be used as an initial guess when using the continuous-time formulation of the smoothed NDT. The resulting logic is presented in Figure 4.





4. Experimental Results


4.1. Hardware-in-the-Loop Experiments at the European Proximity Operations Simulator


The European Proximity Operations Simulator (EPOS) [47] is a hardware-in-the-loop test facility located at the German Space Operations Center (GSOC). The facility consists of two robotic arms which can move with 6DOF, as shown in Figure 5. One of the robotic arms is additionally mounted on a linear rail, so that relative motions can be simulated up to a relative distance of 25 m. A spotlight simulates sun light. For these experiments, a true scale mockup of the DEOS (Deutsche Orbitale Servicing Mission) satellite project was used. This mockup is made of realistic materials, such as the solar panels and the golden multi-layer insulation (MLI) sheets.



For the experiments, a lidar sensor from the automotive domain (Livox® Mid-40) was used. Because the lidar also captures points from the test facility which would not be observed in space (robotic arm, floor, curtains in the background…), points which do not belong to the spacecraft mockup are cropped out from the point cloud in a pre-processing step. The point clouds captured by the lidar are very noisy. A first cause for erroneous points is the effect of beam divergence, which is illustrated in Figure 6. Due to the high reflectivity of the MLI, whenever the orientation of the sheets is not perpendicular to the sensor, the surface becomes invisible or displays reflected points, as shown in Figure 7. This sensor also has a non-repetitive scanning pattern, so that the sampling frequency of the point clouds can be chosen in order to have a good trade-off between the density of the point clouds, and the frequency of the acquisition of new data. For the experiments, a constant acquisition frequency of 1 Hz was set.



The EPOS facility is commanded by a space dynamics simulator which calculates the dynamics of both satellites. A GNC system is also integrated in closed loop, so that maneuvers are commanded in real-time to follow the desired rendezvous approach. The point cloud processing presented in this work is integrated within this GNC system, so that the rendezvous can be performed solely with the lidar, or by fusing the measurements from multiple sensors (for instance lidar and camera) [48].




4.2. Evaluated Methods


We propose to compare the smoothed NDT, smoothed NDT with motion compensation, and continuous-time NDT for lidar-based tracking of a satellite in close range. Given a CAD model of the target, a point cloud model of the target is constructed, against which the real point clouds captured by the sensor are matched. We additionally compare our methods with a state-of-the-art implementation of the ICP given by the 3D toolkit [49]. The ICP is compared with the smoothed NDT in its basic functioning, meaning that the previous result of the registration is used as initial estimate whenever a new point cloud is received, as in the configuration described in Figure 2. To distinguish between the different variants that are compared, we will refer to the different algorithms by the following:




	
NDT: Smoothed NDT as presented in Section 3.1, with simple feedback as in Figure 2;



	
NDT-deblurring: Smoothed NDT with motion compensation as in Section 3.2, in conjunction with the Kalman filter as in Figure 3;



	
CT-NDT: Continuous-time smoothed NDT presented in Section 3.3, in conjunction with the Kalman filter as in Figure 4;



	
ICP: Implementation of ICP from the 3D toolkit, with simple feedback as in Figure 2.








The same parameters were used for the three different NDT-based methods for both experiments, and are presented in Table 1. For the ICP, these parameters had to be adapted in order to achieve better precision. The maximum number of iterations was also doubled with respect to the NDT, at the expense of longer processing times, but these iterations are needed by the algorithm in order to converge to the correct estimation. The different methods were implemented in C++, and the processing times were all evaluated on one core of an Intel Core i7 CPU.




4.3. Hardware-in-the-Loop Results for a Slowly Spinning Target


The first experiment performed at EPOS consisted of an inspection and rendezvous scenario at a distance of 15 m to 3 m from the target satellite. When the relative distance of the center of mass of both satellites was 3 m, the distance to the target’s surface was smaller (around   1.5   m), so that at this distance, servicing or de-orbiting operations could take place.



The local vertical, local horizontal (LVLH) frame of the target spacecraft was used to represent the rendezvous trajectory. During the whole experiment, the target spun freely around the   y  L V L H    axis at    1 °  /  s, as represented in Figure 8a,b. The rendezvous was divided in several parts, and started at a relative distance of 15 m from the target, as depicted in Figure 8c. In the first phase (until   t = 500   s), an inspection trajectory was flown to view the target from different sides, at a steady distance of 15 m. Once the initial hold point was reached again, the approach started along the   −  y  L V L H     direction. The first approach from 15 m to 8 m (for   t ∈ [ 550  s , 900  s ]  ) was performed with a velocity of 2 cm/s, and the following approach from 8 m to 3 m (for   t ∈ [ 970  s , 1470  s ]  ) was conducted at 1 cm/s.



The whole experiment lasted about 27 min, during which the lidar was operated at 1 Hz. The trajectory was flown in a closed loop with the GNC system relying solely on the lidar NDT pose tracking. At the start of the experiment, the tracking was initialized with the target’s ground truth pose. The original point clouds contained between 8000 and 70,000 points, depending on the relative distance to the target. After applying a voxel filter with a grid size of 2 cm, the down-sampled point clouds contained between 6000 and 15,000 points.



While the trajectory was flown in a closed loop with the GNC system, to compare the different variants, the results were reproduced in an open loop after the experiment with the saved point clouds. The results of the pose tracking during the rendezvous for the four algorithms are presented in Figure 9.



For each algorithm, the total attitude and position error compared to the ground truth given by the facility is presented. The position error is defined as the distance between the true and estimated position of the target’s center of mass in the chaser frame. The total attitude error is defined to be the angle (as in the axis-angle representation) describing the magnitude of the rotation between the true and estimated attitude.



If the translation errors of all algorithms are similar, the angular errors differ between the methods. The maximal angular error over the approach for the NDT (Figure 9a) is   2 .  6 °   , while it is   2 °   for NDT-deblurring (Figure 9c) and   2 .  1 °    for the CT-NDT (Figure 9e). For the ICP, the maximal angular error is   4 .  7 °    (Figure 9g). These results, as well as the average and maximum values of the execution times and number of iterations for each algorithm, are summarized in Table 2. The execution times comprise the full processing of a point cloud, meaning the down-sampling via the voxel filter and the registration.




4.4. Hardware-in-the-Loop Results for a Rapidly Tumbling Target


In the second experiment, the rendezvous trajectory was similar to the previous experiment (Section 4.3), but the target spacecraft had a much faster tumbling motion. This time, the target spacecraft had an inertia matrix which was not proportional to identity, which led to the tumbling. The inertial term corresponding to the spinning axis of the target satellite was   1.2   times higher than the two other terms. This real inertia of the target was unknown to the simple Kalman filter presented in Section 3.2, which assumes a constant angular velocity, and thus assumes an inertia matrix proportional to identity. The real inertia matrix was not used in the filter in order to test the robustness of the method in the case where the inertial parameters are unknown (or only known approximately).



The tumbling movement of the target is illustrated in Figure 10a,b. The satellite spins at   10 °  /s, in coordination with a precession movement of   1 °  /s. The maximum angular displacement between the   y  L V L H    axis and the target’s main spinning axis is around   10 °  . The rendezvous trajectory is represented in Figure 10c. The fly-around and inspection of the target at a relative distance of 15 m ends at   t = 350   s. Afterwards, the initial approach up to 8 m with a velocity of 2 cm/s is performed until   t = 700   s. The final approach up to 3 m is flown at 1 cm/s, with an intermediary stop at a distance of 4 m at   t = 1150   s.



The 23-minute-long rendezvous was successfully performed in a closed loop based solely on the lidar pose estimation using the NDT-deblurring method of Section 3.2. Again, the pose tracking was initialized at the beginning of the experiment with the ground truth pose, and the lidar framerate was 1 Hz. When testing the smoothed NDT and ICP algorithms on the data collected during this experiment, the tracking failed. Thus, only the results for the NDT-deblurring and CT-NDT algorithms are presented in Figure 11.



Table 3 summarizes the results of each algorithm in terms of precision, and compares the execution times and number of iterations of both.





5. Discussion


5.1. Comparison of the Different Methods for Tracking a Slowly Spinning Target


For the first experiment, all four methods (NDT, NDT-deblurring, CT-NDT and ICP) were capable of tracking the pose of the target without drifting away (Figure 9). In terms of angular precision, the three NDT-based methods are quite similar, with NDT-deblurring being the most precise method, followed closely by the CT-NDT and smoothed NDT. On the other hand, the ICP showed good results during the fly-around phase, but the precision of the attitude tracking degraded during the following approach, making it less suitable for use in this scenario. This could be explained by the fact that when the relative distance decreases, the point clouds become denser and noisier. The ICP is a point-based method, so compared to the voxel-based representation of the NDT, it might be more affected by the high amount of noise and outliers in the point clouds at close range.



The position tracking error was very similar for all algorithms in the first experiment (Figure 9). The overall error was below 10 cm in the beginning, when the relative distance was still 15 m. During the approach, the position error decreased to reach around 4 cm only in close range. The fact that the position tracking error decreased during the approach could be induced by slight errors in the sensor calibration, and differences between the real satellite mockup and the provided CAD model.



At   t = 80   s, the inspection trajectory started (Figure 8c), leading to a change in the chaser’s orientation. This “nodding" of the chaser at a relative distance of 15 m led to a relatively high-frequency relative translation movement of the target satellite, leading to a spike in the position error, which can be observed in Figure 9b,d,h. Interestingly, this spike was not observed for the continuous-time NDT (Figure 9f), because the method is able to correct the motion-blurred point cloud without prior knowledge on the relative dynamics.



Additionally to being more precise, the NDT-based methods largely outperform ICP in terms of efficiency (Table 2). The NDT-unblurring method is the fastest with a mean execution time of 22 ms, including the down-sampling of the point clouds. This is due to the fact that using the filter prediction as an initial guess is more precise than using the previous estimate, leading to a faster convergence and a reduced number of iterations compared to the smoothed NDT. The smoothed NDT requires 35 ms on average, and the CT-NDT comes with a higher average cost of 42 ms due to the more complex optimization process. With such execution times, all three methods are suited for efficient point cloud tracking with a high frequency. In comparison, the mean execution time of the ICP was 174 ms for this experiment. This difference can also be explained by the number of iterations of each algorithm (Table 2). All three NDT-based methods require only a few iterations in order to converge, on average below 10. The maximum number of iterations was set to 20 but is rarely reached. On the contrary, the maximum number of iterations for the ICP was set to 40, but the mean number of iterations of   32.7   indicates that this number of iterations is often needed by the algorithm.




5.2. Comparison of the Different Methods for Tracking a Rapidly Tumbling Target


For the second experiment, the smoothed NDT and ICP method did not enable the successful tracking of the target over the whole approach, as the attitude estimation was not able to cope with the fast tumbling movement between two consecutive scans. The target having multiple symmetry axes (hexagonal shape as can be seen in Figure 12a) during the frontal approach, these algorithms would jump by   60 °   in terms of attitude error. On the contrary, the two strategies developed for mitigating the effects of motion blur (NDT-deblurring and CT-NDT) were successful and enabled the tracking of the target over the whole rendezvous. Because of the fast dynamics of the target, motion blur is visible on the point clouds, and the motion compensation enables the reconstruction of more precise point clouds, as shown in Figure 12.



Concerning the errors of both methods, the first striking observation that can be made in Figure 11a is that the initial attitude error of the NDT-deblurring tracking is high. The error initially goes up until   8 .  3 °   , before it decreases and stays below   3 °   for the rest of the experiment. The reason for this spike is that the filter, which is used for motion compensating the point clouds, is un-initialized in the beginning and assumes a zero angular velocity of the target. After the first observations, it converges to estimate the real angular velocity of the tumbling spacecraft, so that the point clouds are correctly un-distorted. This spike is inevitable, yet only observed at initialization. Depending on the rendezvous scenario, this initial convergence time might not be problematic. On the contrary, the CT-NDT only relies on the filter for providing an initial guess, but is able to motion compensate the point clouds as part of the optimization process, which is why no convergence phase is observed. The total angular error stays below   3 .  1 °    during the rendezvous as illustrated in Figure 11c.



The position errors of the NDT-deblurring and CT-NDT methods were again quite similar for both experiments (Figure 11b,d). The position error decreased to a few cm at the end of the rendezvous. Their similar shape over time indicate that both algorithms might be affected by the same biases, probably calibration errors and mismatches between the CAD model and real mockup. As for the first experiment, Table 3 indicates that NDT-deblurring is faster on average than the CT-NDT. The mean total execution time for NDT-deblurring is 26 ms versus 47 ms for the CT-NDT. Both algorithms terminated within a few iterations. NDT-deblurring is faster and slightly more precise, which is why it might be preferred over the CT-NDT if the requirements of timing are a main driver. On the contrary, the CT-NDT appears to be more robust to unexpected dynamics and relatively independent of the filter convergence times.





6. Conclusions


In this work, we applied a smoothed formulation of the NDT to the problem of lidar-based tracking of a tumbling spacecraft for proximity operation scenarios. For mitigating the effects of motion blur inherent to lidar sensors when tracking a rapidly tumbling target, two strategies were proposed. The NDT-deblurring strategy consists in motion-compensating the point clouds via a simple Kalman filter. Additionally, for speeding up the registration process, the filter prediction can be used as an initial estimate. The second strategy, the CT-NDT, is a continuous time formulation of the smoothed NDT algorithm aiming at performing motion compensation of the point cloud as part of the optimization process, by making use of the individual timestamps of each point. The algorithms were tested during hardware-in-the-loop experiments in two scenarios, and compared to a standard ICP implementation. When tracking a slowly spinning target, the three NDT-based methods achieve better precision and efficiency than the ICP, and terminate within tens of milliseconds. The added value of the motion compensation strategies is demonstrated when tracking a rapidly tumbling target. Both the NDT-deblurring and CT-NDT methods enable efficient and precise tracking of the target with errors below a few degrees and a few centimeters.



All three proposed NDT-based methods are suited for on-board implementation due to their precision and efficiency. If the considered target spacecraft has a fast tumbling motion, the NDT-deblurring and CT-NDT strategies ensure that the precision of the tracking is not affected by the sensor’s motion blur. Both strategies enable the successful tracking of a tumbling target, even when the lidar framerate is low. If NDT-deblurring is slightly faster, the CT-NDT was shown to be slightly more robust to unknown dynamics.



Nevertheless, all proposed methods rely on an initial estimate at the beginning of the tracking in order to be initialized. Future work will include the development of a pose initialization algorithm to be used in coordination with the proposed tracking methods. In addition, for being closer to real space conditions, future experiments will be conducted on realistic space computing hardware, and might include a lidar sensor designed for use in space.
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Appendix A. Jacobians of the NDT Cost Function


Appendix A.1. Jacobian for the Classical Formulation


By definition of the left Jacobians on Lie groups [43], we have for   R ∈ S O ( 3 )   and   z ∈  R 3   


     D ( R z )   D R    =  lim  τ → 0      exp (  τ ×  ) R z − R z  τ   ,  



(A1)




where   τ ∈  R 3   . Using the Taylor expansion


  exp  (  τ ×  )  =  I 3  +  τ ×  + o  ( τ )  ,  



(A2)




the derivative re-writes


       D ( R z )   D R       =  lim  τ → 0       τ ×  R z  τ            = −   ( R z )  ×  .     



(A3)








Appendix A.2. Jacobian for the Continuous-Time Formulation


We use again the definition of the left Jacobians on Lie groups [43] to define the derivative of the exponential map of   x ∈  R 3   


   D exp   ( x )  =    D Exp ( x )   D x    =  lim  τ → 0      Log  Exp  ( x + τ )  Exp   ( x )   − 1     τ    .  



(A4)







Likewise, the derivative of the logarithm map of   M ∈ S O ( 3 )   is defined by


   D log   ( M )  =    D Log ( M )   D M    =  lim  τ → 0      Log  Exp ( τ ) M  − Log  ( M )   τ    .  



(A5)







The analytical expression of these two derivatives is given by Eade [46].



Using the chain rule on Lie groups [43], the left Jacobian on Lie groups of the interpolated attitude with respect to the end attitude is


       D  R u    D  R e        =    D  Exp  u Log Q   R s     D  R e               =    D Exp ( u Log Q )   D  R e           ( using   the  limit   definition )           =    D Exp ( u Log Q )   D ( u Log Q )       D ( u Log Q )   D Q       D Q   D  R e           ( chain    rule )           =  D exp   ( u Log Q )  u  D log   ( Q )     D   R e    (  R s  )   − 1      D  R e           ( definition   of  Q )          =  D exp   ( u Log Q )  u  D log   ( Q )        ( using   the  limit   definition ) .      



(A6)







Finally, using the chain rule, the derivative of the interpolated rotation evaluated at point   z i   is


       D (  R u   z i  )   D  R e        =    D (  R u   z i  )   D  R u        D  R u    D  R e              = −   (  R u   z i  )  ×  u  D exp   ( u Log Q )   D log   ( Q )  .     



(A7)
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Figure 1. Schema of the smoothing step in case of a 2D NDT map stored in a kd-tree. The distributions contained by the kd-tree cells are represented by their colored confidence ellipses. In this example, all cells within the red smoothing radius (left) are convoluted with the Gaussian kernel (middle) to obtain the blue smoothed distribution (right). This smoothing step is applied separately to each cell of the kd-tree. 
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Figure 2. Simple feedback loop for pose tracking with the smoothed NDT: The previous pose estimate is used as the initial guess when a new point cloud is received. 
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Figure 3. Feedback loop for pose tracking with the smoothed NDT when the filter prediction is used for the inital estimate, and motion blur compensation is performed to correct the point cloud. 
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Figure 4. Feedback loop when using the continuous-time NDT formulation and the filter prediction as an initial estimate of the tracking result. 
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Figure 5. EPOS facility. The left robot, mounted on a linear rail, represents the chaser and carries the rendezvous sensors. The right robot holds a 1:1 mockup of the DEOS satellite, which is the target spacecraft. 
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Figure 6. Effect of the laser beam divergence: (a) DEOS mockup viewed from the side. (b) Point cloud captured by the Livox® Mid-40 at EPOS. Warm colors represent points close to the sensor, and cold colors points further away. The points in the cloud originating from the tip of the satellite (green points) are erroneous measurements that do not correspond to the cylindrical shape of this part of the satellite. 
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Figure 7. Laser reflections on the MLI: (a) Photo of the DEOS mockup. (b) Point cloud captured by the Livox® Mid-40 with a similar orientation. Warm colors represent points close to the sensor, and cold colors points further away. The golden MLI sheets become partially invisible to the lidar, or lead to some reflections (blue points in the middle of the point cloud). 
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Figure 8. Trajectory of the first rendezvous experiment: (a) Schema of the target’s spinning motion. (b) Euler angles of the target in the LVLH frame over time. (c) Position of the chaser with respect to the target in LVLH over time. 
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Figure 9. Angular and position errors of tracking the target satellite’s attitude and center of mass during the first rendezvous experiment: (a) NDT angular error. (b) NDT position error. (c) NDT-deblurring angular error. (d) NDT-deblurring position error. (e) CT-NDT angular error. (f) CT-NDT position error. (g) ICP angular error. (h) ICP position error. 
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Figure 10. Trajectory of the second rendezvous experiment: (a) Schema of the target’s tumbling motion. (b) Euler angles of the target in the LVLH frame over time. (c) Position of the chaser with respect to the target in LVLH over time. 
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Figure 11. Angular and position errors of tracking the target satellite’s attitude and center of mass during the second rendezvous experiment: (a) NDT-deblurring angular error. (b) NDT-deblurring position error. (c) CT-NDT angular error. (d) CT-NDT position error. 
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Figure 12. Motion blur and motion compensation during the second experiment: (a) Image of the DEOS satellite mockup during the frontal approach. (b) Blurred point cloud due to the tumbling motion. (c) Motion-compensated point cloud. Warm colors represent points close to the sensor, and cold colors points further away. Compared to the blurred point cloud, the edges of the satellite are much more crisp on the motion-compensated point cloud, and the scanning pattern of the lidar becomes visible. 
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Table 1. Parameters of the different algorithms for the experiments. Smoothed NDT and continuous-time NDT are tested with the same parameters.
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	Cell Size
	Max Distance 1
	Max Iterations
	Termination Criteria
	Voxel Filter Size





	NDT
	  7.5   cm
	  7.5   cm
	20
	Increment   < 0 .  05 °    and   < 1   mm
	2 cm



	ICP
	-
	10 cm
	40
	Increment norm   <  10  − 6    
	2 cm







1 Maximum point-to-cell distance for NDT, and point-to-point distance for ICP.
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Table 2. Summary of the results of each algorithm during the first experiment. The execution times include the full processing (down-sampling + registration).






Table 2. Summary of the results of each algorithm during the first experiment. The execution times include the full processing (down-sampling + registration).





	

	
Ang. Error [deg]

	
Pos. Error [cm]

	
Exec. Time [ms]

	
Num. Iterations




	

	
Mean

	
Max

	
Mean

	
Max

	
Mean

	
Max

	
Mean

	
Max






	
NDT

	
   1.39   

	
   2.59   

	
   4.10   

	
   10.21   

	
   35.4   

	
   94.0   

	
   9.9   

	
20




	
NDT-deblurring

	
   1.00   

	
   2.00   

	
   4.00   

	
   9.86   

	
   22.2   

	
   62.0   

	
   4.3   

	
20




	
CT-NDT

	
   1.01   

	
   2.09   

	
   4.01   

	
   8.32   

	
   41.8   

	
   127.0   

	
   6.9   

	
20




	
ICP

	
   1.91   

	
   4.65   

	
   4.85   

	
   9.94   

	
   174.4   

	
   432.0   

	
   32.7   

	
40
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Table 3. Summary of the results of each algorithm during the second experiment. The execution times include the full processing (down-sampling + registration).
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Ang. Error [deg]

	
Pos. Error [cm]

	
Exec. Time [ms]

	
Num. Iterations




	

	
Mean

	
Max

	
Mean

	
Max

	
Mean

	
Max

	
Mean

	
Max






	
NDT-deblurring

	
   1.27   

	
   8.26   

	
   3.26   

	
   6.25   

	
   26.4   

	
   81.0   

	
   5.4   

	
20




	
CT-NDT

	
   1.37   

	
   3.11   

	
   3.56   

	
   7.36   

	
   47.0   

	
   137.0   

	
   7.1   

	
20
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