
remote sensing  

Article

Automatic Ship Detection Based on RetinaNet Using
Multi-Resolution Gaofen-3 Imagery

Yuanyuan Wang 1,2 , Chao Wang 1,2,*, Hong Zhang 1 , Yingbo Dong 1,2 and Sisi Wei 1,2

1 Key Laboratory of Digital Earth Science, Institute of Remote Sensing and Digital Earth, Chinese Academy of
Sciences, Beijing 100094, China; wangyy2016@radi.ac.cn (Y.W.); zhanghong@radi.ac.cn (H.Z.);
dongyb@radi.ac.cn (Y.D.); weiss@radi.ac.cn (S.W.)

2 College of Resources and Environment, University of Chinese Academy of Sciences, Beijing 100049, China
* Correspondence: wangchao@radi.ac.cn; Tel.: +86-010-8217-8186

Received: 19 January 2019; Accepted: 27 February 2019; Published: 5 March 2019
����������
�������

Abstract: Independent of daylight and weather conditions, synthetic aperture radar (SAR) imagery
is widely applied to detect ships in marine surveillance. The shapes of ships are multi-scale in
SAR imagery due to multi-resolution imaging modes and their various shapes. Conventional ship
detection methods are highly dependent on the statistical models of sea clutter or the extracted
features, and their robustness need to be strengthened. Being an automatic learning representation,
the RetinaNet object detector, one kind of deep learning model, is proposed to crack this obstacle.
Firstly, feature pyramid networks (FPN) are used to extract multi-scale features for both ship
classification and location. Then, focal loss is used to address the class imbalance and to increase the
importance of the hard examples during training. There are 86 scenes of Chinese Gaofen-3 Imagery at
four resolutions, i.e., 3 m, 5 m, 8 m, and 10 m, used to evaluate our approach. Two Gaofen-3 images
and one Constellation of Small Satellite for Mediterranean basin Observation (Cosmo-SkyMed) image
are used to evaluate the robustness. The experimental results reveal that (1) RetinaNet not only can
efficiently detect multi-scale ships but also has a high detection accuracy; (2) compared with other
object detectors, RetinaNet achieves more than a 96% mean average precision (mAP). These results
demonstrate the effectiveness of our proposed method.

Keywords: synthetic aperture radar; ship detection; feature pyramid networks; focal loss;
Gaofen-3 imagery

1. Introduction

Synthetic aperture radar (SAR) operates in all weathers and during day and night, and SAR
imagery is widely used for ship detection in marine monitoring, such as for transportation safety and
fishing law enforcement [1–4]. With the launch of SAR satellites, such as China’s Gaofen-3 in August
of 2016, Japan’s Advanced Land Observing Satellite 2 (ALOS-2) in May of 2014, and Sentinel-1 of the
European Space Agency in April of 2014, numerous SAR images are available to dynamically monitor
the ocean. Traditional ship detection approaches are mainly constant false alarm rates (CFAR) based on
the statistical distributions of the sea clutter [5–8] and the extracted features based [9–12]. These two
methods are highly dependent on the distributions or features predefined by humans [3,9,13,14],
degrading the performance of ship detection for a new SAR imagery [9,14]. Therefore, they may be
less robust.

Being able to automatically learn representation [15,16], object detectors in deep learning have
achieved top performance with regards to detection accuracy and speed, such as Faster regions with
convolutional neural networks (R-CNN) [17], single shot multibox detector (SSD) [18], You Only Look
Once (YOLO) [19,20], and RetinaNet [21]. These detectors can be divided into one-stage detectors and
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two-stage detectors [21]. Two-stage detectors are usually slower than one-stage detectors because of
the generation of the candidate object location using an external module and because of the higher
detection accuracy due to the consideration of the hard examples [21]. Here, the hard examples are
the examples poorly predicted by the model. Recently, Reference [21] embraces the advantages of
one-stage detectors and introduces the focal loss to help these models to have not only a fast speed but
also a high detection accuracy, such as RetinaNet and YOLO-V3 [19]. Therefore, object detectors in
deep learning, such as Faster RCNN and SSD, have been adapted to address ship detection in SAR
images [1–3,22]. Kang et al. [2] used the faster RCNN method to obtain the initial ship detection results
and then applied (constant false alarm rate) CFAR to obtain the final results. Li et al. [22] proposed the
use of feature fusion, transfer learning, hard negative mining, and other implementation details to
improve the performance of Faster R-CNN. Wang et al. [3] combined transfer learning with a single
shot multibox detector for the detection of ships, with the consideration of both detection accuracy
and speed. Kang et al. [1] proposed a region-based convolutional neural network with contextual
information and multilayer features for ship detection and combined the low-level high-resolution
features and high-level semantic features to improve the detection accuracy and to remove some errors
based on contextual information. The methods are mainly modified from Faster RCNN and SSD,
which do not explore the state-of-the-art RetinaNet. There are two main building blocks in RetinaNet:
feature pyramid networks (FPN) [23] and focal loss. The former is used to extract multi-scale features
for both ship classification and location. The latter is used to address the class imbalance and to
increase the importance of the hard examples.

Targets on SAR imagery are sensitive to pose and configuration [8,24]. For ships, their shapes
are multi-scale. The first reason is that, due to the influence of various resolutions, the shapes of the
same ship are multi-scale, and the second is that vessels with various shapes display differently in
the same resolution SAR imagery. Therefore, it is necessary to consider the variance of ship scales.
Currently, there are several studies to deal with this [1–4,9,22,25]. Except in Reference [4], the datasets
in the papers of Reference [9,22,25] are limited, or some only provide samples for a single-resolution
SAR image ship detection [1–3]. The China Gaofen-3 satellite, successfully launched in August 2016,
could provide data support for long-term scientific research. Therefore, 86 scenes of Chinese Gaofen-3
Imagery at four resolutions, i.e., 3 m, 5 m, 8 m, and 10 m, are studied experimentally in this paper.

One important reason restricting the adaption of object detectors in deep learning to ship detection
is the scarce dataset. To relieve this predicament, 9974 SAR ship chips with 256 pixels in both range
and azimuth are constructed. They are used to evaluate our methods. They can be used to boost
the application of computer vision techniques, especially object detectors in deep learning to ship
detection in SAR images, and can also facilitate the emergence of more advanced object detectors with
the consideration of SAR characteristics, such as the speckle noise.

Based on the above analysis, RetinaNet is adapted to address ship detection in this paper. To better
evaluate our proposed method, two Gaofen-3 images and one CosMo-SkyMed image are used to test
the robustness. The main contributions in this paper are as follows:

• A large volume of the ship chips in multi-resolution SAR images is constructed with the aim to
exploit the benefits of object detectors in deep learning. We believe this dataset will boost the
application of computer vision techniques to SAR application.

• A state-of-the-art performance object detector, i.e., RetinaNet, is applied to the ship detection in
multi-resolution Gaofen-3 SAR imagery. It achieves more than a 96% mean average precision
(mAP) and ranks first compared with the other three models.

The organization of this paper is as follows. Section 2 relates to the background of RetinaNet and
the proposed method. Section 3 reports on the experiments, including the dataset and experimental
analysis. Sections 4 and 5 come to a discussion and conclusion.
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2. Materials and Methods

2.1. Background on RetinaNet

The architecture of RetinaNet has three components, i.e., a backbone network for feature extraction
and two subnetworks, i.e., one for classification and the other for box regression [21], as shown in
Figure 1. To address various scales of interested objects, FPN is used. The benefit of FPN is that it can
employ the pyramidal feature hierarchy of deep convolutional networks to represent multi-scale objects.
Especially, RetinaNet uses backbone network, such as residual networks (ResNet) [26], convolutional
neural networks named by Visual Geometry Group (VGG) [27], or densely connected convolutional
networks (DenseNet) [28] to extract higher semantic feature maps and then applies FPN to extract the
same dimension features with various scales. After that, these pyramidal features are fed to the two
subnets to classify and locate objects as shown in Figure 1.
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Figure 1. The architecture of RetinaNet: The green parts are the pyramidal features extracted by feature
pyramid networks (FPN). The red and purple parts are the classification subnetworks and the box
regression subnets, respectively. (a) indicates the backbone network and it can be VGG, ResNet, or
DenseNet to extract features. (b) is FPN to obtain the multi-scale features. (c) illustrates that there are
two subnets, i.e., the top red one for classification and the purple bottom for bounding box regression.

2.1.1. Feature Pyramid Networks

Feature pyramid networks act as a feature extractor with the consideration of the low-level
high-resolution and high-level low-resolution semantic meaning [21]. FPN has two pathways,
including a bottom-up pathway which employs convolutional networks to extract features from
a high-resolution input and a top-down pathway which constructs the high-resolution multi-scale
layers from the top layer in the bottom-up pathway. The bottom-up pathway usually consists of parts
of convolutional neural networks, such as VGG16 [27], ResNet [26], and DenseNet [28]. As for the
top-down pathway, it first adapts a 1 × 1 convolution to reduce the number of feature map channels to
256 and then uses lateral connections to combine the corresponding feature map and the reconstructed
layers to help the detector better predict the location. To see more clearly, VGG16 will be used as a
backbone network showing how FPN works.

The building blocks of VGG16 can be divided into two groups: convolutional building blocks
and fully connected layer (FC) blocks, as indicated by the green and brown rectangles in Figure 2,
respectively. Convolutional building blocks distill image features from a low level to a high level. They
consist of five convolutional layer groups (each building block is stacked with convolutional layers
(Conv), rectified linear units (ReLu), and pooling layers (Pool)). Specifically, there are two Conv layers,
two ReLu layers, and one Pool layer in the first two groups, and there are three Conv layers, three ReLu
layers, and one Pool layer for the last three groups. Each Conv layer has a kernel size of 3, a stride of 1,
and a padding of 1. For each Pool layer, the stride and kernel size are both 2. After the Pool, the size of
the feature map is half of the previous layer indicated by a red “0.5×” as shown in Figure 3. The size
of the feature map is only half of the previous block, as indicated in the bottom-up pathway.
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FPN discards the FC blocks of VGG16. It can be expressed as in Figure 3. It is obvious that there
are two main building blocks, i.e., the bottom-up flow and the top-down flow, as indicated by the
dark green and cyan. The skipped connections apply a 1 × 1 convolution filter to reduce the depth of
Ci (i = 2, 3, 4, 5) to 256. During the top-down flow, except the feature maps M5, M2, M3, and M4, first,
the number of corresponding Ci (i = 2, 3, 4) channels is reduced to 256 and then the layer is combined
by upsampling the previous layer. Finally, a 3 × 3 convolution filter is used to obtain the feature map
layers Pi (i = 2, 3, 4, 5) for object classification and bounding box regression.
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Figure 3. The architecture of FPN: Ci (i = 1, 2, . . . , 5) is used to denote the ith convolutional building g
block as shown in Figure 2. The skipped connections apply a 1 × 1 convolution filter to reduce the
depth of Ci (i = 2, 3, 4) to 256. During the top-down flow, except the feature maps M5, M2, M3, and
M4, first, the number of corresponding Ci (i = 2, 3, 4) channels is reduced to 256 and then the layer is
combined by upsampling the previous layer. Finally, a 3 × 3 convolution filter is used to obtain the
feature map layers Pi(i = 2, 3, 4, 5) for the classes and their locations.

2.1.2. Focal Loss

RetinaNet belongs to the one-stage object detectors in deep learning. It uses FPN to obtain
multi-scale features, which are used for object classification and bounding box regression. As for the
bounding box regression, FPN first compares the candidate bounding boxes with the ground truth
to acquire the positive and negative examples. During the training, the class imbalance and unequal
contribution of hard and easy examples to the loss have an impact on the detection accuracy [21].
To counter this, the focal loss is proposed in Reference [21]. It puts more emphasis on hard examples
and focuses on the fact that the loss of hard examples is higher during training. It is expressed as
Equation (1) and has been used to improve the detection accuracy [21].

FL(pt) = −αt(1 − pt)
γ log(pt) (1)

where αt and γ are two hypermeters and they function as the role of moderating the weights between
easy and hard examples.
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pt =

{
p if y = 1

1 − p otherwise.
(2)

where p is the probability estimated by the model and y = 1 specifies the ground-truth.

2.2. Proposed Method

2.2.1. Workflow

The proposed workflow of ship detection is shown in Figure 4. The black, blue, and green arrows
represent the process of data processing, model training, and experimental test, respectively. The red
arrows are the process to test the robustness of the trained model on the new SAR imagery. First, all
SAR images are used to build the dataset for the input of the object detectors. The dataset is labeled
and divided into the training, validation, and test datasets with respective proportions of 70%, 20%,
and 10%. After the training process, the test dataset is employed for algorithm evaluation. To build the
dataset, we first visually select some regions of interest (ROIs) that may contain ships. These ROIs will
be cut into ship chips with a height and width of 256 pixels by 256 pixels. We then use LabeImg [29] to
mark the position of the ships in the ship chips by SAR experts through visual interpretation. Finally,
we get the experimental dataset of ships. The details of the dataset will be illustrated in Section 3.1.

Remote Sens. 2019, 10, x FOR PEER REVIEW    5  of  14   

𝑝t  
𝑝 if 𝑦 1

1 𝑝 otherwise.
  (2)

where  𝑝  is the probability estimated by the model and  𝑦 1  specifies the ground‐truth. 

2.2. Proposed Method 

2.2.1. Workflow 

The proposed workflow of  ship detection  is  shown  in Figure  4. The black, blue,  and green 

arrows represent the process of data processing, model training, and experimental test, respectively. 

The red arrows are the process to test the robustness of the trained model on the new SAR imagery. 

First, all SAR images are used to build the dataset for the input of the object detectors. The dataset is 

labeled and divided  into  the  training, validation, and  test datasets with respective proportions of 

70%, 20%, and 10%. After the training process, the test dataset is employed for algorithm evaluation. 

To build the dataset, we first visually select some regions of interest (ROIs) that may contain ships. 

These ROIs will be cut into ship chips with a height and width of 256 pixels by 256 pixels. We then 

use LabeImg [29] to mark the position of the ships in the ship chips by SAR experts through visual 

interpretation. Finally, we get  the experimental dataset of ships. The details of the dataset will be 

illustrated in Section 3.1. 

 

Figure  4.  The  experimental workflow  of  our  proposed method:  The  black,  blue,  green,  and  red 

arrows represent the procedure of data process, model training, experimental test, and evaluation of 

robustness, respectively. 

2.2.2. Implementation Details 

The platform of our  experiments  is  the deep  learning  library Keras  [30] built on  the  top of 

Tensorflow [31] with an 8 GB memory NVIDIA GTX 1070. The various setting for backbones and 

focal  loss are  to better exploit RetinaNet. Especially, two backbone networks,  including VGG and 

ResNet,  are  used.  These  three models  are  downloaded  from  the Keras website  to  initialize  the 

backbone network. Since  𝛼   and γ as in Section 2.1.2 influence the experimental results, they will 

be  set  different,  i.e.,  {(α 0.25, γ 2 , α 0.5, γ 2 , α 0.25, γ 1},  to  better  select  the model. 

For training, the ratios for the anchors are {1:2, 1:1, 2:1} based on the ration of height to width for the 

bounding boxes, which is chosen based on Reference [21]. The training settings for these RetinaNets 

are the same. Especially, the Adam optimization [32] is used to train the model with a learning rate 

of 0.00001, which is an empirical value based on Reference [21]. The other parameters are the same 

as those in Reference [21]. 

To  evaluate  the  performance  of  the  RetinaNet  object  detector,  another  three  methods, 

including Faster RCNN, SSD, and FPN, are also used. A faster RCNN is a two‐stage object detector. 

It uses a Region Proposal Network (RPN) [17] to generate candidate bounding boxes. Unlike Faster 

RCNN, RetinaNet exploits FPN. The focal loss acts as a loss function to address the class imbalance 

Figure 4. The experimental workflow of our proposed method: The black, blue, green, and red
arrows represent the procedure of data process, model training, experimental test, and evaluation of
robustness, respectively.

2.2.2. Implementation Details

The platform of our experiments is the deep learning library Keras [30] built on the top of
Tensorflow [31] with an 8 GB memory NVIDIA GTX 1070. The various setting for backbones and focal
loss are to better exploit RetinaNet. Especially, two backbone networks, including VGG and ResNet, are
used. These three models are downloaded from the Keras website to initialize the backbone network.
Since αt and γ as in Section 2.1.2 influence the experimental results, they will be set different, i.e.,
{(α = 0.25,γ = 2), (α = 0.5,γ = 2), α = 0.25,γ = 1}, to better select the model. For training, the ratios
for the anchors are {1:2, 1:1, 2:1} based on the ration of height to width for the bounding boxes, which
is chosen based on Reference [21]. The training settings for these RetinaNets are the same. Especially,
the Adam optimization [32] is used to train the model with a learning rate of 0.00001, which is an
empirical value based on Reference [21]. The other parameters are the same as those in Reference [21].

To evaluate the performance of the RetinaNet object detector, another three methods, including
Faster RCNN, SSD, and FPN, are also used. A faster RCNN is a two-stage object detector. It uses a
Region Proposal Network (RPN) [17] to generate candidate bounding boxes. Unlike Faster RCNN,
RetinaNet exploits FPN. The focal loss acts as a loss function to address the class imbalance and unequal
contribution of hard and easy examples to the loss. During training, the learning policies are the same
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as in Reference [17]. SSD [18] is a single-stage object detector and has two parts. The first part, known
as a base network, extracts multi-scale features, and the second detection part employs multi-scale
features to classify objects and to obtain the bounding box containing the objects. Even though both
SSD and RetinaNet extract multi-scale features, RetinaNet fuses the subsampling layer like SSD and
the reconstructed semantic layer to improve the detection accuracy. The learning rate is 0.000001, the
batch size is 18, and the moment is set at 0.99. The other parameters for training SSD are the same as in
References [3,18]. These hyperparameters are empirical values based on References [3,18]. The only
difference between FPN and RetinaNet is the loss function. Especially, RetinaNet uses the focal loss
as a cost function. The focal loss addresses the class imbalance and increases the importance of hard
examples, improving the detection accuracy [21].

3. Experimental Results and Analysis

3.1. Experimental Dataset

To address the scarce dataset for deep learning object detectors, 86 scenes of Gaofen-3 images are
used to construct the dataset. Some data information is shown in Table 1. These data are as diverse
as possible in terms of resolution, incidence angle, and polarization mode. A SAR system coherently
transmits horizontal (H) or vertical (V) polarization and receives H or V polarization, leading to four
kinds of polarizations, i.e., HH, HV, VH, and VV. The first letter in the four polarizations means the
transmited polarization and the second letter means the received polarization.

Table 1. The detailed information for several Chinese Gaofen-3 SAR images.

Imaging Time Resolution (m) Angle 1 (◦) * Angle 2 (◦) * Width * Height * Polarization *

21 October 2017 8 36.78 38.17 6456 5959 HH
5 April 2017 8 35.3 37.09 7894 6197 HH

1 February 2018 10 31.3 38.17 28,421 26,636 HH
15 January 2017 5 48.11 50.29 16,898 27,760 VH

13 November 2016 5 41.45 44.23 16,335 21,525 HH
15 February 2017 5 23.9 27.73 20,861 23,874 HH
1 September 2017 3 45.71 47.14 19,609 20,998 VV
1 September 2017 3 34.87 36.81 16,788 24,919 HH

19 March 2018 3 22.75 25.04 11,291 20,350 HH
14 March 2018 3 33.63 35.62 16,337 21,919 HH

* Angle 1 is the near range incidence, and Angle 2 is the far range incidence. The width is the number of range
pixels, and the height is the number of azimuth pixels.

First, all SAR images are converted to 8-byte grey images with a linear 2% stretch. After that,
candidate sub-images containing ships with sizes greater than 1000 pixels in both range and azimuth
are cropped from these images. Then ship chips with sizes of 256 × 256 pixels are obtained through
sliding windows from these candidate sub-images. More specifically, the step size of the moving
window is 128 pixels, leading a 50% overlap of adjacent ship chips in the range direction and azimuth
direction. Finally, these ship chips are labeled by an SAR expert with LabelImg [29]. Each chip
corresponds to an Extensible Markup Language (XML) file annotating the location of the ship. Here,
XML is a markup language and has a group of rules for encoding documents in a both human-readable
and machine-readableformat. Figures 5–7 show the above procedures of the dataset construction,
samples of ship chips in the constructed dataset, and an example of the labeled ship chip, respectively.
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3.2. Experimental Results

3.2.1. Influence of Various Settings for RetinaNet

As stated before, various settings for RetinaNet may have an impact on the detection results.
To evaluate this, six kinds of RetinaNet are set as shown in Table 2. These six models are trained on
the same dataset, and their experimental results, with regards to the mean average precison (mAP) of
the test dataset, are also shown in Table 2. Since these are the only ships in our experiments, the mAP
is equal to the average precision (AP). It is obvious that these six models almost have the same mAP.
It is obvious that RetinaNet can achieve more than a 96% mAP. Since RetinaNet-3 has a slightly higher
mAP than the other models, it will be selected for further evaluation. Compared with RetinaNet-4,
RetinaNet-5, and RetinaNet-6, RetinaNet-3 has different backbone networks, which may contribute
to its mAP. Compared to RetinaNet-1 and RetinaNet-2, RetinaNet-3 has different settings for the
hyperparameters in the focal loss, which induces a different mAP.
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Table 2. Six configurations of RetinaNet and their corresponding ship detection mean average
precision (mAP).

Model Backbone Network αt γ mAP (%)

RetinaNet-1 VGG16 0.5 2 96.77
RetinaNet-2 VGG16 0.25 1 97.2
RetinaNet-3 VGG16 0.25 2 97.56
RetinaNet-4 VGG19 0.25 2 96.48
RetinaNet-5 Resnet50 0.25 2 96.61
RetinaNet-6 Resnet152 0.25 2 96.91

3.2.2. Comparison with Other Models

As stated before, RetinaNet has two core building blocks, including FPN and focal loss. To better
evaluate the performance of RetinaNet, three models, i.e., Faster RCNN, SSD, and FPN, are used.
Faster RCNN and SSD are mainly used to evaluate the semantic multi-scale feature of FPN for a
ship classification and a bounding box regression. FPN is mainly used for the evaluation of focal
loss in RetinaNet. These three models are trained on the whole dataset, including the ship chips
from {3 m, 5 m, 8 m, and 10 m}. The experimental results are shown in Table 3. It is apparent that
RetinaNet achieves the best performance with regards to the mAP. Through the comparison of SSD or
Faster RCNN with FPN, it is easy to conclude that the semantic multi-scale features greatly improve
the detection mAP. This is because, compared with SSD and Faster RCNN, FPN extracts multi-scale
semantic features for both the ship classification and bounding boxes regression. Compared with FPN,
RetinaNet achieves a higher mAP. Since the only difference between FPN and RetinaNet is the focal
loss, it can be inferred that focal loss contributes to the mAP about 6%. This may be that focal loss can
tackle the class imbalance and unequal contribution of hard and easy examples to the loss.

Table 3. The ship detection mAP of four models.

Model SSD Faster RCNN FPN RetinaNet

mAP (%) 72.52 85.26 91.56 97.56

3.2.3. Influence of Resolutions

In a total of 9974 SAR ship chips, the ship chips at 3 m, 5 m, 8 m, and 10 m resolution are 2290,
4221, 1344, and 2119 respectively. As we know, resolution is one of the key factors affecting SAR ship
detection. On one hand, given the four resolution SAR images, the same ship has different sizes. On the
other hand, given the same resolution, the ships varying in shape sizes exhibit various scales. In order
to analyze the impact of resolution, we conducted two experiments: one is the RetinaNet-3 trained on
a different resolution dataset and evaluated on the corresponding test dataset, called mAP_1; the other
is the RetinaNet-3 trained on the whole dataset and evaluated on different resolution datasets, called
mAP_2. Both the ship chips from the four resolution datasets and the whole dataset have various
scales as shown in Figure 8. Here, since the Automatic Identification System (AIS) for these data is not
available, it is difficult to acquire the exact sizes of the ships. Considering the fact that the larger the
size of the ship, the greater the number of pixels in the bounding box including the ship, the area—the
pixel numbers of the bounding boxes—can reflect the sizes of the ships. Based on this, the area is
utilized to indicate the scales of ships.

The experimental results are shown in Table 4. It is obvious that the RetinNet-3 can achieve a
high mAP (over 95%) at all four resolutions. Even the whole dataset varies in scale; the model trained
on the whole dataset achieves the higher mAP than those trained on various ship datasets. The large
volume of the dataset may contribute to this. The underlying reason for this may be that the whole
dataset with more variability in ship scale has the capability to learn multi-scale features and to deal
with hard examples, thus improving the mAP for any given resolution.
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Table 4. The ship detection mAP for different resolutions.

Resolution 3 m 5 m 8 m 10 m

mAP_1 (%) 96.35 95.78 97.21 96.96
mAP_2 (%) 97.90 97.58 97.97 97.25

3.2.4. Robustness Testing

Since the method designed in this paper is centered on the constructed dataset with multi-scale
SAR ship chips, it is also useful to test it on a new large SAR ship imagery to test its robustness
as indicated by the red arrows in the workflow in Figure 4. Two new SAR sub-images containing
multi-scale ships are used to evaluate the robustness of the model, as shown in Figure 9. It is obvious
that RetinaNet can almost detect all the ships on the ocean, as shown in Figure 9a, but fails to detect
some ships berthing on the harbor, as shown in Figure 9b, because the backscattering of the ships is
contaminated by the nearby targets. Therefore, it is imperative to take strategies to deal with ships
on the harbor. Besides, the model also induces a false alarm, which may be caused by the building
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sharing similar backscattering mechanisms with the ships. To remove these false alarms, a classifier
can be used to distinguish the true ships from all the detected ships [33].
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To further evaluate the robustness, one scene of a Cosmo-SkyMed image with Automatic
Identification System (AIS) information is used. This image is first geocoded to annotate the AIS for
ships. The detail of the Cosmo-SkyMed image is shown in Table 5. Since the whole image is large,
as shown in Table 5, a 256 × 256 pixel sliding window is used without any overlapping to obtain
the results. Besides, the detection accuracy (DA), false alarm (FA), and F1 score are used to evaluate
the performance. The results validated with AIS information are given in Table 6 and Figure 10. It is
obvious that RetinaNet based ship detection model achieves a good robustness, i.e., a 98.52% detection
accuracy and a 7.58% false alarm rate from Table 6. The missing detected ships and some false alarms
are shown in Figure 11. The details for the 4 missing ships are shown in Table 7 and Figure 11a–d.
It is obvious that the shapes of these ships are difficult to identify as shown in Figure 11a–d, thus
failing to be detected. In the future, examples like these will be added into the training dataset to
enhance its robustness. As for the false alarms, the ghost or the manmade objects, such as the road in
Figure 11e,g,h, share the similar backscattering mechanisms as a ship.

Table 5. The detailed information of the Cosmo-SkyMed image.

Imaging Time Resolution Angle 1 (◦) 1 Angle 2 (◦) 1 Width 1 Height 1 Polarization

12 October 2017 3m 43.11 44.73 18,292 22,886 VV
1 Angle 1 is the near range incidence, and Angle 2 is the far range incidence. The width is the number of range
pixels, and the height is the number of azimuth pixels.

Table 6. The ship detection results validated with Automatic Identification System (AIS) for the
Cosmo-SkyMed image.

Detected
Ships

True
Ships

False
Ships

Missing
Ships DA (%) FA (%) F1

Running
Time (s)

290 268 22 4 98.52 7.58% 0.9538 236.46
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Table 7. The detailed AIS information on the 4 missing detected ships.

Ship Index Ship Name Ship Type MMSI 1 Speed (knots) Orientation Destination

(a) XIN ZHOU9 Cargo 413409690 1.8 284.10 SHANGHAI
(b) - - 412355520 5.65 101.00 -
(c) BECKY Cargo 353446000 7.36 107.00 CN CJK # 2
(d) - - 413374780 2.78 2.00 -

1 MMSI is short for Maritime Mobile Service Identity and is used to uniquely identify ships.
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4. Discussion

As shown earlier, RetinaNet achieves the best mAP (more than 96%) in multi-resolution SAR
imagery. This high performance is due to the two core building blocks, i.e., FPN to extract the
multi-scale semantic feature and focal loss to deal with the class imbalance and unfair contribution of
hard/easy examples to the loss.

There are many factors that influence the performance of ship detection, such as image resolution,
incidence angle, polarimetry, wind speed, sea state, ship size, and ship orientation. In Reference [4], an
empirical model was employed to validate the ship size, incidence angle, wind speed, and sea state on
the ship detectability. In this paper, we only explore the image resolution. The other factors have an
impact on the scattering characteristics of the targets, thus affecting the detection results of ships. Next,
we will continue to analyze the impact of other factors on ship detectability.

In addition, we find that preprocessing can also have a certain impact on the detection results.
SAR images are converted to 8 bytes with a linear 2% stretch, which may cause a reduction in the ship
detection performance. A better way to get chips is also being explored, and this dataset is planned to
be released on our website [34]. One can also evaluate this based on our dataset.

5. Conclusions

In this paper, an object detector based on RetinaNet is applied to address ship detection in
multi-resolution SAR imagery. First, a large volume of ship datasets cropped from multi-resolution
SAR images is constructed. Second, RetinaNet with various settings, including FPN to extract the
multi-scale semantic features and focal loss to crack the class imbalance and unequal contribution of
hard and easy examples to the loss, is adapted to detect ships in SAR imagery. The experimental results
reveal (1) even in multi-resolution SAR imagery, RetinaNet can achieve a high detection accuracy (up
to 97% with regards to mAP) and (2) compared with other object detectors, RetinaNet achieves the
best performance in complex backgrounds. Future work will focus on ship detection near the harbor.
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