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Abstract

Cross-border equipment manufacturers in Shandong are under growing pressure to main-
tain supply chain continuity and long-term sustainability amid geopolitical uncertainty and
industrial restructuring. Using quarterly data for 149 listed firms from 2001Q1 to 2024Q3,
this study develops an interpretable early-warning model for firms’ relative vulnerability.
Because firm-level disruption events are not consistently observable, vulnerability is prox-
ied by return-on-assets underperformance relative to the industry median. We compare a
multilayer perceptron (MLP) with logistic regression, decision tree, random forest, XGBoost,
and LightGBM, and then use Shapley additive explanations (SHAP) to interpret the selected
model. Under the study’s Fl-oriented early-warning objective, the multilayer perceptron
achieves the highest observed F1 score (the harmonic mean of precision and recall) in our
evaluation setting, whereas XGBoost performs slightly better on threshold-independent
ranking metrics. The interpretation results show that stronger profitability is associated
with lower predicted vulnerability, policy-backed export demand with greater stability, and
India-related geopolitical risk with higher predicted vulnerability. These findings suggest
that interpretable early-warning tools may help support continuity-oriented operations, re-
silience investment, and sustainability-oriented industrial upgrading in export-dependent
manufacturing regions.

Keywords: sustainable supply chain resilience; early warning; proxy-based disruption
vulnerability; cross-border equipment manufacturing; multilayer perceptron; Shapley
additive explanations; geopolitical risk; regional industrial upgrading

1. Introduction

Shandong Province, located on China’s eastern seaboard, is one of the country’s most
important manufacturing bases [1]. Within Shandong’s industrial system, the equipment
manufacturing sector plays a vital role in provincial economic development and also
supports the national shift toward new growth drivers [2]. As a foundational industry
that provides production technology and equipment to all sectors of the national economy,
equipment manufacturing is simultaneously capital-, technology-, and labor-intensive, and
its level of development is often used to gauge a nation’s degree of industrialization and
modernization. Building on this industrial base and local supporting ecosystem, Shandong
has leveraged the gateway and logistics advantages of its major coastal ports, especially
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Qingdao, to extend its equipment manufacturing industry outward and embed it more
deeply in global supply chains [3,4].

However, amid the reconfiguration of global supply chains and the escalation of
geopolitical uncertainty, cross-border equipment manufacturing enterprises in Shandong
are facing rising pressure on supply chain continuity and resilience [5]. These pres-
sures arise not only from firms’ internal operational and financial vulnerabilities but
also from complex external influences, including policy change, logistics conditions, and
the geopolitical environment [6]. Against this backdrop, developing an early-warning
framework that combines high predictive accuracy with strong explanatory power has be-
come increasingly important for resilience-oriented operations and sustainability-oriented
industrial transformation [7,8].

Research on supply chain resilience has gradually moved from conceptual discussion
and qualitative review toward performance-based assessment and firm- or sector-level
evaluation [9-11]. Yet evidence remains limited for export-oriented equipment manu-
facturing in China, where industrial restructuring, global supply chain reconfiguration,
and maritime-route exposure interact in specific ways [4,12]. Shandong provides a useful
setting because its equipment manufacturers are deeply embedded in cross-border trade
but remain sensitive to logistics shocks and policy change [3,12].

Methodologically, recent studies increasingly use machine learning and deep learning
to capture nonlinear risk patterns in supply chain settings [7,13,14]. Recent work has
also begun exploring neural-network and integrated machine-learning approaches for
supply chain risk prediction in operational contexts [15-17]. However, two gaps remain.
First, evidence on deep-learning-based risk prediction in export-dependent equipment
manufacturing is still scarce [15-17]. Second, models with strong predictive performance
are often difficult to explain in a way that managers can readily use [18-20]. This study
addresses both issues by combining a multilayer perceptron with SHAP in a province-level
early-warning setting.

Accordingly, this study uses quarterly data for 149 listed cross-border equipment
manufacturers in Shandong from 2001Q1 to 2024Q3 to build an interpretable early-warning
model. The model predicts whether a firm is likely to enter a relatively vulnerable state
in the next quarter, where vulnerability is proxied by return-on-assets underperformance
relative to the industry median. The purpose is not to identify literal disruption events,
but to provide a reproducible quarter-level warning signal when direct event data are
unavailable. On this basis, the study addresses the following research questions:

RQ1: In the specific context of cross-border equipment manufacturing enter-
prises in Shandong Province, how does a multilayer perceptron perform relative to
traditional and other machine-learning models in the early warning of proxy-based
disruption-related vulnerability?

RQ2: Which internal firm-level and external environmental factors are most strongly
associated with proxy-based disruption-related vulnerability, and what are their relative
contributions within the fitted model?

RQ3: How can the interpretability results be translated into actionable managerial and
policy recommendations for sustainability-oriented resilience governance?

Figure 1 presents a compact mind map of the study framework, linking the research
context, proxy definition, comparative modeling strategy, SHAP-based predictive attribu-
tion, and sustainability-oriented implications.
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Figure 1. Mind Map of the Study Framework.

The main contributions of this study are threefold. First, methodologically, it proposes
an interpretable MLP+SHAP early-warning framework that combines predictive perfor-
mance with explanatory transparency. Second, empirically, it identifies the key features
that receive the strongest predictive attribution in the fitted model, especially profitability,
policy-backed export demand, and geopolitical risk in Shandong’s cross-border equipment
manufacturing sector. Third, from a sustainability perspective, it translates interpretable
model outputs into observable risk signals and proposes practical response paths for
resilience-oriented resource allocation and industrial upgrading in Shandong and other
export-dependent manufacturing regions.

The remainder of the paper is organized as follows. Section 2 introduces the research
methodology. Section 3 presents the empirical results and discussion. Section 4 concludes
the paper and outlines directions for future research.

2. Methodology
2.1. Indicator System Design and Theoretical Basis

Proxy-based disruption-related vulnerability may arise from the joint effects of internal
operational vulnerability and external environmental uncertainty. This study focuses on
cross-border equipment manufacturing enterprises in Shandong Province, whose supply
chains are typically capital-intensive, cyclical, highly dependent on cross-border operations,
and strongly policy-sensitive. Accordingly, when constructing the early-warning indica-
tor system, we adopt a dual perspective of internal operational resilience and external
environmental shocks and organize a broad candidate feature space of 342 indicators in
light of both the industrial characteristics of equipment manufacturing and the regional
development context of Shandong, so as to capture the mechanisms potentially associated
with proxy-based disruption-related vulnerability.

2.1.1. Internal Dimension: Operational and Financial Characteristics of
Equipment Manufacturing

Equipment manufacturing firms are characterized by heavy assets, long production
cycles, and high fixed costs. Their disruption-related vulnerability often stems from in-
sufficient internal operational efficiency, financial soundness, and resource deployment
capability. Drawing on the resource-based view [21] and dynamic capability theory [22],
we select the following five categories of internal indicators:

1. Profitability indicators (e.g., annualized return on total assets, gross profit margin
on sales, and return on equity). Equipment manufacturers rely on high capital input and
scale effects; profitability is therefore likely to be closely associated with their risk-bearing
and reinvestment capacity and may serve as an important signal of supply chain resilience.
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2. Solvency and leverage indicators (e.g., current ratio, debt-to-equity ratio, and
shareholders’ equity ratio). These indicators reflect a firm'’s financial buffering capacity
in the face of external shocks. Many equipment manufacturers in Shandong face debt-
structure adjustment pressures during the transition from old to new growth drivers,
making leverage and liability structure central to the stability of cross-border operations.

3. Operational efficiency indicators (e.g., inventory turnover, accounts receivable
turnover, and total asset turnover). Equipment manufacturing supply chains are long and
inventory cycles are complex. Poor operational efficiency can easily lead to production in-
terruptions or delivery delays, a problem that becomes more acute in cross-border settings.

4. Cash flow and stability indicators (e.g., cash flow from operating activities per share
and free cash flow). Cash flow is critical to supply chain continuity. Equipment manu-
facturing enterprises in Shandong often face cash-flow mismatch risks because overseas
orders have long payment cycles and equipment upgrading requires large capital outlays.

5. Growth and investment indicators (e.g., revenue growth rate and fixed asset
expansion rate). These variables capture firms’ expansion trajectories and investment
intensity during transformation. Either overly rapid or overly weak growth may amplify
supply chain volatility.

2.1.2. External Dimension: Cross-Border Operations and the Regional Policy Environment

Equipment manufacturing enterprises in Shandong are highly dependent on global
supply chains and the international trade environment. Their cross-border nature makes
them especially sensitive to geopolitical developments, trade policy, and international
logistics. Drawing on theories of global supply chain risk transmission and regional
economic policy, we select the following external indicators:

1. Geopolitical risk indices (e.g., India, the United States, and the European Union).
Exports from Shandong are concentrated in ASEAN, South Asia, Europe, and North
America, and firms are highly dependent on the Indian Ocean-Malacca route. Geopolitical
turbulence can therefore directly affect cross-border logistics and order security [23].

2. Economic and trade policy uncertainty indices (e.g., Economic Policy Uncertainty
(EPU) and Trade Policy Uncertainty (TPU)). Changes in domestic and foreign policy can
affect overseas market access, tariff costs, and supply chain configuration, especially in the
context of China’s dual circulation strategy and Shandong’s ongoing transition from old to
new growth drivers [24].

3. International logistics and trade indicators (e.g., the Baltic Dry Index (BDI), the
Baltic Dirty Tanker Index (BDTI), and the value of general trade imports and exports).
These variables reflect global shipping costs and trade activity and directly influence the
export costs and delivery capacity of Shandong’s equipment manufacturers [25].

4. Aid-related and policy-oriented trade indicators (e.g., the export value of donated
aid materials). Such orders often carry policy backing and relatively stable contractual
arrangements and may serve as stabilizers when firms face market volatility [26].

These external indicators should be understood as context-sensitive proxies for region-
ally relevant channels of cross-border vulnerability rather than direct measurements of
specific disruption events.

2.1.3. Definition of the Dependent Variable: A Financial Proxy for
Disruption-Related Vulnerability

The dependent variable is defined as a quarterly financial proxy for disruption-related
vulnerability rather than a directly observed disruption event. Specifically, a firm is classi-
fied as vulnerable when its return on assets in quarter t falls below the industry median
in the same quarter; otherwise, it is classified as relatively normal. This proxy is used
because sustained supply chain stress in capital-intensive cross-border manufacturing may
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be reflected in weaker asset returns through delayed delivery, inventory mismatch, cost
escalation, and working-capital pressure. At the same time, the proxy becomes less informa-
tive when return on assets is driven mainly by non-operating items, strategic expansion, or
accounting adjustments. Accordingly, the proxy is most appropriate for panel-based early
warning of relative operating stress among listed export-oriented manufacturers, rather
than for direct identification of discrete disruption events at the transaction or supplier
level. This definition is implementable at the quarterly frequency, comparable across firms,
and suitable for long-span panel-based early warning. For empirical implementation, the
vulnerable class is coded as 0 in the dataset.

2.2. Data Sources, Sample Construction, and Preprocessing

Building on the indicator system above, this section further describes the data sources,
sample selection, and preprocessing steps to ensure representativeness, completeness, and
reproducibility. The final dataset combines firm-level financial information with macro-
level external indicators, thereby forming a quarterly panel database that captures firms’
internal and external risk exposure.

At the firm level, data are drawn primarily from the RESSET and CSMAR databases,
including quarterly data from financial statements, balance sheets, income statements, and
cash flow statements, with missing variables supplemented from Wind. Macro-economic
and external-environment variables are collected from the CEIC Global Database, IMF
International Financial Statistics (IFS), and the World Bank open data platform, com-
bined with the Economic Policy Uncertainty (EPU) index released by Baker et al. and the
Geopolitical Risk (GPR) index developed by Caldara and Iacoviello. All macro data are
arranged at the quarterly frequency and aligned with firm-level data after smoothing and
linear interpolation.

For sample construction, we select cross-border equipment manufacturing enterprises
in Shandong Province. Based on the China Securities Regulatory Commission’s Industry
Classification Guidelines for Listed Companies, we identify listed firms whose primary
business belongs to equipment manufacturing (industry codes C71-C76, including special
equipment, electrical machinery, and automobile manufacturing). To ensure stable cross-
border orientation, we further retain firms whose overseas revenue share remained above
20% on an annual basis. The sample covers major provincial industrial clusters such
as Qingdao West Coast New Area (shipbuilding and marine engineering equipment),
Yantai Economic and Technological Development Zone (auto parts), and Weifang Binhai
Area (power equipment), in line with the cluster-development orientation of the 14th
Five-Year Plan for Equipment Manufacturing in Shandong Province. The study period
spans from 2001Q1 to 2024Q3. To ensure data quality, we exclude financial firms and firms
under ST or *ST treatment. After sample cleaning, the final sample contains 149 firms
and provides sufficient firm-quarter observations for leakage-free model training and
evaluation. The sample covers core subsectors of Shandong’s equipment manufacturing
industry, including special equipment manufacturing (29.86%), electrical machinery and
equipment manufacturing (20.89%), and automobile manufacturing (14.92%), all of which
share characteristics such as capital intensity, long supply chains, and strong cyclicality,
making them representative for analyzing proxy-based disruption-related vulnerability in
cross-border equipment manufacturing.

To further improve data reliability, we conducted a series of data-quality checks before
model training. These checks included duplicate-record screening, variable-range and
sign-consistency inspection for major accounting items, quarterly alignment verification
between firm-level and macro-level indicators, and leakage-free preprocessing in which
missing-value handling, winsorization, and standardization parameters were estimated
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within the training window only and then applied to validation and test data. After these
screening and cleaning procedures, no major coding inconsistencies or structurally invalid
firm-quarter observations remained in the final analytical sample.

After collecting firm-level and macro-level data, we conduct the following preprocess-
ing steps:

1. Missing values: filled using linear interpolation or seasonal means within the
training window only, without using future information;

2. Outliers: winsorized mildly using median + 3 median absolute deviation (MAD);

3. Alignment and frequency: macro and micro indicators are unified to the quarterly
frequency and temporally aligned;

4. Standardization: all continuous variables are standardized using the z-score.

Because the dependent variable is defined by the industry-median threshold, the
labels are approximately balanced within the sample. We therefore do not apply
over-/under-sampling or class weighting, so as to preserve the true distribution and avoid
artificial distortion.

The integrated and cleaned dataset exhibits good completeness and consistency and
provides a solid foundation for subsequent neural network modeling. Based on this dataset,
we further construct an MLP model to predict proxy-based disruption-related vulnerability,
as described below.

2.3. Model Design and Training
2.3.1. Model Principle

An MLP is a feedforward neural network built from an input layer, hidden layers,
and an output layer. Through layered nonlinear transformations, it can model complex
relationships among variables. According to the universal approximation theorem [27],
MLPs with sufficient hidden units are able to approximate continuous functions effectively.
This ability makes them appropriate for analyzing the nonlinear and high-dimensional
risks present in equipment-manufacturing supply chains.

The overall mapping from input to output is:

h0 = g(Whx+50) @)
B0 — g(W(l)h(l_l) i b<’>),l =2,.,L—1 2
g = (WK 4 p0) (3)

where x denotes the standardized input feature vector; h" is the hidden representation at
layer I; W) and b(!) are the weight matrix and bias vector of layer , respectively; g(*) is the
nonlinear activation function at layer / (rectified linear unit (ReLU) in this study); ¢ is the
sigmoid function in the output layer, which maps the linear combination to a probability;
L is the total number of layers (i.e., the index of the output layer); and 7 is the predicted
probability of belonging to the proxy-defined disruption-vulnerable class, taking values
in the interval (0, 1). This integrated mapping reflects the mechanism of alternating linear
transformation and nonlinear activation and allows the model to progressively extract
high-order combination features while capturing nonlinearities and interaction effects
between internal operating indicators and external environmental variables.

2.3.2. Network Architecture Design

We adopt a tunable MLP architecture. The number of input nodes equals the dimen-
sionality of the standardized feature space. The hidden layers consist of one to two blocks
of linear transformation-batch normalization (BatchNorm)-activation-Dropout [28], and
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the weights are initialized using Xavier initialization to stabilize training. The number of
neurons per hidden layer is selected from {32, 64}, and activation functions are compared
between ReLU and exponential linear unit (ELU) [29], with the better-performing com-
bination retained based on validation performance. BatchNorm is retained after each
layer, and Dropout is searched in the range of 0.3 to 0.6 to control overfitting. The
output layer uses a sigmoid function to map the network output to a probability of
proxy-based disruption-related vulnerability in (0, 1). The specific number of layers, layer
width, and activation function are jointly determined by hyperparameter search using the
validation-set F1 score (the harmonic mean of precision and recall). Candidate architec-
tures are evaluated on the training set using grouped time-series cross-validation by com-
pany ID (GroupKFold x TimeSeriesSplit, embargo = 1), and the layer/width/activation
combination with the best validation performance is selected as the final architecture.
BatchNorm and Dropout are retained during the final training stage to improve stability
and generalizability.

2.3.3. Training Procedure and Hyperparameter Selection

For model estimation, binary cross-entropy is employed as the loss function to quantify
the gap between the model’s predicted probabilities and the actual class labels:

1

L=——
N

[yilog(#;) + (1 —yi)log(1 — §;)] (4)

L

To improve model generalization, an L2 penalty is incorporated into the loss function,

yielding the total objective:
2

L = L+ A WO ®
=1 F

where N is the sample size; y; € {0,1} is the proxy-defined class label; 7; € (0,1) is
the predicted probability of disruption-related vulnerability under the proxy definition;
W) is the weight matrix of layer [ (bias terms b(") are typically not penalized); ||W!)||2
denotes the Frobenius norm, i.e., the sum of squared matrix elements; A > 0 is the
regularization coefficient controlling the penalty strength; and %}, is the regularized
total objective minimized during training. Model parameters are updated using the Adam
optimizer [30] with an initial learning rate of 0.001, together with an adaptive learning-rate
reduction strategy based on validation-set F1 (e.g., Reduce LR On Plateau, which lowers
the learning rate proportionally when F1 fails to improve over several epochs). To enhance
generalization, the Dropout hyperparameter is searched over the interval 0.3-0.6 and the
best value is selected. The data are split chronologically into training, validation, and
test sets with proportions of approximately 70%/15%/15%. All preprocessing parameters
are estimated on the training set only and then applied to the validation and test sets.
Hyperparameter selection and early-stopping monitoring are conducted using grouped
time-series cross-validation by company ID (GroupKFold x TimeSeriesSplit, embargo = 1
time step) [31]. The classification threshold is selected on the validation set by maximizing
F1 and is then fixed for the test set. The test set is used once only for final evaluation. The
standardization of continuous variables follows Section 2.2; its parameters (means and
standard deviations) are fit only on the training set and then applied to the validation
and test sets. For reproducibility, the one-shot benchmark in Table 1 uses a fixed random
seed (41), whereas the supplementary time-ordered robustness settings are documented in
Appendix A and reported in Appendix B; these supplementary evaluations are interpreted
as descriptive robustness evidence rather than formal inferential proof. All models were
implemented in Python 3.10. The main packages used were PyTorch 2.0 for the MLP
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model; scikit-learn 1.3 for logistic regression, decision tree, and random forest; XGBoost 1.7;
LightGBM 4.0; and SHAP 0.43 for model interpretation.

Table 1. Comparison of Predictive Performance across Models.

Model Accuracy Recall F1-Score AUC-ROC AUC-PR
MLP (Neural Network) 0.8824 0.8948 0.8842 0.9439 0.9415
Logistic Regression (LR) 0.8711 0.8983 0.8749 0.9344 0.9363
Decision Tree (DT) 0.8668 0.8828 0.8693 0.9167 0.8942
Random Forest (RF) 0.8780 0.8914 0.8800 0.9367 0.9386
XGBoost 0.8772 0.8948 0.8797 0.9469 0.9491
LightGBM 0.8789 0.8931 0.8810 0.9172 0.8858

Table Note: The values in the table are derived from the experiments in this study. The optimal MLP configuration
is as follows: 1 hidden layer, 64 neurons, ReLU activation, Dropout = 0.5, learning rate = 0.001; target class for
evaluation: proxy-defined vulnerable state (coded as 0); threshold: validation-set F1 optimum; test set: one-shot
evaluation. Best values in each column are highlighted in bold.

2.3.4. Performance Evaluation and Benchmark Comparison

We evaluate model performance using five metrics: accuracy, recall, the F1 score, the
area under the receiver operating characteristic curve (AUC-ROC), and the area under the
precision-recall curve (AUC-PR). Among them, the F1 score and AUC-PR are especially
informative for this task because they better capture the quality and stability of identifying
proxy-defined vulnerable cases (the target class for evaluation). To verify the effectiveness
of the MLP, we compare it with five baseline models: logistic regression (LR), decision tree
(DT), random forest (RF), XGBoost, and LightGBM. For fair comparison, all benchmark
models use the same chronologically ordered split, leakage-free preprocessing pipeline,
grouped time-series cross-validation, and validation-based threshold selection described
above. Full comparative and robustness results are reported in Section 3.1 and Appendix B.

2.4. Interpretability Analysis: SHAP

To improve model transparency while preserving predictive performance, we conduct
a global SHAP analysis on the final selected MLP. Throughout the paper, SHAP > 0 indicates
lower proxy-based disruption-related vulnerability, whereas SHAP < 0 indicates higher
proxy-based disruption-related vulnerability; all figures and discussions below follow
this convention.

SHAP is used here as an interpretability tool for predictive attribution rather than
for causal identification. Accordingly, the reported feature importance, sign, and ranking
should be interpreted as model-based associations with the proxy-defined outcome, not as
independent causal effects. Throughout the following sections, terms such as “important
predictive features” or “associated factors” are therefore preferred to causal expressions
such as “drivers” or “determinants”.

In this section, the function to be explained is defined as the log-odds of the model-
implied probability of normal operation, with the logit link defined as:

2z €(0,1) (6)

z
£(z) =In 7

For ease of exposition, we denote the SHAP-explained function as h(x) = logit(1 — §(x)).
Under the setup described in Section 2.1.3, the network output 7(x) represents the predicted
probability of the proxy-defined disruption-vulnerable state. Accordingly, the probability
of the proxy-defined normal state is denoted by g(x) = 1 — (x), and an additive decompo-
sition is constructed on the logit scale. This transformation is adopted so that positive SHAP
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values can be interpreted consistently as contributions toward the proxy-defined normal
state, and negative SHAP values as contributions toward higher proxy-based vulnerability:

P
£(q(x)) :¢0+;¢j(x)/j:1/"~/P )

J

where ¢ is the baseline term, defined as the expectation under the background distribution
Py, which is constructed from representative subsamples drawn from the training set:

90 = Exp [£(4(X))] ~ |510| Y (a(x')) ®)

XIGSO

Under this setup, ¢;(x) > 0 indicates lower proxy-based disruption-related vulnerabil-
ity, whereas ¢;(x) < 0indicates higher proxy-based disruption-related vulnerability. Global

importance is measured and ranked by mean ( |<pj ), and the beeswarm plot visualizes di-
rectionality and heterogeneity across different feature values. In implementation, SHAP is
computed directly using the explainer’s forward function defined on this logit-transformed
target, rather than by first computing SHAP values for §/(x) and then transforming them, so
as to preserve additivity in logit space. The implementation uses a SHAP-based explainer
for deep-learning models [19,32]. The background sample Sy is selected from the training

set using methods such as k-medoids [33], with a size of approximately 100.

3. Results and Discussion

We first assess the predictive performance of the MLP model in the early warning
of proxy-based disruption-related vulnerability and compare it with a set of benchmark
models. After establishing the effectiveness of the MLP, we use SHAP to identify the
important predictive features of proxy-based disruption-related vulnerability and reveal
the direction and magnitude of their effects. Finally, we synthesize the predictive and
interpretability results in light of both theory and practice to provide the basis for the
managerial implications and conclusions.

3.1. A Comparative Evaluation of Predictive Performance

To systematically evaluate the performance of different models in providing early
warnings of proxy-based disruption-related vulnerability, this study uses the F1 score
as the core evaluation metric because it balances precision and recall and is especially
suitable for settings that emphasize the identification quality of proxy-defined disruption-
vulnerable cases (the target class for evaluation). Accuracy, AUC-ROC, and AUC-PR are
additionally reported to provide a multidimensional performance assessment. All model
hyperparameters are optimized using grouped time-series cross-validation by company
ID (GroupKFold x TimeSeriesSplit, embargo = 1 quarter) and are then evaluated on an
independent test set. Because the primary goal of this study is the identification quality
of proxy-defined vulnerable cases, F1 is prioritized, while AUC-ROC and AUC-PR are
reported as threshold-independent supplementary metrics.

Table 1 presents the performance of the proposed MLP model and five benchmark
models—Ilogistic regression (LR), decision tree (DT), random forest (RF), XGBoost, and
LightGBM—in predicting next-quarter proxy-defined disruption-related vulnerability. Be-
cause the study focuses on the identification quality of proxy-defined vulnerable cases, F1
is treated as the primary metric. The classification threshold for each model is determined
by maximizing F1 on its respective validation set and then fixed for the test set; AUC-ROC
and AUC-PR are also reported to characterize threshold-independent performance.
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As shown in Table 1, the MLP achieves the highest F1 score (0.8842) and the highest
accuracy (0.8824). However, its advantage is not uniform across metrics. XGBoost yields
slightly higher AUC-ROC and AUC-PR, and logistic regression records marginally higher
recall. We therefore select the MLP not because it dominates every criterion, but because it
best matches the study’s main objective: identifying vulnerable firms with a balanced trade-
off between precision and recall. To facilitate a more detailed model-by-model comparison,
Table 2 summarizes the main comparative patterns across the one-shot benchmark and the
supplementary time-ordered evaluations.

Table 2. Detailed Comparative Profile of Predictive Performance across Models.

Model One-Shot One-Shot One-Shot Avg. F1 Across 8 Avg. F1 Across Highest F1

F1 AUC-ROC AUC-PR Temporal Partitions  Rolling Windows (Wins)

MLP 0.8842 0.9439 0.9415 0.8819 £ 0.0041 0.8791 + 0.0052 16/23
LR 0.8749 0.9344 0.9363 0.8732 £ 0.0049 0.8702 + 0.0058 1/23
DT 0.8693 0.9167 0.8942 0.8683 + 0.0055 0.8661 + 0.0064 0/23

RF 0.8800 0.9367 0.9386 0.8790 + 0.0044 0.8770 £ 0.0051 1/23
XGBoost 0.8797 0.9469 0.9491 0.8775 + 0.0045 0.8745 + 0.0053 4/23
LightGBM 0.8810 0.9172 0.8858 0.8802 + 0.0046 0.8783 £ 0.0056 1/23

Table Note: Bold indicates the best-performing value in each column.

Table 2 provides a more detailed cross-model comparison beyond the one-shot bench-
mark reported in Table 1. The results further confirm that no single model dominates all
evaluation criteria. The multilayer perceptron not only achieves the highest F1 score in the
one-shot evaluation, but also maintains the highest average F1 across the eight temporal
partitions and the rolling-window evaluation. This pattern suggests that the multilayer
perceptron is the most suitable model for the present study when threshold-based iden-
tification of proxy-defined vulnerable cases is treated as the primary task objective. By
contrast, XGBoost performs best on threshold-independent ranking metrics, including
AUC-ROC and AUC-PR, both in the one-shot benchmark and in the supplementary time-
ordered evaluations reported in Appendix B. Logistic regression shows a slightly stronger
recall tendency, whereas random forest and LightGBM remain competitive but do not
consistently outperform the multilayer perceptron on the primary task-oriented metric.
Therefore, the comparative evidence should be interpreted as supporting a task-aligned
selection of the multilayer perceptron under an Fl-oriented early-warning objective, rather
than as establishing universal superiority across all metrics and validation settings.

Robustness of Model Comparison

To check whether this conclusion depends on a single hold-out split, we repeated
the comparison under three additional time-ordered settings: eight alternative temporal
partitions, rolling-window evaluation, and a pre-/post-2012 subperiod analysis. The
pattern remains broadly stable. The MLP keeps the highest average F1, whereas XGBoost
continues to perform slightly better on AUC-ROC and AUC-PR. These exercises do not
establish formal statistical dominance, but they do show that the main ranking pattern is
not an artifact of one specific split. Detailed temporal partitions and robustness results
are reported in Appendices A and B, respectively. Therefore, the present comparison
should be interpreted as evidence of descriptive temporal stability and task suitability
under an Fl-oriented objective, rather than as a formal statistical significance test across
model families.

https://doi.org/10.3390/su18083821


https://doi.org/10.3390/su18083821

Sustainability 2026, 18, 3821

11 0f 18

3.2. SHAP-Based Predictive Attribution and Feature Importance

After confirming the task-aligned predictive performance of the MLP, this section uses
SHAP to interpret the fitted model and identify the globally important predictive features
associated with proxy-based disruption-related vulnerability for cross-border equipment
manufacturing enterprises in Shandong during 2001Q1-2024Q3. The features are ordered
from highest to lowest according to their mean absolute SHAP values (mean ( ‘ ol ‘ )); alarger
value indicates a larger average contribution to the model’s predictions and hence greater
importance in distinguishing whether a firm is likely to be classified as relatively vulnerable
under the proxy definition in the next quarter. These results should be interpreted as
predictive attribution rather than causal identification.

Sign and color convention. In this section, the sign of SHAP is interpreted directly as
the direction of change in proxy-based disruption-related vulnerability: SHAP > 0 indicates
lower disruption-related vulnerability, whereas SHAP < 0 indicates higher disruption-
related vulnerability. In the beeswarm plot, red represents higher feature values, whereas
blue represents lower feature values.

First, Figure 2 presents a SHAP feature-importance bar chart for the top 10 important
predictive features ranked by mean absolute SHAP value. Annualized return on total assets
has the highest mean absolute SHAP value among all features, indicating that it receives
the strongest predictive attribution in the fitted model. Other profitability indicators, such
as gross profit margin on sales and annualized return on equity, also rank prominently and
form the first tier of the early-warning system.

Top 10 Feature Importances by mean(|SHAP|)

Annualized Retur 0.0680

Gross Profit Margi 00297

Annualized Return on Equity 00279

00258

Sharcholders’ Equity
Export Va
0.0258

00258

00186

00186

0.00 001 002 003 00s 006 007

004
mean(SHAP value])

Figure 2. SHAP Feature-Importance Bar Chart.

To provide more precise quantitative evidence, Table 3 reports the top 10 most influen-
tial predictive features and their corresponding mean absolute SHAP values. The results
show that four of the top five predictive features are internal financial indicators, especially
profitability measures, including annualized return on total assets, gross profit margin on
sales, and annualized return on equity. This indicates that internal financial indicators
receive high predictive attribution in the fitted model. Notably, the Export Value of Aid
and Donated Materials from States and International Organizations—hereafter referred to
as policy-backed export demand—also ranks within the top five.

Table 3. Top 10 Important Predictive Features Associated with Proxy-Based Disruption-Related
Vulnerability (Based on SHAP Analysis of the MLP Model).

Rank Item Mean(| b; 1)
1 Annualized Return on Total Assets 0.068031174
2 Gross Profit Margin on Sales 0.029708632
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Table 3. Cont.

Rank Item Mean(| b; 1)
3 Annualized Return on Equity 0.027896295
4 Shareholders” Equity Ratio 0.025846552
5 Export Value of Aid and Donated Materials from States and International Organizations 0.025825185
6 Cost of Sales Ratio 0.025760165
7 Surplus Reserve per Share 0.022494560
8 Dividend Payout Ratio 0.022316955
9 Geopolitical Risk Index: India 0.018630869
10 Basic EPS (Excluding Extraordinary Items) 0.018574606

Table Note: Features are ranked by mean absolute SHAP value from highest to lowest. For readability, the top
three predictive features are highlighted in bold.

The beeswarm summary plot in Figure 3 further illustrates the impact patterns of
these key factors:

1. For core profitability indicators such as annualized return on total assets and gross
profit margin on sales, high feature values (red points) are densely distributed in the
positive SHAP region, indicating a clear global association between stronger profitability
and lower relative vulnerability.

2. For external environmental indicators, high values of policy-backed export de-
mand are also concentrated in the positive SHAP region, suggesting an association with
lower predicted vulnerability. By contrast, high values of the geopolitical risk index
for India lie mainly in the negative SHAP region, indicating an association with higher
predicted vulnerability.

Annualized Return on Total Assets (%)
Gross Profit Ma %)

t

gy

l“T*f

Capital Reserve per Share (CNY/Share)
vice Index: Energy

Exports: FOB

Diluted Earnings per Share 3-Year CAGR (%)
Dividend per S

EBITDA

fo+***++Tf}+

Gross Profit Margin on Sales (TTM) (%)
Total Operating %)
CEIC Leading Indicator: Russi

++

050 025 000 025 050 075
SHAP value (impact on model output)

Figure 3. SHAP Beeswarm Summary of Proxy-Based Disruption-Related Vulnerability for Cross-
border Equipment Manufacturing Enterprises in Shandong Province. Figure Note: Red = high value,
blue = low value; SHAP > 0 indicates lower disruption-related vulnerability, whereas SHAP < 0 indi-
cates higher disruption-related vulnerability; target class for evaluation = proxy-defined vulnerable
state (coded as 0).

3.3. Discussion

For readability, the discussion proceeds from internal profitability to the external envi-
ronment and finally to the combined value of predictive performance and interpretability.

3.3.1. Prominence of Profitability-Related Features in Predictive Attribution

Table 3 and Figure 3 show that profitability variables occupy the top positions in
the fitted model, with annualized return on total assets standing out most clearly. This
pattern suggests that firms with stronger earnings capacity are more likely to be predicted
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as remaining outside the proxy-defined vulnerable group in the following quarter. In the
Shandong context, this is plausible because firms undergoing upgrading and cross-border
adjustment need profits not only for current operations, but also for buffer inventories,
supplier diversification, and technology investment [2,34,35].

3.3.2. External Conditions Associated with Higher and Lower Predicted Vulnerability

The external variables point in two different directions. Higher policy-backed export
demand is associated with lower predicted vulnerability, suggesting that relatively stable
institutional orders may cushion firms against market volatility [26,36]. By contrast, higher
India-related geopolitical risk is associated with higher predicted vulnerability. Given
Shandong’s exposure to South-Asia-linked shipping routes, this pattern is consistent with
the province’s sensitivity to maritime logistics uncertainty [23]. These are predictive
associations rather than causal claims, but they still help identify where firms may need
closer monitoring.

3.3.3. Model Value: From Accurate Prediction to Interpretable Attribution

The contribution of the framework is practical. Numerically, this task-aligned ad-
vantage is modest but consistent: the multilayer perceptron records an F1 score of 0.8842,
compared with 0.8797 for XGBoost and 0.8749 for logistic regression, whereas XGBoost
attains the highest AUC-ROC and AUC-PR. The MLP provides a task-aligned warning
signal under the study’s Fl-oriented objective, and SHAP helps identify which variables
receive the greatest predictive attribution in that signal. Together, they allow managers to
move from “which firms look vulnerable” to “which factors are most closely associated
with that vulnerability in the fitted model.” In this setting, sustainability is reflected not only
in reducing disruption exposure, but also in maintaining investment continuity, preserving
export stability, and promoting higher-value and lower-carbon industrial upgrading under
external shocks [37].

4. Conclusions
4.1. Major Findings

This study shows that an interpretable neural-network framework can be used to
monitor relative vulnerability among Shandong’s cross-border equipment manufacturers
when direct disruption-event data are unavailable. Empirically, the MLP achieves the
highest observed value on the study’s primary F1 criterion, while XGBoost remains slightly
stronger on AUC-based metrics. Profitability variables are the strongest predictive features,
policy-backed export demand is associated with lower predicted vulnerability, and India-
related geopolitical risk is associated with higher predicted vulnerability. These findings
support the use of explainable early-warning tools as a complement to resilience planning,
rather than as standalone causal evidence.

4.2. Managerial Implications

Based on these core findings for cross-border equipment manufacturing enterprises in
Shandong, we offer three closely linked and actionable strategic implications for business
managers and provincial policymakers.

1. Strengthen profit quality to build a resilient foundation during the transition from
old to new growth drivers. In the fitted model, profitability-related indicators receive the
highest predictive attribution among internal variables and are consistently associated with
lower predicted vulnerability. During Shandong’s ongoing industrial upgrading, firms face
substantial investment needs and supply chain reconfiguration pressures. Management
should therefore move beyond a narrow focus on profit scale and treat profit-quality
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indicators—such as return on assets and gross profit margin—as practical early-warning
signals associated with the firm’s capacity to absorb shocks and sustain long-term resilience
investment. Excess profits can be allocated to resilience-enhancing assets, such as supply
chain diversification, upgrading of critical technologies, and strategic safety stocks, so that
financial strength is translated into buffering capacity during the transition toward more
intelligent and higher-value manufacturing.

2. Leverage policy-backed export demand by embedding firm supply chains into
relatively stable institutional networks. SHAP highlights policy-backed export demand as
an external feature associated with lower predicted vulnerability. This suggests that, where
relevant and feasible, firms may enhance stability by participating in policy-supported trade
and international capacity-cooperation programs such as those associated with the Belt
and Road Initiative. As an important equipment-manufacturing province and a strategic
land-sea hub in the Belt and Road network, Shandong creates favorable opportunities for
firms to collaborate with the provincial Department of Commerce and the China Council for
the Promotion of International Trade. Such demand may provide countercyclical stability
and may serve as a buffer against global market volatility because it tends to carry stronger
policy backing and lower settlement risk.

3. Focus on geopolitical risk and develop a region-specific geopolitical risk monitoring
and response system. Shandong’s reliance on Indian Ocean routes may increase the
sensitivity of its cross-border equipment manufacturing sector to related geopolitical risks.
Firms need a targeted and routine mechanism for monitoring and responding to geopolitical
developments. Building on the resources and information advantages of core coastal ports
such as Qingdao and Yantai, leading firms or industry associations could take the initiative
in establishing a shared risk-information platform. At the same time, firms should actively
explore diversified logistics channels, including the Qilu freight train service to Eurasia and
the China—ASEAN New International Land-Sea Trade Corridor, so as to reduce excessive
dependence on any single maritime corridor and build a more resilient cross-border logistics
system consistent with Shandong’s position as a northern international shipping hub.

4.3. Limitations and Future Research

While this study strives for methodological rigor, several limitations should
be acknowledged.

First, the study predicts proxy-based disruption-related vulnerability rather than
directly observed disruption events. The use of quarter-level relative return on assets
underperformance offers practical advantages in terms of data availability, quarterly imple-
mentation, and cross-firm comparability, but it does not fully capture operational disrup-
tions such as supplier interruption, production stoppage, or overseas delivery delay. In
addition, the relationship between return on assets and disruption-related vulnerability
may weaken when financial outcomes are materially affected by accounting adjustments,
subsidies, asset disposals, investment-cycle effects, or other non-operational factors, or
when the financial consequences of disruption are lagged. Accordingly, the framework
should be used as an early-warning aid for relative vulnerability screening, rather than as a
substitute for event-level disruption diagnosis.

Second, although Section Robustness of Model Comparison and Appendix B provide
descriptive robustness evidence across alternative time-ordered validation settings, with
Appendix A documenting the underlying temporal partitions and subperiod splits, these
exercises involve overlapping windows and unequal test horizons and therefore should not
be interpreted as formal inferential proof of model superiority. Future work can strengthen
comparative evidence through non-overlapping rolling-origin designs, external validation
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samples, bootstrap confidence intervals, or pre-specified significance testing under fixed
temporal splits.

Third, the Shapley additive explanation results should be interpreted as model-based
predictive attribution rather than causal identification. Although the method is useful for
revealing which features are most influential in the fitted model, it does not independently
establish causal mechanisms or fully eliminate the influence of confounding relationships
among predictors.

Fourth, the data are limited to listed firms and mainly structured quarterly indicators.
This may exclude many small and medium-sized cross-border equipment manufacturers in
Shandong and may underrepresent unstructured but practically relevant information, such
as supplier-network changes, local policy implementation intensity, or logistics text signals.

Future research may therefore proceed in four directions: improving proxy validation
through alternative vulnerability definitions and sensitivity analysis; enriching data sources
by incorporating non-listed firms and higher-frequency operational data; strengthening
causal analysis through natural experiments or quasi-experimental designs; and extending
the framework to other provinces or manufacturing sectors to assess external validity.
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Appendix A. Supporting Validation Designs for Robustness Checks

The eight temporal partitions used in Table A3 are defined as follows (all dates in
YYYYQ format):

Table Al. Temporal Partitions for Table A3.

Partition Training Period Validation Period Test Period
1 2001Q1-20140Q4 2015Q1-20180Q4 2019Q1-2024Q3
2 2001Q1-2015Q4 2016Q1-20190Q4 20200Q1-2024Q3
3 2001Q1-2016Q4 2017Q1-20200Q4 2021Q1-2024Q3
4 2001Q1-2017Q4 2018Q1-20210Q4 20220Q1-2024Q3
5 2001Q1-2010Q4 2011Q1-2014Q4 2015Q1-2024Q3
6 2001Q1-2011Q4 2012Q1-2015Q4 2016Q1-2024Q3

https://doi.org/10.3390/su18083821


https://doi.org/10.3390/su18083821

Sustainability 2026, 18, 3821

16 of 18
Table A1. Cont.
Partition Training Period Validation Period Test Period
7 2001Q1-201204 2013Q1-20160Q4 2017Q1-2024Q3
8 2001Q1-20130Q4 2014Q1-2017Q4 2018Q1-2024Q3

Table Note: These eight settings are not intended to represent a fixed-proportion split (e.g., exact 70/15/15).
Rather, they are designed to evaluate whether the relative performance patterns observed in Table 1 are stable
across different choices of temporal cut points and varying test horizons. Because the test windows differ in
length, the mean values across partitions should be interpreted as a descriptive summary of model stability rather
than as a basis for formal statistical comparison.

Table A2. Chronological Splits for Subperiod Analysis (Table A5).

Subperiod Training Period Validation Period Test Period

Subperiod 1 2001Q1-2009Q3 20090Q4-2011Q2 2011Q3-201204
(2001Q1-201204) (approx. 70%) (approx. 15%) (approx. 15%)

Subperiod 2 2013Q1-2021Q1 2021Q2-2022Q4 2023Q1-2024Q3
(2013Q1-2024Q3) (approx. 70%) (approx. 15%) (approx. 15%)

Table Note: These splits maintain chronological order and ensure that no future information is used in model
training. The approximate percentages are based on the number of quarters within each subperiod.

Appendix B. Robustness Check Results

Table A3. Model Performance Across Multiple Temporal Partitions (8 Partitions).

Model F1-Score (Mean + SD) AUC-ROC (Mean =+ SD) AUC-PR Mean + SD)
MLP (NeuralNetwork) 0.8819 + 0.0041 0.9430 £ 0.0042 0.9406 £ 0.0045
Logistic Regression (LR) 0.8732 £ 0.0049 0.9341 =+ 0.0045 0.9358 + 0.0048
Decision Tree (DT) 0.8683 =+ 0.0055 0.9156 =+ 0.0057 0.8933 =4 0.0064
Random Forest (RF) 0.8790 4 0.0044 0.9360 4 0.0043 0.9379 =4 0.0047
XGBoost 0.8775 £ 0.0045 0.9462 = 0.0040 0.9485 + 0.0042
LightGBM 0.8802 4 0.0046 0.9165 4 0.0052 0.8848 + 0.0061

Table Note: Eight temporal train—validation—test settings were constructed by varying the temporal cut points.
The exact temporal cut points are reported in Appendix A Table Al. Because these settings involve partially
overlapping time windows and unequal test horizons, they are used as descriptive robustness evidence rather
than as a basis for formal inferential comparison. All models were tuned using grouped time-series cross-
validation (GroupKFold x TimeSeriesSplit, embargo = 1 quarter) within each training set. Values are reported as
mean =+ standard deviation across eight settings. Bold indicates the highest mean value in each column.

Table A4. Rolling Window Evaluation Results (2019Q1-2024Q3, 23 Windows).

Model F1-Score (Mean = SD) AUC-ROC (Mean = SD) AUC-PR (Mean + SD)  Highest F1 (Wins)
MLP (NeuralNetwork) 0.8791 £ 0.0052 0.9408 £ 0.0046 0.9385 + 0.0049 16/23 (69.6%)
Logistic Regression (LR) 0.8702 4= 0.0058 0.9325 £+ 0.0051 0.9342 + 0.0054 1/23 (4.3%)
Decision Tree (DT) 0.8661 & 0.0064 0.9136 4 0.0062 0.8915 4= 0.0068 0/23 (0.0%)
Random Forest (RF) 0.8770 £ 0.0051 0.9347 £ 0.0049 0.9366 + 0.0052 1/23 (4.3%)
XGBoost 0.8745 £ 0.0053 0.9441 £ 0.0045 0.9462 + 0.0047 4/23 (17.4%)
LightGBM 0.8783 £ 0.0056 0.9152 £ 0.0060 0.8838 & 0.0065 1/23 (4.3%)

Table Note: Rolling window evaluation was conducted for each evaluation quarter from 2019Q1 to 2024Q3
(23 windows in total). For each window, models were trained on the preceding 12 quarters of data and evaluated
on the focal quarter. All models were re-tuned within each training window using grouped time-series cross-
validation (GroupKFold x TimeSeriesSplit, embargo = 1 quarter). Values are reported as mean + standard
deviation across 23 rolling windows. Bold indicates the highest value in each column. “Highest F1 (wins)”
indicates the number of windows in which each model achieved the highest F1 score.
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Table A5. Subperiod Analysis Results. (a) Subperiod 1: 2001Q1-2012Q4 (Pre-2012). (b) Subperiod 2:
2013Q1-2024Q3 (Post-2012).

(a)
Model F1-Score AUC-ROC AUC-PR
MLP(NeuralNetwork) 0.8817 0.9422 0.9396
Logistic
Regression(LR) 0.8724 0.9331 0.9348
Decision Tree (DT) 0.8675 0.9151 0.8929
Ra“d‘(’II{T‘F;F orest 0.8785 0.9358 0.9373
XGBoost 0.8812 0.9461 0.9483
LightGBM 0.8798 0.9163 0.8845
(b)
Model F1-Score AUC-ROC AUC-PR
MLP(NeuralNetwork) 0.8852 0.9439 0.9412
Logistic
Regression(LR) 0.8741 0.9345 0.9362
Decision Tree (DT) 0.8693 0.9162 0.8939
Randz’l;“Ff orest 0.8794 0.9363 0.9385
XGBoost 0.8785 0.9468 0.9495
LightGBM 0.8802 0.9170 0.8854

Table Note: The full sample is divided into two subperiods at the approximate midpoint (2012Q4) to assess
temporal stability. Within each subperiod, we apply the same chronologically ordered evaluation logic as in
the main analysis. The exact chronological splits are reported in Appendix A Table A2. All models were
re-tuned within each subperiod using grouped time-series cross-validation (GroupKFold x TimeSeriesSplit,
embargo = 1 quarter). Bold indicates the highest value in each column per subperiod.
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