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Abstract

Country rankings of circular economy (CE) performance depend on how indicators are 
weighted. This study compares data-derived and large language model (LLM)-elicited 
weights for 13 EU Circular Economy Monitoring Framework indicators across 27 EU coun-
tries in 2022. CRITIC, Entropy and MEREC provided data-derived weights, while Claude-
sonnet-5 (Anthropic) and ChatGPT gpt-5.6-terra (OpenAI) generated pairwise comparisons 
using the Analytic Hierarchy Process (AHP) and expert personas. Countries were ranked 
using TOPSIS and MARCOS. LLM weights were tested through additional repetitions 
and prompt variations and compared with two published human expert panels. Under 
TOPSIS, pooled LLM and CRITIC weights produced broadly similar country rankings
(Spearman’s 𝜚 = 0.78), despite different indicator priorities. The LLM panel gave greater 
weight to material and consumption footprints. Rankings varied with weighting and nor-
malization choices. Claude and ChatGPT produced different TOPSIS rankings, although 
removing persona instructions barely changed pooled rankings (𝜚 = 0.995); ChatGPT 
showed greater sensitivity (𝜚 = 0.872). Both published expert panels prioritized Compet-
itiveness and Innovation, unlike the LLM panel. Rankings under TOPSIS and MARCOS 
were generally similar. These findings show that similar rankings can conceal different 
indicator priorities. LLM-elicited weights offer an additional assessment scenario, not a 
substitute for human expert judgment.

Keywords: circular economy; multicriteria decision aiding; large language models;
role-conditioned LLM elicitation design; indicator weighting; sensitivity analysis

1. Introduction
The transition to a circular economy (CE) seeks to reduce resource extraction, waste 

generation, and environmental pressures by replacing the dominant linear model of pro-
duction and consumption with more regenerative and resource-efficient systems. The 
circular economy is an economic model in which activities such as planning, resource 
use, procurement, production and reprocessing are designed and managed to support 
both ecosystem functioning and human well-being [1]. Since the Industrial Revolution, 
economic activities have largely followed a linear model [2] based on a “take, make and 
dispose” approach [3]. Because the CE transition encompasses environmental, economic, 
technological, and resource-management dimensions, assessing its progress requires a 
multidimensional monitoring framework. A successful transition to a circular economy 
depends on the ability to measure and monitor its progress. Circular economy indicators 
can generally be classified into three levels: macro, covering global, national, regional, and 
city levels; meso, focusing on industrial symbiosis and eco-industrial parks; and micro, 
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referring to individual firms and products [4]. Circular economy monitoring has devel-
oped from a general concept into a policy requirement, as the European Union provides 
a set of indicators for measuring circular economy performance at the macro level [5,6]. 
At the international level, the UN 2030 Agenda for Sustainable Development and the EU 
Circular Economy Action Plans have further supported the transition toward a circular 
economy. The European Green Deal also sets important goals, including achieving climate 
neutrality by 2050, decoupling economic growth and resource use and supporting inclusive 
development [7,8]. However, achieving these goals requires not only ambitious targets 
but also reliable indicators and transparent procedures for aggregating them into overall 
assessments [7]. The availability of harmonized indicators addresses only a part of the 
assessment problem. When multiple indicators are aggregated into a composite measure, 
the weights assigned to those indicators can influence performance scores and country 
rankings. Indicator weighting is therefore not merely a technical step but a methodological 
choice that may shape how CE progress is interpreted.

Recent studies have developed various quantitative methods for assessing circular 
economy performance across the EU. In these studies, indicator weights are commonly 
derived from the statistical characteristics of the data or from judgments provided by human 
experts. Several data-derived approaches have been applied to CE performance assessment. 
Ratner et al. [9], for example, applied dynamic Data Envelopment Analysis to examine 
governmental effectiveness in the circular economy transition in 27 EU countries, while 
Nimjerdi [10] combined a two-stage network slack-based measure with a spatial Durbin 
model to examine regional eco-efficiency and spatial spillover effects. Other studies have 
used simulation and machine learning to assess circular innovation and environmental 
carrying capacity [11], as well as Bayesian networks and machine-learning forecasting 
approaches [7,12]. Grey Relational Analysis has also been applied to rank country-level CE 
performance [13]. Alongside these data-driven approaches, multicriteria decision aiding 
(MCDA) studies have also combined human judgment into CE assessment. Brodny and 
Tutak [14] combined several MCDA methods both data-derived and expert-based weighting 
methods. Such designs illustrate two distinct sources of criterion importance: informa-
tion extracted from the empirical decision matrix and judgments elicited from domain 
experts. However, the selection and interpretation of CE indicators remain challenging. 
Švarc et al. [15], after examining seven European CE monitoring frameworks, found that 
indicator selection can be arbitrary and the interpretation may depend on policy objectives 
and local conditions. Similar methodological choices arise when weights are assigned to 
the selected indicator. Data-derived weighting methods are often described as “objective” 
(such as CRITIC, Entropy and MEREC) because weights are calculated algorithmically 
from the observed data; however, different methods operationalize information content 
differently. Some indicators describe environmental pressures, whereas others describe 
recycling, economic activity, investment or market development. These criteria may repre-
sent different policy objectives and may also involve trade-offs. For instance, an indicator 
with high statistical variability may receive a high CRITIC weight even if policy actors 
consider another indicator more important. Conversely, a judgement-based weighting 
procedure may assign a high weight to material or consumption footprints because they 
capture broader environmental pressures, even when their statistical contribution to the 
decision matrix is limited. Data-derived and judgment-based weights should therefore 
be understood as representing different conceptions of criterion importance rather than 
competing estimates of a single objectively correct weight.

Recent developments in large language models (LLMs) have created new possibilities 
for structured judgment elicitation. LLMs can be prompted to adopt specified professional 
perspectives and to provide pairwise comparisons. This may offer a low-cost and repro-
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ducible way to explore alternative preference structures. However, LLM-elicited judgments 
should not be treated as equivalent to human expert or stakeholder participation. It should 
be noted that they are model-elicited outputs influenced by the prompt, model family, sam-
pling behavior, wording and elicitation structure. Their value lies in offering an additional 
model-elicited perspective rather than replacing participatory decision-making.

Previous studies have used LLMs for judgment elicitation and criteria weighting in 
several decision-support domains [16–21]. However, limited attention has been given 
to how LLM-elicited weights compare with data-derived weights within the same CE 
assessment framework and, more importantly, how differences between these weighting 
logics are transmitted to country-level performance rankings. Three recent studies are 
closely related to this work. Memduhoğlu et al. [22] compared six LLMs with ten regional 
experts when using AHP to weight criteria for solar power plant site selection. They also 
examined different prompting strategies and the stability of judgments across repeated 
runs. Sadeghi et al. [19] used ChatGPT as a virtual expert in AHP for supplier selection 
and compared its judgments with those of human experts. Chen et al. [17] combined LLM 
multi-agent simulation with the Best–Worst Method to calculate weights for e-commerce 
platform evaluation.

These studies show how LLMs have been used to generate criterion weights in different 
decision problems. However, the studies reviewed here do not directly compare LLM-
elicited weights with data-derived weights for the same circular economy indicators or 
examine how these differences affect EU country rankings.

To address this gap, this study makes three contributions. First, it compares LLM-
elicited weights with CRITIC, Entropy and MEREC weights for the same set of indicators. 
Second, it examines how different weighting, normalization and ranking methods affect 
country rankings. Third, it tests the stability of LLM-elicited weights across repeated 
responses, two model families and different prompt conditions.

The overall aim is to assess how indicator weighting affects the measurement and 
interpretation of EU circular economy performance. The following research questions guide 
the analysis:

RQ1. How much do country rankings change when different data-derived weighting 
methods or ranking methods are used?

RQ2. How similar are the pooled LLM weights to the CRITIC weights, and how similar 
are the country rankings produced by these two approaches?

RQ3. Which CEMF indicators and dimensions receive higher or lower weights from 
the LLM panel compared with CRITIC?

RQ4. How stable are the LLM weights across repeated elicitations, personas and
model families?

The remainder of this paper is organized as follows. Section 2 reviews previous studies, 
Section 3 describes the study design, data preparation, weighting and ranking methods, 
LLM elicitation protocol, and robustness analyses. Section 4 presents the results; Section 5 
discusses the main findings and their implications for circular economy assessment and 
decision support. Finally, Section 6 presents the conclusions, limitations and directions for 
future research.

2. Literature Review
2.1. Circular Economy Assessment and Composite Indicators

Composite indicators and multi-criteria decision analysis (MCDA) methods are widely 
used to assess circular economy (CE) performance. Several studies have applied these 
approaches to compare EU countries. Ji et al. [23] developed alternative CE indices using 
Entropy, Equal Weighting, and Principal Component Analysis (PCA). Koca et al. [24] 
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examined how different weighting methods affect country rankings, while Rađenović 
et al. [25] combined clustering, CRITIC, and PROMETHEE II to assess CE performance. 
Reig-Mullor et al. [26] used a fuzzy MCDA approach to account for uncertainty in CE 
indicators and examine the robustness of country rankings. Other studies have focused more 
specifically on waste management. D’Inverno et al. [27] used expert-based AHP weights to 
construct a composite indicator of waste management performance in European countries. 
Marjanović et al. [28] applied PROMETHEE II to compare waste management performance 
across five Western Balkan countries. At the national level, Koska and Erdem [29] combined 
SWARA and VIKOR to assess manufacturing waste management in Türkiye. These studies 
show how MCDA methods can be applied to different aspects of CE performance. They 
also raise an important question about how the choice of weighting and evaluation methods 
may influence the results. Kaya et al. [30] combined weights obtained from CRITIC and 
MEREC and compared PH-MARCOS with conventional MARCOS, MABAC and WASPAS. 
The methods produced identical rankings in two clusters and minor differences in the 
remaining cluster, while [31] used CRITIC and TOPSIS to assess performance using the 
revised EU Circular Economy Monitoring Framework (CEMF). Rađenović et al. [25] applied 
CRITIC with PROMETHEE II.

2.2. Weighting in MCDA and Composite Indicators
Criterion weighting is a central part of MCDA because it determines how much each 

criterion contributes to the final assessment. Weighting methods are generally grouped 
into three categories: objective, subjective and hybrid. Objective methods, such as CRITIC, 
Entropy, and MEREC, derive weights from the statistical properties of the data. Subjective 
methods, such as AHP, BWM, and SWARA, use judgments about the importance of criteria. 
Hybrid methods combine these two approaches [32–34]. An important distinction is that 
data-derived weights reflect the information contained in the dataset, but they do not 
necessarily represent policy priorities or stakeholder preferences [25,35]. Previous studies 
have shown that objective weighting methods can assign different levels of importance 
to the same criteria. For example, Altuntaş; Lei; Ouyang et al.; Öztemiz et al. [36–39] 
reported differences in weights obtained from data-derived methods. However, differences 
in weights do not always lead to changes in alternative rankings. Altuntaş [36] found that 
CRITIC and Entropy produced different rankings, while Aghapour et al. [35] reported 
that the three leading alternatives remained unchanged under Entropy and MEREC. Other 
studies have examined ranking stability under different weighting scenarios. Ouyang 
et al. [39] found stable rankings when the combined weights were changed in sensitivity 
tests. Rađenović et al. [25] also reported broadly stable rankings within country clusters 
when CRITIC and equal weights were compared. These findings suggest that the effects of 
weighting methods depend on both the data and the decision problem. Another issue is 
the difference between statistical information and expert judgment. Paramanik et al. [33] 
and Rad et al. [34] compared data-derived and judgment-based weights and used hybrid 
approaches to combine them. Similarly, Ünlü et al. [32] integrated subjective SWARA II 
weights with objective MEREC weights. These approaches recognise that the information 
provided by data and the priorities expressed through judgment are not necessarily the 
same. Therefore, examining both the differences in criterion weights and their effects on 
final rankings is important when assessing the results of MCDA.

2.3. Large Language Models in Multi-Criteria Decision Analysis
Recent studies have used large language models (LLMs) in different stages of multi-

criteria decision analysis (MCDA). Some studies have used LLMs to support the decision 
process rather than to generate criterion weights directly. Ferreira et al. [40] proposed a 
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conceptual framework in which generative agents help structure problems, define criteria, 
and elicit preferences, while logical agents calculate weights, aggregate results, and rank 
alternatives. Humans oversee tasks that require subjective judgment or expert knowledge. 
The framework was illustrated using a scenario involving multiple stakeholders. Wang 
and Wu [41] used ChatGPT to evaluate 121 suppliers and found relatively high agreement 
with an expert-based AHP–FCE approach. However, the criterion weights came from the 
traditional expert evaluation process. Similarly, Briegel and Tipdecho [42], combined GPT-4 
with the Best–Worst Method (BWM) for personalised recommendations. Users provided 
the main criterion preferences, while GPT-4 evaluated alternatives. Other applications 
have focused on LLM-elicited evaluation scores. Anhao et al. [43] used ChatGPT to assess 
companies’ alignment with the Sustainable Development Goals and averaged responses 
from five repeated prompts before applying IF-PROBID. Colares et al. [44] used LLM-elicited 
scores to compare language models based on performance and security, applying equal 
criterion weights and examining their effects on rankings. Other studies have used LLMs 
more directly to determine criterion weights. Svoboda and Lande [20] used seven GPT-4 
virtual expert personas to generate AHP pairwise comparisons for a cybersecurity decision 
problem. Their aggregated judgments met the AHP consistency threshold, and the resulting 
weights were used to evaluate five alternatives. Kampourakis et al. [18] used ChatGPT-5 to 
simulate four expert roles and calculate AHP weights for evaluating cybersecurity training 
platforms. The comparison matrix was consistent, and the weights were applied to two 
example platforms. Abu-Faty et al. [16] also combined ChatGPT-4 with AHP and TOPSIS. 
Seven virtual experts provided criterion judgments, which were used to calculate weights 
and rank employees according to their risk of leaving an organisation. These rankings were 
then used to train machine learning classifiers. In another application, Elkliny et al. [45] 
converted written expert judgments into criterion weights for sustainable infrastructure 
planning. They compared five ChatGPT variants, selected GPT-4o using the Ordinal Priority 
Approach, and applied the resulting weights in TOPSIS to evaluate 500 project alternatives. 
A smaller number of studies have compared LLM-elicited weights with judgments from 
human experts. Memduhoğlu et al. [22] compared AHP weights from six LLMs with those 
provided by ten human experts for solar power plant site selection. Expert role-based 
prompting produced the highest average agreement with human judgments, but the results 
differed across models, prompt strategies, and repeated evaluations. Some criteria also 
received different weights despite the overall agreement. Sadeghi et al. [19] used ChatGPT as 
virtual experts for supplier selection and compared the resulting AHP weights with those of 
14 human experts. The average consistency ratios were acceptable, and the paired tests found 
no statistically significant differences between the two sets of weights. Nevertheless, several 
individual criteria received different levels of importance. This study did not examine 
how these differences would affect supplier rankings. The use of several LLM agents 
provides another approach to obtaining criterion weights. Vahidnia [46] developed a 
multi-agent framework using GPT-4o, Gemini, and Copilot to represent different expert 
perspectives. The models assigned different priorities to some criteria, and an iterative 
consensus procedure was used to combine their judgments. The sensitivity analysis also 
showed that removing certain expert roles changed the resulting weights. While this study 
examined agreement among simulated experts, it did not directly compare LLM-elicited 
weights with data-derived weighting methods. Overall, the literature shows that LLMs can 
be used to provide structured judgments within MCDA, but questions remain about the 
reliability and interpretation of their weights. Ouzounis et al. [47], in a systematic review, 
found considerable differences in weighting methods, prompt designs, and evaluation 
procedures. They also noted the limited use of standardized reliability tests. Although 
several studies have examined consistency, human expert agreement, or repeated responses, 
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fewer have compared LLM-elicited weights with data-derived weights and examined the 
effects on final rankings. The present study addresses this issue by comparing LLM-AHP 
weights with CRITIC, Entropy, and MEREC weights for circular economy indicators. It also 
examines the stability of repeated LLM judgments and the effects of different weighting 
approaches on the rankings of EU Member States.

2.4. Overview of the Prompting Literature
Artificial intelligence (AI) technologies are developing rapidly, and large language 

models (LLMs) are increasingly used in human–AI interactions. In this context, prompt 
engineering has emerged as an approach for designing clear and structured instructions 
to guide LLMs toward intended outputs and support more effective interactions [48]. 
Prompt engineering is no longer limited to simply writing better prompts. It has developed 
into a broader approach that includes prompt design, automated optimization, structured 
reasoning, and the evaluation of prompt reliability [49,50]. Prompts provide instructions 
that guide an LLM and influence the type, structure, and content of its responses. They can 
define specific rules, set the context of an interaction, and indicate which information the 
model should focus on. Prompt engineering therefore involves designing and structuring 
these instructions for a specific task and expected output [51]. Prompt-based learning 
allows pre-trained language models to adapt to new tasks through carefully designed 
prompts rather than traditional task-specific training. Since these models are pre-trained 
on large amounts of text, prompts can guide them to perform new tasks with few or even 
no labeled examples [52]. Different prompting strategies have been developed to guide 
LLMs in performing specific tasks. Common approaches include zero-shot prompting, 
few-shot prompting, chain-of-thought prompting, role-based prompting, and automatically 
generated or optimized prompts [53–55]. Prompt engineering is an interactive process 
between humans and AI, in which prompts are gradually refined to improve the quality 
of the generated output [48]. Prompt patterns provide a structured way to control LLM 
outputs by defining specific constraints, including relevant information, and specifying the 
expected form of interaction with the model [51]. Regarding this interaction in their study, 
White et al. [51] propose the prompt pattern approach as a systematic way of designing 
interactions with large language models and classify these patterns into six categories
(see Table 1). Prompt patterns represent reusable solutions to recurring problems that may 
arise when users interact with LLMs.

Table 1. Prompt patterns adopted in the present study.

Concept Main Purpose

Persona Pattern Assigns a specific role or perspective to the LLM.
Template Pattern Defines the structure that the LLM output should follow.
Context Control Controls the context within which the LLM performs the task.

Overall, these concepts provide a useful basis for developing a standardized persona-
based prompting protocol with a controlled context and structured output format. Schul-
hoff et al. [56] organize prompt-related terminology into four main categories: Prompt-
ing, Prompt Templates, Prompt Engineering, and Fine-Tuning. Within this framework, 
prompting includes different techniques and prompt types, while prompt engineering 
covers approaches used to design and improve prompts and their outputs. One important 
prompting approach is in-context learning (ICL), in which a language model uses the 
information and examples provided within the prompt to identify and perform the required 
task without updating its model parameters. Brown et al. [57] describe in-context learning 
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as a process in which a pretrained language model uses its previously acquired skills and 
pattern-recognition abilities to identify or adapt to a task from the context provided at 
inference time. Examples provided within the prompt, also referred to as exemplars or 
shots, can serve as demonstrations that guide the model in performing a task [56]. The 
number of demonstrations forms the basis for distinguishing between zero-shot, one-shot, 
and few-shot prompting. In zero-shot prompting, no demonstrations are provided and the 
model receives only a natural-language instruction. One-shot prompting provides a single 
demonstration, whereas few-shot prompting provides multiple demonstrations within the 
available context window [57].

3. Methods
3.1. Study Design

This study used a comparative MCDA design involving two sources of weighting 
information: data-derived weights calculated from the empirical decision matrix and LLM-
elicited weights obtained through repeated role-conditioned pairwise comparisons. The 
analysis decision matrix contained 27 EU Member States and 13 CE indicators for reference 
year 2022. The matrix was used for all data-derived weighting and country-ranking analyses 
but was not provided to either LLM. The LLM prompts included only the name, definition 
and measurement unit of each indicator (Supplementary Information, Section S3). This 
decision was taken for the reason that weighting was treated as a judgment about the 
relative importance of criteria. In AHP, experts usually compare criteria without seeing 
the performance values of the alternatives. If the models had received the data matrix, 
they might have adjusted their judgments based on the data, thus making it difficult to 
distinguish judgment-based weights from data-derived weights. However, this design has 
limitations. The LLM-elicited weights do not reflect the scale or variation in the actual 
data. In addition, the models may already have some knowledge of the Eurostat framework 
from their training data. The two approaches do not represent the same form of criterion 
importance, but their effects on circular economy assessment can still be compared. Figure 1 
presents an overview of this study.

Figure 1. Overview of the study design.

The analysis had four stages. First, the selected Eurostat indicators were combined 
into a common decision matrix for 27 countries, and each indicator was defined as either a 
benefit or a cost criterion. Second, CRITIC, Entropy, and MEREC were used to calculate 
three different data-derived weight sets. Third, AHP-based weights were derived from re-
peated pairwise-comparison outputs produced by role-conditioned LLMs. Fourth, TOPSIS 
and MARCOS were used to examine the sensitivity of the country rankings. TOPSIS was 
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used as the main ranking method. The three data-derived weighting methods were applied 
separately in TOPSIS to examine how the rankings changed with different weights. MAR-
COS was then applied under all six weight sets (CRITIC, Entropy, MEREC, and the pooled, 
Claude and ChatGPT AHP weights) as a second ranking method. This was performed to 
examine whether country positions changed when the ranking method changed, but the 
weights remained the same.

3.2. Indicator Selection and Data Preparation
The indicators were selected from the Eurostat Circular Economy Monitoring Frame-

work (CEMF), which evaluates circular economy performance across five dimensions: 
Production and Consumption, Waste Management, Secondary Raw Materials, Competitive-
ness and Innovation, and Global Sustainability and Resilience. Thirteen indicators were 
included to cover all five dimensions and to ensure comparable data for the 27 EU Member 
States. All indicators were classified as either benefit or cost criteria before normalization 
(Supplementary Information, Section S1, Table S1). Three indicators were considered but 
later excluded. Patents related to waste management and recycling technologies were 
excluded because the available data were much older than those for the other indicators. 
Material import dependency was excluded because it could not be clearly classified as 
either a benefit or a cost criterion. A high value may reduce pressure on domestic resource 
extraction, but it may also indicate greater dependence on external sources. Finally, total 
packaging waste generated per capita was excluded because of conceptual and statistical 
overlap with plastic packaging waste generated per capita; the latter was retained because it 
provides a more specific measure of plastic packaging pressure and has greater prominence 
in circular-economy policy discussions. Twelve of the thirteen indicators had complete 
data for all 27 EU Member States in 2022. The only missing values were for the WEEE 
recycling rate in Romania and Sweden. Since 2022 and 2023 data were unavailable for 
both countries, estimating the missing values based on trends between consecutive years 
was not possible. The missing 2022 values were estimated using a three-year moving 
average based on the available data from 2019–2021. Moving averages have been used 
in previous studies [58–60] with longitudinal sustainability and country-level indicator 
data to address limited missing observations. As a robustness check, the missing values 
were replaced with the 2021 values for the respective countries, and the CRITIC weights 
and TOPSIS rankings were recalculated. The country rankings were identical under both 
treatments (Spearman’s 𝜚 = 1.000), with no change in rank for any country. Before the 
weighting and ranking procedure, selected indicators were adjusted for country size; for 
example, employment in circular economy sectors and trade in recyclable raw materials 
were expressed per capita, while circular economy investment was expressed as a per-
centage of GDP (see Supplementary Information Section S2). This adjustment improves 
cross-country comparability and it is consistent with established practice in composite
indicator construction [61].

3.3. Data-Derived Weighting Methods
CRITIC was used as the primary data-derived weighting method, with Entropy and 

MEREC used as robustness checks. Entropy weights were calculated from the normalized 
information distribution of each criterion. MEREC weights were obtained from the removal 
effect of each criterion on the overall alternative scores. Each method was calculated 
independently using the decision matrix. Because CRITIC produces a flat set of weights, 
while the AHP approach uses a hierarchical structure, the CRITIC weights were also grouped 
by CEMF dimension to allow a more direct comparison between the two approaches. Let 
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xij  be the value of country i for indicator j (i = 1, …, m; m = 27 countries; j, l = 1, …, k;
k = 13 indicators.

3.3.1. CRITIC
CRITIC (Criteria Importance Through Intercriteria Correlation) calculates objective 

weights based on both the variation in criterion values and the degree of conflict among 
criteria [62]. A criterion receives a higher weight when it shows greater variation across 
countries and has a lower correlation with other criteria. First, the indicator values were 
normalized using min–max normalization, considering whether each criterion was a benefit 
or cost criterion.

For benefit criteria, the normalized values were calculated as:

𝑛ij =
𝑥ij − 𝑥min

𝑗

𝑥max
𝑗 − 𝑥min

𝑗
(1)

For cost criteria, the normalized values were calculated as:

𝑛ij =
𝑥max

𝑗 − 𝑥ij

𝑥max
𝑗 − 𝑥min

𝑗
(2)

where 𝑥min
𝑗  and 𝑥max

𝑗  are the minimum and maximum values of indicator j.
The standard deviation of each normalized criterion and the correlations between 

criteria were then used to calculate the information content of each criterion.

𝜎𝑗 =
√∑𝑚

𝑖=1(𝑛ij − 𝑛𝑗)
2

√𝑚 − 1
(3)

where m = 27 is the number of countries and 𝑛𝑗 is the mean of the normalized values of 
indicator j.

The Pearson correlation coefficient between criteria j and l is denoted by rjl . The total 
conflict between criterion j and the remaining criteria was calculated as:

𝑆𝑗 =
𝑘

∑
𝑙=1
𝑙≠𝑗

(1 − 𝑟jl) (4)

where Sj  is the conflict of indicator, j with the other indicators, l indexes the remaining
k − 1 criteria (l ≠ j).

Each criterion’s information content is obtained as:

Cj  = 𝜎 j Sj (5)

where Cj  is the information content. Finally, the weights were normalized so that their sum 
was equal to 1.

𝑤𝑗 =
𝐶𝑗

∑𝑘
𝑙=1 𝐶𝑙

(6)

CRITIC was selected as the primary weighting method because, unlike the other 
two methods, it considers correlations between criteria and therefore reduces the weight 
of highly correlated criteria. As mentioned above, for the dimension level, the CRITIC 
weight was calculated as the sum of the global CRITIC weights of the indicators belonging
to that dimension:

𝑤CRITIC
𝑑 = ∑

𝑗∈𝑑
𝑤CRITIC

𝑗 (7)
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where d is one of the five circular economy dimensions and j ϵ d means that indicator j 
belongs to dimension d.

𝑤CRITIC
𝑗|𝑑 =

𝑤CRITIC
𝑗

𝑤CRITIC
𝑑

(8)

These calculations did not change the original CRITIC weights, TOPSIS scores or 
country rankings. They only expressed the same CRITIC weights at the dimension and 
within-dimension levels, allowing comparison with the two-level AHP weights obtained 
from role-conditioned LLM elicitation design.

3.3.2. Entropy Weighting Method (EWM)
The Entropy Weight Method (EWM) determines criterion weights based on the de-

gree of variation in the data. Greater variation indicates that a criterion provides more 
useful information for distinguishing between alternatives and therefore receives a higher 
weight. Conversely, criteria with lower variation are assigned lower weights [63]. Firstly, 
indicators with different units are normalized using sum-based normalization, and Shan-
non entropy was then calculated for each criterion. Criteria with greater variation across 
countries receive higher weights because they provide more information for distinguishing
between countries.

Normalized value:
For benefit criteria 𝑝ij =

𝑥ij

∑𝑛
𝑖=1 𝑥ij

For Cost Criteria 𝑝ij =
1/𝑥ij

∑𝑛
𝑖=1 1/𝑥ij

(9)

Secondly, the entropy of each criterion is then calculated as:

𝑒𝑗 = −
1

ln 𝑚

𝑚
∑
𝑖=1

𝑝ij ln 𝑝ij (10)

where m denotes the number of countries in the sample (m = 27). Thirdly the degree of 
divergence is calculated with the formula:

𝑑𝑗 = 1 − 𝑒𝑗 (11)

Finally, the final entropy weights of each criterion were obtained as:

𝑤EWM
𝑗 =

𝑑𝑗

∑𝑘
𝑙=1 𝑑𝑙

(12)

where k denotes the number of criteria (k = 13).

3.3.3. MEREC
The Method based on the Removal Effects of Criteria (MEREC), introduced by 

Keshavarz-Ghorabaee et al. [64], is an objective method for determining criteria weights 
in MCDA problems. The method determines the importance of each criterion according 
to its effect on the overall performance of the alternatives. A criterion receives a higher 
weight when its removal causes a greater change in alternative performance. MEREC first 
calculates the overall performance of each alternative using a logarithmic function with 
equal criterion weights. Then, each criterion is removed separately, and its removal effect is 
measured using the absolute difference between the original and recalculated performance 
values [64,65]. Unlike CRITIC and Entropy, which determine weights based directly on 
the characteristics of the criteria, MEREC evaluates their importance through the effect of 
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removing them. The decision matrix was first normalized using a linear normalization 
procedure. In MEREC, the normalization formula differs according to the direction of the 
criterion. For benefit criteria denoted by ℬ , the minimum value of each criterion is divided 
by the corresponding value, whereas for cost criteria, denoted by C each value is divided by 
the maximum value of the criterion. Through this procedure, all criteria are transformed 
into minimization form, the elements of normalized matrix are denoted by 𝑛𝑀

ij .

𝑛𝑀
ij =

{


min𝑝𝑥pj
𝑥ij

, 𝑗 ∈ ℬ
𝑥ij

max𝑝𝑥pj
, 𝑗 ∈ 𝐶

(13)

After normalization, the overall performance of each alternative was calculated without 
applying criterion weights. MEREC uses a logarithmic function for this calculation. Because 
the normalized values obtained from Equation (13) range between 0 and 1, lower normalized 
values produce larger absolute logarithmic values. The overall performance Pi  of country i 
was calculated as:

𝑃𝑖 = ln(


1 +
1
𝑘

𝑘
∑
𝑗=1

|ln 𝑛𝑀
ij |)


(14)

where k is the total number of criteria. The performance of each alternative was then 
recalculated after removing criterion j:

𝑃′
ij = ln(


1 +

1
𝑘

𝑘
∑

𝑙=1, 𝑙≠𝑗
|ln 𝑛𝑀

il |)


(15)

where P′
ij  is the performance of country i when indicator j is removed. The removal effect 

of criterion j was calculated by summing the absolute differences between the original and 
reduced performance scores across all alternatives:

𝐸𝑗 =
𝑚

∑
𝑖=1

|𝑃′
ij − 𝑃𝑖| (16)

𝑤MEREC
𝑗 =

𝐸𝑗

∑𝑘
𝑙=1 𝐸𝑙

(17)

3.4. Ranking Methods
Country rankings were calculated using TOPSIS (Technique for Order Preference 

by Similarity to Ideal Solution) as the main ranking method. MARCOS (Measurement of 
Alternatives and Ranking according to Compromise Solution) was used as a second method 
to examine whether the rankings changed when a different ranking method was applied. 
For each TOPSIS run, the decision matrix was normalized using the min–max method, 
multiplied by the corresponding criterion weights, and compared with the positive and 
negative ideal solutions. MARCOS was applied under all six weight sets (CRITIC, Entropy, 
MEREC, and the pooled, Claude and ChatGPT AHP weights). MARCOS employs its own 
distinct normalization and reference-solution procedure (relative to ideal and anti-ideal 
alternatives), and calculates a final utility score. TOPSIS and MARCOS rankings were 
compared within each of the six weight sets.

3.4.1. TOPSIS
The Technique for Order Preference by Similarity to Ideal Solution (TOPSIS), originally 

developed by Hwang and Yoon in 1981, is a widely used method for evaluating and ranking 
a limited set of alternatives based on multiple criteria. The method ranks alternatives 
according to their distance from the positive ideal solution and the negative ideal solution. 
The best alternative is expected to be closest to the positive ideal solution and farthest from 
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the negative ideal solution [66]. In this study min-max normalization was used, for benefit 
criteria Equation (18), for cost criteria Equation (19) was used:

𝑧ij =
𝑥ij − min𝑖(𝑥ij)

max𝑖(𝑥ij) − min𝑖(𝑥ij)
(18)

𝑧ij =
max𝑖(𝑥ij) − 𝑥ij

max𝑖(𝑥ij) − min𝑖(𝑥ij)
(19)

The weighted normalized decision matrix was constructed as follows:

vij  = wj zij (20)

where zij  represents the normalized performance of alternative i under criterion j, wj  denotes 
the corresponding criterion weight and finally vij  is the weighted normalized value.

The positive and negative ideal values for each criterion were determined as:

𝑣+
𝑗 = max𝑖𝑣ij

𝑣−
𝑗 = min𝑖𝑣ij

(21)

Later, the Euclidean distances of each alternative from the positive and negative ideal 
solutions were calculated as:

𝐷+
𝑖 = √

𝑘
∑
𝑗=1

(𝑣ij − 𝑣+
𝑗 )

2

𝐷−
𝑖 = √

𝑘
∑
𝑗=1

(𝑣ij − 𝑣−
𝑗 )

2
(22)

Finally, the relative closeness coefficient of each alternative obtained as:

𝐶𝐶𝑖 =
𝐷−

𝑖
𝐷+

𝑖 + 𝐷−
𝑖

(23)

3.4.2. MARCOS
The Measurement of Alternatives and Ranking according to Compromise Solution 

(MARCOS) method was introduced by Stević et al. [67]. The method ranks alternatives 
by comparing their performance with an ideal (AI) and an anti-ideal (AAI) solution. The 
ideal solution represents the best performance, while the anti-ideal solution represents the 
worst performance for each criterion. First, the initial decision matrix was extended by 
adding the ideal (AI) and anti-ideal (AAI) solutions. For benefit criteria, the highest value 
was defined as the ideal solution and the lowest value as the anti-ideal solution. For cost 
criteria, the opposite procedure was applied. Applying Equations (24) and (25):

𝐴𝐼𝑗 =
{


max𝑖𝑥ij, 𝑗 ∈ ℬ
min𝑖𝑥ij, 𝑗 ∈ 𝐶

(24)

AA𝐼𝑗 =
{


min𝑖𝑥ij, 𝑗 ∈ ℬ
max𝑖𝑥ij, 𝑗 ∈ 𝐶

(25)

where ℬ  represents a benefit criteria group, while C represents a cost criteria group. The 
extended decision matrix was then normalized according to the direction of each criterion. 
For benefit criteria, each value was divided by the corresponding ideal value, while for 
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cost criteria, the ideal value was divided by each criterion value. Normalization equation
is as follows:

𝑡ij =
𝑥ij

𝐴𝐼𝑗
, 𝑗 ∈ ℬ (26)

𝑡ij =
𝐴𝐼𝑗

𝑥ij
, 𝑗 ∈ 𝐶 (27)

The next step is determination of the weighted matrix U; to obtain this, the normalized 
values were multiplied by the corresponding criterion weights.

uij  = tij wj (28)

The overall performance score of each country was calculated by summing its weighted 
normalized values across all criteria. The following equation is used to obtain the perfor-
mance score.

𝑆𝑖 =
𝑘

∑
𝑗=1

𝑢ij (29)

Same for an ideal (AI) and an anti-ideal (AAI) solutions as seen in the equations below.

𝑆AI =
𝑘

∑
𝑗=1

𝑢AI,𝑗 (30)

𝑆AAI =
𝑘

∑
𝑗=1

𝑢AAI,𝑗 (31)

The utility degree of each country was then calculated relative to both the ideal and 
anti-ideal solutions.

𝐾−
𝑖 =

𝑆𝑖
𝑆AAI

(32)

𝐾+
𝑖 =

𝑆𝑖
𝑆AI

(33)

The utility functions relative to the ideal and anti-ideal solutions were first calculated 
using Equations (34) and (35)

𝑓 (𝐾+
𝑖 ) =

𝐾−
𝑖

𝐾+
𝑖 + 𝐾−

𝑖
(34)

𝑓 (𝐾−
𝑖 ) =

𝐾+
𝑖

𝐾+
𝑖 + 𝐾−

𝑖
(35)

Finally, the final utility function of each country was calculated as:

𝑓 (𝐾𝑖) =
𝐾+

𝑖 + 𝐾−
𝑖

1 + 1−𝑓 (𝐾+
𝑖 )

𝑓 (𝐾+
𝑖 )

+ 1−𝑓 (𝐾−
𝑖 )

𝑓 (𝐾−
𝑖 )

(36)

3.5. Comparative and Robustness Analysis
Sensitivity to the weighting method was examined by comparing TOPSIS rankings 

based on CRITIC, Entropy, and MEREC weights. Sensitivity to the ranking method was 
examined by comparing TOPSIS and MARCOS rankings under each of the six weight 
sets. Each weighting method used its own normalization: these are: min–max for CRITIC, 
sum-based for Entropy and linear (ratio-based) for MEREC while TOPSIS used min–max 
normalization in all runs and MARCOS used its own ideal-based normalization. To examine 
whether this normalization choice affects the results, we repeated the TOPSIS ranking with 
vector, maximum and sum normalization using the same weights and recalculated the 
CRITIC weights under each alternative normalization (Supplementary Tables in Section S7). 
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Agreement between country rankings was measured using Spearman’s rank correlation 
coefficient. Similarity between the weight vectors was measured using cosine similarity, 
Jensen–Shannon distance and differences in individual indicator weights. These measures 
provide different types of information. Spearman’s rank correlation shows how similar the 
country rankings are, while the weight-vector measures show how importance is distributed 
across the indicators. The aim of the analysis is not to identify one correct set of weights. 
Instead, it examines how different ways of assigning importance to the criteria affect the 
results and whether similar country rankings may still reflect different policy priorities.

3.6. Prompt Design and Elicitation Protocol
The present study adopts a zero-shot elicitation design in which role-conditioned LLMs 

receive task instructions but no example pairwise-comparison judgments. The resulting 
protocol is standardized and persona-based, with a consistent task context and structured 
output format. The persona component defines the professional perspective of each LLM-
based expert, while the task context and response format are kept consistent across experts. 
The use of role-conditioned prompting in this study is consistent with the findings of 
Memduhoğlu et al. [22], who reported higher agreement with human expert judgments for 
role-based prompting than for simpler prompting strategies. LLM-based panel’s pairwise 
judgments were elicited using the Analytic Hierarchy Process (AHP) [68]. In AHP, criteria 
are compared pairwise using Saaty’s 1–9 scale rather than being assigned weights directly. 
Each pairwise-comparison matrix was converted into a priority vector using the principal 
eigenvector method, and judgment consistency was evaluated using the Consistency Ratio 
(CR), with CR < 0.10 treated as acceptable. AHP was selected for three reasons. First, its 
pairwise-comparison structure provides a systematic elicitation mechanism that is better 
suited to comparative judgments than direct numerical weight assignment. Second, the CR 
provides an explicit diagnostic of the internal consistency of the generated judgments. Third, 
its hierarchical structure corresponds directly to the two-level organization of the CEMF, 
which consists of thematic dimensions and indicators nested within those dimensions. 
AHP has also been used in recent studies employing LLM-based experts [18–20,22]. The 
elicitation therefore proceeded in two stages. In Stage 1, a neutral persona compared the 
five CEMF dimensions. In Stage 2, five expert personas evaluated the indicators within 
their assigned CEMF dimensions. The persona design was based on the structure of the 
EU Circular Economy Monitoring Framework (CEMF), which groups its indicators into 
five thematic dimensions. One expert persona was assigned to each dimension so that the 
indicators could be evaluated from a perspective relevant to their subject area. The five 
personas were a resource-efficiency economist (Production and Consumption), a waste-
management policy specialist (Waste Management), a circular supply-chain researcher 
(Secondary Raw Materials), an innovation economist (Competitiveness and Innovation), 
and an environmental policy analyst (Global Sustainability and Resilience). Each persona 
compared only the indicators within its own dimension. A separate neutral persona, a 
sustainability policy analyst with broad knowledge of the circular economy, compared the 
five dimensions. This approach was chosen to reduce the risk of domain-specific personas 
giving greater importance to their own areas. The persona design was defined before any 
panel data were collected. The personas represent model-elicited perspectives rather than 
human experts. A control condition without persona instructions was added later in a 
validation wave (Section 3.8), because the effect of the assigned roles on the elicited weights 
could not be assessed separately from the task itself in the main collection. In addition, 
three of the five domain personas compared only one pair of indicators, which limited the 
scope of their judgments. The priority vectors from the repetitions were aggregated with 
the geometric mean rather than the arithmetic mean, which is recommended for combining 
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multiple AHP evaluations that maintain the reciprocal relationship [69]. Pooling gives each 
model the same influence (ten priority vectors per elicitation set, five from each model) and 
is used as a combined scenario, not as an estimate of one underlying preference. Because 
the two models can disagree, the indicator weights and the TOPSIS rankings were also 
computed separately for Claude and for ChatGPT, using the same aggregation and the 
same decision matrix. The model-specific results are reported next to the pooled results in 
Section 4.5.3 and Supplementary Tables S7 and S8. Full details of the persona profiles, model 
specifications, prompts, parsing procedure and aggregation are provided in Supplementary 
Information, Section S3. Aggregating the individual priority vectors, and not the individual 
judgments, corresponds to the aggregation of individual priorities (AIP) approach [70].

3.7. Reproducibility
The analyses were conducted in Python 3.12 using pymcdm 1.4.0 [71], NumPy 2.4.4, 

pandas 3.0.2, and SciPy 1.17.1. The final decision matrix, analysis scripts, processed LLM-
panel outputs, raw model responses and software-version information are archived in the 
OSF project associated with this study (https://osf.io/2bx3r (accessed on 9 August 2026)). 
API keys and other credentials are not included. These materials support independent 
verification and reproduction of the reported analyses. The preregistration date, analysis 
dates, model specifications, and changes to the preregistered research questions are doc-
umented in Supplementary Sections S3 and S8. Both models were queried through their 
APIs on 18 August 2026 with default sampling settings, because non-default temperature 
values were rejected at the time of data collection. No random seed was set, and in the main 
collection the indicators were always shown in the same order (random order was tested in 
the validation wave, Section 3.8).

3.8. Validation Wave: Design and Procedure
A separate validation wave was conducted on 22 October 2026, after the main analysis 

had been completed. The same models and generation settings were used as in the main 
collection. For each of the six elicitation sets, 20 new responses per model were collected 
under three conditions: (i) replication, using the original prompts, item order and personas; 
(ii) shuffled order, with the item order randomized in each call; and (iii) no persona, with 
the persona instruction removed from the system prompt. In total, 360 responses were 
collected per model. All responses were processed using the same AHP procedure as the 
main analysis. The original results remained unchanged, and the validation results are 
reported separately. The results are reported in Supplementary Tables S18–S20.

3.9. Comparison with Published Expert Weights: Procedure
To place the LLM-elicited weights in the context of human expert judgment, they were 

compared descriptively with two published studies that derived weights for Eurostat CEMF 
indicators from expert pairwise comparisons:

D’Adamo et al. [72], who used AHP with ten academic experts and 15 indicators, 
and Jakubelskas and Skvarciany [73], who used fuzzy AHP with seven experts and
22 indicators. The comparison was made at the dimension level and at the indicator level. 
At the indicator level, only indicators that could be matched to the 13 indicators of this 
study were used (13 for [73] and 11 for [72]). Where the published studies reported several 
trade indicators (imports, exports and, in [73], intra-EU trade), their global weights were 
summed to match trade in recyclable raw materials. The combined indicator of private 
investment and gross value added in [72] was matched to CE investment. The remaining 
global weights were rescaled to sum to one. Agreement was described with Spearman’s 
rank correlation, the number of shared indicators among the top three, the total weight 
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shift (half the sum of absolute weight differences), and whether the highest-weighted 
indicator within each dimension was the same. Because the published weights come from 
small expert panels, different indicator sets, and, in one case, different data periods, the 
comparison is descriptive and no significance tests were applied.

4. Results
This section presents the main results of this study, organized around the research 

questions. Section 4.1 is a preliminary analysis. Sections 4.2–4.5 answer RQ1 to RQ4.

4.1. Preliminary Analysis: Country Rankings Using TOPSIS with CRITIC Weights
Using CRITIC weights, TOPSIS ranked the Netherlands first, followed by Slove-

nia and Slovakia. Finland, Denmark and Ireland ranked 25th, 26th and 27th, respec-
tively. The complete scores and rankings are reported in Table S4 in Section S4 of the
Supplementary Information.

4.2. Sensitivity of Country Rankings
RQ1. How much do country rankings change when different data-derived weighting 

methods or ranking methods are used?

4.2.1. Weighting-Method Sensitivity: CRITIC, Entropy and MEREC Under TOPSIS
Table 2 presents the criterion weights obtained from CRITIC, Entropy, and MEREC. 

The CRITIC weights are relatively evenly distributed across the 13 indicators, ranging from 
0.0626 to 0.0888. In contrast, Entropy and MEREC weights were more concentrated (see 
Table S5 in Supplementary Information). Both methods assigned their highest weight to 
trade in recyclable raw materials (cei_srm020).

Table 2. Indicator weights obtained from CRITIC, Entropy and MEREC.

Code Indicator CRITIC Entropy MEREC

cei_gsr011 GHG emissions from production 0.0888 0.0329 0.0491
cei_pc030 Resource productivity 0.0845 0.1263 0.1127

cei_srm020 Trade in recyclable raw materials 0.0841 0.3544 0.2065
cei_gsr010 Consumption footprint 0.0831 0.0069 0.0192
cei_cie012 CE investment (% GDP) 0.0830 0.0928 0.1231
cei_pc031 Municipal waste generated 0.0820 0.0181 0.0328

cei_wm011 Municipal waste recycling rate 0.0791 0.0539 0.0807
cei_cie011 Persons employed in CE sectors 0.0789 0.0951 0.0533

cei_srm030 Circular material use rate 0.0720 0.1397 0.1252
cei_wm060 WEEE recycling rate 0.0696 0.0030 0.0255
cei_wm020 Packaging waste recycling rate 0.0680 0.0131 0.0484
cei_pc020 Material footprint 0.0643 0.0428 0.0712
cei_pc050 Plastic packaging waste 0.0626 0.0210 0.0524
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Table 3 summarizes the sensitivity of country rankings to the choice of weighting and 
ranking methods. Under TOPSIS, the correlation was 0.3718 between CRITIC and Entropy 
and 0.5110 between CRITIC and MEREC. The correlation between Entropy and MEREC 
was much higher (𝜚 = 0.9231). The corresponding mean absolute rank differences were 
6.22, 5.04, and 2.15 positions, respectively.

Table 3. Sensitivity of country rankings to weighting and ranking methods.

Method Pair Spearman’s 𝝔 Mean |𝚫 Rank| Max |𝚫 Rank| Top-5 Overlap

CRITIC–Entropy (under TOPSIS) 0.3718 6.22 24 (IE) 2/5
CRITIC–MEREC (under TOPSIS) 0.5110 5.04 23 (IE) 3/5
Entropy–MEREC (under TOPSIS) 0.9231 2.15 9 (CY) 4/5

TOPSIS–MARCOS (under CRITIC) 0.9090 2.3 9 (LU) 4/5
Note: Mean |Δ Rank| and Max |Δ Rank| denote the mean and maximum absolute differences in country 
ranks between each method pair. Top-5 overlap indicates the number of countries common to both 
top-five lists; IE = Ireland; CY = Cyprus; LU = Luxembourg.

Some countries showed large rank changes across the weighting methods. For example, 
Ireland ranked 27th with CRITIC but 3rd with Entropy. Denmark ranked 26th with CRITIC 
but 4th with Entropy. Because the decision matrix and TOPSIS remained unchanged, these 
differences resulted only from the change in indicator weights. This shows that the choice 
of weighting method can strongly affect the final country ranking.

4.2.2. Ranking-Method Sensitivity: TOPSIS Versus MARCOS Under Six Weight Sets
TOPSIS and MARCOS were compared under all six weight sets: CRITIC, En-

tropy, MEREC, pooled LLM, Claude and ChatGPT. For five of the six sets, the rankings 
were strongly correlated (𝜚 = 0.86–0.95), and the mean absolute rank difference was
1.7–3.0 positions. The agreement was lower for the ChatGPT weights (𝜚 = 0.69; mean 
difference = 4.67 positions). The results for all six sets are reported in Table S4b, Panel A, in 
Section S4 of the Supplementary Information. Under CRITIC weights, the rankings were 
strongly correlated (𝜚 = 0.9090), and four countries appeared in both top-five lists. Figure 2 
compares country rankings obtained using the two methods. Luxembourg showed the 
largest difference, ranking 14th with TOPSIS and 5th with MARCOS. Denmark ranked 26th 
with TOPSIS and 18th with MARCOS. The complete scores and rankings under CRITIC 
weights are reported in Table S4a in Section S4 of the Supplementary Information.

The ranking method also affected the agreement between rankings obtained with 
different weight sets (Table S4b, Panel B). The correlation between the CRITIC and Entropy 
rankings was 0.372 under TOPSIS and 0.756 under MARCOS. The correlation between the 
pooled LLM and CRITIC rankings was 0.780 under TOPSIS and 0.904 under MARCOS. 
For all 15 pairs of weight sets, the rankings agreed more under MARCOS than under 
TOPSIS. This suggests that the effect of the weighting method partly depends on the ranking 
method. We tested only two ranking methods. These results should not be generalized to all
MCDM methods.
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Figure 2. Comparison of TOPSIS and MARCOS country rankings using CRITIC weights.

4.3. Agreement Between Pooled LLM and CRITIC Assessments
RQ2. How similar are the pooled LLM weights to the CRITIC weights, and how similar 

are the country rankings produced by these two approaches?

Similarity Between Indicator Weight Vectors
The pooled LLM and CRITIC weights were compared using cosine similarity and 

Jensen Shannon distance (Table 4a). Cosine similarity was 0.849, while the Jensen–Shannon 
distance was 0.264. These values indicate noticeable but incomplete similarity between 
the two weight vectors. They describe the relationship between distributions of indicator 
weights, and they do not directly measure agreement between country rankings. The 
pooled LLM and CRITIC indicator weights are reported in Supplementary Information
Section S5, Table S9. Detailed definitions and calculation settings for all stability, similarity, 
and correlation measures are provided in Supplementary Information, Section S5.1.

Table 4. (a) Similarity between pooled LLM panel and CRITIC weights. (b) Spearman rank correlation 
between pooled LLM panel and CRITIC-based country rankings.

(a)
Comparison CS JS Distance

Pooled LLM panel vs. CRITIC weights 0.849 0.264
(b)

Comparison Spearman  𝝔 p Value

LLM panel vs. CRITIC based ranking 0.7802 <0.0001
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Table 4b reports the Spearman rank correlation between the country rankings based 
on the pooled LLM panel and CRITIC weights. The two country rankings showed a 
positive but incomplete relationship (𝜚 = 0.7802). The mean absolute rank difference was
4.22 positions, and four countries appeared in both top-five lists.

The largest differences were found for Estonia, which ranked 10th under CRITIC and 
22nd under the LLM-panel weights, and Sweden, which ranked 11th under CRITIC and 
20th under the LLM-panel weights. In contrast, Portugal ranked 21st under CRITIC but 
12th under the LLM-panel weights, while Hungary ranked 18th and 10th, respectively. 
Figure 3 shows the main changes in country positions, while the complete TOPSIS scores 
and rankings are reported in Table S6 of Supplementary Information.

Figure 3. Differences in EU Member State rankings between pooled LLM and CRITIC weights.

4.4. Indicator and Dimension Level Differences
RQ3. Which CEMF indicators and dimensions receive higher or lower weights from 

the LLM panel compared with CRITIC?
Using the two-level representation of the CRITIC weights described in Section 3.3.1, 

the two approaches were compared at the indicator, dimension and within-dimension levels. 
At the indicator level, the pooled LLM approach assigned higher weights than CRITIC to 
material footprint (0.1775 vs. 0.0643) and consumption footprint (0.1408 vs. 0.0831). In 
contrast, it assigned lower weights to trade in recyclable raw materials (0.0180 vs. 0.0841),
municipal waste generated per capita (0.0417 vs. 0.0820) and WEEE recycling rate
(0.0320 vs. 0.0696). Material footprint showed the largest absolute difference between 
the two approaches. Resource productivity was the only indicator among the three highest-
weighted indicators under both approaches. At the dimension level, Production and Con-
sumption received the largest total weight under both CRITIC (0.2934) and the pooled LLM 
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approach (0.3519). The pooled LLM approach also assigned a higher weight to Global Sus-
tainability and Resilience (0.2069 vs. 0.1719). In contrast, CRITIC assigned higher weights 
to Waste Management (0.2167 vs. 0.1921), Secondary Raw Materials (0.1561 vs. 0.1078), 
and Competitiveness and Innovation (0.1619 vs. 0.1413). The largest within-dimension 
difference occurred in Secondary Raw Materials. The pooled LLM approach strongly fa-
vored the circular material use rate (0.8333), whereas CRITIC gave a slightly higher local 
weight to trade in recyclable raw materials (0.5390). The complete weights at all three levels 
are reported in Supplementary Table S10. These results show that broadly similar country 
rankings can be based on different views of indicator importance.

4.5. LLM Panel Stability and Consistency
RQ4. How stable are the LLM weights across repeated elicitations, personas and

model families?

4.5.1. Repetition Stability
Table 5 reports two measures of stability across the five repetitions for each persona 

and model: magnitude stability, measured using the coefficient of variation (CV) and rank 
stability, measured using the mean pairwise Spearman correlation across the 10 repetition 
pairs. Rank stability is not reported for personas with only two indicators because a two-item 
ranking provides little meaningful information about rank stability. The definitions and 
calculation settings of CV and pairwise Spearman correlation are given in Supplementary 
Information, Section S5.1.

Table 5. Repetition stability by persona and model.

Persona Model Mean CV Mean Pairwise 𝝔
Neutral (Stage 1) Claude 0.1165 0.7535
Neutral (Stage 1) ChatGPT 0.2176 0.8100

Production and Consumption Claude 0.1167 0.8800
Production and Consumption ChatGPT 0 1.0000

Waste Management Claude 0.0596 1.0000
Waste Management ChatGPT 0.1751 0.8000

Secondary Raw Materials Claude 0 n/a
Secondary Raw Materials ChatGPT 0 n/a

Competitiveness and Innovation Claude 0 n/a
Competitiveness and Innovation ChatGPT 0 n/a

Global Sustainability Claude 0.2778 n/a
Global Sustainability ChatGPT 0 n/a

Note: n/a = not reported, because personas with only two indicators have a two-item ranking, for 
which Spearman’s 𝜚 is not informative.

Across the six personas, ChatGPT showed lower average variation in weight val-
ues than Claude (mean CV = 0.0655 vs. 0.0951). However, the pattern was not the 
same for every persona. For Waste Management, Claude was more stable than ChatGPT
(CV = 0.0596 vs. 0.1751). Rank stability was also high for personas with more than two 
indicators (mean pairwise Spearman’s 𝜚 = 0.7535–1.0000). The zero CV values were verified 
against the raw model responses. They occurred because the models produced the same 
pairwise judgments in all five repetitions, rather than because of a calculation error. For 
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Global Sustainability and Resilience, Claude assigned greater importance to consumption 
footprint in four repetitions but reversed this judgment in one repetition. This reversal 
increased the CV to 0.2778.

4.5.2. Internal Consistency of LLM Judgements
CR and repetition stability measure different properties. CR evaluates the internal 

consistency of each pairwise-comparison matrix. In contrast, CV and pairwise Spearman 
correlation evaluate whether the weights and their order remain stable across repeated 
elicitations. Consistency was assessed for all 60 persona–model–repetition combinations 
(Supplementary Information, Section S6, Table S11). For the three personas that compared 
only two indicators, the matrices are always consistent, so CR does not provide a meaningful 
test. Therefore, only the 30 matrices with three or more indicators were included in the 
consistency analysis. All 30 matrices met the predefined threshold of CR < 0.10, with 
values ranging from 0.0015 to 0.0704 (median = 0.017). Claude showed lower CR values 
(mean = 0.016, maximum = 0.046) than ChatGPT (mean = 0.033, maximum = 0.070). The 
two highest values, 0.059 and 0.070, were both observed in ChatGPT’s dimension-level 
comparisons by the neutral persona (repetitions 4 and 5). All other values were below 0.05. 
A low CR indicates that the judgments within a matrix are internally consistent. However, 
it does not mean that the judgments are necessarily correct or that they remain stable
across repetitions.

4.5.3. Model-Specific Weights and Rankings
To examine model-specific differences, the weights and TOPSIS rankings were cal-

culated separately for Claude and ChatGPT (Supplementary Table S7). The two sets of 
weights were relatively similar (cosine similarity = 0.90; Spearman’s 𝜚 = 0.85), but some in-
dicators received quite different weights. The largest difference was found for consumption 
footprint (0.0859 for Claude and 0.2164 for ChatGPT; Table 6). This difference mainly came 
from the dimension-level comparisons (Supplementary Table S8). The neutral persona 
assigned a weight of 0.143 to Global Sustainability and Resilience in Claude, compared with 
0.289 in ChatGPT. ChatGPT also gave consumption footprint a higher share within this 
dimension (0.75 compared with 0.60). The opposite pattern was found for Competitiveness 
and Innovation (0.184 for Claude and 0.105 for ChatGPT), which resulted in lower weights 
for both indicators in ChatGPT. The pooled weight for consumption footprint (0.1408) 
therefore lies between two different judgments and does not represent the position of
either model.

The differences were greater in the country rankings. Spearman’s 𝜚 between the 
Claude-based and ChatGPT-based TOPSIS rankings was 0.58 (Kendall’s τ = 0.42). In 
comparison, the correlations between each model and the pooled ranking were 0.88 and 0.86, 
respectively. Three countries appeared in the top five under both models: the Netherlands, 
Belgium and France. Claude also placed Germany and Italy in the top five, while ChatGPT 
included Slovakia and Slovenia. The median absolute rank difference was four positions, and
10 of the 27 countries differed by at least five positions. The largest differences were found 
for Luxembourg (6th with Claude and 24th with ChatGPT), Bulgaria (24th and 7th), 
Greece (23rd and 11th), Austria (7th and 18th) and Hungary (17th and 6th). Both models 
placed the Netherlands in the top two and Finland last. The Claude-based ranking was 
closer to the data-derived rankings than the ChatGPT-based ranking. Spearman’s 𝜚 was
0.78 versus 0.68 for CRITIC, 0.41 versus −0.03 for Entropy, and 0.65 versus 0.11 for MEREC. 
The correlation between the pooled ranking and CRITIC (𝜚 = 0.78) was therefore the same 
as that of Claude and higher than that of ChatGPT. Under MARCOS, the two model-specific 
rankings agreed more (𝜚 = 0.925), and the Claude-based ranking was still closer to CRITIC 
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than the ChatGPT-based ranking (𝜚 = 0.93 versus 0.86; Supplementary Table S4b, Panel B). 
This suggests that part of the disagreement between the models depends on the ranking 
method. The complete model-specific rankings are given in Supplementary Table S7.

Table 6. Comparison of indicator weights across model families and the pooled LLM panel.

Code Indicator Claude ChatGPT Pooled LLM Panel

cei_pc020 Material footprint 0.1593 0.1868 0.1775
cei_gsr010 Consumption footprint 0.0859 0.2164 0.1408
cei_pc030 Resource productivity 0.1351 0.0867 0.1114

cei_wm011 Municipal waste recycling rate 0.1110 0.0965 0.1058
cei_cie012 CE investment (% GDP) 0.1226 0.0783 0.1004

cei_srm030 Circular material use rate 0.0903 0.0859 0.0898
cei_gsr011 GHG emissions from production 0.0567 0.0721 0.0660
cei_wm020 Packaging waste recycling rate 0.0632 0.0447 0.0543
cei_pc031 Municipal waste generated 0.0423 0.0389 0.0417
cei_cie011 Persons employed in CE sectors 0.0613 0.0261 0.0410

cei_wm060 WEEE recycling rate 0.0306 0.0321 0.0320
cei_pc050 Plastic packaging waste 0.0236 0.0183 0.0214

cei_srm020 Trade in recyclable raw materials 0.0181 0.0172 0.0180

To assess the stability of the results across repetitions, the repetitions were resampled 
with replacement 5000 times within each persona. For the model-specific analyses, only 
the five repetitions from the corresponding model were used. For the pooled panel, the 
resampling was stratified by model. In each resample, five Claude repetitions and five 
ChatGPT repetitions were drawn separately, with replacement. Both models had equal 
influence in every resample, as in the pooled weights (Table S12). In each resample, we 
aggregated the priority vectors with the geometric mean and normalized them. We then 
recalculated the dimension weights and the within-dimension weights, and combined 
them into the 13 final indicator weights. Finally, TOPSIS was applied with these weights 
and the country rankings were recorded. In the pooled panel, the Netherlands, Belgium 
and France appeared in the top five in all resamples. Italy appeared in 81%, Germany 
in 62% and Slovakia in 57%. Moreover, at the bottom, Finland, Cyprus and Denmark 
appeared in the bottom five in all resamples and Ireland in 97%. Finally, Romania appeared 
in the bottom five in 90% of the resamples. In addition, resampling without stratification 
also produced similar results. The top-five probabilities differed by no more than four 
percentage points. With stratification, the 90% rank intervals were either unchanged or 
one to three positions narrower. The model-specific bootstrap results also differed. With 
Claude weights, the Netherlands, Belgium, Germany and France appeared in the top five 
in all resamples, and Italy in 84%. With ChatGPT weights, only Slovakia (99.9%), France 
(93%) and the Netherlands (91%) appeared in the top five in more than 90% of resamples. 
Slovenia (70%) and Belgium (62%) were less stable, while Bulgaria, Hungary and Italy each 
entered the top five in 24–32% of resamples. With ChatGPT weights, the 90% bootstrap 
rank interval for Bulgaria ranged from 2 to 18. For some countries, differences between 
the models were greater than variation across repetitions. Slovakia did not enter the top 
five in any Claude resample, while Germany entered it in only 0.1% of ChatGPT resamples. 
The full rank intervals for all 27 countries are given in Supplementary Table S12. A later 
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validation wave with 20 additional repetitions per model confirmed that this interval was 
too narrow (Section 4.5.4). The pooled ranking therefore combines two partly different 
weighting profiles. Within this model comparison, the high rankings of the Netherlands, 
France and Belgium and the low ranking of Finland were more consistent than the positions 
of countries that depended strongly on the model used.

4.5.4. Validation of LLM-Elicited Weights
The replication condition produced weights similar to the main results (cosine simi-

larity = 0.984), and the TOPSIS rankings were also similar (Spearman’s 𝜚 = 0.941). The 
Netherlands, Belgium and France remained in the top three, while Finland, Denmark, 
Cyprus and Romania remained among the lowest-ranked countries. However, the new 
ranks fell within the original 90% rank intervals for only 16 of 27 countries. This shows 
that the original intervals did not fully reflect the differences observed between the two 
collection periods (Supplementary Table S18).

One important difference was found in Claude’s responses. Claude gave more weight 
to consumption footprint than to production-based greenhouse gas emissions in four of five 
responses in the main collection, but in only three of 20 responses in the replication condition. 
The pooled weight of consumption footprint decreased from 0.141 to 0.105. Slovakia and 
Germany exchanged fifth and sixth positions, while Malta, Portugal and Bulgaria moved by 
up to six positions. With 20 responses per model, the 90% rank intervals were narrower on 
average (mean width: 1.74 compared with 3.00 positions). Combining all 25 responses per 
model and set also produced rankings similar to the main results (Spearman’s 𝜚 = 0.955).

The shuffled-order condition produced only small differences compared with the 
replication condition. The weights of five of the 13 indicators changed by at most 0.027, and 
the rankings remained very similar (Spearman’s 𝜚 = 0.984). A similar result was found 
when the replication responses were randomly divided into two groups (median 𝜚 = 0.984) 
(see Supplementary Table S19).

The no-persona condition also produced results similar to the replication condi-
tion. Only three indicator weights changed, by at most 0.015, and the rankings were 
almost identical (Spearman’s 𝜚 = 0.995). However, the rankings based on ChatGPT 
alone showed greater differences when the persona instruction was removed (𝜚 = 0.872). 
This suggests that the effect of the persona instruction may differ between models
(Supplementary Table S20).

4.5.5. Comparison with Published Expert-Derived Weights
At the dimension level, the two published expert panels were similar to each other 

(Spearman’s 𝜚 = 0.90). Both ranked Competitiveness and Innovation first (0.34 in [72] 
and 0.31 in [73] and Production and Consumption last (0.08 and 0.13; Table 7). The 
pooled LLM panel ranked Production and Consumption first (0.35) and Competitiveness 
and Innovation fourth (0.14), so its dimension ranking was negatively related to both 
expert sets (𝜚 = −0.3 and −0.5). For Waste Management, the pooled LLM weight was 
relatively close to the expert weights. For Global Sustainability and Resilience, ChatGPT’s 
weight (0.29) was between the two expert weights (0.33 and 0.20). Claude gave more 
weight to Competitiveness and Innovation than ChatGPT did (0.18 compared with 0.10), 
whereas ChatGPT gave more weight to Global Sustainability and Resilience (0.29 compared 
with 0.14). The two models therefore differed from the expert sets in different dimen-
sions. The data-derived methods did not reproduce the expert dimension ranking either
(𝜚 between −0.7 and −0.3).
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Table 7. Dimension-level weights from two published expert panels, the LLM panel and the
data-derived methods.

Dimension Experts
[72]

Experts
[73]

Pooled 
LLM Claude ChatGPT CRITIC Entropy MEREC

Production and Consumption 0.085 0.130 0.352 0.360 0.331 0.293 0.208 0.269

Waste Management 0.138 0.172 0.192 0.205 0.173 0.217 0.070 0.155

Secondary Raw Materials 0.113 0.181 0.108 0.108 0.103 0.156 0.494 0.332

Competitiveness and Innovation 0.336 0.313 0.141 0.184 0.104 0.162 0.188 0.176

Global Sustainability and Resilience 0.329 0.204 0.207 0.143 0.288 0.172 0.040 0.068

Spearman’s 𝜚 with [72] — 0.90 −0.3 −0.3 −0.3 −0.4 −0.6 −0.6

Spearman’s 𝜚 with [73] 0.90 — −0.5 −0.6 −0.5 −0.7 −0.3 −0.3

At the indicator level (Supplementary Table S21), the pooled LLM weights were 
negatively related to the weights of [73] (𝜚 = −0.46, none of the three highest-weighted 
indicators shared) and unrelated to those of [72] (𝜚 = 0.10, one of three shared). The 
expert panels gave high weights to persons employed in CE sectors and to trade in 
recyclable raw materials, whereas the LLM panel gave trade the lowest weight of the
13 indicators. Claude and ChatGPT showed a similar pattern (𝜚 = −0.45 and −0.47 with [73];
−0.03 and 0.05 with [72]). CRITIC was positively related to the expert weights
(𝜚 = 0.29 and 0.45), which may partly reflect its more even distribution of weights, while 
Entropy and MEREC showed no relation (𝜚 between −0.03 and 0.07). Within dimensions, 
the LLM panel’s highest-weighted indicator matched that of [73] in none of the five di-
mensions and that of [72] in two of the five dimensions. For comparison, the two expert 
sets were moderately related to each other at the indicator level (𝜚 = 0.68 for the 11 shared 
indicators). These comparisons are descriptive because the expert panels were small (seven 
and ten experts), used different indicator sets, and in [72] referred to earlier data.

5. Discussion
The pooled LLM panel and CRITIC produced broadly similar but not equivalent 

country rankings (Spearman’s 𝜚 = 0.78), while their indicator priorities differed considerably. 
The LLM panel gave much more weight to material and consumption footprints, whereas 
CRITIC distributed weight more evenly and favored indicators with greater variation and 
lower correlation with the others. Several countries moved by up to twelve positions, 
so a single correlation coefficient hides country-level changes. Among the data-derived 
methods, CRITIC differed most from Entropy and MEREC under min–max normalization, 
and these differences became much smaller under vector and sum normalization. The 
agreement between the pooled LLM ranking and the CRITIC ranking also changed with the 
normalization method (𝜚 = 0.63–0.86, compared with 0.78 under min–max). The difference 
between TOPSIS and MARCOS was smaller than the differences between weighting schemes 
for most weight sets, but not for the ChatGPT-based weights (𝜚 = 0.69). The weighting 
differences were also smaller with MARCOS than with TOPSIS, so our conclusions about 
weighting apply most clearly to TOPSIS. Finally, all AHP matrices met the consistency 
threshold, but stability across repetitions and agreement between the two models varied. 
The pooled LLM ranking is a compromise between two models whose country rankings 
differ clearly (𝜚 = 0.58). Results that both models share, such as the high ranks of the 
Netherlands, France and Belgium and the low rank of Finland, are more reliable than results 
that depend on the model, such as the ranks of Luxembourg, Bulgaria, Greece and Hungary. 
Three implications follow for how criterion importance is understood. First, indicator 
importance is not a single quantity. CRITIC derives importance from variation and conflict 
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in the observed data, whereas the LLM panel produces model-elicited judgments shaped by 
the prompt, the persona and the model’s general knowledge. The two approaches should 
not be seen as competing estimates of one correct set of weights. Similar country rankings 
can also result from different indicator weights. Therefore, we compare both the weights 
and the resulting rankings separately. Second, previous studies such as [19,22,47,74] have 
mainly compared LLM-elicited AHP weights with human expert judgments and reported 
general agreement, although differences were found for some criteria. In contrast, this 
study compares LLM-elicited weights with data-derived weights. The aim is not to examine 
whether LLM weights agree with human experts, but to understand how they differ from 
weights calculated using the statistical characteristics of the indicator data. This is consistent 
with the argument that data-derived and expert-based weights serve different purposes in 
circular economy assessment [75]. Third, the quality of LLM-elicited weights cannot be 
evaluated using a single statistic. A low consistency ratio shows that the judgments within 
a matrix are consistent, but it does not show whether they are stable across repetitions, 
similar across models, or valid. Removing the persona instruction changed the pooled 
weights and rankings very little (𝜚 = 0.995), but the ChatGPT-only rankings changed 
more (𝜚 = 0.872). The role-conditioned design therefore appears to matter little for the 
pooled panel, and its effect may depend on the model. This study did not collect weights 
from human experts. A descriptive comparison with two published expert-derived weight 
sets (Section 4.5.5) showed that the LLM weights did not reproduce the dimension or 
indicator ordering of the experts, so they should not be treated as a substitute for expert 
judgment. Agreement with data-derived weights also does not establish the validity of the 
LLM-elicited weights. Normalization is also an important methodological choice. Some 
differences between weighting methods may result from the normalization procedure 
rather than from the weighting methods alone. The results also show that the effects of the 
weighting method and the ranking method are linked. For all 15 pairs of weight sets, the 
rankings agreed more under MARCOS than under TOPSIS (Table S4b). For example, the 
correlation between the Claude-based and ChatGPT-based rankings was 0.578 under TOPSIS 
and 0.925 under MARCOS. Thus, differences between rankings obtained with different 
weight sets depend partly on the ranking method. The findings on weighting methods 
should therefore be interpreted in the context of TOPSIS. Only two ranking methods were 
tested. For policy use, country rankings should be treated as results that depend on the 
weighting and normalization choices, rather than as fixed rankings. The largest differences 
between LLM-elicited and data-derived weights were found for indicators such as material 
footprint, consumption footprint, and trade in recyclable raw materials. These differences 
show where the choice of weighting approach matters most and where discussions with 
stakeholders could help clarify policy priorities. Conclusions about individual countries 
should be based on results that remain stable across different scenarios. Countries such 
as Ireland, Denmark, Luxembourg, and Slovakia showed large changes in their rankings 
across scenarios. In a validation round with new LLM responses, several countries in 
the middle of the ranking also moved by up to six positions. These results suggest that 
rankings based on a single scenario should not be treated as definite. In contrast, the 
positions of the Netherlands and Finland were relatively stable. LLM-elicited weights can 
provide an additional low-cost weighting scenario. However, they do not represent the 
views of citizens, policymakers, or domain experts and should not be considered a form 
of stakeholder participation. They should be used alongside data-derived methods and 
human expert or stakeholder evaluations. To support transparency and reproducibility, 
studies should report the prompts, model versions, aggregation methods, repeated runs, 
and normalization choices. These details are important because results may differ across 
models, repetitions, and normalization methods. The higher LLM weights for material and 
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consumption footprints may be related to the attention these indicators receive in circular 
economy policy discussions [76,77]. However, this is only a possible explanation. GHG 
emissions from production are also important in circular economy policy, but received 
a lower weight from LLMs than from CRITIC. The comparison with published expert 
weights showed one clear pattern. Both expert panels [76,77] gave the highest weight to 
Competitiveness and Innovation and the lowest to Production and Consumption, whereas 
the pooled LLM panel and CRITIC gave Production and Consumption the largest dimension 
weight. A possible reason is that the LLM judgments emphasized resource-use and footprint 
indicators, as discussed above, while the expert panels emphasized economic indicators 
such as employment and investment; this explanation was not tested. Claude and ChatGPT 
moved away from the expert weights in different dimensions, so the pooled panel hides 
model-specific differences. The comparison has limits. The two published panels were 
small (seven and ten experts, mostly academics), used different indicator sets and, in 
one case, earlier data, so only matched dimensions and indicators could be compared 
and the correlations are descriptive. Jakubelskas and Skvarciany [77] also note that the 
composition of the expert panel, the criteria set and the weighting method influence the 
resulting priorities. A purpose-built expert panel that uses the same 13 indicators and the 
same AHP forms as the LLM panel would provide a direct test.

6. Conclusions
This study shows that EU circular economy rankings depend on how indicators 

are weighted. The pooled LLM and CRITIC rankings were broadly similar (Spearman’s
𝜚 = 0.78), but they gave different importance to individual indicators: the LLM weights 
favored material and consumption footprints, whereas CRITIC favored indicators with 
higher variation and lower correlation. Rankings also changed with normalization choices 
and LLM models, although the Netherlands and Finland stayed relatively stable. A de-
scriptive comparison with two published expert panels showed that the LLM weights did 
not reproduce the experts’ priorities, which gave the highest weight to Competitiveness
and Innovation.

For policymakers, rankings should be read as one scenario, not as a fixed measure. 
Comparing several weighting scenarios helps to identify stable results and priorities that 
need discussion. LLM-elicited weights offer an additional perspective but cannot replace 
human experts or stakeholder participation. This study covers one year, 13 indicators and 
two LLM families. Future research should collect weights from a purpose-built human 
expert panel and extend the analysis to more years, models and frameworks.
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in the main results and in the replication condition; Table S18c: Pooled TOPSIS ranks in the main 
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