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Abstract

Understanding how urban functional structure shapes inter-county daily mobility at fine
scales is essential for sustainable polycentric planning. However, existing origin-destination
(OD) models often treat regions as independent observations and lack prior policy evalu-
ation capacity. This study proposes a Graph Convolutional Network (GCN) framework
that uses 14 Points of Interest (POI) categories as functional proxies for inter-county daily
mobility in 50 counties of the Greater Bay Area, China, drawing on over 6.26 million POI
records and county-level mobile signaling OD data. The framework constructs a spatial
adjacency graph and learns non-linear mappings between functional profiles and mobility
through an encoder-decoder architecture. It achieves a test R? of 0.766, outperforming
gravity, linear, machine-learning, and graph-only baselines. Perturbation-based sensitiv-
ity analysis identifies shopping and consumption venues, catering services, corporations
and enterprises, and daily life services as the categories most strongly associated with
mobility, with rankings stable across perturbation magnitudes and seeds. Scenario sim-
ulations reveal heterogeneous, stage-dependent responses. A 10% increase in transport
and corporate facilities in Foshan yields a mean response of 6.18%, positive across all 110
county pairs along the mature Guangzhou-Foshan corridor; corporate expansion in the
peripheral Guangzhou-Zhaoqing corridor is positive for nearly all county pairs but elicits a
smaller mean response; and tourism expansion in the Shenzhen-Zhongshan corridor elicits
a weak, near-symmetric negative response. We propose a stage-dependent planning per-
spective, with mature corridors prioritizing service optimization and job-housing balance
and peripheral ones prioritizing capacity investment, and stress that these responses are
model-implied diagnostics requiring validation against independent mobility evidence.

Keywords: graph convolutional network; origin—destination flow prediction; urban
functional structure; Greater Bay Area; sustainable urban planning

1. Introduction

Urban mobility, manifested in the form of inter-regional daily mobility, constitutes
the lifeblood of metropolitan economic systems. The spatial configuration of these flows,
quantified by origin—destination (OD) matrices, not only reflects the daily activity patterns
of residents but also reveals the underlying functional interdependencies among regions
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within a city-region [1]. Understanding what drives the spatial structure of daily mobility
is critical for sustainable urban planning, transportation infrastructure investment, and
regional economic coordination [2].

Among the myriad factors shaping inter-regional daily mobility patterns, urban func-
tional structure—the composition and spatial organization of economic activities, services,
and facilities—stands out as a fundamental determinant [3,4]. The spatial distribution of
functions, where people work, what types of jobs are available, and how different economic
activities are spatially organized, directly shapes the supply and demand of labor mobil-
ity across regions [5]. Regions with complementary functional profiles tend to generate
systematic daily mobility flows, as workers reside in one area specialized in residential
functions and commute to another area specialized in employment functions [6]. This
functional specialization, driven by agglomeration and spatial division of labor, is partic-
ularly pronounced in large metropolitan regions where economic activities have become
increasingly decentralized yet functionally integrated [6,7]. The resulting commuting pat-
terns have direct consequences for transport-related greenhouse gas emissions and energy
use, and they also influence social equity by determining which population groups can
access employment centers within reasonable travel time. Yet despite its well-recognized
conceptual importance, empirical investigations into the specific impact of urban functional
structure on daily mobility flows at fine administrative scales, such as the county level,
remain relatively scarce.

Conventional econometric and statistical approaches, while valuable for identifying
aggregate correlations, typically treat regions as independent observations and thus fail
to account for the intrinsic network dependencies inherent in OD flow data, where flows
between county pairs are inherently interdependent [8,9]. Moreover, existing studies
predominantly rely on coarse industrial classification schemes derived from aggregated
employment censuses, which lack the spatial granularity to capture intra-city functional
differentiation and often overlook the heterogeneous roles played by different service and
facility categories in generating daily mobility [5,10]. Furthermore, the vast majority of
current OD prediction models are designed solely for accuracy-oriented forecasting, without
incorporating a policy-scenario simulation capability that could quantitatively assess the
daily mobility consequences of alternative land-use and infrastructure investment strategies,
a function urgently needed for evidence-based regional planning [2,11]. Such simulation
capability is particularly critical for sustainability-oriented planning, because it allows prior
evaluation of how proposed interventions, such as relocating industrial parks, improving
transit connectivity, or adjusting land-use mix, would affect travel distances, modal shares,
and consequently the carbon footprint of daily mobility, as well as the spatial equity of job
accessibility across different counties.

Recent advances in deep learning, particularly Graph Convolutional Networks (GCNs),
offer a promising avenue to address these limitations [12,13]. By operating directly on
non-Euclidean spatial graphs, GCNs can naturally encode the topological relationships
among geographic units and capture higher-order spatial dependencies that traditional
models miss [14]. Beyond predictive power, GCNs can be readily adapted to simulate
counterfactual scenarios, making them valuable tools for sustainability decision-making
because they allow planners to test the mobility outcomes of alternative industrial and
infrastructure policies before implementation. However, existing GCN applications in
transportation have been predominantly confined to link-level traffic forecasting or city-
level aggregated demand prediction, with surprisingly few attempts to model fine-grained
inter-county OD flows, let alone to link such predictions explicitly to urban functional
characteristics [15,16].
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To bridge these gaps, this study proposes a GCN-based analytical framework that
integrates three components: a spatial adjacency graph of county-level contiguity, a high-
resolution node feature matrix from 14 POI categories as functional proxies, and a scenario
simulation module for systematic policy perturbation analysis. Applied to 50 county-level
units in the GBA with daily OD flows, the framework enables county-level OD prediction,
sensitivity-based identification of influential functional categories, and advanced assessment
of policy scenarios. Methodologically, it extends GCN application from link-level forecasting
to county-level OD modeling; analytically, it provides a systematic ranking of functional
categories by their model-implied marginal mobility associations; practically, it offers a
scenario simulation tool for designing spatially equitable and resource-efficient land-use-
transport interventions. Collectively, these contributions directly resonate with the core
sustainability agenda by equipping planners with evidence to balance economic efficiency,
social equity, and environmental quality in regional development.

The remainder of this paper is organized as follows. Section 2 reviews the relevant
literature. Section 3 describes the study area, data, and methodology. Section 4 presents
the experimental results and scenario simulations, along with their policy implications.
Section 5 concludes the study.

2. Literature Review
2.1. Graph Convolutional Networks for Origin—Destination Flow Modeling

The modeling of OD flows has long been a central concern in transportation geog-
raphy and regional science. Classical approaches, most notably the gravity model, posit
that spatial interaction between two regions is proportional to their respective “masses”
(commonly measured by population or economic output) and inversely related to the
spatial distance separating them [17,18]. While parsimonious and theoretically grounded,
gravity-type models rely on strong parametric assumptions that often fail to capture the
complex, non-linear dependencies inherent in real-world mobility systems [19,20]. Alter-
native formulations, such as the intervening opportunities model and radiation model,
have addressed some of these limitations but remain constrained by their aggregate-level
specification and limited capacity to incorporate multi-dimensional regional attributes.

The advent of deep learning, and particularly Graph Neural Networks (GNNs), has
opened new avenues for transportation modeling. Unlike conventional neural networks that
assume Euclidean input structures, GNNs can naturally represent non-Euclidean spatial re-
lationships, making them ideally suited for capturing the complex interdependencies among
regions in a transportation network [21,22]. Among GNN variants, GCNs have emerged
as a particularly powerful tool for spatial flow data, as they efficiently aggregate feature
information from neighboring nodes through spectral or spatial graph convolutions [12,22].

A growing body of research has applied GCNs and their variants to various traffic
forecasting problems [21,23]. Studies have demonstrated the effectiveness of GCNs for
link-level traffic speed and volume prediction, ride-sourcing demand forecasting, and pub-
lic transit OD flow estimation [24-26]. Wang et al. [26] proposed a two-stage GCN-GRU
network for large-scale urban rail transit OD prediction, demonstrating that graph-based
architectures effectively capture both spatial adjacency and temporal periodicity in passen-
ger flows. More recently, researchers have extended GCN frameworks to OD-level demand
prediction, often combining them with recurrent neural networks or attention mechanisms
to capture temporal dynamics [12,14,27]. Jiao and Zhang [28] developed a hierarchical
spatiotemporal graph-hypergraph network for urban traffic flow prediction, framing their
contribution within the sustainable intelligent transportation systems agenda and under-
scoring that GNN-based prediction models can serve as decision-support instruments for
reducing congestion and promoting efficient urban mobility. These studies have consistently
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shown that GNN-based approaches outperform traditional statistical and machine learning
methods by jointly modeling spatial correlations and capturing higher-order network effects
that are invisible to pairwise interaction models [15,29].

However, most existing GCN applications in transportation remain focused on link-
level traffic states (e.g., road segments) or city-aggregated demand, with surprisingly
limited attention to fine-grained inter-county OD flow prediction [15,16]. Furthermore, the
node features in these models are typically derived from coarse demographic or economic
aggregates, which lack the spatial resolution to capture intra-urban functional heterogene-
ity [5]. These methodological gaps motivate the present study’s use of high-resolution
PQOI data as node features in a GCN-based OD prediction framework, enabling a more
nuanced representation of regional functional profiles than has been achieved in prior
GCN applications.

2.2. Urban Functional Structure and Mobility Patterns

The relationship between urban functional structure and mobility patterns has been
extensively investigated in urban economics and transportation geography. The fundamen-
tal premise is that the spatial distribution of employment opportunities, determined by the
location and composition of industries, shapes where people work and, consequently, how
they commute. Regions with different industrial specializations attract different types of
workers and generate distinct patterns of daily mobility [30,31].

Empirical studies have examined this relationship from multiple angles. Research
on Chinese cities has investigated how industrial dynamics affect changing commuting
patterns in megacities, highlighting the tensions and potential reconciliations between in-
dustrial transition and commuting efficiency [4]. Studies on intercity migration have found
that higher levels of industrial structure rationalization and non-agricultural industrial
development are associated with greater in-migration and lower out-migration [32]. Within
the GBA context, researchers have examined how commuting efficiency varies dramati-
cally across different industry sectors, with findings that have directly informed regional
infrastructure planning [30].

Nevertheless, most existing studies on industrial structure and daily mobility rely
on econometric or statistical approaches that model aggregate relationships at the city or
prefecture level. These approaches typically treat regions as independent observations and
struggle to capture the network structure of daily mobility, the fact that flows between region
pairs are interdependent and collectively constitute a spatially embedded network. More-
over, these studies typically use coarse industrial classification schemes derived from official
employment censuses, which are updated infrequently and lack the spatial granularity to
capture intra-city functional differentiation [33].

In recent years, POI data have emerged as a valuable alternative source for character-
izing urban functional landscapes. POIs represent individual facilities and services with
precise geographic coordinates, enabling researchers to capture the fine-grained spatial
distribution of economic activities and public services [34,35]. Studies have used POI data
to delineate urban functional zones, assess the vitality of commercial districts, and even
estimate population distributions [36,37]. However, the application of POI data as pre-
dictors of inter-regional daily mobility, particularly within a graph-based deep learning
framework, remains surprisingly underexplored. Given that different POI categories, such
as corporations and enterprises, financial institutions, tourist attractions, and transportation
hubs, directly reflect the employment and service functions that generate daily mobility,
they offer a theoretically sound and empirically rich proxy for urban functional structure at
fine spatial scales [33,38]. This study fills this gap by integrating POI-derived functional
profiles as node features in a GCN architecture, thereby enabling both accurate OD predic-
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tion and interpretable analysis of which functional categories are most strongly associated
with inter-county mobility.

In summary, the literature review reveals that while GCNs have proven effective for
spatial flow modeling, their application to fine-grained county-level OD prediction using
high-resolution functional proxies remains limited. Likewise, while the conceptual link
between urban functional structure and daily mobility is well established, empirical quan-
tification at fine spatial scales using facility-level data is lacking. Furthermore, the absence
of policy-scenario simulation capabilities in existing OD prediction models represents a
critical gap for planning applications. The framework proposed in this study directly ad-
dresses these three gaps by combining GCN-based spatial learning, POI-derived functional
characterization, and systematic scenario simulation within a unified analytical architecture
applied to the GBA.

3. Materials and Methods
3.1. Study Area

As shown in Figure 1, the Guangdong-Hong Kong-Macao Greater Bay Area (GBA) is
one of China’s most economically dynamic and spatially integrated megacity regions. Cover-
ing approximately 56,000 km?, it comprises nine cities in Guangdong Province: Guangzhou,
Shenzhen, Zhuhai, Foshan, Huizhou, Dongguan, Zhongshan, Jiangmen, and Zhaoqing,
along with the Special Administrative Regions of Hong Kong and Macao. Due to data
availability constraints on cross-border mobility, this study focuses on the nine Guang-
dong cities. The GBA exhibits pronounced intra-regional functional differentiation, with
each city developing distinct and complementary industrial specializations: Guangzhou
and Shenzhen serve as comprehensive service and innovation hubs; Dongguan and Fos-
han excel in advanced manufacturing; Zhuhai specializes in high-end equipment and
tourism; and the remaining cities fulfill diverse roles in the regional division of labor.
This functional specialization has shaped several integrated metropolitan sub-regions, the
Guangzhou-Foshan conurbation, the Shenzhen-Dongguan—-Huizhou corridor, and the
Zhuhai-Zhongshan-Jiangmen cluster, linked by extensive transport infrastructure and
characterized by high-volume inter-city flows. These attributes render the GBA an ideal
natural laboratory for the relationship between urban functional structure and inter-regional
daily mobility patterns at the county level.

3.2. Data
3.2.1. OD Flow Data

The OD flow data are county-level population movement records derived from commer-
cial mobile signaling data of China Unicom, one of the major mobile network operators in
China. The dataset, purchased for research use, is built from anonymized subscriber locations
that the operator aggregates directly into origin-destination flows between the 50 county-level
units of the nine Guangdong cities of the GBA. The data cover a five-day period from 3 June to
7 June 2023, spanning both the weekend (3—4 June) and weekdays (5-7 June), and allowing
the model to learn mobility patterns across different activity contexts. Figure 2 illustrates the
daily variation in municipal average trips across this observation window. The total inter-
county population flow among the 50 county-level units amounted to 24,610,303 person-trips,
yielding a daily average of 4,922,061 person-trips, whose distribution across the nine cities is
summarized in Figure 3. We averaged the five-day OD matrices to smooth out daily stochastic
fluctuations and intra-week behavioral heterogeneity, e.g., the inherent difference between
weekday commutes and weekend leisure trips; the separate weekday and weekend matrices
are retained for the robustness analysis. All 2450 inter-county OD pairs exhibit positive flows,
so no OD pairs are excluded from the analysis. This averaging approach yields a representa-
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tive baseline mobility landscape that reflects the equilibrium functional interactions between
counties, rather than day-specific anomalies, ensuring that the predicted flows capture the
structural impact of functional composition rather than transient behavioral noise. The final
OD matrix captures routine mobility patterns at the county scale, representing the dependent
variable in our predictive framework.
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Figure 2. Daily municipal average trips across the five-day observation window (3-7 June 2023).
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Figure 3. City-level average daily trips.
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3.2.2. POI Data

The POI data serve as the primary source for characterizing the urban functional struc-
ture and service attributes of each county-level unit. The data were retrieved from Amap,
one of the major commercial digital map platforms in China, and encompass 14 categories of
facilities: transportation facilities, leisure and entertainment, corporations and enterprises,
healthcare services, commercial and residential buildings, tourist attractions, automotive
services, daily life services, science and education institutions, shopping and consumption
venues, sports and fitness facilities, hotel and accommodation, financial institutions, and
catering services. These categories collectively capture the multifaceted functional composi-
tion of urban spaces, reflecting both economic activities (e.g., enterprises, retail, finance,
catering, hotels) and public services (e.g., healthcare, education, transportation), which
together define the functional and service profile of each county. These categories describe
where economic activities and services concentrate; we therefore treat this 14-category
profile as a measurable proxy for the urban functional structure of each county, of which
the industrial composition is a central component.

As shown in Table 1, a total of 6,265,297 POI records were obtained for the 50 county-
level units across the nine GBA cities. The spatial distribution of POls reveals significant
intra-regional disparities: Shenzhen has the largest number of POIs, with 1,762,360 records,
while Zhaoqing has the fewest, with only 170,482 records. This distribution aligns closely
with the hierarchy of urban economic and population sizes, confirming that POI density
serves as a reliable proxy for the level of urban functional agglomeration. Table 1 reports
the total POI counts by city, illustrating the pronounced unevenness in urban functional
development across the region.

Table 1. Descriptive statistics of POI counts by category across 50 county-level units.

POI Category Total Count Proportion Mean Std. Dev. Min.
Transportation facilities 448,528 7.16% 8970.56 8259.09 257
Leisure and entertainment 87,543 1.40% 1750.86 1659.90 53
Corporations and enterprises 801,280 12.79% 16,025.60 21,226.18 589
Healthcare services 201,405 3.21% 4028.10 3407.57 325
Commercial and residential buildings 244,100 3.90% 4882.00 4653.07 104
Tourist attractions 49,393 0.79% 987.86 847.68 79
Automotive services 183,457 2.93% 3669.14 3973.98 302
Daily life services 571,359 9.12% 11,427.18 12,855.91 712
Science and education institutions 220,870 3.53% 4417.40 3748.16 261
Shopping and consumption venues 1,430,356 22.83% 28,607.12 32,644.33 2469
Sports and fitness facilities 70,109 1.12% 1402.18 1285.74 35
Hotel and accommodation 121,259 1.94% 2425.18 2223.23 57
Financial institutions 53,151 0.85% 1063.02 971.69 99
Catering services 838,186 13.38% 16,763.72 17,981.68 1075
Total 6,265,297 100% — — —

In terms of category composition, Table 1 reports the proportional distribution, mean,
standard deviation, and minimum POI counts across the 50 county-level units for each of
the 14 categories, illustrating the substantial functional heterogeneity within the study area.
Shopping and consumption venues account for the largest share, representing approximately
22.8% of all POIs, underscoring the consumption-driven economic vitality of the GBA.
Catering services follow at 13.4%, and corporations and enterprises at 12.8%, reflecting
the region’s strong entrepreneurial and industrial base. Daily life services (9.1%) and
transportation facilities (7.2%) also constitute substantial proportions, indicating well-
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developed urban service and transport infrastructure. In contrast, tourist attractions (0.8%)
and sports and fitness facilities (1.1%) account for the smallest shares. This composition,
dominated by commercial and industrial/service-oriented POls, is consistent with the GBA’s
status as a manufacturing and service-oriented megacity region.

3.3. Methodology

As shown in Figure 4, the model construction begins with two parallel inputs, spatial
graph and node features. The spatial structure is represented as an undirected graph, where
the 50 county-level units serve as nodes and edges connect geographically adjacent counties.
Self-loops are added and the adjacency matrix is symmetrically normalized following
standard practice, capturing the intuitive notion that adjacent counties are more likely to
exhibit functional interactions than distant ones. The node features are constructed from
the 14 POI categories through a three-stage preprocessing pipeline. The raw POI count
for each category per county is first obtained, then a log-transformed total POI count is
appended as an additional feature to capture city size and overall functional mass, and
finally column-wise standardization is applied to ensure zero mean and unit variance,
eliminating scale disparities and facilitating stable training convergence.
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Figure 4. Architecture of the GCN-based OD flow prediction framework.

These two inputs are then fed into the GCN encoder. The encoder consists of two
graph convolutional layers, each applying the classical propagation rule, which performs
weighted aggregation of a node’s own features and those of its first-order neighbors using
a symmetrically normalized adjacency matrix. The first layer maps the 15-dimensional raw
input features to a 64-dimensional hidden embedding followed by ReLU activation, and the
second layer projects it to a 16-dimensional final node representation. This design balances
the spatial receptive field with model parameter efficiency, and the configuration was
selected by the validation Mean Absolute Error computed in logarithmic space (log-space
MAE) from a screening of six candidate architectures, each trained with two random seeds,
that varied the composition of pair-level exogenous features (none, distance only, distance
plus origin/destination total-POI mass, or these features supplemented by a gravity-model-
based term), the hidden width (64 or 128), and the number of graph convolutional layers.
The final node embeddings encode both local functional profiles and broader spatial context.
The decoder then concatenates the embeddings of the origin and destination counties,
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together with three pair-level exogenous features, namely the logarithms of the great-circle
distance between county centroids and of the origin and destination total POI counts, all
standardized with training-split statistics; this order-sensitive operation naturally captures
directional asymmetries and passes them through a two-layer multi-layer perceptron with
hidden dimensions of [64, 1], i.e., one hidden layer of 64 units and an output layer of 1 unit.
The hidden layer uses ReLU activation, while the output layer employs linear activation to
produce the predicted OD flow, which is subsequently evaluated against the ground-truth
flow using the log-space MAE loss.

Once the model architecture is defined, the training proceeds. The model is optimized
by minimizing the log-space MAE. The target is transformed as In(T + 107°) and then
z-score standardized using statistics computed on the training split only, and predictions
are recovered through the inverse exponential transform, with predicted log-values clipped
to the observed log-flow range for numerical stability. The log-space MAE is preferred
over standard MAE or MSE because OD flows span several orders of magnitude, and this
transformation compresses the dynamic range, preventing the loss from being dominated
by a small number of high-volume pairs.

The 2450 inter-county OD pairs are randomly divided into training, validation, and
test sets in a 60/20/20 ratio; the validation set is monitored for early stopping with a
patience of 1000 epochs up to a maximum of 10,000 epochs, and the untouched test set is
used only for final evaluation. Training uses full-batch gradient descent over the training
pairs, with gradients clipped at a maximum norm of 1.0. Because results are sensitive to
random initialization and split composition, the model is trained with five random seeds
(42,123, 456, 789, and 1024), and performance is reported as the mean + standard deviation
across seeds on the test set. The model is implemented in PyTorch Geometric 2.8.0 and
trained using the Adam optimizer with learning rate and weight decay set to 0.001 and
5 x 1074, respectively.

Beyond predictive accuracy, the trained model enables systematic sensitivity analysis
and policy scenario simulations. For global sensitivity analysis, the raw POI counts of each
category are perturbed in both directions by £10% across all counties while holding other
categories constant; the log-transformed total POI count is recomputed and the features
are re-standardized before prediction, and the resulting changes in predicted OD flows
characterize which functional categories the model relies upon most heavily. Perturbations
of 5%, £20%, and £30% are additionally examined to test the robustness of the rankings,
and ranking consistency across seeds is quantified with Spearman and Kendall correla-
tions. For targeted policy simulations, a single-sided perturbation strategy is adopted,
applying category-specific changes unilaterally to the targeted region of each corridor and
evaluating the affected OD pairs connecting that region with its partner city to isolate
the effect of unilateral policy interventions. Three specific scenarios are simulated accord-
ingly: Guangzhou-Foshan integration, Guangzhou-Zhaoging corporate development, and
Shenzhen-Zhongshan cultural tourism. For each scenario, the mean change rate across
affected pairs is computed and the distribution of individual pair responses is analyzed
over the five seeds.

For benchmark comparison, four baseline models are implemented and evaluated
under the same per-seed 60/20/20 splits with the log-transformed target. The gravity
model takes the log-linear form with the coefficients fitted by ordinary least squares on
the training pairs only; being deterministic, the gravity model is reported without seed
dispersion, and its predicted log-flows are clipped to the observed log-flow range before
exponentiation. The POI-based linear regression is an ordinary least-squares model on the
concatenated origin and destination POI feature vectors. The gradient-boosting baseline
is a histogram-based gradient-boosting regressor with up to 500 boosting iterations and
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early stopping on the 25% validation fraction. The GCN without POI retains the identical
encoder—decoder architecture and training protocol as the proposed model but receives
constant node features and no pair-level features, isolating the contribution of the graph
structure alone. Input features of all baselines are standardized using statistics computed
on the training split only.

4. Results and Discussion
4.1. Model Training and Convergence

Figure 5 shows the training and validation loss curves for a representative seed (seed
42): both curves decline rapidly within the first 1000 epochs, after which the validation loss
keeps decreasing slowly without any upward trend, so training for this seed runs to the
10,000-epoch cap; across the five seeds, early stopping terminates training at epoch 7535
on average. Both curves show the log-space MAE computed on standardized log flows for
the training and validation splits, respectively, i.e., the quantity minimized during training,
and are therefore not directly comparable to the MAE and RMSE reported for the test set,
which are measured in the original flow space. The absence of a sustained validation-error
increase indicates no severe overfitting. Across the five seeds, the model reaches a test-set R
of 0.766 £ 0.077 in the original flow space, with an MAE of 783 + 174 and an RMSE of 3440 +
1021 persons per day. Because counties are shared between the training and test sets under
the random OD-pair split, the reported accuracy characterizes within-region interpolation
among the 50 study units rather than transfer to entirely unseen spatial contexts.

o
©

—— Training loss
—— Validation loss

Standardized log-space MAE
o o o o o
w > U o N

o
N

p—

0 2000 4000 6000 8000
Epoch

Dena_ A

o
.

Figure 5. Training and validation loss during GCN model training (representative seed 42).

On the untouched test set, the model explains approximately 77% of the variance in
inter-county daily mobility. The RMSE of 3440 is considerably larger than the MAE of 783,
reflecting a small number of OD pairs with extremely high flow volumes, such as those
along the Guangzhou-Foshan and Shenzhen-Dongguan corridors. The model captured
these high-magnitude flows reasonably well while maintaining low absolute errors across
the majority of OD pairs, as shown by the predicted-versus-observed scatter for the held-out
test pairs in Figure 6, which clusters closely along the 45-degree line across the full range of
flow magnitudes. The seed-to-seed variation, standard deviation of R? of 0.077, reflects the
modest sample size of 2450 OD pairs.
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Figure 6. Predicted versus observed daily flows for the held-out test pairs (representative seed 42).

4.2. Baseline Comparison, Graph Ablation, and Robustness Analysis

To verify that the graph-based architecture is necessary, the proposed model is com-
pared against four baselines under the identical 60/20/20 split, logarithmic target, and
five-seed protocol. Table 2 reports the results. The proposed GCN model attains a test R? of
0.766  0.077, clearly ahead of all baselines. The gravity model, the strongest alternative,
reaches R? = 0.633 with an MAE of 928 persons per day; the POI-based linear regression
and the gradient-boosting regressor capture only weak pair-level feature effects; and the
graph-only GCN, which shares the identical architecture but receives no POI information,
fails to beat the mean predictor. The advantage of the proposed framework therefore stems
from the combination of adjacency-based message passing and POI-derived functional
features rather than from graph structure alone.

Table 2. Baseline comparison under the identical split and five-seed protocol (mean + standard
deviation across seeds).

Model R? MAE (Persons/Day) RMSE (Persons/Day)
Proposed GCN model 0.766 + 0.077 783 £ 174 3440 + 1021
Gravity model 0.633 928 4089
POI-based linear regression 0.063 + 0.027 1676 + 285 6908 + 1472
Gradient boosting 0.154 + 0.075 1674 + 273 6561 + 1441
GCN without POI (graph only) —0.052 + 0.003 1820 + 289 7304 + 1448

The choice of the spatial graph is examined by rebuilding the graph in two alternative
ways: a distance-weighted graph, in which edge weights follow a Gaussian kernel of the
inter-county centroid distances with the bandwidth o set to their median, and a flow-derived
graph, in which each county is connected to its top-five origin and destination partners
in terms of observed flows. As shown in Table 3, the adjacency graph with R? = 0.766
+ 0.077 outperforms the distance-weighted variant, and the flow-derived graph does not
improve accuracy either despite using target-variable information, which would not be
available at prediction time. The adjacency graph is therefore retained for the main model
and all subsequent analyses. Non-adjacent county pairs with high flows, such as Shenzhen-
Zhongshan, are not ignored by the model. Their predictions are informed by multi-hop
message passing through intermediary counties and, more directly, by pair-level distance
and mass features.
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Table 3. Graph structure ablation (mean =+ standard deviation over five seeds).
Graph Structure R? MAE (Persons/Day) RMSE (Persons/Day)
Spatial adjacency (adopted) 0.766 £ 0.077 783 £ 174 3440 + 1021
Distance-weighted (Gaussian kernel) 0.730 £ 0.045 824 + 221 3726 + 1042
Flow-derived top-5 partners 0.743 £ 0.100 778 + 264 3647 + 1445

As a temporal robustness check, separate models are trained on the weekday (5-7
June) and weekend (3—4 June) OD matrices under the same evaluation protocol, i.e., five
random seeds with 60/20/20 splits and validation-based early stopping; up to 5000 epochs
with a patience of 500. The weekday model attains a test R? of 0.738 + 0.074 and MAE
of 828 persons per day, broadly comparable to the five-day-average model, whereas the
weekend model, with R? = 0.436 + 0.375 and MAE = 853, is less stable, reflecting the
greater behavioral heterogeneity of weekend travel. The comparison indicates that model
performance is strongest for routine, commute-dominated travel contexts.

4.3. Sensitivity Analysis

Table 4 reports the model-implied sensitivity of each category under +10% pertur-
bations with mean + standard deviation over the five seeds, and Table 5 summarizes the
stability of the category ranking across perturbation magnitudes of 5%, 10%, £20%, and
130%. Responses are largely symmetric between upward and downward perturbations.
Across all seed pairs, the between-seed Spearman rank correlation averages 0.996-0.998
and never falls below 0.991, and the Kendall tau ranges from 0.978 to 0.991; the hierarchy
reported below is therefore robust to the choice of seed and perturbation size.

Table 4. Sensitivity ranking of the 14 functional categories based on £10% raw-count perturbation
(persons per day).

Category Sensitivity (+10%) Sensitivity (—10%)
Shopping and consumption venues 93.58 + 13.86 90.65 + 12.54
Catering services 63.34 + 8.50 62.19 + 8.00
Corporations and enterprises 55.05 + 7.82 54.05 £ 7.36
Daily life services 45.03 + 6.01 44.40 £ 5.74
Transportation facilities 21.46 + 2.55 21.32 +£2.50
Commercial and residential buildings 1512 +1.77 15.05 £ 1.73
Science and education institutions 15.02 + 1.86 14.95 + 1.85
Automotive services 11.06 = 1.67 11.02 £ 1.66
Healthcare services 10.50 + 1.45 1046 + 1.44
Hotel and accommodation 9.38 £ 1.16 9.36 £ 1.16
Financial institutions 4.20 £ 0.57 4.20 + 0.56
Sports and fitness facilities 410 + 0.49 410 £+ 0.49
Leisure and entertainment 4.02 £ 0.51 4.02 £0.50
Tourist attractions 291 £ 0.32 291 +£0.32

Table 5. Stability of the sensitivity ranking across perturbation magnitudes and seeds.

Perturbation Magnitude Spearman (Mean) Spearman (Min) Kendall (Mean)
15% 0.998 0.996 0.991
+10% 0.997 0.991 0.987
+20% 0.997 0.991 0.985
130% 0.997 0.991 0.987

https://doi.org/10.3390/su182111122


https://doi.org/10.3390/su182111122

Sustainability 2026, 18, 11122

13 of 19

The ranking reveals a clear hierarchy. Shopping and consumption venues exhibit by
far the strongest association, followed by catering services, corporate enterprises, daily life
services, and transportation facilities. This ordering is consistent with the composition of
inter-county daily mobility, which is dominated by shopping, business, and commuting-
related trips: the prominence of consumption- and employment-related categories aligns
with the GBA’s manufacturing and service base, while transportation facilities reflect the
role of physical connectivity in enabling cross-county movement.

Tourist attractions, leisure and entertainment, sports and fitness facilities, and financial
institutions rank lowest. Several non-exclusive explanations are plausible. Tourism POlIs
account for less than 1% of all records and are spatially concentrated in a small number
of counties, so uniform count perturbations translate into small absolute flow changes;
financial institutions cluster in a few core business districts whose mobility contributions
may already be saturated in the model; healthcare and education-related services primarily
serve local catchment areas and generate limited inter-county travel. These interpretations
should be read as possible explanations consistent with the observed rankings rather
than established mechanisms, because the model captures statistical associations among
correlated functional features rather than isolated causal effects.

These results carry tentative planning implications. If the modeled associations are cor-
roborated by independent evidence, investments in consumption-oriented and employment-
related functions would be associated with the strongest marginal mobility responses,
whereas decentralized provision of healthcare and daily services could improve spatial
equity without significantly disrupting daily mobility networks. Overall, the sensitivity
analysis characterizes which functional categories the trained model relies upon most heav-
ily, providing a diagnostic ranking of functional influences on mobility patterns within
polycentric urban agglomerations.

4.4. Policy Scenario Simulations

4.4.1. Transportation and Corporate POI Perturbations in Foshan Under the
Guangzhou-Foshan Integration Scenario

When transportation and corporate POI counts in all Foshan districts were perturbed
by £10%, the +10% perturbation increased predicted flows across all 110 Guangzhou-
Foshan OD pairs in both directions, with a mean change rate of +6.18% * 2.44%; the —10%
perturbation decreased flows across all pairs, with a mean change rate of —6.13% % 2.05%.
The response is directionally unambiguous and corresponds to an elasticity of roughly
0.6 relative to the perturbation size: additional transportation and enterprise facilities in
Foshan are associated with increased modeled cross-boundary flows, though the response
is smaller than proportional.

Figure 7 shows the relationship between baseline flow volume and the per-pair response
rate (averaged over the five seeds). Responses are positive for all 110 pairs under the +10%
perturbation, ranging from about +2% to +13%, and show no systematic attenuation with
baseline flow volume; if anything, the largest relative gains appear among high-volume
corridor pairs. The positive corridor-wide response is therefore not driven by a subset of
marginal pairs but reflects a broad-based modeled association.

This uniformly positive response indicates that, at the current stage of Guangzhou-
Foshan integration, upgrading Foshan’s transportation and enterprise functions is associated
with stronger rather than weaker cross-boundary interaction. One plausible reading is
that new facilities enlarge Foshan’s attractiveness for Guangzhou-origin trips—business,
shopping, and services—faster than they substitute local demand, so net modeled flows
rise. An alternative reading is that facility growth proxies overall functional intensification,
which the model maps to higher interaction on both sides.
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Figure 7. Relationship between baseline OD flow volume and response rate under transportation and
corporate POI perturbations in Foshan (Guangzhou—Foshan scenario).

These model-implied responses are consistent with the expectation that enhancing Fos-
han’s transportation and enterprise infrastructure promotes Guangzhou-Foshan integration,
and the direction of the response is uniform across pairs and seeds. The response is also
consistent across activity contexts: models fitted separately to the weekday and weekend
OD matrices yield mean changes of +6.06% + 4.02% and +4.80% £ 3.93%, respectively,
under the +10% perturbation. At the same time, the sub-proportional elasticity and the
correlational nature of the model caution against reading the magnitude as a causal effect
size; independent evidence, such as commuting surveys or purpose-resolved signaling data,
would be required to separate genuinely new trips from reallocated existing ones.

This finding, however, is context-dependent. The Guangzhou-Foshan corridor is one
of the most integrated and densely developed urban corridors in the GBA [39]. The same
policy intervention may yield fundamentally different outcomes when applied to regions
at different stages of urban integration. The following sub-section tests this hypothesis for a
peripheral corridor.

4.4.2. Corporate POI Perturbations in Zhaoqing’s Recipient Counties Under the
Guangzhou-Zhaoqing Corporate Development Scenario

When corporate enterprise POI counts in all Zhaoqging counties were perturbed by
1+10%, the +10% scenario produced a mean change rate of +1.08% + 0.30% across the
88 Guangzhou-origin to Zhaoqing-destination OD pairs, with 99.77% of pairs showing pos-
itive responses on average across seeds; the —10% scenario produced a mirror-image mean
change rate of —1.08% + 0.28%, with 99.55% of pairs responding negatively. The response
is thus directionally consistent and broadly distributed, although modest in magnitude.

Figure 8 shows the relationship between baseline flow volume and the per-pair re-
sponse rate. Responses are tightly distributed (about +0.7% to +2.0% under the +10%
perturbation) and largely independent of baseline flow volume, indicating a uniform,
corridor-wide modest positive association rather than an amplification concentrated on
particular flow segments.

The overall pattern indicates that corporate POI increases in Zhaoqing are associated
with daily mobility growth across the Guangzhou-Zhaoqing corridor, with 99.77% of pairs
responding positively on average. The effect is broadly distributed across pairs, with no
evidence of concentration in any particular subset of OD relationships. This pattern is
consistent with a diffuse, corridor-wide association between enterprise expansion and
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cross-county mobility [40], although the magnitude remains modest and the interpretation
is correlational.
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Figure 8. Relationship between baseline OD flow volume and response rate under corporate POI
perturbations in Zhaoging (Guangzhou-Zhaoqing scenario).

4.4.3. Tourism POI Perturbations in Zhongshan Under the Shenzhen—Zhongshan Cultural
Tourism Corridor Scenario

When tourism-related POI counts in Zhongshan were perturbed by £10%, the model
produced weak, roughly symmetric responses in the two directions of the single Shenzhen
(Bao’an)-Zhongshan OD pair, as shown in Figure 9. Under the +10% scenario, the Bao’an-
to-Zhongshan flow changed by —3.86% + 3.53% across the five seeds (negative in four of
five), and the reverse direction by —2.41% =+ 2.11% (likewise negative in four of five). Under
the —10% scenario, the responses flipped sign (+4.92% and +3.84% on average, positive in
four of five seeds). Both directions thus move together with comparable magnitude, and
the seed-level standard deviations are nearly as large as the means, so the signal is weak
and should be regarded as indicative rather than conclusive.

10.0
7.5
5.0
2.5

0.0

Response rate (%)

-2.5

-5.0

EEE +10% perturbation
B -10% perturbation

-7.5

Bao'an (SZ) to Zhongshan Zhongshan to Bao'an (SZ)

Figure 9. Mean response rates of the Shenzhen (Bao’an)-Zhongshan OD pair in both directions under
+10% tourism POI perturbations.
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The two directions respond in the same direction and with similar magnitude, so
the analysis provides little support for a strongly asymmetric attraction pattern or for a
congestion- or commercialization-based deterrent effect: the weak negative sign is compat-
ible with, but does not establish, a mild substitution-like response in which added local
tourism capacity retains more activity on the Zhongshan side. The difference between the
two directions (about 1.4 percentage points) lies well within the seed-level spread and rests
on a single county pair per direction, which cannot sustain a directional conclusion.

This near-symmetric, weakly negative pattern carries a different implication for the
Shenzhen-Zhongshan corridor prior to the opening of the Shenzhen-Zhongshan Link in
June 2024. To the extent the model is informative, expanding Zhongshan’s tourism supply
alone was not associated with increased modeled cross-river flows; the corridor’s pre-Link
modeled mobility was not strongly coupled to Zhongshan’s tourism function. Post-2024
dynamics following the opening of the Link may differ substantially.

The “Shenzhen-Zhongshan cultural tourism corridor” hypothesis is therefore only par-
tially supported: tourism expansion in Zhongshan is associated with weak, near-symmetric
negative responses in modeled cross-river flows rather than the expected increases. The
OD data capture all-purpose population flows rather than tourism trips specifically, and
the observation period predates the Link’s operation. For current policy planning, tourism
infrastructure expansion in Zhongshan should be coordinated with transportation capacity
improvements and employment-linkage measures rather than relying on tourism sup-
ply alone.

5. Conclusions

This study addressed the challenge of modeling inter-county mobility flows and quan-
tifying the associations between urban functional structure and regional mobility patterns
in polycentric megacity regions. Using the Guangdong-Hong Kong-Macao Greater Bay
Area as a case study, a Graph Convolutional Network-based framework was proposed that
integrates 14 categories of POI data from 50 county-level units with a five-day average OD
matrix. The framework offers methodological novelty in applying graph neural networks
to OD-level spatial interaction modeling and practical value in guiding evidence-based
functional and transportation planning for urban sustainability. The finding that modeled
mobility responses to functional interventions vary systematically with regional develop-
ment maturity underscores the need for place-based planning, as uniform facility expansion
is unlikely to simultaneously deliver agglomeration efficiency, equitable job access across
counties, or the reduction of carbon-intensive long-distance commuting.

The analysis yielded three main sets of findings. First, under a rigorous evaluation
protocol, a 60/20/20 train-validation-test split, validation-based early stopping, and five
random seeds, the proposed GCN model achieves a test R? of 0.766 + 0.077 and consistently
outperforms four benchmarks, including a gravity model, POI-based linear regression,
gradient boosting, and a graph-only GCN, confirming that both adjacency-based message
passing and POI-derived functional features are necessary for accurate prediction.

Second, the policy scenario simulations reveal heterogeneous, stage-dependent re-
sponse patterns. In the mature Guangzhou-Foshan corridor, a 10% increase in transport and
corporate facilities in Foshan is associated with a mean response of +6.18% that is positive
for all 110 county pairs, indicating that facility upgrading still strengthens cross-boundary
interaction at this stage of integration. In the peripheral Guangzhou-Zhaoqing corridor, cor-
porate expansion is associated with uniformly positive but smaller responses (mean +1.08%,
positive for 99.77% of pairs). In the Shenzhen-Zhongshan corridor, tourism expansion elicits
weak, near-symmetric negative responses in both directions (—3.86% and —2.41%), so the
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cultural-tourism-corridor hypothesis receives only partial support. These responses are
model-implied sensitivity diagnostics rather than established causal mechanisms.

Third, the sensitivity analysis identifies shopping and consumption, catering services,
corporate enterprises, and daily life services as the categories with the strongest model-
implied marginal associations with mobility, followed by transportation facilities, while
tourist attractions, leisure and entertainment, sports and fitness facilities, and financial
institutions rank lowest. The ranking is stable across perturbation magnitudes and random
seeds, suggesting that if these associations are corroborated by independent evidence,
functional composition, in particular the supply of consumption and employment-related
services, deserves a central place in land-use and transportation planning decisions.

Despite these findings, several limitations should be acknowledged, which can be
grouped into three aspects. Regarding data scope, the analysis excludes Hong Kong and
Macao due to data availability constraints regarding cross-border mobility statistics; the
PQOI data are static cross-sectional snapshots that cannot capture the temporal dynamics of
functional structure evolution; and the OD data represent a five-day average of all-purpose
flows within a single observation window, so the conclusions are confined to routine daily
mobility at that scale. Regarding generalization, the weekend-only model is less stable
than the weekday model, and the current framework does not incorporate exogenous
factors such as real-time traffic conditions or socio-demographic attributes. Regarding
interpretation, collinearity among the 14 POI categories prevents the sensitivity and scenario
responses from being read as isolated causal effects, and the absence of intra-county flows
precludes verifying mechanisms such as job-housing reallocation; sustainability claims are
accordingly framed in terms of mobility efficiency and accessibility rather than directly
measured emissions or equity outcomes. Despite these limitations, this study provides a
methodological foundation for graph-based deep learning in spatial interaction modeling
and offers actionable insights for sustainable land-use and transportation planning in
polycentric urban regions.
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