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Abstract

The integration of generative artificial intelligence, particularly large language models,
into education presents opportunities for both personalised learning and pedagogical
challenges. This study focuses on electrical engineering laboratory education. We devel-
oped a configurable prototype of a generative artificial intelligence powered tutoring tool,
implemented it in an undergraduate electrical engineering laboratory course, and analysed
208 student–tutoring tool interactions using a mixed-methods approach that combined
research team evaluation with learner feedback. The findings show that student prompts
were predominantly procedural or factual, with limited conceptual or metacognitive en-
gagement. Structured prompt styles produced clearer and more coherent responses and
were rated the highest by students, while approaches aimed at fostering reasoning and re-
flection were valued mainly by the research team for their pedagogical depth. This contrast
highlights a consistent preference–pedagogy gap, indicating the need to embed stronger
instructional guidance into artificial intelligence tutoring. To bridge this gap, a promising
direction is the development of pedagogically enriched AI tutors that integrate features
such as adaptive prompting, hybrid strategy blending, and retrieval-augmented feedback
to balance clarity, engagement, and depth. The results provide practical and conceptual
value relevant to educators, developers, and researchers interested in artificial intelligence
tutors that are both engaging and pedagogically sound. For educators, the study clarifies
how students interact with tutors, helping align artificial intelligence use with instructional
goals. For developers, it highlights the importance of designing systems that combine
usability with educational value. For researchers, the findings identify directions for further
study on how design choices in artificial intelligence tutoring affect learning processes and
pedagogical alignment across STEM contexts. On a broader level, the study contributes to
a more transparent, equitable, and sustainable integration of generative AI in education.

Keywords: generative artificial intelligence; generative AI tutors; prompting strategies;
STEM education; pedagogical design

1. Introduction
The integration of artificial intelligence in education has raised fundamental questions

about its ability to replicate or complement human teaching. One area that has explored
this question for many years is the field of intelligent tutoring systems (ITSs). Over the past
few decades, ITSs have advanced personalised learning by offering structured, individual
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guidance through expert-crafted content and rule-based logic, often achieving learning
gains comparable to one-on-one human tutoring [1]. However, developing traditional ITSs
remains highly resource intensive, typically requiring extensive collaboration and iterative
testing [2,3].

Recent advances in generative artificial intelligence (GEN-AI) and large language
models (LLMs) have opened new possibilities for tutoring tools that enable natural lan-
guage interaction, rapid prototyping, and customisation based on prompts [4,5]. Two main
approaches dominate current practice. The first includes general-purpose tools (e.g., Chat-
GPT), which offer accessible interactions but lack explicit pedagogical structuring unless
guided thoughtfully [6–9]. The second approach involves custom-built systems based on
the same technologies, but designed for specific contexts. These systems embed pedagogy
more directly through instructional design and domain-specific guidance [4,5,10–16].

Despite rapid advances, evidence suggests that technical sophistication alone does
not determine pedagogical effectiveness. Studies provide mixed findings regarding both
learning outcomes and broader educational effects. Some report positive effects, such as
improvements in language proficiency [5], programming skills, and self-regulation [9], or
higher test performance with AI assistance [12,17]. However, others caution that unstruc-
tured or over-reliant use may hinder learning: for example, high school students who used
GPT-4 extensively performed worse once access was removed, suggesting an over-reliance
effect [18], and GEN-AI use has been correlated with lower exam scores—particularly
among high-performing students [19,20]. These outcomes highlight that effective tutoring
requires not only technical innovation, but also careful attention to pedagogy, human
oversight, and user competence [20,21].

Recent research further supports this view, showing that learners’ ability to benefit
from AI tools depends strongly on their sense of agency, self-efficacy, and reflective regula-
tion, with AI literacy development being closely linked to transformative agency rather
than mere tool proficiency [22]. Current discussions increasingly highlight the importance
of prompt literacy, understood as a component of digital literacy that helps learners formu-
late questions beyond superficial help, fostering deeper learning [23]. Prompt literacy is
not merely a technical skill but is closely tied to broader literacies such as critical thinking,
systems thinking, and ICT self-concept [24,25]. By encouraging experimentation, reflection,
and iterative refinement, it fosters learner agency, helping students build competences
such as self-efficacy, persistence, and strategic thinking, which are essential for sustainable,
human-centred professions [26]. In this sense, developing prompt literacy aligns with
broader educational goals of preparing learners for adaptive, future-oriented problem
solving and contributes to sustainable education and professional practice [21,24–26].

In both previously mentioned approaches, prompt strategies play a central role.
Prompt strategies refer to systematic ways of formulating prompts to guide AI outputs
toward pedagogically meaningful responses [27]. They can be used directly by learners
or embedded by educators and developers at the system level within custom-built tools.
Several prompt strategies have shown high pedagogical potential. These include per-
sona prompts, chain-of-thought reasoning, flipped questioning, template-based scaffolds,
few-shot examples, retrieval-augmented generation (RAG), and game-like formats [27–37].

This dual perspective illustrates that GEN-AI is not only a matter of short-term learning
gains, but also of cultivating long-term competencies and equitable access. In this sense,
GEN-AI tutors can be aligned with the broader agenda of sustainable education: when
thoughtfully designed, they enhance accessibility, support disadvantaged learners, and
enable teachers to orchestrate more adaptive and transparent learning processes, which
contribute to SDG 4 (Quality Education) and long-term societal goals [38–41].
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However, realising these benefits requires a clearer understanding of how GEN-AI
tutors actually function in authentic learning contexts. Sustainable use of such systems
depends not only on technological accessibility, but also on pedagogically informed design
choices that promote meaningful learning rather than superficial assistance. One key factor
shaping this balance is the prompt itself and the way instructions, roles, and examples are
formulated to guide AI behaviour. Understanding how different prompting strategies influ-
ence both the quality of AI responses and students’ learning experience is therefore essential
for developing tutoring systems that are pedagogically effective, equitable, and sustainable.

Existing research has rarely compared such strategies in a systematic way, especially
in the context of science, technology, engineering and mathematics (STEM) education,
where learners are often engaged in laboratory-based tasks that require them to combine
different kinds of knowledge and skills. A few exceptions exist, including comparative
work in mathematics education [42] and a recent systematic review [43,44], but overall
empirical evaluations across diverse instructional settings remain scarce. If we return to
the opening question of whether technology can ever provide the same level of support as
a human tutor, it becomes evident that traditional ITSs have repeatedly demonstrated their
pedagogical effectiveness. However, GEN-AI tutors still need to prove their capacity to
achieve comparable and sustainable learning gains, which highlights a gap in the literature.

Therefore to address this gap, this study introduces configurable GEN-AI tutoring pro-
totype that prioritises flexibility and teacher control, ensuring alignment with instructional
objectives. Using this prototype, the study systematically evaluates how different prompt
strategies affect the quality and reception of AI-generated responses in laboratory-based
Electrical Engineering activities, serving as a representative example within the broader
STEM learning environment. The research is guided by three questions:

• RQ1: What types of questions do students formulate when interacting with a GEN-AI
tutor in STEM laboratory activities?

• RQ2: How do responses generated under different prompting strategies differ in their
instructional characteristics, based on authors’ analysis?

• RQ3: How do students perceive and rank responses produced by different prompt-
ing strategies, and to what extent are these preferences consistent across different
task contexts?

This research is part of broader national and institutional efforts to explore the edu-
cational potential of generative artificial intelligence and its implications for sustainable,
learner-centred innovation. It directly contributes to several ongoing projects. Within
the GEN-UI initiative [45], the study informs the development of practical guidelines
and sample pedagogical scenarios for the meaningful and responsible use of GEN-AI in
Slovenian schools. In parallel, it supports the goals of the 21st Century Skills project [46],
particularly in designing and evaluating innovative teaching models that combine sustain-
ability, digital literacy, and pedagogical effectiveness. Finally, the research aligns with the
long-term objectives of the University of Ljubljana, Faculty of Education’s Education for
Sustainable Development programme, which emphasises transformative learning, open
innovation, and the strategic integration of AI-driven educational tools within STEM edu-
cation. Through this alignment, the study aims not only to examine student–AI interaction,
but also to provide insights for teacher education in the context of sustainable, digitally
enriched pedagogy, building on recent frameworks that integrate digital and sustainability
competencies in education [47].

2. Materials and Methods
This study employed a mixed-methods sequential design in the form of a small-scale

pilot study, centred on a configurable prototype of a GEN-AI tutoring tool developed
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for this purpose. The study aimed to explore three research questions: the nature of
student questions (RQ1), the instructional quality of AI-generated responses under different
prompt strategies (RQ2), and students’ perceptions of tutor responses (RQ3). The approach
combined exploratory analysis of student–AI interactions with a design-oriented evaluation
of pedagogical prompt strategies, aiming to support the integration of GEN-AI in STEM
education, in line with SDG 4: Quality Education. As a pilot study, the primary goal
was not to generalise results to wider populations, but rather to test the prototype in a
controlled laboratory setting and to generate insights that inform further tool development
and provide a foundation for future, larger-scale studies.

2.1. Research Design

This study employed a mixed-methods sequential design in the form of a small-scale
pilot study centred on a configurable prototype of a GEN-AI tutoring tool developed for
this purpose. The design progressed through three phases: an initial exploratory phase that
informed the development of a benchmark question set, followed by two complementary
evaluation phases addressing different perspectives on the same dataset.

In Phase 1 (RQ1), authentic student–AI interactions were qualitatively analysed to
identify the types and functions of student questions emerging during laboratory work.
This exploratory phase produced a benchmark set of representative questions that served
as input for the following analyses. In Phase 2 (RQ2), the research team conducted a quali-
tative expert evaluation of AI tutor outputs generated under seven prompting strategies,
using the benchmark questions derived from Phase 1. Experts assessed which configura-
tions produced pedagogically valuable and accurate responses, representing an informed
professional perspective on the instructional usefulness of AI tutors. In Phase 3 (RQ3), the
same set of responses was evaluated by students through quantitative ranking and Likert-
scale rating, reflecting learners’ preferences and perceived helpfulness. This phase provided
insight into how students’ views of usefulness align or differ from expert evaluations.

The study thus combined qualitative and quantitative methods in order to capture
complementary perspectives on the same phenomenon: expert judgments representing
pedagogical quality and student perceptions representing user experience. The sequential
structure ensured coherence between data collection, analysis, and interpretation, support-
ing triangulation between professional and learner perspectives.

As a pilot study, the purpose was not to generalise the results but to test the prototype
and methodological procedures in a controlled laboratory setting. The findings aim to
guide future development of AI tutoring systems and to inform larger-scale research on
sustainable, digitally enriched pedagogy in STEM education.

2.2. Participants and Setting

The study was conducted within an undergraduate Electrical Engineering course at
the Faculty of Education, University of Ljubljana. Participants were eight first-year students
enrolled in the course. All students who were present during the laboratory sessions of
the course participated in the study. They were fully informed about the purpose and
procedures of the research and agreed to take part voluntarily.

The empirical part of the study took place during two 90 min laboratory sessions, each
mostly focused on practical problem-solving tasks related to circuit design, microcontroller
programming, sensor analysis, and electrical measurements. Students worked individually
on desktop PCs and interacted with the GEN-AI tutor through a chat interface accessible
via browser.

Following the sessions, seven out of the eight participants engaged in a follow-up
activity where they reviewed and ranked written responses generated by different tutor
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configurations. One participant was absent on the day of the activity, resulting in a final
sample of seven. The responses were based on a selected set of benchmark questions, drawn
from the authentic queries students had originally asked during the laboratory sessions.
Each benchmark question was processed by multiple tutor versions, each applying a
distinct prompting strategy. Students were asked to rank the responses according to which
one they would most prefer to receive in a tutoring interaction. They first rated each
response on a five-point Likert scale (1 = least helpful, 5 = most helpful) and then produced
a forced ranking, ordering the responses from most to least preferred without allowing ties.

In addition, the research team reflected on the expanded set of responses drawing on
their teaching experience and involvement in the study. These reflections supported the
interpretation of student feedback and helped to contextualise the findings.

2.3. Tutoring Tool Architecture

To support pedagogical flexibility and enable systematic experimentation, a config-
urable AI tutor was developed using the open-source no-code platform n8n [48]. This
platform was chosen because it enables rapid prototyping, allowing quick adjustments,
modifications, and use of different LLMs without extensive programming. This architecture
connects a custom frontend for teachers and students to backend workflows that processes
inputs, routes prompts, manages tutor behaviour, and retrieves instructional content. As
shown in Figure 1, teachers access a dedicated management interface designed for peda-
gogical control and workflow customization. Through this interface, they can create virtual
classrooms, assign or adjust tutoring workflows, upload instructional materials, define
system messages, and monitor student activity in real-time.

 

Figure 1. Part of teacher management dashboard of the GEN-AI tutoring platform, showing class
creation, workflow assignment, and conversation monitoring tools.
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Students, conversely, interact with the tutor through a chat interface that supports
natural language input (Figure 2). This intuitive frontend lets them ask questions, receive
personalised assistance, and engage with the instructional logic configured by their teacher.

 

Figure 2. Student chat interface of the GEN-AI tutor, showing how learners log into their assigned
class and interact with the system through natural language queries.

The core language model used in this study was Claude 3.5 Sonnet (accessed via
API), although the architecture can integrate other widely used LLMs. All tutoring logic
was executed through modular workflows in a no-code environment (Figure 3), ensuring
rapid deployment and transparency. This design also facilitates ease of use in educational
settings. The workflow applied in our study represented the minimal configuration re-
quired for experimentation, while the system remains fully extensible: advanced users may
incorporate conditional logic, retrieval-augmented generation, or other automation compo-
nents depending on their pedagogical goals and technical expertise. Detailed examples of
prompts used for each strategy category and the student questionnaire on perceptions of
and experiences with the AI tutor are provided in the Supplementary Materials [Online].

In this basic configuration, the tutor is structured around a modular input architecture
(Figure 4), composed of four key elements:

1. Educator prompt (system message): A prompt defined by the teacher that sets the
tutor’s instructional role, tone, and strategy;

2. Student input: The learner’s current query or message submitted via the chat interface;
3. Dialogue context (history): Previous messages in the conversation that help the tutor

understand the current input;
4. Retrieval layer: Optional access to materials provided by teacher and stored in a

vector database, invoked by the tutor when additional context is needed.

This layered design not only supports dynamic adaptation of the tutor’s behaviour to
across instructional contexts, but also provides a robust testbed for controlled experimenta-
tion with prompt strategies, information access, and conversational memory.
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Figure 3. Example of a basic workflow in the GEN-AI tutor, showing input processing via Webhook
and Code nodes, central AI Agent logic, optional vector store retrieval, and response delivery to the
frontend. An asterisk (*) marks nodes (e.g., Supase Vector Store, Chat Model) that require completion
or extension with an additional tool to finalize the workflow.

Figure 4. Inputs and information flow in the modular GEN-AI tutor architecture.

2.4. Prompt Configurations

For the experimental phase, seven distinct tutor versions were created by modifying
only the system message (Table 1). These configurations addressed RQ2 and RQ3 by en-
abling a controlled comparison of how prompt strategies affect the clarity, usefulness, and re-
ception of AI-generated responses. To ensure a valid comparison, all system messages were
kept minimal and strategy-specific to isolate the effect of a single strategy. Prompt formula-
tions were informed by recent literature on educational prompt engineering [27–37,43,44].
Where required, we introduced only the minimal decisions needed to activate a strategy
(e.g., assigning a teacher role for persona, or providing a small number of examples for
few-shot strategy). All other LLM settings (e.g., temperature, top-p, maximum tokens) were
held constant across configurations. To further isolate prompt effects, retrieval-augmented
generation was disabled and the evaluation was conducted in a single-turn mode without
dialogue history. The seven strategies evaluated were: neutral (baseline), persona, template,
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chain-of-thought, few-shot, game-based, and flipped. The core phrasing of each system
message is listed in Table 1.

Table 1. Overview of LLM prompt strategies and their educational goals.

Prompting Strategy System Message Function/Intended Effect

Neutral (Baseline) You are a helpful tutor. Produces standard answers without
any specific strategy or structure.

Persona
You are an experienced teacher. Provide answers

as a teacher would, focusing on clarity
and correctness.

Shapes the output by assigning the
model a specific role or identity.

Template

If the question asks for a definition or fact,
respond in the format:

Term–Definition–Example–Common mistake (if
any). If the question asks for a procedure or
method, list the steps one by one in order.

Structures the output in a fixed format
to make explanations more consistent.

Chain-of-thought Think step-by-step. Explain your reasoning
before giving the final answer.

Makes the model explain its thinking
step-by-step before giving the answer.

Few-Shot

Use the logic demonstrated in the following
examples to answer the next question in

the same style.
[example 1], [example 2], . . ..

Makes the model follow the examples
given in the prompt and produce

similar output

Game-based
Turn each question into a quiz. Ask the user first,

then reveal the correct answer with a short
explanation. [following rules]

Turns the output into a game-like
format with questions, feedback,

and interaction.

Flipped
Ask one question at a time (Socratic method) to
help the student reach the answer on their own.

Do not give direct answers.

Makes the model ask questions instead
of answering directly, guiding the

user step-by-step.

2.5. Benchmark Question Set

The benchmark question set used for evaluation was drawn from a pool of authentic
questions generated by students and collected during the exploratory phase. Selection
followed a dual classification scheme, designed to capture both the pedagogical function
and content focus of student queries.

First, questions were selected to represent the four main functional categories com-
monly observed in learning interactions (Table 2).

Table 2. Functional categories of benchmark questions with representative examples.

Category Description Example

Factual Definitions or straightforward
knowledge recall.

“What is the definition of
electrical resistance?”

Procedural Step-by-step guidance or instructions. “How do I calculate the current through this
resistor using Ohm’s law?”

Conceptual Reasoning about underlying principles or
cause–effect relationships.

“Why does increasing the resistance decrease
the current in the circuit?”

Metacognitive Self-evaluation, hypothesis formulation, or
confidence checks.

“I believe the circuit should behave this way,
but how can I check if I’m right?”

Second, after an initial review of the full dataset, we developed a set of categories
related to content to reflect the variety of inputs typically encountered in practical STEM ac-
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tivities. These content-related categories were used solely to contextualise the environment
and the situations in which learners posed their questions. They served a descriptive, sup-
portive role and were not used as selection criteria for the benchmark set nor as factors in
the experimental comparison. Table 3 presents the final set of content categories alongside
representative examples drawn from the original dataset.

Table 3. Content-related categories of benchmark questions with representative examples.

Category Description Example

Troubleshooting
Addressing unexpected outcomes,
system faults, or technical errors,

typically in hardware or code.

“The output voltage of the sensor
only changes by 0.1 V when I change

the temperature by 20 ◦C. What
could be wrong?”

Theoretical reasoning
Aiming to understand or predict system

behaviour based on underlying
principles (e.g., Ohm’s law).

“Why is the RMS value of an AC
voltage different from its

peak value?”

Measurement-focused
Related to taking or interpreting

measurements, expected vs. actual
values, or observed data.

“How can we measure the effective
voltage of a source?”

Task clarification Seeking clarification about instructions,
tools, or expected outcomes.

“How should I approach this task?
Based on the measured data and the
U(t) graph, draw a phasor diagram

showing the conditions at t = 0.15 s.”

Code-related
Referencing programming behaviour,

modifications, or including
code snippets.

“Which part of the Arduino code
should I change to make the robot

move more slowly?”

Hardware/Equipment-related Referring to components, wiring, or
physical setup.

“Can I power the display with 9 V
instead of 5 V?”

Social Informal, conversational, or socially
motivated messages. “Thanks! What else can you do?”

Underspecified/Incomplete Short, ambiguous, or
context-dependent inputs. “And now?”

Incorrect assumptions
Based on flawed conceptual

understanding or
technical misconceptions.

“If I use two thermistors in a voltage
divider, will it make the sensor

more sensitive?”

This two-dimensional classification enabled a deeper understanding of student engage-
ment with the AI tutor and informed the selection of representative benchmark questions
for the second phase of the study.

Selection of Benchmark Questions for Evaluation

We selected six benchmark questions from the phase 1 set of authentic student queries.
To reflect the observed distribution, we included two items from the more frequent func-
tional categories, factual, and procedural, and one item each from conceptual and metacog-
nitive. The selection prioritised clarity, representativeness of typical laboratory queries,
and unambiguous phrasing. To illustrate, the following two examples represent typical
benchmark items used in the study:

• Factual: “What does the term ‘effective voltage’ mean in the context of an AC
power source?”

• Conceptual: “The NTC sensor output changes by only 0.1 V for a 20◦ C temperature
change. What could be wrong?”
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2.6. Evaluation Procedure

To address RQ2 and RQ3, we used a dual evaluation approach combining learner
rankings with research team reflections. For each of the six benchmark questions, we
generated one response per strategy (seven total). By default, outputs were produced in
single-turn mode without dialogue history and with retrieval disabled. For strategies that
do not provide a direct answer by design (e.g., flipped, game-based), we allowed a short,
scripted multi-turn exchange (up to three assistant turns) using predefined neutral student
replies to progress the interaction.

Participants reviewed the seven responses side-by-side, anonymised and labelled
with randomised letter codes (A–G). The mapping between letters and strategies was
re-randomised for each question to prevent identification. They assigned a unique rank
from 1 (most preferred) to 7 (least preferred), with no ties, based on overall preference. In
addition to ranking, students provided brief written comments on each response, noting
perceived strengths and weaknesses. These qualitative insights supported the interpretation
of quantitative results by clarifying the reasons behind preferences or disagreements.

In parallel, the research team conducted a qualitative review of both the benchmark
responses and a broader sample of student–AI interactions from the laboratory sessions.
This allowed the analysis to capture not only direct comparisons across strategies, but
also contextual patterns observed in authentic conversations. Although no formal scor-
ing rubric was applied, the review was carried out by two subject-matter experts who
drew on their teaching experience and involvement in the study. They discussed their
evaluations collaboratively, focusing on instructional criteria such as factual accuracy, clar-
ity of explanation, and relevance to the learner’s needs. Special attention was given to
how each prompt strategy supported student understanding, encouraged reasoning, and
maintained engagement.

Student rankings were analysed using non-parametric tests appropriate for ordinal,
related samples. A Friedman test assessed differences in mean ranks across the seven
strategies, with blocks defined as one student’s ranking (1–7) of all seven strategies for one
question, only complete blocks were included, yielding N = 42. A significant Friedman
result (p < 0.05) was interpreted as evidence that not all strategies were equally preferred.
When this was the case, we inspected mean ranks (lower = better) and conducted pairwise
comparisons using two-tailed Wilcoxon signed rank tests (α = 0.05) to identify which
specific strategies differed significantly from the top-ranked alternative. Pairwise p-values
were reported without adjustment, as no correction was applied given the pilot nature of the
study, which was primarily intended to explore directions for further didactic development.
The degree of agreement among students for each benchmark question was assessed using
Kendall’s coefficient of concordance (W), which ranges from 0 (no agreement) to 1 (perfect
agreement). Interpretation followed established thresholds:

• 0.00 < W < 0.20—slight agreement
• 0.20 ≤ W < 0.40—fair agreement
• 0.40 ≤ W < 0.60—moderate agreement
• 0.60 ≤ W < 0.80—substantial agreement
• 0.80 ≤ W < 1– almost perfect agreement

All statistical analyses were conducted in IBM SPSS Statistics (Version 28). Given the
small number of participants, the analyses were exploratory in nature.

2.7. Validity and Reliability

To ensure the validity and reliability of the study, both content-related and method-
ological considerations were addressed.
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The overall study design and AI tutor setup were reviewed by two colleagues from
the Department of Computer Science at the Faculty of Education, University of Ljubljana.
Although not subject-matter experts in electrical engineering, they provided critical feed-
back on the coherence of the tutor’s logic, the structure of prompts, and the methodological
alignment between research phases. Their review helped confirm that the tutor’s configu-
ration, data collection procedures, and evaluation framework were internally consistent
and appropriately designed for the study’s aims.

Methodological reliability was further reinforced by the research team’s prior experi-
ence [49] using the same GEN-AI tutor in related educational contexts, particularly in the
Robotics course. In that earlier implementation the tutor was adapted for project-based
learning and integrated with didactic principles such as active learning and Kolb’s experi-
ential cycle. Insights from that deployment helped ensure stable system performance and
informed the present study’s design.

Collectively, these measures strengthened the credibility of the research process and
provided a robust foundation for interpreting the study’s findings.

3. Results
3.1. Classification of Student Questions (RQ1)

During the first phase, a total of 274 student messages were collected during laboratory
sessions. Of these, 66 entries were excluded from the first part of the analysis because they
were either off-topic, incomplete beyond interpretation, or unrelated to the instructional
objectives. The final dataset for functional classification consisted of 208 valid messages.

Each message was classified into one of four functional categories based on its role in
the learning process:

• Procedural messages (n = 123; 59.1%) represented the majority of entries, focusing on
instructions, task steps, or operational procedures.

• Factual messages (n = 55; 26.4%) involved requests for definitions, factual confirmation,
or parameter values.

• Conceptual messages (n = 21; 10.1%) addressed underlying principles and causal
mechanisms.

• Metacognitive messages (n = 9; 4.3%) reflected self-evaluation, uncertainty, or plan-
ning strategies.

In parallel, all 274 messages (including those excluded from functional coding) were
analysed for their content-related characteristics to capture the situational variety of inter-
actions in a STEM laboratory setting. Each message was manually coded and assigned to a
single dominant category based on its primary theme. The distribution is summarised in
Table 4.

Table 4. Distribution of student messages by content category.

Content Category Count (n) Percentage (%)

Code-related 66 24.1
Underspecified/Incomplete 59 21.5

Measurement-focused 35 12.8
Social comments 30 10.9

Hardware/Equipment-related 26 9.5
Troubleshooting 24 8.8

Theoretical reasoning 14 5.1
Task clarification 13 4.7

Incorrect assumptions 7 2.6
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The two classification schemes provide complementary perspectives on the dataset
and served as the basis for constructing the benchmark question set in Phase 2.

3.2. Research Team Evaluation of Tutor Responses Based on Prompt Strategy (RQ2)

To address RQ2, qualitative evaluation was conducted on responses produced by seven
distinct tutor configurations. Clear differences emerged in how each strategy structured its
responses and addressed the student queries. To illustrate these differences, representative
excerpts from the tutor’s output are provided below.

• Neutral responses were brief and to the point, typically providing a direct answer
without much additional context or pedagogical framing.

• Template outputs followed a consistent, easily interpretable format. For factual and
procedural questions, these responses were typically well organised and included
common elements such as definitions, examples, or step-by-step instructions. Example:
“Term—Effective voltage . . . Definition—The RMS value of an AC source ... Example—
Household mains voltage is 230 V RMS ... Common mistake—Confusing RMS value
with peak voltage. . .”

• Chain-of-thought responses emphasised reasoning and step-by-step explanations,
guiding the student through a structured logical progression. This structure was
particularly evident in conceptual and troubleshooting contexts.

• Example: “Let’s begin by understanding what alternating current (AC) means. Then
we can define the effective voltage, which is calculated based on the power it delivers.
Finally, we’ll see how it differs from peak voltage.”

• Persona responses adopted a conversational and supportive tone, often framed as
if written by a human teacher. This made the responses more approachable, though
sometimes less concise. Example: “Great question! In the lab, we often work with AC
sources, so it’s important to understand the concept of effective voltage. Think of it as
the value that tells you how much work the voltage can really do.”

• Few-shot responses followed the style of the examples included in the prompt. When
questions were similar in form, the answers mirrored the demonstrated structure, but
with different question types, outputs sometimes deviated from the expected structure.

• Game responses introduced playful elements (e.g., roleplay, quizzes, exclamations).
The format was versatile, with outputs ranging from short quiz interactions to roleplay
scenarios and other gamified styles. Example: “Tesla smiles and asks: ‘Can you guess
why RMS voltage matters when plugging in devices at home?’”

• Flipped responses replaced direct answers with follow-up questions. Instead of
providing explanations, the tutor prompted the student to reflect or propose an answer
before continuing. Example: “What do you think effective voltage means? How might
it differ from the highest voltage reached in an AC waveform?”

3.3. Student Preferences Regarding Tutor Responses (RQ3)

Student rankings were analysed using the Friedman test for related samples
(blocks = student–question pairs with complete ranks, N = 42). The test revealed sta-
tistically significant differences among the seven strategies, χ2(6, N = 42) = 92.14, p < 0.001.
Kendall’s coefficient of concordance indicated a fair level of agreement among rankings
(W = 0.366). Table 5 presents the overall average ranks. The template strategy was most
preferred (average rank = 2.76).

To further examine whether preferences differed across question types, the benchmark
items were grouped into their primary functional categories: factual, procedural, concep-
tual, and metacognitive. As shown in Table 6, the Friedman test indicated statistically
significant differences in mean ranks among strategies for each category (all p < 0.05).
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Table 5. Average Student Rankings of Tutor Configurations (lower values indicate stronger preference).

Prompt Strategy Average Rank

Template 2.76
Persona 3.22
Neutral 3.29

Chain-of-thought 3.50
Few-Shot 3.57
Flipped 5.69
Game 5.93

Table 6. Best-ranked strategy and agreement per primary question category.

Primary Category Best Strategy Mean Rank W p

Factual Template/Persona 2 0.656 <0.001
Procedural Template 1.71 0.456 0.004
Conceptual Chain-of-Thought 2.71 0.600 <0.001

Metacognitive Neutral 2.57 0.397 0.011
Note: Lower mean ranks indicate higher preference; W = Kendall’s coefficient of concordance; p-values from
Friedman test.

Based on the interpretation thresholds outlined in the Section 2, student agreement
was substantial for the factual category (W = 0.656), moderate for the conceptual (W = 0.600)
and procedural categories (W = 0.456), and fair for the metacognitive category (W = 0.397).
In addition, Wilcoxon signed rank tests (α = 0.05) were conducted for each benchmark
question to determine whether the best ranked strategy was significantly preferred over
the alternatives. The results for questions Q1–Q6 are summarised in Table 7.

Table 7. Per-category winners and significant pairwise differences (Wilcoxon test).

Question Winner Statistically Better than (p < 0.05)

Factual Template Game, Flipped, Few-shot
Procedural Template Game, Chain-of-thought, Few-shot
Conceptual Chain-of-thought Flipped, Game

Metacognitive Neutral Game

These results indicate that the overall preference pattern aligned with the aggregated
mean ranks. However, the per-question analysis showed that the top ranked strategy for
a given question was not always significantly better than all alternatives. The weakest
performing strategies, game-based and flipped, were most frequently outperformed in
pairwise comparisons.

4. Discussion
4.1. RQ1—What Students Ask a GEN-AI Tutor to Do

In our STEM, laboratory-based electrical engineering setting, student–AI interactions
were predominantly task-driven. As shown in Section 3.1 and Table 4, most prompts were
procedural (59.1%) or factual (26.4%), focusing on carrying out steps, verifying parameters,
or requesting definitions. Only a small share were conceptual (10.1%) or metacognitive
(4.3%), indicating limited engagement with underlying principles or reflective strategies.
The content-based classification supports this finding: most interactions related to imme-
diate laboratory demands such as writing or adjusting code and checking measurements,
while very few engaged in broader reasoning or reflection. This suggests that the tutor was
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primarily used as a practical support tool to maintain task flow, with limited contribution
to deeper learning processes.

This distribution reveals a clear dominance of task-focused interactions, suggesting
that students relied on the tutor primarily for immediate, instrumental assistance rather
than conceptual exploration. Such a pattern is consistent with prior research on help-
seeking in intelligent tutoring systems, where learners tend to request direct procedural
guidance when operating in time-constrained or performance-driven contexts [3].

From the perspective of digitally enriched pedagogy, this finding highlights the need
for scaffolded integration of AI tutors that guide students from procedural assistance
toward reflective reasoning. The near absence of metacognitive questioning was unexpected
and suggests that students may perceive the AI tutor more as a technical assistant than as a
learning partner.

4.2. RQ2—How Prompting Strategies Shape Instructional Value (Authors’ View)

Although all prompting strategies produced factually correct answers, their instruc-
tional value varied considerably. This confirms prior work showing that prompt design
strongly affects the pedagogical usefulness of LLM outputs [27,34–37] and highlights the
importance of teacher-controlled configuration for aligning AI responses with learning
goals [12–15].

Strategies such as chain-of-thought and flipped were judged most valuable for fos-
tering reasoning, conceptual understanding, and metacognitive engagement. These ap-
proaches are recommended when deeper learning is the goal, but they require more time
and cognitive effort, making them less efficient for routine queries. Template and persona
strategies provided a more balanced trade-off: template ensured structure and predictabil-
ity, while persona created a supportive and human-like tone that maintained learner
confidence. By contrast, game-based, neutral, and few-shot strategies were less robust
pedagogically, but can be useful for engagement, brevity, or practice in specific cases, but
limited as stand-alone approaches.

These reflections indicate that no single strategy is universally optimal. Instead,
the findings reveal two broad design patterns: strategies that prioritise efficiency and
clarity versus those that promote reflection and reasoning. The instructional value of
each configuration thus depends on how well it aligns with the intended learning pro-
cess. The unexpected observation was that even minimal prompts—such as persona or
template—could produce responses perceived as pedagogically coherent, underscoring the
potential of simple prompt structures when coupled with thoughtful instructional framing.

4.3. RQ3—How Students Ranked Responses

Student rankings revealed modest differences overall (Table 5), yet clear tendencies
by question type (Table 6). Template was most often preferred for factual and procedu-
ral questions, chain-of-thought for conceptual ones, and neutral for metacognitive tasks.
Pairwise comparisons (Table 7) confirmed these patterns only partially: winning strategies
outperformed some weaker alternatives, but were not consistently superior to all others,
underscoring that differences remained modest.

Overall, students gravitated toward direct and well-structured responses (template,
persona, neutral), while dialogue-heavy strategies such as flipped and game-based were
least appreciated. In the lab context, this suggests that learners valued quick, definitive
answers that supported efficient task completion more than formats designed to encourage
extended reflection. Similar dynamics have been observed in prior studies [28,29], where
step-by-step or Socratic interactions enhanced engagement but were not consistently per-
ceived as more helpful, and did not always improve long-term outcomes. Especially, Blasco
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and Charisi [29] found that while Socratic tutoring and step-by-step reasoning enhanced
student interaction, they did not significantly improve learning gains or retention. Learners
often perceived direct, outcome-oriented responses as more useful, even when dialogic
approaches held greater pedagogical potential. Our findings align with this pattern: in
time-constrained, performance-driven environments such as laboratory work, students
appear to prioritise efficiency and clarity over exploratory dialogue. This underscores the
importance of context when evaluating AI tutor designs, what is pedagogically ideal may
not always align with learners’ immediate needs or preferences.

4.4. The Preference–Pedagogy Gap

The comparison of author evaluations (RQ2) and student rankings (RQ3) highlights
a consistent gap between pedagogical strength and learner preference. Strategies judged
most valuable by authors, such as chain-of-thought and flipped, did not align with students’
preference for concise, task-oriented responses. This reflects a broader pattern reported in
previous research: fluency and responsiveness often mask the absence of scaffolding needed
for deeper learning [10,19], and learners may reject demanding strategies even when they
support understanding [23,28,29]. This gap suggests that teacher guidance and careful
instructional design remain essential when integrating AI tutors into STEM education.

In the metacognitive category, no strategy outperformed the neutral configuration.
Its concise style was judged as most effective, further illustrating that efficiency is priori-
tised over pedagogical depth. For AI tutor design, these findings underscore the need to
bridge the preference–pedagogy gap by combining immediacy with elements that promote
reflection and conceptual growth.

4.5. Design Implications: Richer Prompts and Multi-Step Orchestration

Future development should aim to design AI tutors that are not only theoretically
well-grounded but also practically applicable in diverse educational contexts. Among the
promising directions are hybrid prompting, retrieval-augmented generation (RAG), and
adaptive scaffolding.

To advance these directions, research should further investigate enriched prompt
designs that blend strategies to balance clarity, engagement, and depth. In this study,
prompts were intentionally kept simple. In practice, however, providing richer contextual
information, such as learner background, prior responses, or task-specific cues, could
enable more precise and pedagogically rich interactions [12,13].

A promising approach is hybrid prompting, where multiple strategies are integrated
within a single configuration to leverage their complementary strengths [28,33]. For exam-
ple, a persona strategy can enhance accessibility and engagement, a template can provide
clear structure, and short follow-up questions can stimulate reflection. Selective few-shot
examples can further model the desired response style. Another approach that combines
different strategies involves multi-agent workflows, in which specialised tutors contribute
complementary strengths such as factual accuracy, conceptual reasoning, or motivational
support [15].

Additional improvement could come from retrieval-augmented generation (RAG),
enabling tutors to draw on teacher-provided materials and tailor responses to the learner’s
prior knowledge and current context [37]. In practice, this allows precise, context-aware
support, such as answering a question tied to a specific assignment or lab task.

The tutoring tool used in this study already supports key mechanisms for such en-
hancements, including teacher oversight, real-time switching between strategies, and
integration of RAG or hybrid prompts. Future iterations could further incorporate adaptive
prompting mechanisms that scaffold learners from preferred, easy-to-follow strategies
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toward more conceptually demanding forms of reasoning. By monitoring learner responses
and progress, the tutor could gradually shift from procedural guidance to reflective ques-
tioning, encouraging deeper cognitive engagement while maintaining accessibility and
motivation. Such progression-oriented adaptation could bridge the gap between learner
preferences and pedagogical value.

4.6. Limitations and Future Work

The findings of this pilot study should be interpreted in light of its limitations.
First, the study was conducted with small number of participants within a single

STEM domain (electrical engineering), which constrains the generalisability of the results.
However, the laboratory-based nature of the tasks shares similarities with other STEM
contexts, where students engage in experimental and measurement-based reasoning. More-
over, electrical engineering as a discipline typically integrates multiple STEM dimensions,
physics, mathematics, programming, and electronics, making it a representative domain
for studying how learners interact with AI tutors in experimental problem-solving settings.
Still, replication across additional disciplines such as physics or chemistry would provide
stronger empirical support for the preference–pedagogy patterns identified here.

Beyond methodological aspects, several technical and ethical considerations also
influence the applicability of the proposed tutoring approach. From a technical perspective,
the operational cost of using large language models depends on the number of processed
tokens, which include both input and output text. In this configuration, pricing was set at
USD 3 per one million input tokens and USD 15 per one million output tokens. To illustrate,
one million tokens roughly corresponds to about 750,000 English words or approximately
600–700 pages of text. While this cost structure remains manageable for small-scale or
pilot classroom implementations, larger deployments would require careful monitoring
of usage or the adoption of more cost-efficient models. Costs can increase when the full
conversational context is preserved across multiple exchanges, which should be considered
when designing longer or multi-turn interactions.

Regarding scalability, the tutoring tool was designed as a locally hosted application,
which stores all interactions and configurations on the teacher’s computer and connects to a
selected LLM provider only through an API. This decentralised architecture ensures strong
privacy control and allows teachers to adapt the tutor to their instructional context without
external dependencies. For large-scale or institutional implementations, other platforms
offering centralised management and shared infrastructure would be more appropriate,
whereas the present tool prioritises teacher autonomy, transparency, and local data control.
In the long term, developing a centralised yet teacher-centric platform, combining ease of
use with the same level of transparency and configurability, could represent a valuable
direction for future work.

On the ethical side, issues of bias, data privacy, and transparency remain central.
Bias is less prominent in factual, experimentally based STEM domains such as electrical
engineering, yet subtle linguistic or representational biases can still appear in examples
or explanations. Data privacy risks are reduced by the local storage architecture, as no
student data are permanently transmitted to external servers. Nevertheless, responsible
data handling and ongoing transparency about how prompts and responses are processed
remain essential to ensure trustworthy educational use of AI tutors.

Finally, the results concerning AI response quality (RQ2) reflect the performance of a
specific large language model (Claude 3.5 Sonnet) and are therefore subject to temporal
variation and potential model drift. Achieving high-quality responses typically requires
iterative prompt adjustment, as individual models vary in their sensitivity to specific phras-
ing and structure [27]. In this study, prompts were iteratively refined for the selected model
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while kept deliberately simple to ensure that the intended pedagogical strategy determined
the observed effects. Although future updates may affect the overall quality of model re-
sponses, the relative differences between prompting strategies are likely to remain broadly
consistent, as they reflect pedagogical design rather than model-dependent behaviour.

5. Conclusions
This study examined how students interact with a generative AI tutor in a STEM

laboratory environment and how different prompting strategies shape the instructional
value of tutor responses.

Regarding RQ1, student–AI interactions were predominantly task-driven, with most
prompts being procedural or factual. Learners used the tutor mainly as a tool for immediate
assistance rather than as a partner in conceptual exploration.

For RQ2, the analysis of prompting strategies showed that while all configurations
produced factually correct responses, their pedagogical depth varied. Chain-of-thought and
flipped prompts encouraged reasoning and reflection but required more effort and time,
whereas template and persona provided clarity and structure with less cognitive demand.

In RQ3, student rankings confirmed this trade-off: learners favoured concise, outcome-
oriented responses over exploratory dialogue, revealing a clear preference–pedagogy gap
between what students value and what supports deeper learning.

These findings have practical implications for the design of AI tutors in education. To
develop effective educational AI systems, it is essential that researchers and developers
understand the strengths and limitations of different prompting strategies. By recognising
how various configurations influence reasoning, engagement, and clarity, they can make
informed decisions when adapting AI tutors to specific learning contexts. Building on
this understanding, hybrid prompting, adaptive scaffolding, and retrieval-augmented
generation (RAG) can be combined to design tutors that are both efficient and pedagogi-
cally meaningful. Such deliberate orchestration enables AI systems to balance immediacy
with depth, serving not only as task assistants but as facilitators of reflective and sustain-
able learning.

While this was a small-scale pilot, its results provide valuable groundwork for future
studies exploring how generative AI can be integrated into authentic classroom practice.
Further research should replicate these findings across disciplines and larger samples,
examine long-term learning effects, and address ethical and technical considerations such
as data privacy and model drift.

Ultimately, as AI tutoring tools evolve and AI literacy expands, we can expect the
preference–pedagogy gap to narrow, paving the way toward realising the vision of inclusive
and sustainable education (SDG 4).
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