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Abstract

:

Fake news on social media has engulfed the world of politics in recent years and is now posing the same threat in other areas, such as corporate social responsibility communications. This study examines this phenomenon in the context of firms’ deceptive communications concerning environmental sustainability, usually referred to as greenwashing. We first develop and validate a new method for automatically identifying greenwashing, using linguistic cues in a sample of tweets from a diverse set of firms in two highly polluting industries. We then examine the relationship between greenwashing and financial market performance for the firms in our sample. Prior research has identified these issues as some of the most important gaps in the extant literature. By addressing them, we make several important contributions to corporate sustainability research and practice, as well as introducing notable improvements to automatic greenwashing detection methods.
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1. Introduction


Firms are increasingly adopting social media for broadcasting corporate news and interacting with their stakeholders [1] such as for making environmental claims as part of their corporate social responsibility (CSR) communications [2]. When these environmental communications mislead, this is called greenwashing [3]. Greenwashing represents a form of organizationally generated fake news [4] involving exaggerated, selective, or deceptive communications about firms’ environmental performance [5,6,7,8].



Many firms have taken to social media to communicate with their stakeholders on sustainability, and Twitter has emerged as one of the most popular media for this [1,9]. However, the interactive and open nature of social media provides additional opportunities for stakeholders to scrutinize and hold firms accountable for their sustainability performance [9,10]. However, if stakeholders cannot reliably detect greenwashing [11,12], such additional opportunities may provide little real value to them and present a significant threat to firms’ reputations, in the case they are wrongly accused of greenwashing. Managers may thus find themselves in an “iron cage” where they are hesitant to disclose all or part of their environmental performance for fear of unfounded accusations or undue punishment [3,7].



Greenwashing raises skepticism among stakeholders concerning whether environmental sustainability represents a genuine priority for firms [6]. In a 2019 industry survey, executives claimed that sustainability is now aligned and integrated with their strategic goals (64% of responders), key performance indicators (54% of responders), and products and services (49% of responders) [13]. However, multiple studies show that greenwashing is a widespread phenomenon in such claims [14,15,16]. In a series of studies, TerraChoice [17], for example, found that 98% of green claims in 1000 North American products misled consumers. The prevalence of firms—particularly those with large environmental footprints—engaging in greenwashing raises serious concerns for firms and their stakeholders: it can erode consumer trust, firm performance, and market value [18,19,20].



Consumers react better to firms that act on environmental issues [18], which puts pressure on firms to present themselves as sustainable entities, despite not being “green” [21]. However, green consumers often hold anti-corporate bias and skepticism against green marketing [22,23,24] and suffer ethical harm when firms engage in greenwashing [25,26]. Consequently, firms can be exposed to potentially ruinous financial liabilities [19]. For example, Volkswagen’s emissions greenwashing scandal in 2015 resulted in a $14.7 billion fine—the biggest penalty to an automobile business under US law [27] at an estimated loss of $34.5 billion in profit and brand reputation, with a spillover effect of up to a 14% drop in share price in the auto-industry [28].



The adverse market reaction should be worrying, as nearly 90% of investors view a sustainability strategy as essential for firms to remain competitive [20]. Thus, discerning genuine from greenwashed sustainability actions has high-stakes consequences. Generally, however, humans rarely outperform chance in deception detection [29,30]. This becomes more of an issue in areas such as environmental sustainability, which are complex, politicized, and open to contentious debates and rival claims [31,32,33], making it difficult for non-specialist stakeholders to analyze and verify firms’ claims against their actions and performance [11,12]. Even for experts, it is challenging to identify greenwashing: more research on developing methods to measure organizations’ greenwashing is needed [5,7,34]. Therefore, an important question for firms and their stakeholders is: “How can stakeholders distinguish greenwashing from authentic corporate environmental communication on social media?” (RQ1).



In addition to detection, greenwashing research must also examine how it relates to important outcomes [35]. This represents a key concern because of the significant environmental footprints of businesses [36]. However, few studies have pondered the question “does greenwashing pay off?” (e.g., [37,38]). These studies provide some evidence that greenwashing negatively affects firms’ performance, yet their scope has been limited to a single industry (e.g., [38]) or does not consider boundary conditions (e.g., [37]). Consequently, a second question guiding this research is “What is the relationship between a firm’s greenwashing on social media and its financial market performance?” (RQ2).



We address these research questions by bringing together the literature on CSR communications (e.g., [39]), greenwashing (e.g., [7]), fake news (e.g., [40,41]), and deception detection (e.g., [42,43]) to theorize greenwashing detection. We then examine Twitter messages posted by large and small firms in two industries with significant environmental footprints, namely, the oil and gas and automotive industries. We develop a linguistic-based measure of organizational greenwashing and show that it is significantly associated with financial market performance.



Our results withstand multiple validation and robustness tests. As such, this research makes several theoretical, methodological, and empirical contributions. In terms of theorizing, our conceptualization of greenwashing as fake news offers a high-level categorization to classify existing greenwashing forms and for thinking about new practices that might emerge in the future. Further, our work complements and extends previous greenwashing theories, including disclosure and decoupling. For our greenwashing detection approach, we developed a new automatic deviation-based linguistic style method that extends previous approaches in multiple ways: it avoids the need for ground truth (authenticity) data, it goes beyond binary (greenwashed or not) classifications, it is explainable based on theoretical justifications, and it can be used to examine greenwashing over time and in other contexts. In terms of empirical contributions, we respond to calls for more CSR research on deceptive communications (e.g., [44]), especially in those situations in which information asymmetry exists between stakeholders and organizations [45] Our study also adds important new findings to the growing evidence on the effect of greenwashing on firm outcomes [37,38,46,47]. In sum, our work addresses an urgent need to identify greenwashing and measure its effects, which constitutes “the single most important” gap in the greenwashing literature ([7], p. 243), while responding to fake news detection more generally [48].



The rest of the paper is organized as follows. First, we provide an overview of the extant literature that constitutes the theoretical and empirical foundation for our study, and we further explicate our research questions. Then, we explain our method and data, present our analyses, and discuss the results. We conclude by discussing methodological, empirical, theoretical, and practical implications.




2. Theoretical Background


Our work integrates and builds on related theoretical arguments from multiple disciplines, including CSR communications (e.g., [39])), greenwashing (e.g., [7]), fake news [40,41], and deception detection [42,43]. CSR communications emphasize the significant role played by social media in enabling firms and stakeholders to co-create brands [1,39,49], but as the greenwashing literature shows (e.g., [7,9]), increased use of social media by firms to brand themselves as environmentally sustainable exposes them to broader and more diverse greenwashing scrutiny. Based on recent studies theorizing how social media amplify the potential for various types of fake news and the difficulties involved in their detection [40,41], we conceptualize three forms of greenwashing as fake news in social media—greenwashing as disinformation, misinformation, and malinformation—and draw on linguistic techniques from the deception-detection literature (e.g., [42,43]) to develop the profiles of truthful and deceptive green communications. Finally, we draw on empirical findings to explore the potential relationship between greenwashing on social media and firm performance.



2.1. Greenwashing by Organizations


The term greenwashing was first used by Jay Westerveld in 1986 to describe a practice in the hospitality industry that was designed to reduce costs but was presented as a pro-environmental practice [50]. In the management literature, early writers, such as Polonsky et al. (1997), equated greenwashing to marketing hype, while Laufer ([51], p. 253), pointed to an emerging literature that “describes corporate ‘greenwashing,’ ‘bluewashing,’ and other forms of disinformation from organizations seeking to repair public reputations and further shape public image”. Scholarly work on greenwashing has expanded considerably since then, and scholars’ and practitioners’ views on the topic have evolved over time, including on such foundational questions as what constitutes greenwashing [7]. Organizations generally make green claims as part of their CSR communications [2], for which they increasingly rely on social media [1,39,49], risking exposure to greater greenwashing scrutiny [7].



The literature classifies firms’ greenwashing activities into two main types: those that concern their products or services and those that involve their organizational policies and practices [7,52]. Product/service greenwashing usually refers to misleading or deceptive communications (e.g., advertising) about the sustainability of a specific product or service offered by a firm, whereas greenwashing involving organizational policies and practices has been primarily viewed as incomplete or selective disclosure of such information for the purpose of misleading firms’ stakeholders [12,53]. For instance, firms’ greenwashing on Twitter may be “message[s] published and propagated through [social] media, carrying false information regardless of the means and motives behind it” ([54], p. 4). Thus, Lyon and Montgomery ([7], p. 223) define greenwashing as “communication that misleads people into forming overly positive beliefs about an organization’s environmental practices or products”. This definition does not assume intent; that is, “greenwashing need not be deliberate” ([7], p. 225). For example, an organizational communication may include nature-evoking elements that unintentionally induce false perceptions of sustainability [5].



Greenwashing theories often fall into one of two main categories: disclosure or decoupling. Disclosure models suggest that managers are hesitant to disclose all or part of their environmental performance because audiences are generally skeptical and prone to accuse firms of greenwashing (e.g., [3,8,53]). From this perspective, greenwashing “lies in the eye of the beholder and [is] not an inherent aspect of a given communication” ([7], p. 228). Decoupling models hold that firms take symbolic environmental actions to deflect stakeholder attention from a lack of concrete environmental performance (e.g., [11,21,37,55]). In this case, studies often explore greenwashing as a gap between corporate sustainability reports and corporate environmental actions. For example, Mateo-Marquez et al. [55] compare organizations’ communications through the Carbon Disclosure Project with their actual greenhouse gas emissions.



Whatever the theoretical approach, it is difficult to identify actual organizational greenwashing [5]. This is because neither organizations’ underlying intent nor the authenticity of their communications is apparent. For example, to determine authenticity, information such as third-party accusations or objective data are required [56]. Most of the empirical literature focuses on detecting product-level greenwashing by either manipulating it (e.g., [3]) or surveying consumer perceptions (e.g., [57]). For detecting organizational-level greenwashing, researchers might manipulate greenwashing through a fictional company’s characteristics (e.g., [12]), make the assumption that the truth will become public (e.g., [53]), rely on third-party accusations (e.g., when an information intermediary actively collects information from firms and evaluates it [58]), measure deviation between actual and reported emissions (e.g., [6]), or make a manual comparison between what was communicated by the organization and the ground truth (e.g., interviewing employees to determine what was actually implemented on the ground [11]). Most of these assessments, however, are based on sustainability reports and longer-term data that take time to produce; this complicates greenwashing detection by giving firms more time to hide or confound it with other organizational activities. Further, these methods generally do not present evidence that their measures are assessing greenwashing, nor do they provide validation data to support their measures.



In sum, firms may greenwash through one of two ways: they may take symbolic environmental actions to deflect stakeholder attention from a lack of concrete environmental performance (decoupling model) or they may choose not to disclose all or part of their environmental performance to avoid stakeholder accusations (disclosure model). As firms increasingly use social media for green communications, they expose themselves to greater stakeholder scrutiny, but also afford new opportunities for text-based social media communications to help third parties to independently verify green claims. Moreover, the organizational greenwashing literature is at a stage where an overarching framework could help streamline the proliferation of different ways in which firms are thought to engage in greenwashing. Based on the greenwashing theories of selective disclosure and decoupling, many forms of greenwashing practices have been proposed, such as cheap talk, symbolic action, false hopes, broken promises, incomplete comparisons, fuzzy reporting, false claims, deceptive manipulation, information selection, and attention diversion (e.g., [3,5,7,56]). However, there has been little conceptual clarity around whether these forms are mutually exclusive and collectively exhaustive of organizational greenwashing. Rather, the field needs to develop an overarching conceptual framework that accounts for the interplay between intent and authenticity of environmental communications as a basis for categorizing organizational greenwashing. To do so, we draw on the fake news and deception-detection literature to address conceptualization, categorization, and detection challenges in organizational greenwashing.




2.2. Greenwashing as Fake News: Conceptualization


Greenwashing by organizations can occur through false messages; that is, fake news (e.g., [48,59]) or information with compromised authenticity [60]. Zhou and Zafarani [48] propose two types of fake news sourced from (i) news outlets (a narrower type) and (ii) messages (a broader type). Whereas the narrower type concerns journalistic content in public news outlets, the broader type includes “articles, claims, statements, speeches, and posts, among other types of information, related to public figures and organizations” ([48], p. 4). Greenwashing falls in this latter category, with the former category outside the scope of this paper.



Like greenwashing, varying labels describe fake news, such as satire news [61], deceptive news [62], false news [63], clickbait [64], and rumor [65]. Nevertheless, researchers have categorized fake news into two higher level categories: intent (to deceive or not) and authenticity (false or true) [41,59,66,67], creating four sub-categories. The first sub-category occurs with no intent to deceive and represents true communications, resulting in information rather than fake news. The other three sub-categories represent fake news: (i) disinformation, i.e., information that is false and disseminated with malicious intent (intent to deceive and false), (ii) malinformation, i.e., information that is based on reality or partially true but which is created, produced, or distributed with intent to cause harm (intent to deceive but partially true), and (iii) misinformation, i.e., information that is false but believed to be true by the disseminator (no intent to deceive, but false). Unlike traditional media, social media amplify the potential for these types of fake news by making content creation and publication easy. while their authenticity and any malicious intent behind them are difficult to establish [40,41]. The past decades have witnessed a sharp increase in firms’ claims of environmentally friendly products, policies, and practices, many of which represent these categories of fake news (see Supplementary Section S1).



Examining each of the fake news categories in turn, greenwashing can fall under disinformation when the manipulation involves bald-faced lying, known as ‘active greenwashing deception’ [3]. Examples include when BP lied in 2010 that an estimated 5000 barrels of oil leaked daily from its Macondo well instead of the actual approximately 100,000 barrels per day [68], and when Daimler reportedly admitted that Mercedes-Benz cars and vans sold in the U.S. were programmed to cheat on emissions tests [27]. Moreover, the authenticity of such greenwashing claims is often unknown. Stakeholders only realize that a firm’s sustainability practices may be at odds with their sustainability communications after environmental incidents (e.g., BP’s Gulf oil spill) or regulatory sanctions (e.g., fines for emission scandals) are publicly exposed. In this regard, greenwashing becomes more difficult to detect than other types of disinformation, because in practice, there are no fact-checking databases for calibrating the veracity of such false claims.



On the other hand, greenwashing could fall under malinformation when the manipulation is more subtle: publishing information that is not necessarily or completely a lie in a way that intends to deceive, akin to ‘information-selection greenwashing deception’ [3]. Examples include half-truths, such as when publicly traded firms use selective disclosure of green practices to mask their true environmental performance [8,53], or when fossil fuel companies, such as BP, use discourse to build and maintain a hegemony on the climate change debate, so as to deflect stakeholders’ pressure without harming its core extractive business [69]. Thus, instead of outright disinformation, firms may adopt sophisticated discourse strategies to conceal deceptive intent in their seemingly genuine sustainability actions. This allows firms to circumvent the increased scrutiny afforded by social media [9] rather than forgoing greenwashing altogether [10], making their detection more difficult. In that regard, greenwashing may be more challenging to detect than other types of malinformation because the blending of reality and fiction is much more subtle. For example, minimal environmental actions may be cloaked in sustainability terms and buzzwords in tweets, which might create the impression of climate awareness, engagement, or leadership.



Finally, greenwashing as misinformation could occur when firms make honest mistakes or lack complete information during communications about their sustainability practices. One might consider misinformation as akin to “mistake” or “unintentional greenwashing deception’, following the logic in [3]. Thus, deception still occurs, irrespective of the firm’s benign intention. Misinformation can arise when firms attempt to be sustainable in their supply chains [4]: a firm may contract with a vendor that markets itself as engaging in green practices and find later that the vendor concealed material information. The firm will suffer negative blowback if the vendor’s green credentials are exposed as misleading or outright false, despite a genuine intention to pursue green production. As with other types of fake news, it may be easier to verify falseness of the claim than the intent.



To detect these types of greenwashing using traditional methods, we would need to establish the authenticity of the information (i.e., the authenticity problem) and the intention behind its dissemination (i.e., the intention problem). In other areas, domain experts and fact-checking platforms exist for manually analyzing information authenticity (e.g., PolitiFact, Snopes, TruthOrFiction, HoaxSlayer, etc.), but these are not available for assessing organizations’ communications. As described earlier, one method of manually determining the authenticity of greenwashing could be by interviewing employees, but they might not reveal deceptive communications. Therefore, manual methods are time-consuming at best and in many cases, cannot address the authenticity problem. Determining intent can be even more difficult [48]. However, as we demonstrate, the literature on deception helps shed light on this issue. Specifically, each type of fake news can be considered deception, whether intended or not. For example, misinformation, although unintended by the organization, can still result in unintentional greenwashing deception [3].



Taken together, the foregoing suggests that greenwashing can escape reliable detection by stakeholders due to difficulty in manually verifying facts and/or determining intent in green claims. To overcome these challenges, researchers are turning to automatic detection methods, as outlined next.




2.3. Detecting Greenwashing


As described, manual methods of detecting greenwashing are time-consuming and can only partially address the authenticity and intention problems. However, automatic detection methods, which fall into four broad categories, namely knowledge, propagation, source, and linguistic style-based approaches [48] show promise but are mostly data-driven. Consequently, there is little theoretical foundation for classifying messages as greenwashing using these methods. However, the style-based approach can be singled out for employing cues drawn from linguistic theories along with machine learning models to classify deceptive communication (e.g., [70,71]). Therefore, to classify greenwashing, we developed a deviation-based linguistic style method that extended the style-based approach.



To help identify greenwashing with our linguistic approach, we drew on both the content of organizations’ Twitter messages (that is, whether they related to environmental sustainability) as well as on their linguistic features. For the latter, we relied on the literature on linguistic cues; that is, the “lexical and syntactic features of language that are independent of content” ([42], p. 605), such as sentence length or word count. This literature represents an interdisciplinary body of research encompassing such areas as communications, psychology, computer science, and information systems (e.g., [72,73,74,75,76]). We relied on recent meta-analyses and comprehensive empirical papers (e.g., [42,43,74]) to identify the most consistent and salient indicators of deception.



Overall, a meta-analysis of computer-supported deception detection found that this body of work has produced mixed but promising results: even though effect sizes are small, a few cues consistently predict deception but are contingent on several boundary conditions [43]. Similarly, another study concluded that context determines which aspects of deception theory are relevant and applicable, and which dimensions and indicators are important or need adjustment [74]. More recently, a review study complemented by a series of experiments on boundary conditions also pointed to the potential role of context in mixed findings [42]. In sum, while many linguistic cues have been previously studied (see [43]), they sometimes show inconsistent results and are limited to specific modes of communication (i.e., verbal, hand-written, or typed-text deception). Therefore, we examine seven deception cues that are most relevant to greenwashing in tweets (i.e., a typed-text deception) and are consistently supported in the literature: quantity, specificity, complexity, diversity, hedging/uncertainty, affect, and vividness/dominance.



Quantity represents one of the foundational maxims of cooperative discourse [77] and hence is often studied in deception detection. Quantity refers to the length of text, which may be measured at different levels of granularity, from a single morpheme to the entire body of text [42]. Generally, it is expected that deceptive accounts will have shorter lengths compared to truthful ones, either because deceivers strategically opt for reticence to limit the risk of providing incriminating information [72,78] or because the added cognitive load associated with fabrication limits their cognitive abilities [42]. Although deception can also be hidden in longer messages, there is overall meta-analytic support for “word count” and “sentence count” as significant predictors of deception [43].



Specificity refers to the level of detail and precision in contextual information presented in a text and is closely related to quantity [42]. It is expected that truthful accounts will be more specific than deceptive ones because the former draw from experienced events embedded within a rich network of perceptual details and contextual and semantic information recorded in memory [79,80]. In contrast, deceitful accounts suffer from a paucity of specific details related, for example, to place and time, to the five senses, and to numbers, because they rely on imaginary memories. Consequently, “descriptive” and “spatio-temporal” words, as well as “generalizing words” (that deceivers use to distance themselves from specific event details), have consistently reflected specificity in prior studies [43]. For example, greenwashing firms discussing their environmental commitments use more “inclusive” (i.e., generalizing) language compared to those that implement sustainable policies and practices [11].



Complexity refers to the ease with which a text can be comprehended [74] and appears at two levels: lexical and syntactic. Lexical complexity refers to word-level comprehensibility and is assessed with the use of single versus polysyllabic words. In contrast, syntactic complexity refers to sentence-level comprehensibility and is measured by differences in syntactic markers, such as punctuations and conjunctions, reflecting simple versus multiple-phrase or multi-clause sentence structures. Deception is thought to be more cognitively demanding than truth-telling, depleting a liar’s cognitive resources and thereby resulting in less lexical and syntactic complexity [81]. Yet another perspective views deceivers as capable of using obfuscation—a writing style involving complex verbiage and language structures—to deceive, although it is less clear whether obfuscation arises out of malicious intent or lapses in individual writing ability [82]. For example, in the context of environmental reporting, one study assumed that firms use obfuscation to “mislead by misrepresenting or concealing unfavorable facts” ([58], p. 1209). However, using complex writing alone to classify deception can be problematic, because on its own, text that is easy to understand presents no cues about the extent of falsity and/or authenticity of what is being claimed; that is, liars may use simple language to escape detection [82]. In support of this, another study found that different firms cover similar content in their reports, but firms that practice what they preach use more complex styles of language than firms that decouple their actions from their statements [11]. Therefore, in line with the linguistic deception literature, we consider low complexity as one of several linguistic cues that collectively help to detect deception. The established indicators of complexity here include words representing cognitive processes and insights, and average sentence length [43].



Diversity refers to the degree of uniqueness or repetition in text [42]. It draws from a similar theoretical rationale as complexity, i.e., deception strains cognitive resources and marks deceivers apart from truth tellers. However, unlike complexity, diversity strictly focuses on variation in the language used [30], with deceivers thought to use less diverse language and more repetition of vocabulary and phrases [74]. The ratios of content words (content-word diversity) and unique words (type-token ratio) to the total word count consistently predict deception across studies [42,43].



Hedging/uncertainty refers to the presence of “vagueness, evasiveness, or ambiguity” in a text’s meaning ([42], p. 609). By using uncertain, indecisive, and noncommittal language, deceivers attempt to avoid definitive and verifiable responses in order to evade detection (e.g., [42,83,84]). Truth tellers, on the other hand, may use more certain language to convey confidence [85], although deceivers may also pepper their accounts with certainty words when trying to be persuasive and assertive [42]. Hedging/uncertainty and specificity appear similar because deceivers attempt to be vague with both cues, but they are conceptually and empirically distinct. That is, specificity refers to the level of detail and precision in contextual information presented in text, as reflected in the use of more descriptive, space (geographical), and time (temporal) words by truth tellers, but hedging/uncertainty refers to scenarios where facts are omitted or embellished in indirect, vague framing, as reflected in the use of tentative words, impersonal pronouns, and modal verbs, among others. Thus, whereas the level of specificity helps detect deception when the speaker draws on few contextual details, the level of uncertainty/hedging helps detect deception because the speaker attempts to equivocate to avoid risk of exposure, irrespective of contextual details.



Affect refers to the amount of positive- versus negative-valence emotional words in a message [42]. It materializes in the form of uncontrolled emotional experiences, such as moral guilt, anxiety, and fear of detection, that may or may not translate into emotional language during deceptive episodes [42,72,73]. For example, negative-emotion words, such as sad and bad, may reflect guilt in deceivers [76,86], but deceivers may also strategically use more positive-emotion words, such as happy, pretty, good, luck, and joy, when attempting to be more pleasant, friendly, and persuasive [87]. Considering that firms want their communications to sound pleasant, the level of positive affect shows potential for assessing deception.



Vividness or dominance is the extent to which words convey intensity and power to dominate conversations. Deceivers may attempt to evade detection by using dominant, expressive, vivid, or forceful language in their communications [42]. However, some deceivers may also strategically use non-dominant or passive voice to evade detection [43]. Thus, in contrast to truth-tellers, who are expected to remain neutral on vividness, deceivers have been shown to substantially deviate from the average level of dominance expected in language use. Vividness/dominance has been consistently assessed with expressivity (or emotiveness in some writings) and active language in prior studies (e.g., [42,88]).



Taken together, assessing these seven linguistic cues (quantity, specificity, complexity, diversity, hedging/uncertainty, affect, and vividness/dominance) in organizations’ Twitter messages relating to environmental sustainability provides us with a means to help distinguish less-greenwashed from more-greenwashed communications, addressing our first research question.




2.4. Relating Greenwashing to Organizational Financial Market Performance


One of the most important questions about fake news, such as greenwashing, concerns its outcomes [35], because without knowing its outcomes, there may be little incentive to identify and counter it. Prior studies have generally examined two types of greenwashing outcomes: consumer perceptions and firms’ performance outcomes. The research examining the former usually concerns product-level greenwashing (e.g., [4,57,89,90]) and therefore is outside this study’s scope. However, the findings from this stream generally show that greenwashing harms consumers’ trust in products and influences their purchase intentions [7]. Fewer studies have investigated the second type of outcome, firms’ performance, but the evidence to date has been mixed. Walker and Wan [37] found that, in highly polluting industries, financial performance (measured in terms of Return on Assets) is negatively associated with greenwashing, because of increased stakeholder scrutiny, heightened demands to mitigate their harmful operations, and abundance of publicly available data on such firms’ environmental performance. They highlighted the need for future research to examine the effects of boundary conditions, such as mediators and moderators, on this relationship. Further, Wu and Shen [38] found that greenwashing had no effect on several measures of financial performance ratios salient to the banking industry. Testa et al. [47] found that publicly traded firms in multiple countries and industries did not significantly benefit from greenwashing in their operational performance, nor did they suffer significant punishment in market value. In contrast, Gatti et al. [3] asked M-Turk participants to think about their intentions to invest and found that they reacted even more negatively to greenwashing than to environmental misconduct. Most recently, Li et al. [46] found positive effects of unperceived greenwashing on financial performance of Chinese firms and suggested that the sampled firms were able to avoid external accusation to minimize impact on financial operations.



This research highlights the effect of scrutiny or exposure of environmental practices and incidents on the relationship between greenwashing and firms’ market performance. For example, firms with lower environmental performance are less likely to engage in selective disclosure, particularly when headquartered in countries with more environmental NGOs and higher levels of liberty and civil rights [8], suggesting that they are mindful of the increased probability of being exposed under heightened scrutiny. Overall, these studies provide initial evidence that greenwashing has some material impact on firms’ financial market performance, particularly when acts of greenwashing are detected and exposed. From a firm’s perspective, stakeholders’ negative reactions to greenwashing, as manifested in negative investor reactions [20] would mean that greenwashing is not a good strategy to deal with stakeholders’ environmental demands. From the stakeholders’ perspective, greenwashing may not only have financial significance (e.g., decrease shareholder value), it can have ramifications for their long-term well-being because of the significant environmental footprints of businesses [36,91]. Therefore, RQ2 deals with the effect of greenwashing on financial market performance, and in line with the role of scrutiny as a potentially important moderator, we further examine how the level of environmental exposure moderates this relationship.





3. Methods


To examine our research questions, we utilized secondary data for firms in two industries (oil and gas and automotive industries). We addressed RQ1 by focusing on developing and validating an automatic profile-deviation-based measure for detecting greenwashing. We examined RQ2 by modeling and testing the association between our measure of greenwashing and financial market performance.



3.1. Data


Our initial sample began with 80 firms, the top and bottom 20 firms on the Forbes Global 2000 list of publicly traded firms for both the oil and gas and automotive industries. The choice of this diverse sample was in line with prior research that has established that greenwashing practices and their outcomes vary by firms’ characteristics and across industries [8,9]. We restricted the period of analysis between 2012 (when many of the firms in our dataset first created their Twitter accounts) and 2019 (to avoid the potentially confounding effects of the COVID-19 pandemic on firms’ tweeting behaviors, e.g., Rickett, 2020; Romero, 2020). Our final sample of 57 firms represented those firms from the initial 80 who had active Twitter accounts for the period of study.



Our dataset from 2012 to 2019 included all tweets posted on the firms’ Twitter handles (422,664 tweets in total). We collected Twitter data by building a Python wrapper around the public Twitter API to crawl historic tweets in firm handles over the observation period. In addition, we collected firms’ financial market, control variables, and environmental exposure data for this same period. Consistent with several prior studies, we gathered these variables from several main sources: firms’ financial market and control variable data from Bloomberg’s terminals [92,93,94] and environmental data from Sustainalytics reports [95,96,97]. Because of these different sources for our measures, common method bias should not be a concern in our regression models.




3.2. Analyses


We followed a multi-step process to conduct our analyses. First, we identified firms’ Twitter messages related to the environment and then compared these messages to deceptive linguistic cues identified in the literature. Next, we created ideal profiles for greenwashed and truthful tweets based on these cues and classified our sample of tweets using these profiles, validating our classification using multiple methods. Finally, we related our greenwashing measure to financial market performance. That is, we devised a multi-stage process involving the following steps: (1) selecting tweets related to environmental sustainability, (2) linguistic analysis, (3) profiling greenwashing, (4) validating our greenwashing detection method, and (5) relating our greenwashing measure to financial market performance. Appendices A and B describe these steps in more detail.



3.2.1. Selecting Tweets Related to Environmental Sustainability


The first step was to select tweets related to the environment. To achieve this, we created a custom dictionary of sustainability terms for the linguistic analysis software LIWC (described in the next section) and compared our sample of tweets to this dictionary in order to identify environmental tweets to analyze for the potential presence of greenwashing. We followed procedures established in prior studies for developing and validating dictionaries [98,99].



We compiled our initial list of environmental terms by examining sources from both industry and academia. Specifically, to collect practitioners’ terminology, we examined environmental indicators described in the MSCI ESG KLD dataset’s manual [100] available through WRDS database, and extracted all the terms related to environmental sustainability. MSCI is a leading provider of business data, including environmental, social, and governance (ESG) data for investors, which are also widely used in sustainability research [101]. Next, to collect academic terminology, we examined the list of top journals in environmental studies ranked based on their Impact Factor by Web of Science, similar to [39]. We extracted all the keywords relevant to environmental sustainability from this list, starting at the top-rated journal, until the keywords reached saturation. We obtained 1369 terms in total. We then asked two judges (a professor and a PhD student undertaking research in sustainability) to rate these keywords on their relevance to environmental sustainability. We omitted those words that were scored less than 4 on a 7-point Likert scale by both judges. This resulted in 1238 green terms in our sustainability dictionary.



We selected tweets for further analysis if they contained at least one term from our dictionary. In other words, a tweet must contain at least one sustainability term to be considered “green enough” for potential greenwashing. This resulted in 82,286 green tweets (out of 422,664 tweets) for the 57 firms from 2012 to 2019.




3.2.2. Linguistic Analysis


The next step was to conduct our linguistic analysis using automatic detection tools. For the reasons described next, we developed a profile-deviation linguistic method that extended existing approaches. First, other automatic methods need ground truth data: however, the accuracy of these data dramatically impacts these methods using machine learning (e.g., [67]), deep learning (e.g., [102]), or network optimization (e.g., [54]) frameworks. Our method addressed this problem by avoiding the need to train an algorithm, and hence the need for ground-truth data altogether. By doing so, our method eliminated problems such as credibility (e.g., due to contentious coding of ground truth), scale (e.g., due to manual labor), and data limitations (e.g., due to human error, incomplete, or outdated data), which, when working together, can render solutions less accurate, less timely, less effective, or even impossible (see online Supplementary Section S2 for comparisons with other automatic methods).



Second, other linguistic style-based detection methods have faced challenges in identifying and validating a set of features that can track deception across multiple contexts [103]. As explained earlier, our method addressed this problem by selecting cues based on consistent findings reported across different research domains, in both field and experimental settings [42,43], to establish theory-driven ideal profiles of truth and deception.



Finally, current methods approach detection as a binary classification problem, often because truthful and deceptive messages are pre-labelled as such (e.g., used in style-based automatic methods [70,71], assessed manually [11], assumed in economic models [53], or experimentally manipulated (e.g., [42]). Binary classification is unable to capture non-traditional fake news, such as malinformation, for example, where information is not entirely false but has “false claims in some parts of the news content” ([48], p. 31). Our profile-deviation method addresses this problem by classifying content within a “deception spectrum” ranging from ideal truth (not greenwashing) to ideal deception (greenwashing), with multiple levels in between.



To conduct our deviation-based linguistic analysis, we studied those theoretical cues related to RQ1 described earlier; that is, quantity, specificity, complexity, diversity, hedging/uncertainty, affect, and vividness/dominance (see Table 1). We used LIWC software [104] for this analysis because it has been applied in prior studies of deception (e.g., [74,105,106,107]) and has considerable overlap with other well-known deception-detection software, such as Agent99Analyzer [108]. We prepared tweets for analysis by following guidelines in the LIWC 2015 manual: for example, by separating URLs and tagging e-mail addresses, and removing noise (e.g., white spaces). Finally, we parsed tweets through LIWC to compute linguistic indicators.



Using LIWC, we selected all available deception indicators to represent the seven cues described earlier. However, LIWC does not include indicators for Diversity and Vividness, and therefore, we created our own indicators for these. Diversity indicators were computed with a Python function that calculates content-words and type-token ratios directly from the parsed tweets. Vividness scores were obtained by parsing tweets through Whissel’s Dictionary of Affect in Language [88,109]. For a fair comparison, we scaled down the indicator scores for tweets for 2018 and 2019 to account for Twitter’s increase in character limits from 140 to 280 at the end of 2017 [110]: this was necessary to minimize the effect of increased word count on several linguistic cues. Second, we ensured that all indicators were in the same direction (a higher score suggested truth)—that is, we reversed any indicators for which high scores suggested deception. With this approach, an overall high raw score suggested truth while an overall low raw score suggested deception. Finally, because we created composite scores with indicators on each cue, we normalized indicators to minimize undue influence of measurement scales.




3.2.3. Profiling Greenwashing


In the third step, we assessed greenwashing patterns using profile deviation. That is, to detect greenwashing in organizational tweets using the linguistic indicators discussed earlier, we primarily drew on Venkatraman’s seminal work on fit as profile deviation [111]. He notes that: “Although this perspective can be adopted in a variety of research situations, it is particularly useful for testing the effects of environment-strategy coalignment … because deviations in strategy from [an] ideal profile should be negatively related to performance” (p. 434). This has been demonstrated in many areas, including technology-business alignment (e.g., [112]), knowledge management (e.g., [113]), and software project risk management (e.g., [114]). We believe that this analytical method is appropriate in the greenwashing context for several reasons. First, greenwashing captures a type of strategic action about an organization’s environmental sustainability practices that can impact the organization’s financial market performance. As we show, the negative outcomes we found for RQ2 were consistent with this expectation. Second, greenwashing lends itself to measurement by the profile-deviation method because linguistic cues offer multiple deception dimensions for forming configurations, rather than bivariate examinations, to describe a holistic and synergistic profile, the core tenet of fit as profile deviation [111].



Fit as profile deviation is “the degree of adherence to an externally specified profile” ([111], p. 433). In the current context, profile deviation is suitable if an ideal truthful (non-greenwashing) profile can be specified across the linguistic dimensions for detecting deception. For any tweet parsed through our sustainability dictionary, the tweet’s degree of fit or adherence to such a multidimensional profile demonstrated a high level of coalignment with a pattern of truthful communication. Conversely, deviation from the profile implied a low level of coalignment between the green tweet and truthful communication, resulting in a high likelihood of deceptive green communication (i.e., greenwashing). Three analytical issues are regularly raised with respect to the profile-deviation perspective of fit: (a) operational difficulties related to developing the ideal profile to calibrate variation in firm tweet profiles, (b) whether and how to add differential weights for the multiple dimensions, and (c) the classification power of the profile-deviation test [115,116,117,118]. We addressed the first issue concerning operationalization by specifying a theoretically ideal profile based on prior work in linguistic deception detection—that is, the ideal non-greenwashing profile had the highest raw scores on all seven linguistic cues previously described, while the ideal greenwashing profile had the lowest raw scores on all cues. For the second issue regarding weights, we relied on the number of indicators of a cue to serve as implicit weights in the composite score: this is because meta-analytic evidence associates the most important cues with a larger number of empirically validated and theoretically meaningful indicators (see [43]). Therefore, we measured profile deviation as the Euclidean distance between the composite score of an observation and the ideal profile score and used decile splits to specify a range of low-to-high greenwashing patterns. Consequently, we expected less-greenwashed tweets (with higher composite scores) to have lower deviation (thus lower Euclidean distances) from the ideal non-greenwashing profile and vice versa for more-greenwashed tweets. For the third issue pertaining to the power of our detection method, we used multiple independent techniques to validate the classification accuracy of the profile-deviation method as part of our robustness tests. We further describe how each method validates our results in online Supplementary Section S4.



In sum, our profile-deviation method allowed us to symbolically express truth and deception using linguistic cues in green tweets. LIWC provided scores for the indicators of the linguistic cues presented in Table 1. The theoretical rationale for selecting these cues and their indicators in the context of organizational greenwashing on social media is detailed above. From a theoretical standpoint, the symbolic meaning of each LIWC indicator score is described by the valence on the deception scale (column 3 of Table 1)—a high LIWC score indicates truth or deception based on prior research. From a methodological standpoint, we implemented the symbolic meaning with a profile-deviation scale [111] by defining an ideal non-greenwashed tweet profile and an ideal greenwashed tweet profile. We show in Supplementary Section S3 that multiple ways of defining greenwashing patterns based on this approach correlate highly with each other, demonstrating the robustness of both our theory and our method for symbolically expressing truth and deception in the context of organizational greenwashing on social media.




3.2.4. Relating Greenwashing to Financial Market Performance


Following prior studies that used LIWC-based measures to study greenwashing and other organizational phenomena (e.g., [11,119,120,121]), we empirically examined the relationship between our measure of greenwashing and financial market performance. We measured our financial market outcome with Share Price, the average daily price at which a firm’s stock was traded. We measured our moderator, environmental exposure, with ESG Controversies, the number of significant controversial events reported in a firm’s environmental, governance, social, and operational incidents (compiled from Sustainalytics reports). Based on prior greenwashing studies [37,38,122], we included the following control variables: three industry controls, Industry Type (i.e., Oil/Gas or Auto), Firm Size (i.e., top or bottom 20 on Forbes Global 2000 by market capitalization), and Region (location of firm’s headquarters: main operations in or outside of North America) and five financial controls, Gross Income, Return on Assets, Operating Income, Adjusted Profit, and Adjusted Revenue.



We specified linear regression equations for Share Price using natural log transformations for Share Price, financial controls, and our moderator variable. We estimated the Share Price models with panel regression techniques to address potential endogeneity issues. For this daily share price panel, the Breusch–Pagan Lagrange Multiplier test [123] rejected the null hypothesis of no panel effect (i.e., entity variation) across firms (p(   χ 2   ) < 0.00). Next, the Durbin–Wu–Hausman test [124] failed to reject the null hypothesis of serial correlation across unique errors, suggesting that the random effects (RE) estimator fit the data better than fixed effects. The RE panel included 29,271 firm-day observations from 1 January 2012 to 31 December 2019 (after removing missing values), with an unbalanced panel resulting from firms not tweeting daily.






4. Results


To help distinguish between greenwashing and authentic corporate environmental communications (RQ1), we examined whether greenwashing profile patterns corresponded with greenwashing scores. Specifically, Table 2 presents average greenwashing scores per quantile range (i.e., the relationship between quantile ranges and the average greenwashing scores of tweets in the quantiles). The results show clear separation between quantiles in the expected direction. That is, recalling that an ideal non-greenwashed tweet has a Euclidean distance (i.e., greenwashing score) of zero, we observed that the average greenwashing score was lowest for tweets in the first quantile and largest for tweets in the tenth quantile, while consistently increasing across quantiles (i.e., average greenwashing increases as we move away from the ideal non-greenwashing profile). The quantile range measure correlated well with several dichotomous splits of the Euclidean distance (see the online Supplementary Section S3) and had the advantage that it avoided making absolute claims about whether an organizational tweet was greenwashed, and instead showed degrees of variation in organizational greenwashing. We present illustrative examples of randomly drawn sample tweets from our data along with their greenwashing scores in Table 2.



To further examine the relationship between linguistic cues in tweets and the resulting greenwashing profile, that is, the separation of tweets by linguistic cues, we plotted the profile of quantile mean scores on linguistic scores in Figure 1. As expected, Quantiles 1 to 3, representing the non-greenwashing side of the range of quantiles, obtained relatively high scores on the four “truthful cues” quantity, specificity, complexity, and diversity, and lowest mean scores on “deceptive cues’ hedging, affect, and vividness. The three profiles also showed good separation on mean cue scores. The trend was reversed for Quantiles 4 to 10, which obtained relatively low scores on truthful cues and higher scores on deceptive cues. While separation between mean scores was smaller in this case, the profiles remained distinct and did not overlap. In effect, the increase in average greenwashing scores coupled with reasonably distinct quantile profiles demonstrated that linguistic cues were able to distinguish more-deceptive and less-deceptive green tweets, addressing RQ1.



For RQ2 concerning the relation between greenwashing and financial market performance, random effects model results are presented in Table 3 (see online Supplementary Section S6 for descriptive statistics and correlations between key variables). In Model 1, we regressed industry and financial control variables on Share Price and found that large firms (Top 20 by market cap), higher return on assets, operating income, adjusted profits and revenues were all associated with an increase in daily share price, as expected. Higher gross income was associated with lower share price. Overall, these results suggest that investors prefer to base decisions on tax-adjusted rather than gross profits. In Model 2, we introduced our greenwashing variable and found a significant negative main effect: a unit increase in greenwashing was associated with 0.47% decline in daily Share Price. In Model 3, we introduced the moderator variable and found a significant main effect: a unit increase in ESG controversies was associated with a 0.05% decline in daily share price. In Model 4, we included the interaction between greenwashing and ESG controversies and found it to be positive and significant: the marginal effect of greenwashing on daily share price increased to 0.24% for a unit increase in ESG controversies. To further explore this interaction, we plotted the marginal effects and observed that the interaction effect was non-linear (see Figure 2). In sum, greenwashing was associated with lower market performance for firms with low environmental controversies. As described next, we also conducted several supplementary analyses to examine the robustness of our results.




5. Robustness Tests


5.1. Robustness Tests for RQ1: Validating our Greenwashing Detection Method


To validate our greenwashing measure, we performed four types of tests: methodological, industry comparisons, public perceptions, and external opinions. We provide a detailed description of each test and its results in online Supplementary Section S4, with a summary as follows.



For the methodological validation, we employed clustering as an unsupervised machine learning approach to test the predictive power of the linguistic cues. The rationale was that an alternate greenwashing classification method using the same cues should yield similar greenwashing scores as the profile-deviation method. The second validation approach compared the accuracy of our approach in distinguishing firms’ greenwashing in less green industries (oil/gas and auto) with those in greener industries (the environmental management industry). The rationale was that, unlike environmental management firms. which are perceived as environmentally proactive (e.g., [125]), oil/gas and auto firms face growing institutional pressures to adopt more green practices and thus have higher motivations to greenwash their communications. For our third validation test, we examined the extent to which our greenwashing measure correlated with public perceptions of firms’ green tweets. Based on prior studies that linked social media behaviors, such as likes, favorites, retweets, and votes, to consumer perceptions of greenwashing (e.g., [126]), we expected tweets perceived as greenwashed to correlate negatively with retweets, favorites, and mentions on Twitter. Finally, acknowledging that general Twitter users are not adept at spotting greenwashing, our fourth validation test focused on the extent to which relatively knowledgeable specialists would agree with our greenwashing score for a firm’s tweet. The rationale was that if a firm’s green communication were deceptive and our greenwashing measure adequately labeled it so, we could expect a moderate-to-high correlation between our greenwashing measure and the likelihood of it being tagged as deceptive by those who specialized in calling out corporate greenwashing.



Taken together, our four tests demonstrated that: (a) using profile-deviation is replicable with an alternative method (clustering), (b) our greenwashing measure distinguishes potentially greener industries from potentially less green industries, (c) our measure relates as expected to public sentiment, and (d) a tweet that scores high on our greenwashing measure correlates highly with the likelihood that the firm’s tweet will be tagged as greenwashed. In sum, while no single validation method on its own may be sufficient, the collective results from the four independent validation methods provide strong evidence for the validity of our greenwashing measure.




5.2. Robustness Tests for RQ2: Relating Greenwashing to Financial Market Performance


We conducted several supplementary analyses to examine the robustness of our empirical results for the relationship between greenwashing and market performance. We obtained similar results when: (1) using the greenwashing measure from clustering, suggesting that the greenwashing effect is robust to alternative measurement; (2) using a weekly (rather than daily) panel of estimation, suggesting that the greenwashing effect is also stable through the week; and (3) examining the individual effects of the linguistic cues used in our greenwashing measure, suggesting that each cue contributes to a parsimonious composite greenwashing score. Details on these robustness tests are included in online Supplementary Section S7.





6. Discussion and Implications


Our study addresses organizational communications in the context of the environment, a critical concern for businesses and societies. This stems from its politicized and complex nature [31,127,128], as well as the vested interests of some of the largest firms in highly polluting industries in maintaining and even expanding their environmentally damaging operations. These firms and their stakeholders use a range of strategies to promote and defend their positions and interests, such as engaging in wars of control over information and communication landscapes [33,129]. The rise of social media in recent years as an important conduit of organizational communications has opened a new arena for firms to communicate environmental sustainability messages through broadcasting news-like messages [1].



Our study makes valuable contributions by addressing some important open questions concerning communications, specifically how to detect greenwashing originating from firms as well as exploring greenwashing’s relationships to firms’ financial market performance. We brought together literature from multiple areas to theorize greenwashing detection, responding to calls for more interdisciplinary research in this area (e.g., [3,7]). We then developed and validated an effective method of detecting greenwashing based on some of the most important linguistic cues of deception identified in prior research (RQ1). Using this measure in a random effects model of share price, we found that greenwashing is directly associated with lower financial market performance (RQ2). Further, this relationship is moderated by exposure of environmental controversies. Next, we discuss several implications of our work for research and practice, as well as avenues for future research.



6.1. Theoretical Implications


Taken together, our research contributes to theorizing around organizational greenwashing in three ways: reconceptualizing greenwashing forms, complementing disclosure models, and extending decoupling models of greenwashing. First, prior work has made helpful progress toward identifying many forms of organizational greenwashing practices. However, this progress has not come with conceptual clarity around how these forms may be mutually exclusive and/or collectively exhaustive of organizational greenwashing. Instead, our conceptualization of greenwashing into three categories of fake news offers a high-level categorization for researchers to classify existing greenwashing forms, unravel underexplored ones, and provide a framework for thinking about new practices that might emerge in the future. Particularly, while most existing forms of greenwashing fall under disinformation and misinformation, malinformation greenwashing tends to remain underexplored and merits future research.



Second, our research complements disclosure models of greenwashing by qualifying the argument that greenwashing is not apparent in communications [3,7]. Rather, it appears that, at least in certain communications, such as social media, greenwashing can be detectable. This is in line with growing evidence that greenwashed text may exhibit certain linguistic characteristics that are known to be associated with deceptive communications (e.g., [58]). Therefore, the notion underlying traditional disclosure models that “greenwashing requires visibility and an accusation from a third party” ([3], p. 231) needs to be reassessed to account for instances where apriori accusations or expositions may not be available or even necessary. In qualifying this fundamental assumption, our work thus calls for revisions to disclosure models.



Third, our research extends decoupling models of greenwashing, in which firms take symbolic environmental actions that do not match their actual environmental performance [11]. With our approach, both environmental symbolic actions and actual actions are not required. Instead, we find that green claims on social media can be scrutinized by examining their linguistic expression in text. Further, firm’s actual sustainability actions are often not known, but when actions and commitments are discernible, they generally represent longer-term phenomena. However, given the frequency of social media communications and the exposure to a much wider online audience, a firm may be forced to act more quickly on its public reactions, thereby shortening the distance between communication and action (where decoupling is thought to occur). As the firm must react faster to correct any potential storm on social media, there is less time for it to risk greenwashing. That is, intermittent social media communications from the organization can say a lot about the firm’s green behavior or mindset at any period. Therefore, stakeholders do not need to wait for corporate sustainability reports to infer potential greenwashing. This may also lie at the center of critiques that decoupling models are static; that is, they offer little insight about the “extent of greenwashing and whether it is increasing over time” ([7], p. 228). Greenwashing is likely to be dynamic in a frequent-communication regime, such as social media. For example, when facing systemic shocks (industry-level) or critical environmental incidents (firm-level), there can be a spike in green communications, resulting in a temporary increase in all or some of the three types of greenwashing. Thus, decoupling models should be revised to account for faster coupling between green communications and (in)action by firms.




6.2. Methodological Implications


To address our first research question concerning the identification of greenwashing on social media, we devised a unique automatic detection method—a linguistic approach based on profile-deviation. We first reviewed the literature on linguistic cues of deception to determine those cues with the most potential to identify greenwashing. We then collected firms’ Twitter messages related to the environment through a comparison to a dictionary that we created from the practice and research literature. Next, we compared the linguistic features of these messages to ideal profiles of deceptive and truthful messages found in the literature using LIWC text mining software [104] and validated our classification with multiple methods.



Our approach to detecting greenwashing contributes several extensions to current greenwashing, fake news, and deception-detection methods. First, whereas previous approaches have relied on manually collected ground truth (data with known authenticity) to create experimental treatment conditions or to train automatic learning algorithms, our profile-deviation method does not require these data. To the best of our knowledge, this approach is novel in the greenwashing, fake news, and deception-detection literature, and offers a pathway for overcoming both economic and practical limitations of manual data collection in existing detection models. Second, rather than binary (deception or not) classifications, we introduce a new multi-label categorical classification suited to detecting “non-traditional” fake news such as greenwashing, addressing a major challenge faced by existing methods [48]. That is, existing methods are more effective at classifying explicit false claims, such as disinformation, but are less effective when deception is not so explicit, as with misinformation and malinformation. For these types of fake news, it is important to consider the extent of falsity and/or authenticity in making judgements about the likelihood of deception. Our method addresses this challenge by inferring the likelihood of deception in green communication over a range of possibilities, rather than making a declaration that a tweet is deceptive or not. This innovation will also be germane to studying greenwashing dynamics, particularly in response to an urgent call for methods to track the magnitude and direction of change in greenwashing over time [7]. Third, whereas the deception literature offers many linguistic cues, we selected the most theoretically reliable and empirically established cues to help automatically detect greenwashing in tweets. In so doing so, our method is more “explainable” ([48], p. 32) and can be replicated in different contexts. This adds to limited research on model interpretability, that is, using theories or domain knowledge for more explainable automatic deception detection (e.g., [130]).



Nevertheless, our approach to detecting greenwashing could be extended in several ways. For example, it may be possible to improve its accuracy by combining non-linguistic cues with linguistic ones. Depending on the context and the genre of messages under study, such non-linguistic cues could include the content of the messages, their metadata, and audio and visual cues, such as the tone and body language of the source. Moreover, researchers could use more sophisticated unsupervised learning techniques to detect deception in such types of data (e.g., [131]) and in developing relevant measures to validate such classifications. In the future, it would also be useful to be able to categorize the detected greenwashing into one of the three types of fake news: mis-, mal- or disinformation; however, other data would be required, such as firms’ responses (e.g., admission, apology, protest, honest mistake, evasiveness, etc.). In the current state of the art and available tools, we see no easy way to collect this information without invoking additional manual processes with all the problems that accompany them.



Another future possibility is to use crowdsourcing with experts to label a sample of tweets as greenwashing or authentic, which then could be used to further validate our method. Such labeled data could additionally be used to develop supervised machine learning models to automate the detection of deception [131,132]. However, the success of such an endeavor would require establishing a clear set of criteria to be used by the expert crowds to identify greenwashing in tweets, which is not a straightforward task. Further, future research could make cross-platform comparisons on deception detection. For example, the character limit imposed by some platforms, such as Twitter, may constrain quantity-oriented linguistic cues in communications, compared to other platforms like Facebook or LinkedIn. Additionally, it is possible that firms adopt a different language on employee-oriented platforms, such as LinkedIn, compared to customer-oriented ones, such as Facebook. Finally, our approach focused on text-based false messages in social media, a growing non-traditional source of fake news [48]. Future research may investigate how to extend our detection method to traditional sources of fake news, such as journalistic news media.




6.3. Empirical Implications


To address our second research question, we regressed our greenwashing measure on daily stock prices. Our empirical findings shed light on the growing body of research examining greenwashing outcomes. From a firm’s perspective, prior studies have examined the outcomes of organizational greenwashing with two types of metrics—stakeholders’ reactions and firm performance—but a clear picture of where firms should direct their mitigation strategies remains elusive. While prior results for financial performance have been mixed [37,38,46,47], our cross-industry, multi-country exploratory work suggests that firms should pay closer attention to the effects of greenwashing on financial markets, in line with investor expectations [20]. This also raises several questions for future research. For example, is the degree of separation between greenwashing and financial market performance too wide to detect a relationship? If so, are privately held firms (whose stocks are not publicly traded) more likely to escape the ramifications of greenwashing? Additionally, does the negative relation between perceived greenwashing and retweets on Twitter, as found in our validation analyses, suggest a potential spillover effect from market performance outcomes to stakeholders’ perceptions in product-level greenwashing outcomes (e.g., [4,57,89,90])? Answers to these questions would deepen a firm’s understanding of the implications of perceived and tangible greenwashing in their communications and help managers formulate effective remedial policies.




6.4. Implications for Policy and Practice


Our research also offers valuable insights for both policy and practice. From a practical perspective, our method provides a reliable and moderately easy tool for investors, consultants, auditors, activists, media, and other practitioners to detect potential acts or episodes of greenwashing by focal firms. Given that this has proved a difficult task for non-specialist stakeholders [11], such a tool should be of value to these groups. For managers, those with “clean hands” can now contemplate the possibility that their environmental communications may be more objectively assessed. This represents an important first step to free managers from an iron cage of disclosure where they have little incentive to showcase their environmental actions due to unfounded accusations or undue punishment.



From a policy standpoint, studies have emphasized a shift in focus from maximizing user engagement on social media platforms to addressing fake news interventions by increasing information quality via self- or government regulations [62]. Social media firms have responded by adopting several policies to debunk or warn against fake news [133]. Our detection approach expands the policy options and implementation capabilities for greenwashing interventions on social media platforms, particularly with respect to greenwashing types that are most difficult to detect (such as malinformation). Our technique would allow platforms to automatically score and tag firms’ green tweets to help specialist stakeholders distinguish greenwashing from genuine environmental actions.



Ultimately, evidence is growing that we are running out of time to meet internationally agreed environmental sustainability goals and to avert large-scale and potentially catastrophic changes in our natural environment. Under these circumstances, if greenwashing—particularly by highly polluting firms—goes unnoticed, it can be immensely damaging by luring stakeholders into inaction. Our work represents one step in preventing such damage, and we hope that our method is improved, expanded, and utilized by researchers, practitioners, and activists concerned about our shared future.
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Figure 1. Quantile profile plot on greenwashing cues. 
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Figure 2. Average marginal effects and simple slope plots of greenwashing with 95% CI on share price at different levels of environmental controversies. (a) Marginal effects on share price. (b) Simple slopes on share price. 
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Table 1. Cues and Indicators used in Profile Deviation.
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	Cue
	Indicator(s)
	Valence
	Measurement Software





	Quantity
	
	
Word quantity



	
Sentence quantity





	Truthful

Truthful
	LIWC



	Specificity
	
	
Descriptive words



	
Spatio-temporal words



	
Generalizing terms





	Truthful

Truthful

Deceptive
	LIWC



	Complexity
	
	
Cognitive processes



	
Insights



	
Sentence length





	Truthful

Truthful

Truthful
	Custom-written Python code



	Diversity
	
	
Type-token ration



	
Content-word diversity





	Truthful

Truthful
	LIWC



	Hedging/uncertainty
	
	
Tentative words



	
Impersonal pronouns



	
Weak model verbs



	
Negations



	
Exclusive words





	Deceptive

Deceptive

Deceptive

Deceptive

Truthful
	LIWC



	Affect
	
	
Affective processes



	
Emotional tone



	
Negative affect



	
Positive affect





	Deceptive

Deceptive

Deceptive

Truthful
	LIWC



	Vividness/dominance
	
	
Activation



	
Imagery





	Deceptive

Deceptive
	Whissel Dictionary
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Table 2. Average Greenwashing Score per Quantile Range.
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Quantile Range

	
No. of Observations

	
Average Greenwashing Score

	
Example Tweet






	
1 (low greenwashing)

	
8223

	
75.15

	
New forecast predicts #oilsands output in #Alberta will more than triple by 2030, to 5M barrels a day http://on.wsj.com/KjcUjF (accessed on 15 April 2020)

Oil & Gas firm (score: 75.62)




	
2

	
8223

	
77.64




	
3

	
8222

	
82.94




	
4

	
8223

	
83.95

	
[Company] sources battery cells from carbon-neutral production for the first time. That’s significantly more than 30% savings on the carbon footprint of the entire battery of future models. #Sustainability

Auto firm (score: 84.88)




	
5

	
8222

	
84.79




	
6

	
8223

	
86.50




	
7

	
8222

	
87.12

	
Read about #[company’s] commitment to a #lowcarbon future http:// [company website]

Oil & Gas firm (score: 91.24)




	
8

	
8223

	
88.75




	
9

	
8222

	
89.52




	
10 (high greenwashing)

	
8223

	
91.11
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Table 3. Outcome of Greenwashing: Financial Market Performance.
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Dependent Variable: Share Price




	
Variables

	
Model (1)

	
Model (2)

	
Model (3)

	
Model (4)






	
Greenwashing (GW)

	

	
−0.47 **

	

	
−0.77 **




	

	

	
(0.04)

	

	
(0.07)




	
ESG Controversies (ESGC)

	

	

	
−0.05 **

	
−1.10 **




	

	

	

	
(0.00)

	
(0.18)




	
GW × ESGC

	

	

	

	
0.24 **




	

	

	

	

	
(0.04)




	
Industry (0 = Auto, 1 = Oil)

	
−0.48

	
−0.51

	
−0.89 *

	
−0.92 *




	

	
(0.33)

	
(0.33)

	
(0.36)

	
(0.37)




	
Region (0 = NA, 1 = Global)

	
−0.58

	
−0.57

	
−0.68

	
−0.63




	

	
(0.37)

	
(0.38)

	
(0.42)

	
(0.43)




	
Size (0 = B20; 1 = T20)

	
0.76 *

	
0.74 *

	
0.40

	
0.36




	

	
(0.31)

	
(0.31)

	
(0.35)

	
(0.36)




	
Gross Income

	
−0.21 **

	
−0.21 **

	
−0.03 †

	
−0.05 *




	

	
(0.01)

	
(0.01)

	
(0.02)

	
(0.02)




	
Return on Assets

	
0.08 **

	
0.07 **

	
0.10 **

	
0.09 **




	

	
(0.00)

	
(0.00)

	
(0.00)

	
(0.00)




	
Operating Income

	
0.39 **

	
0.40 **

	
0.28 **

	
0.29 **




	

	
(0.01)

	
(0.01)

	
(0.01)

	
(0.01)




	
Profit

	
0.07 **

	
0.07 **

	
−0.03 **

	
−0.03 *




	

	
(0.00)

	
(0.00)

	
(0.01)

	
(0.01)




	
Revenue

	
0.05 **

	
0.06 **

	
0.19 **

	
0.20 **




	

	
(0.01)

	
(0.01)

	
(0.01)

	
(0.01)




	
Constant

	
1.99 **

	
4.01 **

	
1.74 **

	
5.07 **




	

	
(0.43)

	
(0.47)

	
(0.50)

	
(0.60)




	
Observations

	
29,271

	
29,271

	
19,791

	
19,791




	
Number of Firms

	
50

	
50

	
42

	
42








Random effects regression estimates with standard errors in parentheses. Region NA: North America. Size T, B: Top & Bottom 20 rank by market cap (Forbes Global 2000). ** p < 0.01, * p < 0.05, † p < 0.1.
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